
(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization

International Bureau
(10) International Publication Number

(43) International Publication Date
20 November 2014 (20.11.2014)

WO 2014/186717 Al
P O P C T

(51) International Patent Classification: BASHANDY, Ahmed, R.; 2200 Toscano Street, Milpitas,
H04L 12/723 (2013.01) H04L 12/715 (201 3.01) CA 95035 (US).

(21) International Application Number: (74) Agent: CAMPBELL, Samuel, G., Ill; Campbell Stephen
PCT/US20 14/0384 15 son, LLP, 11401 Century Oaks Terrace, Building 4, Suite

250, Austin, TX 78758 (US).
(22) International Filing Date:

16 May 2014 (16.05.2014) (81) Designated States (unless otherwise indicated, for every
kind of national protection available): AE, AG, AL, AM,

(25) Filing Language: English AO, AT, AU, AZ, BA, BB, BG, BH, BN, BR, BW, BY,

(26) Publication Language: English BZ, CA, CH, CL, CN, CO, CR, CU, CZ, DE, DK, DM,
DO, DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT,

(30) Priority Data: HN, HR, HU, ID, IL, IN, IR, IS, JP, KE, KG, KN, KP, KR,
61/824,696 17 May 2013 (17.05.2013) KZ, LA, LC, LK, LR, LS, LT, LU, LY, MA, MD, ME,
14/279,659 16 May 2014 (16.05.2014) MG, MK, MN, MW, MX, MY, MZ, NA, NG, NI, NO, NZ,

(71) Applicant: CISCO TECHNOLOGY, INC. [US/US]; 170 OM, PA, PE, PG, PH, PL, PT, QA, RO, RS, RU, RW, SA,

W. Tasman Drive, San Jose, CA 95 134-1706 (US). SC, SD, SE, SG, SK, SL, SM, ST, SV, SY, TH, TJ, TM,
TN, TR, TT, TZ, UA, UG, US, UZ, VC, VN, ZA, ZM,

(72) Inventors: FILSFILS, Clarence; 66, rue du Due, B-1 150 ZW.
Bruselles (BE). PREVIDI, Stevano, B.; Via Citta' Delia
Pieve, 88, 1-00191 Rome (IT). ULRICH, Steven, W.; (84) Designated States (unless otherwise indicated, for every

4536 Zenith Ave. S, Minneapolis, MN 55410 (US). kind of regional protection available): ARIPO (BW, GH,
GM, KE, LR, LS, MW, MZ, NA, RW, SD, SL, SZ, TZ,

[Continued on nextpage]

(54) Title: SEGMENT ROUTING MAPPING SERVER FOR LDP/SR INTEROPERABILITY

(57) Abstract: An apparatus and method for enabling inter
operability of segment routing (SR) enabled nodes and LDP

S node attaches a segment stack to packet P 302
or SR node receives packet P with attached enabled nodes in a network domain. In one embodiment, the

segment stack method may include mapping a first node identifier (ID) to a
first segment ID in memory, wherein the first node ID

- 304 uniquely identifies a first node within a network domain, and
top segment !D of stack u to No wherein the first node is not SR enabled. A message is gen

the node's nodal-segment ID erated and subsequently transmitted directly or indirectly to
another node within the network domain, wherein the mes
sage comprises the first node ID mapped to the first segment

Pop the top segment ID from stack ID, and wherein the other node is SR enabled.

Access the nodes SR forwarding table - 314
to read the egress interface mapped to

the top segment D

< node via She egress interface

00
FIG.

o



w o 2014/186717 Ai II II II I III IIII I I I ll l ll III I lllll II I II

UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, RU, TJ, Published:
TM), European (AL, AT, BE, BG, CH, CY, CZ, DE, DK,

— with international search report (Art. 21(3))
EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT, LT, LU,
LV, MC, MK, MT, NL, NO, PL, PT, RO, RS, SE, SI, SK, — before the expiration of the time limit for amending the
SM, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN, GQ, claims and to be republished in the event of receipt of
GW, KM, ML, MR, NE, SN, TD, TG). amendments (Rule 48.2(h))



SEGMENT ROUTING MAPPING SERVER FOR
LDP/SR INTEROPERABILITY

Inventors:

Clarence Filsfils
Stefano B. Previdi
Steven W. Ulrich

Ahmed R. Bashandy

RELATED APPLICATIONS

[0001] This application claims the domestic benefit under Title 35 of the United States

Code §119(e) of U.S. Provisional Patent Application Serial No. 61/824,696, entitled

"Segment Routing Mapping Server for LDP/SR Interoperability," filed May 17, 2013, and

naming Clarence Filsfils, Stefano B. Previdi, and Steven W. Ulrich as the inventors, and U.S.

Patent Application Serial No. 14/279,659 , entitled "Segment Routing Mapping Server for

LDP/SR Interoperability," filed May 16, 2014, and naming Clarence Filsfils, Stefano B.

Previdi, Steven W. Ulrich, and Ahmed R. Bashandy as the inventors, which are hereby

incorporated by reference in its entirety and for all purposes as if completely and fully set

forth herein.

BACKROUND

[0002] Network nodes receive and subsequently forward packets towards their

destinations. Packet forwarding requires a decision process that, while simple in concept, can

be complex. Since packet forwarding decisions are handled by network nodes, the total time

required for this can become a major limiting factor in overall network performance.

Network nodes may take form in one or more routers, one or more bridges, one or more

switches, one or more servers, or any other suitable communications processing device. A

packet is a formatted unit of data that typically contains control information and payload data.

Control information may include: source and destination IP addresses, error detection codes

like checksums, sequencing information, etc. Control information is typically found in

packet headers and trailers, with payload data in between.



[0003] Multiprotocol label switching (MPLS) is one packet forwarding mechanism.

MPLS Nodes can make packet forwarding decisions based on label distribution protocol

(LDP) distributed labels and LDP forwarding tables. LDP is a process in which network

nodes exchange LDP labels (hereinafter labels) when creating label switched paths (LSPs) of

nodes through which packets traverse a network. Packet forwarding based on labels stands in

stark contrast to traditional Internet Protocol (IP) routing in which packet forwarding

decisions are made by nodes using IP addresses contained within packets.

BRIEF DESCRIPTION OF THE DRAWINGS

[0004] The present disclosure may be better understood, and its numerous objects,

features, and advantages made apparent to those skilled in the art by referencing the

accompanying drawings.

[0005] Figure 1 is a block diagram illustrating certain components of an example network.

[0006] Figure 2 is a block diagram illustrating certain components of an example network.

[0007] Figure 3 is a flow chart illustrating an example process employed by a node of

Figure 2 .

[0008] Figure 4 is a block diagram illustrating certain components of an example network.

[0009] Figures 5A and 5B illustrate example mapping advertisements generated and sent

by the SR mapping node shown in Figure 4 .

[0010] Figure 6 is a block diagram illustrating certain components of an example node

that can be employed in the network of Figures 1, 2, and 4 .



DETAILED DESCRIPTION

1. Overview

[0011] An apparatus and method is disclosed that enables interoperability of segment

routing (SR) enabled nodes and LDP enabled nodes in a network domain. In one

embodiment, the method may include mapping a first node identifier (ID) to a first segment

ID in memory, wherein the first node ID uniquely identifies a first node within a network

domain, and wherein the first node is not SR enabled. A message is generated and

subsequently transmitted directly or indirectly to another node within the network domain,

wherein the message comprises the first node ID mapped to the first segment ID, and wherein

the other node is SR enabled.

2 . Packet Forwarding Mechanisms

[0012] IP routing and MPLS are distinct packet forwarding mechanisms. IP routing relies

on IP addresses inside packet headers to make packet forwarding decisions. In contrast,

MPLS implements packet forwarding decisions are typically based on short path identifiers

called labels that are attached to packets. Segment routing (SR) is yet another packet

forwarding mechanism. SR is similar to and employs many of the MPLS data plane

functions. Like MPLS, packet forwarding decisions in SR can be based on short path

identifiers called segment IDs attached to packets. While SR and MPLS are similar,

substantial differences exist between SR and MPLS as will be more fully described below.

2.1 IP Packet Routing

[0013] IP packet routing uses IP forwarding tables, which are created by nodes using

routing information distributed between nodes via one or more protocols like the internal

gateway protocol (IGP). In simple terms, IP forwarding tables map destination IP addresses

to next hops that packets should take to reach their destinations. When a node receives a

packet, the node can access a forwarding table using the packet's destination IP address and

lookup a corresponding egress interface to the next hop. The node then forwards the packet

through the egress interface. The next hop node performs its own forwarding table lookup

using the same destination IP address in the packet, and so on.



2.2 MPLS and LDP

[0014] MPLS is commonly employed in provider networks consisting of interconnected

LDP nodes. For purposes of explanation, LDP nodes are those nodes that implement LDP in

the control plane. A stream of packets enters the network via an ingress edge LDP node,

travels hop-by-hop along an LSP that typically includes one or more core LDP nodes, and

exits via an egress edge LDP node.

[0015] Packets are forwarded along an LSP based on LDP forwarding tables and labels.

Labels allow for the use of very fast and simple forwarding engines in the data planes of

nodes. A label is a short, fixed-length, locally significant identifier that can be associated with

a forwarding equivalence class (FEC). Packets received at an ingress node and associated

with the same FEC should follow the same LSP through the network. LSPs can be

established for a variety of purposes, such as to guarantee a certain level of performance

when transmitting packets, to forward packets around network congestion, to create tunnels

for network-based virtual private networks, etc. In many ways, LSPs are no different than

circuit-switched paths in ATM or Frame Relay networks, except that they are not dependent

on a particular Layer 2 technology.

[0016] LDP is employed in node control planes. Two LDP nodes, called LDP peers, can

bi-directionally exchange labels on a FEC by FEC basis. LDP is used in a process of building

and maintaining LDP forwarding tables that map labels to next hop egress interfaces. These

forwarding tables can be used to forward packets as more fully described below.

[0017] When a packet is received by an ingress LDP node of an MPLS network, the node

may use information in the packet to determine a FEC corresponding to an LSP the packet

can take across the network to reach the packet's destination IP address. In one embodiment,

the FEC is a unique identifier of the egress node that is closest to the packet's destination IP

address. In this embodiment, the FEC may take form in the egress node's loopback address

(hereinafter loopback).

[0018] Characteristics for determining the FEC for a packet can vary, but typically the

determination is based on the packet's destination IP address. Quality of Service for the

packet or other information may also be used to determine the FEC. Once determined, the

ingress LDP node can access a table to select a label that is mapped to the FEC. The table



may also map a next hop egress interface to the FEC. Before the ingress LDP node forwards

the packet to the next hop via, the ingress node attaches the label.

[0019] When an LDP node receives a packet with an attached label (i.e., the incoming

label), the node accesses its LDP forwarding table to read a next hop egress interface and

another label (i.e., an outgoing label), both of which are mapped to the incoming label.

Before the packet is forwarded via the egress interface, the LDP node swaps the incoming

label with the outgoing label. The next hop receives the packet with label and may perform

the same process. This process is often called hop-by-hop forwarding along a non-explicit

path (i.e., the LSP). The penultimate node in the LSP may pop the incoming label before

forwarding the packet to an egress LDP node in the network, which in turn may forward the

packet towards its destination using the packet's destination address and an IP forwarding

table. In another embodiment, the egress LDP node may pop the incoming label before

forwarding the packet using the destination address and an IP forwarding table.

[0020] To illustrate the foregoing aspects, Figure 1 shows a portion of an example

network 100 that includes LDP nodes 102 - 122 coupled together via communication links.

An LSP from node 102 to node 122 can be created so that all packets of a stream associated

with a particular FEC sent from node 102 to node 122 will travel through the same set of

nodes. Each LDP node maintains information for the LSP established through it in an LDP

forwarding table. Thus, if node 110 knows that node 114 is the next hop along the LSP for all

packets received from node 102 that are destined for node 122, node 110 can forward the

packets to node 114.

2.3 Segment Routing

[0021] Segment routing (SR) is a mechanism in which nodes forward packets using SR

forwarding tables and segment IDs. Like MPLS, SR enables very fast and simple forwarding

engines in the data plane of nodes. SR is not dependent on a particular Open Systems

Interconnection (OSI) model data link layer technology to forward packets.

[0022] In general, a stream of packets headed to the same destination, enters an SR

enabled network (i.e., a provider network of nodes that are SR enabled) via an ingress edge

SR node, travels hop-by-hop along a segment path (SP) that includes one or more core SR

nodes, and exits the network via an egress edge SR node.



[0023] SR nodes (i.e., nodes employing SR) make packet forwarding decisions based on

segment IDs as opposed to LDP distributed labels, and as a result SR nodes need not employ

LDP in their control planes. The range for segment IDs may be distinct from the range for

labels. Unless otherwise indicated, SR nodes lack LDP in their control plane.

[0024] Like labels, segment IDs are short (relative to the length of an IP address or a

FEC), fixed-length identifiers. In one embodiment, segment IDs are shorter than labels.

Segment IDs may correspond to topological segments of a network, services provided at

network nodes, etc. A topological segment represents a one hop or multi hop path to an SR

node. Topological segments can act as sub-paths that can be combined to form an SP. As

will be more fully described below, stacks of segment IDs can represent SPs, and SPs can be

associated with FECs.

[0025] There are several types of segment IDs including nodal-segment IDs, adjacency-

segment IDs, etc. Nodal-segment IDs are assigned to SR nodes so that no two SR nodes

belonging to a network domain are assigned the same nodal-segment ID. Nodal-segment IDs

are typically mapped to unique node identifiers, and each SR node typically stores its nodal-

segment ID/unique node identifier in memory. For purposes of explanation only, unique

node identifiers will take form in node loopback addresses (hereinafter node loopbacks). In

one embodiment, all assigned nodal-segment IDs are selected from a predefined ID range

(e.g., [32, 5000]). A nodal-segment ID enables one-hop or multi-hop, shortest path (SPT)

packet forwarding to an SR node assigned the nodal-segment ID as will be more fully

described below.

[0026] An adjacency-segment ID represents a direct link between adjacent SR nodes in a

network. Links can be uniquely identified. For purposes of explanation only, this disclosure

will identify a link using the loopbacks of nodes between which the link is positioned. For a

link between two nodes identified by node loopback X and node loopback Y, the link is

identified herein as link XY. Because loopbacks are unique, link IDs are unique. Link IDs

should not be confused with adjacency-segment IDs; adjacency-segment IDs may not be

unique within a network. This disclosure will presume that only one link exists between

nodes in a network, it being understood the disclosure should not be limited thereto.

[0027] Each SR node can assign a distinct adjacency-segment ID for each of the node's

links to neighbor SR nodes. Adjacency-segment IDs are locally significant; separate SR



nodes may assign the same adjacency-segment ID, but the adjacency-segment ID represents

distinct links. In one embodiment, adjacency-segment IDs are selected from a predefined

range that is outside the predefined range for nodal-segment IDs or labels.

[0028] SR nodes can advertise routing information including nodal-segment IDs bound to

loopbacks, adjacency-segment IDs mapped to link IDs, etc., using protocols such as IGP with

SR extension. In general nodes, including SR nodes, can use routing information they receive

to create topology maps of the provider network in which they are contained. In general

topology maps can be used to create or update forwarding tables including SR and LDP

forwarding tables. A node can use the topology map it creates to identify next hop egress

interfaces for shortest paths (SPTs) to respective nodes in the network domain using the

nodes' loopbacks. SPT or next hop egress interfaces for loopbacks can be mapped to

respective nodal-segment IDs in, for example, an SR forwarding table. SR nodes can also

map their adjacency-segment IDs to egress interfaces for respective links in SR forwarding

tables. Because adjacency-segment IDs are locally significant, however, adjacency-segment

IDs should only be mapped in SR forwarding tables of the nodes that advertise the adjacency-

segment IDs. In other words, an SR node that advertises an adjacency-segment ID should be

the only node in the network area that has a SR forwarding table that maps the adjacency-

segment ID to an egress interface.

[0029] As noted above, SR enables segment paths (SPs) through a network. SPs can be

associated with FECs. Packets received at an ingress SR node and associated with the same

FEC normally traverse the same SP towards their destination. Nodes in SPs make forwarding

decisions based on segment IDs, not based on the contents (e.g., destination IP addresses) of

packets.

[0030] SR ingress nodes and/or other devices (e.g., a path computation node) can use

advertised routing information (nodal-segment IDs bound to loopbacks, adjacency-segment

IDs mapped to link IDs, etc.) and topological maps to create ordered lists of segment IDs

(i.e., segment ID stacks). Segment ID stacks correspond to respective SPs. Individual

segment IDs in a stack may correspond to respective segments or sub paths of a

corresponding SP. A stack may contain a single segment ID (e.g., a nodal-segment ID).

[0031] When an ingress edge SR node receives a packet, the node or a path computation

element on request, can select an SP for the packet based on information contained in the



packet. In one embodiment, a FEC may be determined for the packet using the packet' s

destination address. This FEC may take form in an identifier (e.g., loopback) of the egress

node that is closest to the destination IP address of the received packet. The FEC is then used

to select a segment ID stack mapped thereto in memory. The ingress node can attach the

selected segment ID stack. A header with the segment stack may be employed. The packet

with attached stack is subsequently forwarded along and traverses the segments of the SP in

an order that corresponds to the list order of the segment IDs in the stack. A forwarding

engine operating in the data plane of each SR node, can use the top segment ID within the

stack to access an SR forwarding table and lookup the egress interface for next hop. As the

packet and attached segment ID stack are forwarded along the SP in a hop-by-hop fashion,

segment IDs can be popped off the top of the stack. In another embodiment, the attached

stack of segment IDs remains unchanged as the packet is forwarded along the SP. In this

embodiment, a pointer to an active segment ID in the stack can be advanced as the packet is

forwarded along the SP. In contrast to MPLS described above, however, segment IDs are not

normally swapped as the packet and attached segment ID stack are forwarded along the SP.

[0032] To illustrate general concepts of SR, Figure 2 shows a portion of an example SR

enabled provider network 202 that is in data communication with nodes AE1 and AE2.

Network 202 consists of SR nodes 204 - 222. Nodes 204 - 210 are assigned unique nodal-

segment IDs 64-67, respectively, nodes 212 - 218 are assigned unique nodal-segment IDs 68-

71, respectively, and node 222 is assigned unique nodal-segment ID of 72. Each of the SR

nodes 204 - 222 have interfaces that are identified as shown. For example, node 204 has

three interfaces designated 1-3, respectively. Each of the nodes 204 - 222 is assigned a

unique loopback. Loopbacks A - D are assigned to nodes 204 - 210, respectively, loopbacks

M - P are assigned to nodes 212 - 218 respectively, and loopback Z is assigned to node 222.

These loopbacks are unique in the network and can be used for several purposes such as

calculating the topology of network 202, which in turn can be used to create SPs and/or to

identify SPTs and thus next hop egress interfaces for SR forwarding tables. Nodes 204 - 222

can also assign locally significant adjacency-segment IDs. For example, node 208 can assign

adjacency-segment IDs 9001 - 9003 to links CB, CD, and CO, respectively.

[0033] Each of SR nodes 204 - 222 can advertise routing information to the other nodes in

network 202 using IGP with SR extension. For example, node 208 can generate and send one

or more advertisements that include adjacency- segment IDs 9001-9003 bound to link IDs



CB, CD, and CO, respectively, and nodal-segment ID 66 bound to loopback C. One of

ordinary skill understands that advertisements may contain additional information. Using the

advertisements they receive, nodes 204 - 222 can generate respective SR forwarding tables

for use in the data planes. For example, node 208 can generate example SR forwarding table

240 that maps adjacency-segment IDs 9001 - 9003 to node interface IDs 1 - 3, respectively,

and nodal-segment IDs such as 64, 65, 67, 70, and 72, to node 208 interfaces 1, 1, 2, 3, and 2,

respectively, which are the SPT next hop egress interfaces determined by node 208 for

loopbacks A, B, D, O, and Z respectively. It is noted that in the embodiment shown, only SR

forwarding table 240 maps adjacency-segment IDs 9001 - 9003 to interfaces; SR forwarding

tables in the other nodes of network 202 should not map adjacency-segment IDs 9001 - 9003.

[0034] In addition to creating SR forwarding tables, SR nodes or a path computation node

(not shown) can create segment ID stacks for respective SPs. For example, ingress SR node

204 creates example segment ID stack 224 for an SP between ingress edge node 204 and

egress edge node 222. Example segment stack 224 can be created for a particular FEC (e.g.,

FEC Z). Example stack 224 includes three segment IDs: nodal-segment IDs 66 and 72

advertised by nodes 208 and 222, respectively, and adjacency-segment ID 9003 advertised by

node 208. Stack 224 corresponds to an SP in which packets flow in order through nodes 204,

206, 208, 216, 218, and 222.

[0035] In response to receiving a packet P that is destined for a device that can be reached

via AE2, which in turn can be reached via node 222, SR node 204 can select a segment ID

stack based on information contained in the packet. For example, node 204 can select FEC Z

(i.e., the loopback for node 222) for packet P based on the destination IP address in packet P

and/or other information. FEC Z is mapped to example stack 224 in a table not shown.

Node 204 attaches stack 224 to packet P. Example segment stack 224 lists segment IDs that

correspond to one hop and multi hop segments that packets traverse to reach egress node 222.

The one hop and multi hop segments collectively form the SP corresponding to stack 224.

Once the segment stack 224 is attached to packet P, ingress SR enable node 204 may access a

SR forwarding table (not shown) using the top segment ID (e.g., segment ID = 66) to read

egress interface identifier 2, which is the next hop egress interface for the SPT to the SR node

assigned nodal-segment ID 66.

[0036] With continuing reference to Figure 2, Figure 3 illustrates example process of

packet forwarding using segment IDs according to one embodiment. More particularly,



Figure 3 illustrates an example method performed by an SR node, including an edge node, in

a network like that shown in Figure 2 . In response to receiving a packet with an attached

segment ID stack, or in response to attaching a segment ID stack to a packet, the SR node

determines in step 304 whether the top segment ID of the stack matches the nodal-segment

ID assigned to the SR node. If there is a match, the process proceeds to step 306 where the

SR node pops the top segment ID, which may expose an underlying segment ID as the new

top segment ID. If there is no new top segment ID (i.e., the segment popped in 306 was the

last segment ID of the stack) the packet P has probably arrived at the egress node, and the

process ends. If a new top segment ID is exposed, or if there is no match of segment IDs in

step 304, the SR node accesses its SR forwarding table in step 314 to read the egress interface

that is mapped to the top segment ID. In step 316 the SR node determines whether the top

segment ID is an adjacency-segment ID. This determination can be implemented by simply

comparing the top segment ID with the designated range of adjacency-segment IDs that are

available for assignment within the network. If the top segment ID is found to be within the

designated range, the top segment ID is an adjacency-segment ID and it is popped. In step

322 the SR node forwards packet P and attached stack to the next node via the egress

interface identified in step 314.

[0037] With continuing reference to Figures 3, Figure 2 shows packet P and attached stack

224 as it is forwarded by nodes. As shown, nodes 204 and 206 forward packet P and stack

224 without popping a segment ID. However, node 208 pops nodal-segment ID 66 and

adjacency-segment ID 9003 in accordance with steps 306 and 320, respectively, before the

packet P and stack 224 are forwarded to node 216 in accordance with step 322. Nodes 216

and 218 forward packet P and stack 224 without popping segment IDs. SR egress edge node

222 recognizes itself as the last hop of the SP. Eventually, node 222 may employ traditional

IP routing and forward packet P to access node AE2 based on routing table lookup using the

destination IP address within packet P.

3 . Hybrid Networks

[0038] Figures 1 and 2 illustrate example provider networks that contain LDP nodes and

SR nodes, respectively. Some providers may want to employ hybrid networks or networks

that contain both LDP and SR nodes. Differences in LDP and SR nodes described above,

however, present obstacles to hybrid network implementation. For example, an SR node or a



path computation node in a hybrid network may be incapable of generating a stack of

segment IDs for an SP that ends at an egress LDP node since the LDP node lacks a nodal-

segment ID assignment. It may be difficult to transmit a packet with attached segment ID

stack along an SP that contains a core LDP since the core LDP node lacks the ability to

forward the packet in accordance with the process shown in Figure 3 . An LSP cannot be

created between neighbor SR and an LDP nodes since the SR node is incapable of

exchanging labels with the LDP node. Additional obstacles are contemplated.

[0039] The present disclosure provides methods and apparatuses that can address

obstacles to hybrid network implementation. In one embodiment, the disclosure

contemplates the use of SR/LDP nodes (i.e., nodes that employ both LDP and SR) positioned

directly between SR and LDP nodes. SR/LDP nodes can bridge differences in SPs and LSPs

and enable packet transfer therebetween. The disclosure also contemplates use of one or

more SR mapping nodes (e.g., a server) within the hybrid network. SR mapping nodes can

map segment IDs to respective LDP node loopbacks. SR mapping nodes can also advertise

the mappings in messages (hereinafter mapping advertisements) that are sent to other nodes

in a hybrid network including the SR and SR/LDP nodes thereof. SR, SR/LDP and path

computation nodes can use the mapping advertisements when creating or updating SR

forwarding tables, or when creating segment ID stacks for SPs that traverse core LDP nodes

and/or egress LDP nodes.

[0040] Figure 4 illustrates a portion of an example hybrid network 400 that employs LDP,

SR, SR mapping, and SR/LDP nodes. Nodes 402 - 406 are SR enabled, nodes 408 - 410 are

SR/LDP enabled, and nodes 412 - 416 are LDP enabled. Additionally, network 400 includes

an SR mapping node 420. It is noted that in alternative embodiments, two or more SR

mapping nodes can be employed in a network domain like that shown in Figure 4 . In another

alternative embodiment, a path computation node can be employed for generating segment

ID stacks for use by ingress SR nodes like node 402.

[0041] Nodes in network 400 are identified by loopbacks or other unique node identifiers.

For example, nodes 402 - 416 are identified by loopbacks A - H, respectively. In one

embodiment, each of the SR and SR/LDP nodes stores a respective nodal-segment ID

assigned to it by a network administrator. Nodes 402 - 410 store assigned nodal-segment IDs

66 - 74, respectively. LDP nodes do not store nodal-segment IDs, even though Figure 4

shows LDP nodes 412 - 414 associated with nodal-segment IDs 76 - 80. As will be



explained, nodal-segment IDs 76 -80 are mapped to loopbacks D, E, and H in memory of SR

mapping node 420.

[0042] In one embodiment SR mapping nodes store tables that directly or indirectly map

segment IDs to respective address prefixes. For example, the tables can map segment IDs to

loopbacks of SR, LDP, and SR/LDP nodes in a hybrid provider network like that shown in

Figure 4 . For purposes of explanation, however, this disclosure will presume that SR

mapping node 420 contains a single table in memory that only maps nodal-segment IDs to

loopbacks of LDP nodes in network 400. The table can be manually configured by a network

administrator.

[0043] SR and SR/LDP nodes receive mapping advertisements from the SR mapping

node. The mapping advertisements can directly map nodal-segment IDs to respective

loopbacks. Figure 5A illustrates an example mapping advertisement sent by SR mapping

node 420 that directly maps nodal-segment IDs 76 - 80 to loopbacks D, E, and H,

respectively. In Figure 5A, flag F is set to indicate that the node loopbacks are in four octet

IPv4 address form. The S flag, when set, indicates the node loopbacks are in sixteen octet

IPv6 address form. The O flag, when set, indicates the node loopbacks are in six octet OSI

System-ID address form. In another embodiment, the mapping advertisements can indirectly

map nodal-segment IDs to loopbacks. Figure 5B illustrates an example mapping

advertisement sent by SR mapping node 420 that indirectly maps nodal-segment IDs 76, 78,

and 80 to loopbacks D, E, and H, respectively. In Figure 5B, the R flag is set to indicate that

the nodal-segment IDs (76 - 80) and loopbacks (D = 9.9.9.1, E = 9.9.9.2, and H = 9.9.9.3) are

presented as ranges, e.g., (starting nodal-segment ID = 76, ending nodal-segment ID = 80;

starting loopback = 9.9.9.1, ending loopback = 9.9.9.3). It is noted that a mapping

advertisement may map several ranges of nodal-segment IDs to respective ranges of

loopbacks. One of ordinary skill understands that SR and SR/LDP nodes that receive a

mapping advertisement like that shown in Figure 5B, will have to process the ranges to obtain

the respective nodal-segment ID/loopback mappings like those shown in Figure 5A. In yet

another embodiment, the loopback and/or nodal-segment ID range can be expressed as a

starting loopback or nodal- segment ID followed by an integer I that indicates the number of

items in the range. Mapping advertisements that use ranges to map nodal-segment IDs to

loopbacks should be smaller in size than mapping advertisements that directly map nodal-

segment IDs to respective loopbacks, which in turn may reduce network bandwidth needed to



transmit the mapping advertisements.

[0044] Nodes in network 400 can use routing information they receive to create or update

network topology maps, which in turn can be used to create their respective forwarding

tables. In one embodiment, nodes in network 400 may employ IGP to advertise their routing

information, including their respective loopbacks, to other nodes. The SR and SR/LDP nodes

may extend their IGP advertisements by binding their loopbacks to their respectively

assigned nodal-segment IDs. Advertisements originating from the SR and the SR/LDP nodes

may also contain additional information, such as information indicating they are SR enabled.

In an alternative embodiment, SR mapping node 420 can generate and send a mapping

advertisement that maps nodal-segment IDs 66 - 80 mapped to loopbacks A - E, respectively.

In this alternative embodiment, SR and SR/LDP nodes 402 - 410 need not store or advertise

their assigned nodal-segment IDs. LDP nodes 412 - 416 may receive IGP advertisements

from nodes 402 - 410 that contain SR-related information including segment IDs. LDP nodes

412 - 416 essentially ignore the SR-related information. LDP nodes 412 - 416 may also

receive mapping advertisements from SR mapping node 420. The LDP nodes may also

ignore the mapping advertisements.

[0045] The nodes in network 400 can use the routing information they receive from other

nodes and/or the SR mapping node 420, to create or update paths and/or forwarding tables

that are based on network topology maps. For example, each of LDP and SR/LDP nodes 408

- 416 can use the routing information they receive to create or update topology maps of

network 400, which in turn can be used to create or update LSPs and/or LDP forwarding

tables. Similarly, SR and SR/LDP nodes 402 - 410 can use the routing information they

receive to create or update topology maps of network 400, which in turn can be used to create

or update SPs and/or SR forwarding tables. Importantly, SR node forwarding tables can

include entries that map SPT egress interfaces to nodal-segment IDs for LDP nodes. Thus,

using the mapping advertisement received from SR mapping node 420, SR nodes 402 - 406

create SR forwarding tables, which include entries that map SPT egress interfaces to nodal-

segment IDs 76 - 80, which in turn are assigned to LDP nodes 412 - 416, respectively.

Using the process shown in Figure 3, SR nodes can forward packets destined for an LDP

egress node using the nodal-segment ID assigned thereto. For example, SR core node 404

may receive a packet with a stack containing a single nodal-segment ID (i.e., nodal-segment

ID 78) attached to it. Node 404 should include an SR forwarding table that maps nodal-



segment ID 78 to an egress interface coupled to node 408. In response to accessing the table

in accordance with step 314 of Figure 3, node 404 reads the egress interface mapped to

nodal-segment ID 78, and in step 322 node 404 forwards the packet with attached nodal-

segment ID 78 to the next hop via the egress interface.

[0046] SR/LDP nodes 408 and 410 can create both SR and LDP forwarding tables. Nodes

408 - 416 can exchange labels via LDP for use in the LDP forwarding tables, but nodes 402 -

410 do not exchange labels with each other. SR/LDP nodes 408 and 410 can track their

immediate neighbor nodes to identify which are or are not LDP enabled. SR/LDP nodes can

bridge the differences between SPs and LSPs and enable packet transfer therebetween. In

other words, SR/LDP nodes can act as merge points between LSPs and SPs. To illustrate,

ingress LDP node 414 may receive a packet PI, which is destined for device that is reachable

via node AE1. In response to receiving packet PI, node 414 may determine a FEC (e.g.,

loopback A) based upon information such as the packet's destination IP address. Node 414

may then access a table that maps loopback A to a label (e.g., LI). In accordance with the

MPLS forwarding mechanism described above, node 414 forwards packet PI and attached

label LI to the next hop (i.e., LDP node 412) via the egress interface that is also mapped in

the table to label LI. When node 414 receives the packet with attached label, node 414

accesses its LDP forwarding table to read label L2, which is mapped to label LI. Node 412

swaps LI with L2, and forwards packet PI to SR/LDP nodes 408, which is the last hop of the

LSP in the illustrated example. SR/LDP node 408 receives packet PI with attached label L2,

but cannot forward the packet towards its destination via the LSP. Acting as a merge point,

however, SR/LDP node 408 can forward packet P I on an SP corresponding to the LSP.

More specifically, SR/LDP node 408 can determine a single nodal-segment ID stack for an

SP corresponding to label L2 using the FEC (e.g., loopback A) associated therewith. LDP

peers, including SR/LDP node 408 and LDP node 412, exchange labels on a FEC-by-FEC

bases during LSP creation in a fashion similar to that described with reference to Figure 1.

During a prior LDP session, SR/LDP node 408 gave label L2 to LDP node 412 when LDP

node 412 requested a label associated with loopback A, and SR/LDP node 408 mapped label

L2 to loopback A in memory. During a prior exchange of routing information, SR/LDP node

408 received an IGP advertisement from SR node 402 that maps nodal-segment ID 66 with

loopback A, and SR/LDP node 408 mapped nodal-segment ID 66 to loopback A in memory.

Using the common loopback A, SR/LDP node 408 can translate label L2 to nodal-segment

ID 66 to facilitate transfer of packet PI from the LSP to the SP. Once translated, SR/LDP



node 408 may swap label L2 with the nodal-segment ID 66 and forward packet PI towards

egress node 402 using the process shown in Figure 3 .

[0047] The foregoing describes a process in which SR/LDP node 408 transfers a packet

from an LSP to an SP. SR/LDP node 408 may also transfer a packet from an SP to an LSP.

To illustrate, ingress SR node 402 may receive a packet P2, which is destined for a device

that is reachable via node AE2. In response to receiving this packet, SR node 402 or a path

computation node upon request, may determine a FEC (e.g., loopback E) for packet P2 based

upon information such as the destination IP address within packet P2. SR node 402, or path

computation node, upon request may then map loopback E to a segment ID stack for an SP.

The segment stack may include a single segment ID or multiple segment IDs, at least one of

which should be nodal-segment ID 78, which is mapped to loopback E by SR mapping node

420. For purposes of explanation only, the segment stack for packet P2 is presumed to

include only on segment ID, i.e., nodal-segment ID 78. SR node 402 attaches nodal-segment

ID 78 to packet P2, and forwards the packet to SR node 404 in accordance with the process

shown in Figure 3 . SR node 404 receives packet P2 and nodal-segment ID 78, and forwards

the packet and attached nodal-segment ID to SR/LDP node 408, which is the last SR enabled

node in the illustrated example. SR/LDP node 408 receives packet P2 with attached nodal-

segment ID 78, but cannot forward the packet via the SP. Acting as a merge point, however,

SR/LDP node 408 can forward packet P2 on an LSP corresponding to the SP. More

specifically, SR/LDP node 408 can select a label for an LSP corresponding to nodal-segment

ID 78 using the FEC (e.g., loopback E) associated therewith. LDP peers, including SR/LDP

node 408 and LDP node 412, exchange labels on a FEC-by-FEC bases during LSP creation.

During a prior LDP session, LDP node 412 gave label L3 to SR/LDP node 408 when

SR/LDP node 408 requested a label associated with loopback E, and SR/LDP node 408

mapped label L3 to loopback E in memory. Using the common loopback E, SR/LDP node

408 can translate nodal-segment ID 78 to label L3. Once translated, SR/LDP node 408 may

swap nodal-segment ID 78 with label L3 and forward packet P2 to LDP node 412.

[0048] Figure 6 is a block diagram illustrating certain additional and/or alternative

components of nodes that can be employed in the networks shown in Figures 1, 2, or 4 . In

this depiction, node 600 includes a number of line cards (line cards 602(1)-(N)) that are

communicatively coupled to a forwarding engine or packet forwarder 610 and a processor

620 via a data bus 630 and a result bus 640. Line cards 602(1)-(N) include a number of port



processors 650(1, 1)-(N,N) which are controlled by port processor controllers 660(1)-(N). It

will also be noted that forwarding engine 610 and processor 620 are not only coupled to one

another via data bus 630 and result bus 640, but are also communicatively coupled to one

another by a communications link 670.

[0049] The processors 650 and 660 of each line card 602 may be mounted on a single

printed circuit board. When a packet or packet and header are received, the packet or packet

and header may be identified and analyzed by router 600 in the following manner. Upon

receipt, a packet (or some or all of its control information) or packet and header is sent from

the one of port processors 650(1, 1)-(N,N) at which the packet or packet and header was

received to one or more of those devices coupled to data bus 630 (e.g., others of port

processors 650(1, 1)-(N,N), forwarding engine 610 and/or processor 620). Handling of the

packet or packet and header can be determined, for example, by forwarding engine 610. For

example, forwarding engine 610 may determine that the packet or packet and header should

be forwarded to one or more of port processors 650(1, 1)-(N,N). This can be accomplished by

indicating to corresponding one(s) of port processor controllers 660(1)-(N) that the copy of

the packet or packet and header held in the given one(s) of port processors 650(1, 1)-(N,N)

should be forwarded to the appropriate one of port processors 650(1, 1)-(N,N). In addition, or

alternatively, once a packet or packet and header has been identified for processing,

forwarding engine 610, processor 620 or the like can be used to process the packet or packet

and header in some manner or add packet security information, in order to secure the packet.

On a node sourcing such a packet or packet and header, this processing can include, for

example, encryption of some or all of the packet's or packet and header's information, the

addition of a digital signature or some other information or processing capable of securing the

packet or packet and header. On a node receiving such a processed packet or packet and

header, the corresponding process is performed to recover or validate the packet's or packet

and header' s information that has been thusly protected.

[0050] Although the present disclosure has been described in connection with several

embodiments, the disclosure is not intended to be limited to the specific forms set forth

herein. On the contrary, it is intended to cover such alternatives, modifications, and

equivalents as can be reasonably included within the scope of the disclosure as defined by the

appended claims.



WHAT IS CLAIMED IS:

1. A method comprising:

mapping a first node identifier (ID) to a first segment ID in memory, wherein the first

node ID uniquely identifies a first node within a network domain, and wherein

the first node is not segment routing (SR) enabled;

generating and transmitting a message directly or indirectly to a another node within

the network domain, wherein the message comprises the first node ID mapped

to the first segment ID, wherein the other node is SR enabled.

2 . The method of claim 1 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range of node IDs, uniquely identifies a respective node in the network

domain.

3 . The method of claim 1 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range node IDs, uniquely identifies a respective, non SR enabled node in

the network domain.

4 . The method of claim 1 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, wherein a second of the

node IDs within the range of node IDs, uniquely identifies a second node in the network

domain, wherein the second node is SR enabled.

5 . The method of claim 1 wherein the message comprises a second node ID

mapped to a second segment ID, wherein the second node ID uniquely identifies a second

node within the network domain, and wherein the second node is not SR enabled.

6 . The method of claim 5 wherein the message comprises a third node ID

mapped to a third segment ID, wherein the third node ID uniquely identifies a third node

within the network domain, and wherein the third node is SR enabled.



7 . The method of claim 1 further comprising:

the other node receiving a packet with the first segment ID attached to it;

the other node accessing a table to read an interface identifier that is mapped in the

table to the first segment ID, wherein the interface identifier identifies an

interface of the other node;

the other node forwarding the packet with the attached first segment ID to a next hop

node via the interface.

8. A computer readable medium (CRM) comprising executable instructions,

wherein a node in a network domain implements a method in response to executing the

instructions, the method comprising;

receiving a message that comprises first and second node IDs mapped to first and

second segment IDs, respectively, wherein the first and second node IDs

uniquely identify first and second nodes, respectively, within an autonomous

network domain, and wherein the first and second nodes are not SR enabled;

mapping the first and second segment IDs to first and second interface identifiers,

respectively, of the node, wherein the node is SR enabled.

9 . The CRM of claim 8 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range of node IDs, uniquely identifies a respective node in the network

domain.

10. The CRM of claim 8 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range node IDs, uniquely identifies a respective, non SR enabled node in

the network domain.

11. The CRM of claim 8 wherein the message comprises a third node ID mapped

to a third segment ID, wherein the third node ID uniquely identifies a third node within the

network domain, and wherein the third node is SR enabled.



12. The CRM of claim 8 wherein the method further comprises:

receiving a first packet with the first segment ID attached to it;

accessing a table to read the first interface identifier that is mapped in the table to the

first segment ID, wherein the first interface identifier identifies a first interface

of the node;

forwarding the first packet with the attached first segment ID to a next hop node via

the first interface.

13. The CRM of claim 12 wherein the method further comprises:

receiving a second packet with the second segment ID attached to it;

accessing the table to read the second interface identifier that is mapped in the table to

the second segment ID, wherein the second interface identifier identifies a

second interface of the node;

forwarding the second packet with the attached second segment ID to another next

hop node via the second interface.

14. The CRM of claim 8 wherein the first and second nodes are LDP enabled.

15. An apparatus comprising:

a means for mapping a first node identifier (ID) to a first segment ID, wherein the first

node ID uniquely identifies a first node within a network domain, and wherein

the first node is not segment routing (SR) enabled;

a means for generating and transmitting a message directly or indirectly to another

node within the network domain, wherein the message comprises the first

node ID mapped to the first segment ID, wherein the other node is SR enabled.



16. The apparatus of claim 15 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range of node IDs, uniquely identifies a respective node in the network

domain.

17. The apparatus of claim 15 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, and wherein each of

the node IDs in the range node IDs, uniquely identifies a respective, non SR enabled node in

the network domain.

18. The apparatus of claim 15 wherein the message comprises a range of node IDs

mapped to a range of segment IDs, wherein the range of node IDs comprises the first node

ID, wherein the range of segment IDs comprises the first segment ID, wherein a second of the

node IDs within the range of node IDs, uniquely identifies a second node in the network

domain, wherein the second node is SR enabled.

19. The apparatus of claim 15 wherein the message comprises a second node ID

mapped to a second segment ID, wherein the second node ID uniquely identifies a second

node within the network domain, and wherein the second node is not SR enabled.

20. The apparatus of claim 19 further comprising:

the other node, wherein the other node comprises:

a means for receiving the message;

a means for mapping the first and second segment IDs to first and second interface

identifiers, respectively, of the other node.
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