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(57) ABSTRACT 

Representing a number of assets on an originating computer 
begins with selecting the assets to be represented. Crypto 
graphic hash asset identifiers are generated; each of the asset 
identifiers is computed using the contents of a particular 
asset. The asset identifier is a content-based or content 
addressable asset name for the asset and is location inde 
pendent. An asset list is generated that includes the asset 
identifiers computed from the assets. A cryptographic hash 
asset list identifier is generated that is computed from the 
asset list. The asset list identifier is stored for later retrieval. 
The assets selected are also stored for safekeeping either 
locally or on a computer network. In the event of loss of the 
files from the originating computer, the asset list identifier is 
retrieved. Using the assetlist identifier, the original asset list 
is found and retrieved from its safe location. The asset 
identifiers from the retrieved asset list are used to find and 
retrieve the individual assets from their backup locations. 
The assets are verified by recomputing the cryptographic 
hash asset identifier for each asset retrieved and comparing 
it to the asset identifier from the asset list. The MD5 
algorithm is used for the cryptographic hash function. Assets 
are retrieved using a multicast protocol. A series of importer 
programs searches for assets to retrieve in progressively 
more remote locations. Assets are retrieved whole or in 
Segments. 

2 

Select a Collection 
of Fles 

Generate Cryptographie 
Hash for each Fle 

Create a descriptor file 

Generate a Cryptographic 
Hash of the Descriptor Fie series 

vert the Cryptographic 
Hash to ASCII Format city 
Store the ASCII string 
as a Unique dentifier 

ombine the Unique identifier 
with a Fis locater to 

Farm of e-clip 

14 

fs 

s 

f 

2 

did 



Patent Application Publication Apr. 13, 2006 Sheet 1 of 7 US 2006/0080308A1 

fO2 

Select O Collection 
of Fies 

104 

Generate Cryptographic 
Hosh for edch File 

106 

Create a Descriptor File 

103 

Generate a Cryptographic 
Hash of the Descriptor File 

110 

Convert the Cryptographic 
Hosh to ASCII Formot 

112 

Store the ASCII String 
as a Unique laientifier 

114 

Combine the Unique laentifier 
with a File Locotor to 

Form an e-CLP 

End 

F/G, 1 



US 2006/0080308A1 

~ 

orzº- esz-,osz-,wczºzcz 

Patent Application Publication Apr. 13, 2006 Sheet 2 of 7 



Patent Application Publication Apr. 13, 2006 Sheet 3 of 7 US 2006/0080308A1 

Receive on e-CLP 

O2 

Broadcast Request for 
File dentified in e-CLP 

Receive Descriptor File Purporting 
to Correspond to Unique dentifier 

Calculate Cryptographic 
Hash of Descriptor File 

Verify Unique identifier 
Not Verified 

Verified 

Build Directory Structure Based 
on information in Descriptor File 

Broadcast Requests for Files 514 
Listed in Descriptor File 

316 

f O 

312 

Receive Files Requested ond 
Verify File identifiers (FIG. 4) 

F/G, 3. 

  



Patent Application Publication Apr. 13, 2006 Sheet 4 of 7 US 2006/0080308A1 

4O2 
403 

Woit to Receive 
Files (FIG. 5) 

Request Entire 
File Again 

Error Hondler 

File Received 

Not 
Verified 

Verify Cryptographic 
Hosh of File Motoches 

File dentifier 

Verified 

Update File Request 
List for Broodcost 

412 

All Files Received 
for e-CLIP? 

414 Yes 

indicote Thot e-CLIP 
Files have been 

Obtained 

F/G, 4. 

  

  

  

  

  

  

    

  

  

  

  

  

  



Patent Application Publication Apr. 13, 2006 Sheet 5 of 7 US 2006/0080308A1 

510 

Receive Multicost 
Transmission 

- 52O 

Check File 
Doto Not Request List 
Needed 

Doto Needed 

530 

Store Doto, 
Update List 

F/G, 5 

  

  

  

  

  

  

  



Patent Application Publication Apr. 13, 2006 Sheet 6 of 7 US 2006/0080308A1 

600-N File Request 
g U Sequence O 

File dentifier Chunk Size 

6O2 606 6O4 

F/G, 6A 
6 
10 N. Doto Pocket 

0. P. Sequence 

61.2 674 

FIG. 6B 
Chained importers 

Verifier: BLOB Storage on 
Locol Disk 

Find: Locol Conventional 
Storage 

Multicost: Within 
Multicast Group 

Copy: Check Mounted Volumes 
on File Server 

Downlood: Download From on 
FTP Sever 

F/G, 7 

616 . 

704 

703 

710 

    

  

    

      

  

    

  



Patent Application Publication Apr. 13, 2006 Sheet 7 of 7 US 2006/0080308A1 

900 
902 A1 

914 

904 

910 

900 - 

922 924 926 914 

Fixed Disk Reible 

904 910 912 950 

Display keyboard Mouse speakers. 
940 

F/G, 9 

  



US 2006/0080308A1 

CONTENT ADDRESSABLE INFORMATION 
ENCAPSULATION, REPRESENTATION AND 

TRANSFER 

0001. This application claims priority of U.S. provisional 
patent application No. 60/072,316, filed Jan. 23, 1998, 
which is incorporated herein by reference for all purposes. 
This application is related to co-pending U.S. patent appli 
cation Ser. No. (Attorney Docket No. WRSHP003), 
filed concurrently herewith, which is incorporated herein by 
reference for all purposes. 

BACKGROUND OF THE INVENTION 

0002) 
0003. The present invention relates generally to methods 
and apparatuses for encapsulating information, identifying 
the information, representing the information, and facilitat 
ing the transfer of the information between users, between 
remote storage and an originating user, or between remote 
storages using computers and digital telecommunication 
networks. 

0004 2. Description of the Related Art 

1. Field of the Invention 

0005 Digital information must often be identified to be in 
a particular state, denoted by the status of an asset (such as 
a file) as of Some event or time. Such assets include 
traditional data files, multimedia files and fragments, records 
from structured databases, or any other string of digital 
information used wholly or in part by some application or 
device. Digital information is highly Subject to change and 
few methods are available to inspect the contents of the 
digital information to reliably recognize whether it has been 
changed since Some prior time or event. Normal attempts to 
improve or perfect the content, inadvertent commands or 
actions which change the content, or tampering by others 
unknown to primary owners of the digital information are 
difficult to detect. As such, computers users have no con 
venient mechanism for establishing the origin or integrity of 
particular content versions. 
0006 Another problematic attribute of digital informa 
tion (such as a computer file) is that copies may exist which 
are identical in content but differ in the meta data that the 
computer system uses to relate to the digital information. 
Such meta data includes the date/time recorded for the 
creation or last modification of the file, the file name 
associated with the file and other information. The metadata 
may imply that otherwise identical copies of digital infor 
mation are different when in fact they are not. Such confu 
sion makes it difficult to avoid unnecessary duplication of 
content on a single computer or on a collection of computers 
on a network. This confusion may also result in the unnec 
essary coping of Such data files across networks or from 
other media when, in fact, a particular data file needed is 
readily available on a computer system or network already. 
0007. The existence of a particular file under multiple 
names has a counterpart problem. Data on computer systems 
can generally only be accessed through identifiers or loca 
tion mechanisms which to a greater or lesser extent include 
information about the location of the file in the storage of the 
computer. That means that a user accesses the data through 
stored or remembered names which include elements which 
are readily changed by others. For example, files within a 
Sub-directory are at risk if someone changes the Sub-direc 
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tory name. If changed, the path to a file becomes invalid, and 
all of the stored or remembered names of files become 
invalid as well. This fragile approach to location of data by 
location leads to many kinds of problems for users and 
administrators of computer systems, particularly those 
working with networked systems. 
0008 Finally, there is no convenient way for computer 
users to identify collections of specific versions of digital 
files. No robust mechanism exists for computers or their 
users to refer to collections of specific copies or versions of 
digital files without creating a new entity which incorporates 
copies of the files into a new form. Many mechanisms have 
been created to combine Such copies into what are com 
monly called archive files. Examples of archive utilities 
include the “tar archiving facility common on UNIX sys 
tems and the various "Zip' programs on personal computers. 
Such solutions create additional copies which are often 
proliferated to many systems. The difficulty of such solu 
tions is that often exact digital copies of many of the files in 
an archive are already present on the systems to which they 
are copied. In fact, on many computer systems there are 
many copies of digital files whose contents are exactly the 
same. This duplication of identical content is difficult to 
avoid using existing techniques. 
0009. The result of these problems is that duplicate 
copies of digital files are frequently stored on computer 
storage devices (at expense to the owner of the system) or 
transferred on media or telecommunications devices (at 
further expense to the system owner and the telecommuni 
cations provider). This duplication strains limited resources 
and causes needless confusion on local private networks 
(local area networks, for example) and on collections of 
systems connected by digital telecommunication networks. 
One problem with extra copies is that one might think they 
are different when they are in fact the same (and copies are 
needlessly stored), or when they are different, one might 
think they are the same because of the same file name. 
0010. The inability of systems to reliably distinguish 
different versions of files with the same identifier or to 
recognize identical files with different identifiers wastes 
network resources and creates confusion when files are 
transferred between users of a network. Often, it is essential 
that users know that they are working on the same document 
or know that they are working with the same version of an 
application. For example, when an electronic mail (e-mail) 
message is sent from one user to another, an attached 
computer file containing an application or a document is 
often sent as well. Files may also need to be transferred so 
that applications can be distributed. Sending an e-mail 
message with an attached file or using a point-to-point 
scheme in a network to distribute files can be inefficient in 
terms of the amount of network bandwidth that is used. For 
example, when a user attaches a number of files to an e-mail 
message, it may be that a copy of one or more of those files 
is already stored on the intended recipients hard drive. In 
such a case, the network bandwidth used to transfer the 
attached files is wasted. If the files could be reliably iden 
tified and the files contents could be reliably verified, then 
the recipient could simply retrieve the files from his own 
hard drive or from a local network server and verify that they 
are indeed the files that are attached to the e-mail message. 
0011. A similar problem occurs in managing computers 
on a network and making Sure that the computers are 
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configured in a certain way with certain applications. For 
example, when a small change is made to an operating 
system or to hardware that is available to the network, 
certain files may need to be transferred to each computer on 
the network. A given computer may have most or almost all 
of the necessary files loaded and only a few files may need 
to be provided or updated from a central source. In many 
cases, the requesting computer and the source computer are 
far from one another and are connected by a data link that 
operates at a slower speed than a local data link would 
operate. Currently, it is necessary to keep track of both the 
files that are on the requesting computer and the files that 
need to be added so that proper updates can be made. It 
would be useful if there existed a way to specify all of the 
files that are to be transferred and to encapsulate that 
specification in such a way that would allow the files to be 
retrieved from the most convenient place (locally, if pos 
sible). It would further be useful if such a method would 
allow the files to be reliably verified as the correct files. 
0012. When files are distributed on a local area network 
(LAN) from a source outside the LAN, the problem can be 
even more serious. For example, when a company such as 
Netscape Communications Corporation provides a new web 
browser on their web site, hundreds or even thousands of 
employees at a single company attempt to download the 
browser from Netscapes web site. This is perhaps the most 
inefficient way for the required software to be distributed 
within a company. It would be more efficient, for example, 
if one coworker could reliably retrieve needed files from 
another. If the necessary files could be somehow uniquely 
identified in a manner that would allow the actual data in the 
files to be obtained from the most convenient source, then all 
of the outside bandwidth used up when all the users down 
load files from an outside source could be saved. In addition, 
users would obtain access to the files much faster as well. 

0013 The problem of specifying a set of files to be stored 
on various computers and ensuring that the correct files are 
stored on the computers in a network is described in U.S. 
Pat. No. 5,581,764 issued to Fitzgerald et al. Fitzgerald 
teaches a method of distributing resources over a computer 
network. The method involves generating Already Have and 
Should Have lists for each of the computers on the network 
and comparing a Last Updated Date/Time (LUDT) field in 
the Should Have list to a Last Synchronized Date/Time 
(LSDT) in the Already Have list. The differences between 
Should Have lists and Already Have lists for individual 
computers are used to determine which items must be 
compared to update individual desktops. This mechanism is 
dependent on the integrity of system clocks and date settings 
which are unreliable due to accidental or malicious entry of 
false settings. Furthermore, the mechanism fails in principle 
when dealing with the identification of identical files from 
different systems. An alternative to the Fitzgerald method 
that would not require detailed comparisons of update and 
synchronization times yet would still allow files to be 
reliably specified and would allow needed files to be reliably 
identified would be useful. 

0014 U.S. Pat. No. 5,710,922 issued to Alley et al. 
describes a method for synchronizing and archiving infor 
mation between computer systems. The records are identi 
fied with a unique identification indicia and an indicia that 
indicates the last time that the record was altered. Using the 
time of the last synchronization information, each of the 
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selected records that was added to or deleted from one of the 
computer systems since the last synchronization is identified 
and added to or deleted from the computer system. Certain 
techniques and operations can falsely indicate changes to 
records which have not, in fact, changed. Furthermore, 
identical copies of digital files on different systems are not 
readily recognized as the same because the mechanism in 
Alley provides no mechanism to do so. Again, it would be 
useful if a method for synchronizing file systems could be 
developed that would not require or depend upon analysis of 
update and synchronization times. 
0015. In general, there is a need for a more reliable, 
flexible and verifiable way of specifying states of known 
data assets (such as computer files) and of providing access 
to those unique data assets, particularly over networks. 
Currently, network sites that are sources of data may be 
mirrored and various load-balancing schemes have been 
devised for distributing load among servers that provide 
data. However, no truly distributed system has been devised 
for sharing and providing access to data whereby data may 
be reliably and automatically retrieved from any place where 
it may be found on a network, instead of from specified 
locations which are designed to store and provide access to 
data. 

0016. In view of the foregoing, there is a need for 
methods and apparatuses that reliably and verifiably transfer 
files while allowing the site that is receiving the files to 
obtain the files from the most convenient source. Further, it 
is desirable for such techniques to obtain files in an efficient 
manner, to obtain the files locally if possible, and to verify 
that the content of an obtained file is the same as the content 
of the file that is intended to be transferred. There is also a 
need for methods and apparatuses that minimize the data 
stored or transferred within a system or network. It would be 
desirable for such techniques to provide a reliable mecha 
nism for identifying, locating, and accessing data by its 
contents rather than by exclusively using the meta data 
traditionally stored on computer systems. 

SUMMARY OF THE INVENTION 

0017 Accordingly, a system and method are disclosed 
for representing digital information in an electronic paper 
clip, or “e-CLIP (tm). An e-CLIP is a reproducible, reliably 
unique identifier for a collection of digital information, 
derived from the content of the digital information itself. In 
one embodiment, an e-CLIP is an alphanumeric reference. 
An e-CLIP may represent a file, a group of files, a group of 
file identifiers, or other collections of data or database 
information. Such other collections of data or database 
information might include selected database records from a 
relational, hierarchic, network or other format database, 
selected frames or clips from digital audio or video streams, 
messages from streams of message records or files, log 
entries from audit or status logs of systems, Subsystems 
and/or applications or any other digital assets, the status of 
which at Some instance in time is of unique importance in 
Some context. The original form or context of each digital 
asset is irrelevant so long as applications provide each Such 
asset uniquely to the mechanism or system embodying this 
invention. It operates on each unique asset and associated 
meta-data as described to produce a unique and useful 
identifier which enables creation of persistent storage of the 
related assets for future reproduction of the originals. 
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0018. A cryptographic hash function is used to compute 
an identifier for the data being represented. Each binary asset 
is treated as a potentially unique binary sequence. That is to 
say that any binary entity has a series of binary digits which, 
in sequence, follow a potentially unique pattern of finite 
length. Thus, a binary asset at an instant in time is a binary 
sequence which may or may not be unique. The use of a 
cryptographic hash function establishes a digital fingerprint 
or signature that virtually uniquely identifies the binary 
sequence. The cryptographic hash binary sequence identifier 
is also referred to as a content-addressable or content-based 
name for the data. When a group of files or other digital 
assets is represented, an identifier is generated for each of 
the files using a cryptographic hash function and placed in 
a descriptor file. The descriptor file also includes metadata 
Such as arbitrary directory structure (including relational or 
hierarchical relationships) information as well as file, record, 
or other asset meta data such as file, record, or asset name, 
size, date and time stamps and other descriptive data or 
attributes. In addition, the descriptor file includes context 
information about the creation of the collection (time and 
date of creation, user ID of the creating user, etc.). A 
cryptographic hash descriptor file identifier (or descriptor 
file hash) is then computed for the descriptor file. 
0019. An e-CLIP includes the descriptor file hash and 
may also include a file locator such as a file name or URL 
that gives a source where the descriptor file may be obtained 
if it is not found locally in a convenient storage location. The 
binary sequence hashes and descriptor file hashes (a special 
case of binary sequence hash) are provably unique identi 
fiers of the relevant binary sequences. As such, they form a 
foundation for the storage and retrieval of those sequences 
as files, database records, or other digital entities using the 
hashes as asset identifiers (keys, locators or other mecha 
nism). Such an approach can be said to provide “content 
addressable' storage as the hash is derived from the binary 
sequence itself, the digital content. 
0020. In one aspect, the present invention is advanta 
geous in that meta data associated with each file/record/ 
asset, other data associated with each or all of those assets, 
and context data about the collection is also included in the 
descriptor file. Thus, when the descriptor file is obtained, the 
recipient also receives important meta data about each asset 
and context information about the collection. The metadata 
may be used to further verify a file/record/asset, to indicate 
ownership, to show modification dates, or to provide other 
needed information about each file. In addition, an embodi 
ment of the present invention is advantageous when file 
directory structure is also included with the file list. Having 
such file directory structure is helpful in determining how to 
organize files amongst their respective folders. For example, 
after data is lost on a particular computer, the file list can be 
used to not only identify lost files, but also to reorganize the 
files into the appropriate directory structure. Similarly, meta 
data about database records cataloged in a descriptor file can 
be used to identify tables or files to which those records 
pertain. Such parallels can be drawn with other forms of 
digital asset like audio or video clips, etc. 
0021. An e-CLIP functions as a “key to a box of keys' 
where the box of keys is the descriptor file and the keys are 
the binary sequence identifiers (or binary sequence hashes). 
The use of the term “key' has no cryptographic or other 
meaning in the context of this invention. An e-CLIP is useful 

Apr. 13, 2006 

for identifying groups of files that have been backed up, are 
being transferred, etc. At some point, a user (or system) may 
wish to access the files starting with nothing more than the 
e-CLIP. 

0022. Once the descriptor file (or box of keys) is found 
using the e-CLIP, each of the files/records/assets corre 
sponding to the binary sequence identifiers in the descriptor 
file may likewise be found using their respective unique 
binary sequence identifiers. When a particular binary 
sequence is obtained from a source, the cryptographic hash 
function is used to recompute the binary sequence identifier 
to verify that the asset obtained is the correct asset that was 
intended to be accessed. There is no restriction on the data, 
meta data or file system structure that can be stored and 
referenced by an e-CLIP. 
0023. It should be appreciated that the present invention 
can be implemented in numerous ways, including as a 
process, an apparatus, a system, a device, a method, or using 
a computer readable medium. Several inventive embodi 
ments of the present invention are described below. 
0024. In one embodiment, a system and method are 
disclosed for representing a plurality of assets (files, records, 
or other digital assets). The method includes selecting the 
plurality of assets (binary sequences) to be transferred. A 
plurality of cryptographic hash binary sequence identifiers 
are generated for the plurality of assets. Each of the plurality 
of cryptographic hash asset identifiers is computed from the 
contents of a particular asset. A descriptor file is generated 
that includes the plurality of cryptographic hash binary 
sequence identifiers computed from the plurality of assets to 
be transferred. A cryptographic hash descriptor file identifier 
is generated that is computed from the descriptor file. The 
computed cryptographic hash descriptor file identifier may 
be included in another list of identifiers, and so on, so that 
complex structures can be reduced and represented in 
extremely compact form. 
0025. In another embodiment, a method of identifying an 
asset is disclosed. The method includes selecting an asset to 
be identified. A cryptographic hash asset identifier is 
obtained for the selected asset. A copy of the asset is 
obtained and the integrity of the copy of the asset is verified 
by regenerating the cryptographic hash file identifier from 
the copy of the asset and comparing to the cryptographic 
hash asset identifier of the asset being identified. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0026. The present invention will be readily understood by 
the following detailed description in conjunction with the 
accompanying drawings in which: 
0027 FIG. 1 is a flowchart illustrating a process for 
creating a cryptographic hash descriptor file identifier of a 
descriptor file, including file meta data for the assets in the 
list. 

0028 FIG. 2 is a diagram illustrating the structure of a 
descriptor file. 
0029 FIG. 3 is a flowchart illustrating a process for using 
an e-CLIP to find both a descriptor file and the assets 
specified in the descriptor file. 
0030 FIG. 4 is a flowchart illustrating a process running 
on an importer used to receive requested assets and to verify 
binary sequence identifiers as is specified in step 316 of 
FG, 3. 
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0031 FIG. 5 is a flowchart illustrating one embodiment 
of step 402 showing how the importer checks multicast 
transmissions to reconstitute assets that are received in 
portions. 

0032 FIG. 6A is a block diagram illustrating the struc 
ture of an asset request generated by an importer as 
described above in step 402. 
0033 FIG. 6B is a block diagram illustrating the struc 
ture of a data packet that delivers file data to a requester in 
response to a asset request. 

0034 FIG. 7 is a block diagram illustrating one such 
chained set of importers. 
0035 FIGS. 8 and 9 illustrate a computer system 900 
Suitable for implementing embodiments of the present 
invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0.036 Reference will now be made in detail to the pre 
ferred embodiment of the invention. An example of the 
preferred embodiment is illustrated in the accompanying 
drawings. While the invention will be described in conjunc 
tion with the preferred embodiment, it will be understood 
that it is not intended to limit the invention to one preferred 
embodiment. On the contrary, it is intended to cover alter 
natives, modifications, and equivalents as may be included 
within the spirit and scope of the invention as defined by the 
appended claims. For example, for ease of understanding, 
many of the figures illustrate use of the invention with 
traditional computer files. As described herein, however, the 
present invention is Suitable for use with any digital asset or 
binary sequence. 
0037. In the following description, numerous specific 
details are set forth in order to provide a thorough under 
standing of the present invention. The present invention may 
be practiced without some or all of these specific details. In 
other instances, well known process operations have not 
been described in detail in order not to unnecessarily 
obscure the present invention. 

Overview 

0038. The present invention provides a technique and 
mechanism by which a reliably unique binary sequence 
identifier (also referred to as a binary sequence hash or a 
cryptographic hash binary sequence identifier) is generated 
for each binary sequence in a user-defined collection of 
binary sequences (digital assets). These binary sequence 
identifiers are stored within a descriptor file of the present 
invention so that true and accurate copies of those collected 
files can be identified and/or verified when a collection is 
reconstructed or validated. Further, a reliably unique 
descriptor file identifier (or descriptor file hash) is generated 
for the descriptor file to serve as a representation of the 
collection of files. 

0.039 The present invention makes it possible to inspect 
any collection of digital assets to establish whether each 
asset in the collection is or is not present on a particular 
computer system or network without having to provide a 
reference copy of the entire asset or relying on potentially 
misleading extrinsic naming or locational information. In 
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this way, only those assets that can be proven to be missing 
from the system or network need to be obtained from other 
sources in order to reproduce the collection of assets. The 
preferred embodiment of the present invention primarily 
deals with digital assets which are data files. Appropriate 
interfaces would make it simple to extend the preferred 
embodiment of the invention to work equally well with 
digital assets which were records from structured files and 
databases of all types, selections or clips from streams of 
multimedia data (digital audio or digital video, for example) 
or selections or subsets of other structured or unstructured 
digital data (binary sequences). 

0040. A preferred embodiment of the present invention 
uses one of a class of cryptographic hash functions that uses 
the contents of a digital asset to produce a unique binary 
number by mathematical and/or logical operations. Such 
functions are commonly used in encryption of digital infor 
mation and an extensive body of art exists documenting 
alternative methods for generating Such a unique binary 
number for virtually any specific combination of digital 
data. A preferred embodiment uses the well-known MD5 
algorithm. It should be recognized that numerous other 
algorithms for generating reliably unique asset identifiers 
may be used as well. Preferably, an algorithm should con 
sistently produce the same binary number for any specific 
instance of a digital file and Such a binary number should be 
practically proven to be unique with a reasonably high 
probability for the class of binary files being identified. With 
such an algorithm it could be proven that cryptographic 
hashes over two binary sequences that result in the same 
cryptographic hash (binary number) prove that the two 
binary sequences are the same. Conversely, cryptographic 
hashes over two binary sequences that result in different 
cryptographic hashes (binary numbers) prove that the binary 
sequences are different. Such an algorithm simplifies the 
identification of copies of a particular binary sequence. 

0041. A user-defined collection of digital assets, related 
metadata and context information are grouped to produce a 
descriptor file. One example of a descriptor file is shown in 
FIG. 2. Hence, the descriptor file can be characterized as a 
box or list of keys to digital assets; in addition, it contains 
other information about those assets. This box of keys is then 
treated as an independent digital asset, and its own key is 
then derived from its unique content. The resulting key is the 
“key to the box of keys” and may be used to form an e-CLIP 
that represents the collection of digital assets. 

0042. A user or system can obtain an e-CLIP from any 
trusted source. The e-CLIP can then be used to find or 
identify a precise copy of the descriptor file that in turn 
further includes the collection of asset information. Once a 
copy of an original asset is found using the present inven 
tion, that asset can safely be treated as a precise copy of the 
original asset. If the asset is a descriptor file, it can be read 
or opened and the cryptographic hash binary sequence 
identifiers for the collection of digital assets can be obtained. 
The files corresponding to those binary sequence identifiers 
may be obtained and verified by a comparison of the 
provided binary sequence identifiers with binary sequence 
identifiers newly derived using the cryptographic hash func 
tion. 

0043. If the files identified in a descriptor file cannot be 
found, then the collection of files cannot be reconstructed. 
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This is a potentially frustrating fact. Nevertheless, the 
described method provides a mechanism by which collec 
tions of files can be reproduced reliably or can be proven to 
be unavailable with equal reliability. 
0044) In a preferred embodiment, a descriptor file is 
created by generating a cryptographic hash binary sequence 
identifier for each digital asset in a selected collection of 
digital assets. The cryptographic hash binary sequence iden 
tifier is generated by using a cryptographic hash function on 
the actual data content of each of the assets. In some 
embodiments the entire asset is used to generate the cryp 
tographic hash binary sequence identifier, and in other 
embodiments, a portion of the asset is used. Preferably, a 
Sufficiently large portion is used to ensure a probability that 
the cryptographic hash binary sequence identifier is unique. 
In different embodiments, different cryptographic hash func 
tions are used. In a preferred embodiment, the MD5 algo 
rithm is used to generate a 128-bit number that represents the 
file. The 128-bit number is represented as a 26-character 
alphanumeric string by translation to base 36 numbers that 
are then mapped to the set of alphabetic and numeric 
characters in the base ASCII character set. In the preferred 
embodiment, a flag character is included at a predetermined 
position within the resulting string bringing the total length 
of the string to 27 characters. This mapping is referred to as 
“ASCII Armoring and is commonly used to render binary 
information in a limited character set for transmission over 
protocols that require content to be constrained to alphanu 
meric binary coding. 
0045. As is described below, this particular representa 
tion of a cryptographic hash binary sequence identifier has 
the advantage of being human readable and easily commu 
nicated for use, e.g., by being written down, transmitted by 
Software, retrieved by data query, coded into Software appli 
cation file requests, referenced by a content or asset man 
agement system, requested in an object browser, electroni 
cally copied and pasted from one document to another, sent 
via electronic mail, etc. 
0046. A cryptographic hash function such as the MD5 
algorithm is used in one embodiment to generate the cryp 
tographic hash binary sequence identifier because crypto 
graphic hash functions have been mathematically proven to 
minimize the probability that similar assets will be mapped 
onto the same cryptographic hash binary sequence identifier. 
This is important because the cryptographic hash binary 
sequence identifier is used as a unique assets identifier and 
the generation of the same cryptographic hash binary 
sequence identifier from two assets is assumed to conclu 
sively show that the assets are identical. Conversely, it is 
equally useful to note binary sequences which are not the 
same will produce different binary sequence identifiers and 
Such results can conclusively show two binary sequences are 
not identical. The MD5 algorithm produces a high confi 
dence level and is thus highly reliable as a technique for 
producing a unique assets identifier. 
0047. Other hash functions or other types of functions 
based on the binary sequence (content) may be used to 
generate assets identifiers so long as the probability of 
generating identical identifiers from different files is below 
a threshold that is defined as acceptable. 
0.048. Once the cryptographic hash file identifier for each 
of the selected assets is generated, it is included in a 
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descriptor file along with other assets information in a 
descriptor file. The other assets information included with 
the file list may include directory information about how the 
assets are organized within a computer system, as well as file 
names, file sizes, time and date stamps for each assets, 
ownership of the asset, and other asset meta data as is 
described below. The descriptor file may also include data 
about the context or implications of the collection of assets, 
the purposes for which the collection is being created, or any 
other information. Then, in a preferred embodiment, the 
descriptor file is stored in a digital file in a suitable form for 
the type of computer system or other environment in which 
the descriptor file resides. In other embodiments, the 
descriptor file might be stored in a database or other digital 
repository providing convenient, efficient, and secure Stor 
age and retrieval capabilities. A cryptographic hash binary 
sequence identifier for the stored descriptor file is then 
computed which, in one embodiment, becomes the e-CLIP 
by which the collected assets may be referenced, found, and 
verified. It should be recognized that the e-CLIP that iden 
tifies the collection may be produced by the same algorithm 
used to compute the cryptographic hash binary sequence 
identifiers for the individual assets named and listed within 
the descriptor file. In other embodiments, the binary 
sequence identifier for the descriptor file is combined with 
other information (such as a file locator) to form the e-CLIP. 

e-CLIP Generation 

0049 FIG. 1 is a flowchart illustrating a process for 
creating a cryptographic hash binary sequence identifier of 
a list of assets, including meta data and context data for the 
assets in the list. In step 102, a list of assets which are to be 
represented is selected and the asset data, meta data, and/or 
context data is collected. The list of assets may include 
multiple assets, only one asset, or no asset. The list of assets 
may even include previously created descriptor files or 
assets that include an e-CLIP. If a descriptor file contains no 
digital assets (files, database records, multimedia clips, etc.), 
then the descriptor file to be created may contain other data 
that is used to locate and obtain digital assets using a 
selected Scheme or may contain valuable collections of meta 
data and context data without reference to independent 
binary sequences. In such a case, a cryptographic hash 
binary sequence identifier for the descriptor file still ensures 
the integrity of the data in the descriptor file. 
0050. When at least one asset is selected, in step 104 a 
cryptographic hash binary sequence identifier is generated 
for each of the assets selected. As noted above, in one 
embodiment, the MD5 algorithm is used to generate the 
cryptographic hash binary sequence identifier. Thus, a cryp 
tographic binary sequence hash is used as an asset identifier 
for each of the assets. In step 106, a descriptor file is created 
using the meta data associated with each asset, meta data 
about the assets, and context data about the collection, and 
the cryptographic hash binary sequence identifiers generated 
in step 104. An example of a descriptor file is shown in FIG. 
2 below. 

0051. In step 108, a cryptographic hash is generated of 
the descriptor file itself. Each of the cryptographic hash 
binary sequence identifiers in the descriptor file may be 
thought of as a key to the digital asset which the crypto 
graphic hash file identifier identifies. Thus, the descriptor file 
can be thought of as a collection or “box' of keys. The 
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cryptographic hash binary sequence identifier of the descrip 
tor file is referred to as a cryptographic hash binary sequence 
list identifier and can be thought of as the key to the box of 
keys that are listed in the descriptor file. The cryptographic 
hash binary sequence list identifier is used to locate and 
verify the descriptor file. The contents of the descriptor file 
are then in turn used to locate and verify each of the assets 
represented in the descriptor file. In step 110, the crypto 
graphic hash binary sequence list identifier is converted to 
ASCII format. As noted above, in one embodiment, a 
128-bit file list identifier is converted to a 27-character base 
36 ASCII string. The 27-character string is thus in human 
readable text form and may be copied manually or elec 
tronically for processing, reference or storage. 

0.052 In one embodiment, the cryptographic hash binary 
sequence list identifier is stored as a bar code. This is 
particularly useful when identifying information about an 
object is placed on the object itself. For example, an appli 
ance such as a microwave or a VCR could have a bar code 
placed on the appliance that represents a cryptographic hash 
binary sequence list identifier that was generated from assets 
that include the manual or other documentation related to the 
appliance. Thus, the manual and related documentation can 
be obtained by: Scanning the bar code; reading the descriptor 
file identifier; obtaining the descriptor file that corresponds 
to the descriptor file identifier; reading the descriptor file and 
the individual binary sequence identifiers within it; obtain 
ing the digital assets that correspond to the binary sequence 
identifiers; and finally, reading the obtained assets that 
contain the manual and related documentation. Similar 
coding in other indices or Software applications can be used 
to specify, search for, and acquire other digital assets con 
taining data or Software code. 

0053. In step 112, the ASCII string is stored as a unique 
identifier or e-CLIP. The unique identifier is easily read or 
copied by either human or electronic means. Next, in step 
114, in certain embodiments, the unique identifier can be 
combined with a file locator (as an e-CLIP hint) to form the 
e-CLIP. The file locator indicates a possible location of the 
purported descriptor file and associated digital assets (binary 
sequences). It should be rioted that in many embodiments, 
e-CLIPs do not need to include a descriptor file locator 
(e-CLIP hint). However, the inclusion of a descriptor file 
locator as the place where the descriptor file may be found 
is beneficial in many instances, and especially if the descrip 
tor file or one or more associated digital assets is not found 
in a convenient location first. 

0054 Thus, the e-CLIP is represented by a unique iden 
tifier which, in one embodiment, is a human readable 
version of a cryptographic hash binary sequence list iden 
tifier. The cryptographic hash binary sequence list identifier 
is a unique reference to information of arbitrary size, type, 
complexity, and file structure. That is, the cryptographic 
hash binary sequence list identifier may represent any num 
ber of digital assets further described by any amount of 
relevant meta data about file system structures, database 
relationships, multimedia content information, or other use 
ful information. An example of a directory structure speci 
fied in a descriptor file is shown in FIG. 2. 

0.055 FIG. 2 is a diagram illustrating the structure of a 
descriptor file 200. The particular descriptor file shown uses 
a “hyperfile” modeling language (HFML) based on XML to 
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describe the structure of the directories containing files as 
well as the files themselves. An HFML is described in the 
provisional patent application referenced above. In general, 
it should be noted that implementation of an e-CLIP is not 
restricted to a descriptor file written in this syntax. The 
HFML in the preferred embodiment is used because it is 
readily parsed and can be used to generate a tree-structured 
directory of the files and keys contained in the descriptor 
file. This example restricts itself to a description of files and 
keys from a particular form of computer and software. The 
invention provides for extension of the languages or codes 
used to create descriptor files to describe virtually any digital 
asset, relationships, and other meta and context data without 
limitation. 

0056. The first item in descriptor file 200 is a folder 202. 
A folder name 204 as well as a time stamp 206 are included 
in folder 202. Folder 202 matches up with an end folder tag 
208 that marks the end of folder 202. Nested inside of folder 
202 is a first nested folder 212. Folder 212 includes a folder 
name 214 and a time stamp 216. A file 222 is included inside 
of folder 212. File 222 includes a file name 224, a time and 
date stamp 226, a size 228, and a cryptographic hash file 
identifier 230 generated by the MD5 algorithm and repre 
sented as a 27-character string. Likewise, folder 212 also 
includes a file 232. File 232 includes a file name 234, a time 
and date stamp 236, a size 238, and a cryptographic hash file 
identifier 240. Folder 212 matches with an end folder tag 
219. 

0057. It should be evident that an arbitrary number of 
folders can thus be represented and nested within other 
folders as desired, so that an arbitrary tree-shaped directory 
can be specified with an arbitrary number of files specified 
in each of the folders of the directory. Each of the files may 
include a file name and other meta data as desired plus a 
cryptographic hash binary sequence identifier that uniquely 
identifies the file based on the content of the file. In some 
embodiments, the cryptographic hash binary sequence iden 
tifier is the only identifier for the file; in other embodiments 
a conventional file name is also associated with the file. 

0058. Thus, it will be appreciated that when the descrip 
tor file specified by an e-CLIP is recovered (for example, 
after a computer crash) and where the descriptor file con 
tains definitions of computer files (possibly in addition to 
other digital assets), complete file name and directory infor 
mation for the files that are specified by the e-CLIP is 
obtained. The process of retrieving the descriptor file and 
finding the files specified in the descriptor file is described 
in FIG. 3 below. 

File Retrieval 

0059 FIG. 3 is a flowchart illustrating a process for using 
an e-CLIP to find both a descriptor file and the digital assets 
(binary sequences) which, in this example, are files specified 
in the descriptor file and for putting the files in the directory 
structure specified by the descriptor file. In step 302 an 
e-CLIP is received. The e-CLIP may be received embedded 
in an e-mail message where the e-CLIP is being used by a 
user to specify a set of files. Alternatively, the e-CLIP may 
be generated automatically by a network device performing 
the backup of the files and directories specified in the 
e-CLIP. The e-CLIP may be produced by a business appli 
cations, sealing the relevant digital assets relating to a 
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particular transaction. In addition, e-CLIPS may be gener 
ated for other reasons by any user, network node, application 
or hardware device that needs to uniquely specify a file or 
group of files for some purpose. Such e-CLIPs may be 
embedded in and readily accessed from database applica 
tions, legacy applications running on mainframes, text 
retrieval applications, web sites, etc. 

0060. In step 304 the recipient of the e-CLIP broadcasts 
a request for the file corresponding to the unique identifier 
found in the e-CLIP. Next, in step 306 the e-CLIP recipient 
receives a descriptor file purporting to correspond to the 
unique identifier. Next, in step 308 the recipient calculates 
the cryptographic hash of the descriptor file received using 
the same cryptographic hash function that was used to 
generate the unique identifier found in the e-CLIP. In step 
310 the recipient verifies that the unique identifier found in 
the e-CLIP matches the result of the cryptographic hash of 
the descriptor file. If the unique identifier is not properly 
verified, then control is transferred back to step 304 and the 
request for the file identified in the e-CLIP is sent again. An 
error message or other notification may be generated as well. 

0061. If the unique identifier is verified in step 310, then 
control is transferred to step 312 and the recipient builds the 
directory structure specified in the descriptor file. Program 
ming logic is applied to perform system configurations and 
file operations to create the required directories, using pro 
gramming operations such as those described by HFML, for 
example. Preferably, each folder in the directory is created 
according to the specified structure. Next, in step 314 the 
recipient of the e-CLIP broadcasts a request for the files 
listed in the descriptor file. FIG. 6A shows an example 
structure for a file request. 
0062 Responses offering copies of the requested files are 
analyzed and copies of the files are retrieved from the most 
effective sources available including local file systems, local 
networked file systems available to the system on which the 
recipient is executing, standard networking protocols such 
as the File Transfer Protocol (FTP), or through any other 
networked protocol as may be devised or specified. 

0063. In step 316 the recipient of the e-CLIP receives the 
files requested and verifies the file contents by generating 
cryptographic hashes of the file data and comparing the 
results to the file identifiers listed in the descriptor file. If any 
files fail the verification test, then those files are requested 
again and an appropriate notification is generated. The 
process then ends. 

0064. Thus, a recipient of an e-CLIP broadcasts a request 
for the descriptor file identified by the unique identifier in the 
e-CLIP. Once the descriptor file is received, the e-CLIP 
recipient is able to verify that the correct descriptor file has 
been recovered and then broadcasts requests for the files 
specified in the descriptor file. Those files are inserted into 
the directory structure specified in the descriptor file once 
they are received and verified. The process for broadcasting 
requests for files, receiving and verifying files, and modi 
fying the broadcast request is accomplished in one embodi 
ment using an importer, which is a small program encoded 
preferably in the JAVA programming language, or in any 
other Suitable language. 
0065 FIG. 4 is a flowchart illustrating a process running 
on an importer used to receive requested digital assets 
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(binary sequences) which may be files and to verify their file 
identifiers as is specified in step 316 of FIG. 3. It should be 
noted that other processes and languages to request and 
verify such file identifiers may be used within the spirit and 
scope of the invention. In step 402 the importer waits to 
receive files. When a file is received, control is transferred 
to step 404. The process of receiving a file in parts and 
assembling those parts is further described in FIG. 5. In step 
404, the importer verifies that the cryptographic hash of the 
file received matches the file identifier that was sent out 
requesting the file. If the file identifier is not verified, then 
control is transferred to step 406 where an error handler is 
activated. Then, in step 408 a request for the entire file is 
generated and control is transferred back to step 402. 

0066. If, however, the file is verified, then the file request 
list for broadcasts is updated in step 410 and control is 
transferred to step 412. In step 412 it is determined whether 
all the files have been received that were specified in the 
descriptor file identified in the e-CLIP. If all files have been 
received, then control is transferred to step 414 and it is 
indicated that all of the e-CLIP files have been obtained. The 
process then ends. As long as all of the files have not been 
received, control transfers from step 412 back to step 402 so 
that the rest of the files may be received and checked. 
0067. It must be noted that the examples used in this 
description all make reference to files. The assets, however, 
may be references to database records, video clips taken 
from within larger video streams, or other digital assets 
stored to be passed to other Software programs or processes. 
Rather than instantiating directories and creating files with 
the contents of the digital assets, the recipient would make 
them available via Some other standard application program 
ming interface. The process of requesting the assets, Veri 
fying their contents, keeping them in a temporary, quaran 
tine, holding area, and making the collection available after 
all assets are received and verified is logically the same for 
any collection of digital assets no matter their type, or 
SOUC. 

0068. This type of digital asset quarantine and verifica 
tion procedure using content-addressable asset identifiers 
ensures asset integrity, excludes spoofing and virus infection 
automatically, and permits automated or manual reconstruc 
tion of lost assets. The content-addressable asset identifier 
system of the present invention is Superior to other asset 
identification systems where identifiers are not derived from 
the digital asset contents but instead depend on a path name 
locator, file name, file author, file creation/modification date, 
file size, or other environmental or application meta-data. 
Because Such prior art identifiers are not content address 
able, they may be readily spoofed. By contrast, the verify 
step 404 of the present invention allows errors in assets to be 
detected. Advantageously, under the present invention, if 
errors are detected and a virus or spoofing is suspected, 
Suspect assets may be reconstituted from another location or 
a more secure method of file transfer may be invoked. 
0069 FIG. 5 is a flowchart illustrating one embodiment 
of step 402 showing how the importer checks “multicast' 
transmissions in order to reconstitute assets that are received 
in portions. Multicast transmissions are transmissions from 
a peer that are addressed to all peers available on the 
network. Similarly, a multicast request may be sent by 
sending a request to all peers available on the network. Peers 
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include any device included in a defined multicast group; a 
multicast group may include any device accessible over a 
data link. This method is referred to as “Swiss cheese' 
method because it fills in assets by placing the chunks of an 
asset in he proper order and continues to request chunks that 
are needed to fill in the holes. The method permits multiple 
Source, variable, nonsequential digital asset segment transfer 
in response to a request using a content-addressable asset 
name (such as a cryptographic hash asset identifier). Of 
course, other methods for receiving files may also be used. 

0070. In step 510 the importer receives a multicast trans 
mission. Next, in step 520 the importer checks its asset 
request list (akin to a shopping list) to see if a digital asset 
portion or segment received is needed. If the asset segment 
is not needed, control is transferred back to step 510. If the 
asset segment is needed, then the data is stored in the proper 
order based on its sequence number in step 530 and the asset 
request list is updated so that that particular asset segment 
will not be requested any longer. The process then ends. 

0071. It should be noted in the above described protocol 
that digital assets (binary sequences) are received in parts as 
portions or segments and that the asset request list includes 
all of the assets that are being requested until those assets 
(binary sequences) are received in their entirety. In other 
embodiments, assets may be received whole or in a manner 
specified by any file transfer protocol. It is also possible that 
in Some embodiments, an asset segment request list would 
be implemented that would include individual segments 
being requested. For example, individual segments of assets 
may be requested when data or a code patch for a software 
application is required, or when specific entries for a data 
base are obtained by a store or query result. The importer 
manages the transfer of assets to the recipient of an e-CLIP 
and determines when the assets are complete so that the 
cryptographic hash file identifier specified in the descriptor 
file may be used to verify that the correct asset has been 
received. Verification is achieved by comparing the crypto 
graphic hash asset identifier to a newly generated MD5 
cryptographic hash asset identifier calculated using the 
received asset (binary sequence). 

0072 FIG. 6A is a block diagram illustrating the struc 
ture of an asset request generated by an importer as 
described above in step 402. A request 600 includes an asset 
identifier 602, a sequence number 604, and a chunk size 606. 
The asset identifier is obtained from the descriptor file. The 
sequence numbers may be generated by the importer based 
on the size of the asset segments that it will request. The 
chunk size is specified by the importer in certain embodi 
ments. It should be noted that in other embodiments, the 
chunk size is specified by the system and is not changeable 
by individual file importers. 

0.073 FIG. 6B is a block diagram illustrating the struc 
ture of a data packet that delivers binary asset data to a 
requester in response to an asset request. A data packet 610 
includes an asset identifier 612, a sequence number 614, and 
data 616 which represents the asset segment data itself. The 
length of the data corresponds to the length of the chunk size 
606 specified in the request 600. Thus, incoming asset 
segments can be ordered according to their sequence number 
and the data in the file can be recovered from the ordered 
segments once all of the segments have been received. 
Notably, portions may be received from different sources in 
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nonsequential order and concatenated or filled in to create 
the target digital asset (binary sequence). 
0074. In one embodiment, the importer has a specific 
hierarchy of locations in a computer system (or on a net 
work) in which it looks for the assets listed in the descriptor 
file. Thus, the importer may be implemented using a chained 
system of importers which look for digital assets in different 
places. 
0075 FIG. 7 is a block diagram illustrating one such 
chained set of importers. A verifier importer 702 attempts to 
first verify that the digital asset is stored on a local disk in 
asset storage. Asset storage is an area of local memory 
reserved for storing data in a binary form in a way optimized 
for instant retrieval using a cryptographic hash file identifier. 
If the Verifier importer finds the digital asset in asset storage, 
then the verifier checks the cryptographic hash asset iden 
tifier by calculating it and then verifies that the asset in asset 
storage is actually the asset being requested. 
0076. If the verifier importer is notable to find the digital 
asset in asset storage, then a find importer 704 is enabled to 
locate the asset (if a file) in local conventional storage, if 
possible. If the asset is a file and is not found in local 
conventional storage or is some other form of digital asset, 
then a multicast importer 706 such as the one described 
above in FIG. 5 is enabled to broadcast signals within the 
multi-cast group of the recipient of the e-CLIP to attempt to 
obtain the assets specified by the e-CLIP. If the assets can not 
be obtained by the multi-cast importer, then a copy importer 
708 is used to look for the asset stored as a content 
addressable file on any mounted volumes on file servers that 
are accessible to the copy importer. If the assets still are not 
found, then a download importer 710 is used to download 
the asset stored as a content-addressable file from an FTP 
server or some other outside Source. As noted above, certain 
e-CLIPs may include a resource locator such as a URL that 
specifies a specific outside location where the assets stored 
as files included in the e-CLIP may be found if they are not 
obtainable by any of the other importers above importer 710. 
Alternatively, a traditional file transfer request can be used. 
0077 Thus, the importers are in a hierarchy and assets are 
searched for first in the most convenient location and then in 
progressively less convenient locations. This “assembly 
line' of importers is configurable in kind and quantity of 
importers and may automatically and dynamically change to 
optimize economy, security or performance. Because the 
cryptographic hash asset identifiers serve as content-based 
file names that enable the content of assets to be verified 
once the assets are recovered, it is possible to allow assets 
to be recovered from arbitrary locations where they may be 
found without regard to checking the contents of the asset 
using some sort of check Sum. Advantageously, the crypto 
graphic hash asset identifier acts as both a digital asset 
(binary sequence) identifier and a means for verifying the 
aSSet COIntentS. 

CONCLUSION 

0078. In one embodiment, a system and method has been 
described for specifying a collection of files having an 
arbitrary directory structure to be reconstructed from what 
ever sources are available to the target system. The files are 
described in a directory structure in a descriptor file and a 
cryptographic hash file list identifier (e-CLIP) is generated 
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for the descriptor file. The e-CLIP represents the collection 
of files and may then be transferred, stored, etc. 
0079) When the descriptor file is obtained by the recipient 
using the e-CLIP, the descriptor file is verified as the correct 
descriptor file specified by the e-CLIP using the same 
algorithm that was used to generate the cryptographic hash 
file list identifier. Then, each of the files specified in the 
descriptor file are recovered using an importer and the files 
are verified using the cryptographic hash file identifiers for 
each file. Thus, information is obtainable by a recipient 
using means more efficient than simply receiving all of the 
information over one communication line from the infor 
mation sender's location. The information may be reliably 
gathered by the recipient of the e-CLIP because the e-CLIP 
contains cryptographic hash file identifiers for each file that 
are used to verify the contents of the files. 
0080. In addition to specifying files for transfer from one 
entity to another, the e-CLIP described herein can also be 
used to create a record of the exact state of any collection of 
files in a computer at any given time. This is done by 
generating an e-CLIP that is a cryptographic hash file 
identifier of a descriptor file that includes directory infor 
mation for that collection of files in the computer. Preferably, 
all of the files are first backed up elsewhere for later retrieval 
if necessary. If the computer files are lost for any reason, the 
e-CLIP is used to retrieve the descriptor file (which has been 
stored in a safe location). The descriptor file can then be used 
to retrieve all of the files that are referenced within it, either 
a locally or over a network. Preferably, the importers 
described herein are used to retrieve the files. 

0081. Thus, the state of the files in the computer may be 
recorded exactly by simply generating an e-CLIP for the 
files, storing the e-CLIP safely, and making Sure copies of 
the files exist elsewhere. The files may be recovered if 
needed by retrieving the e-CLIP, using the e-CLIP to find the 
descriptor file, opening the descriptor file, and then using the 
importers to retrieve the correct versions of all of the files 
represented therein. 
0082. This is an efficient way to back up multiple com 
puters on a network when many of the computers contain the 
same files. Each computer on the network generates a 
descriptor file describing all of its files as well as its 
directory structure. The descriptor file is sent to a central 
backup computer that makes certain that it contains all of the 
files specified in each of the descriptor files. The amount of 
data compression achieved by this scheme can be extremely 
large when the computers being backed up contain many 
common files as is the case with Personal Computers on 
Local Area Networks (LANs). Each file need only be 
obtained and stored once by the central backup computer 
and then specified as many times as a necessary in the 
individual descriptor files that represent the files found on 
the individual computers. 
0.083 Subsequent backups of the same computers may be 
accomplished by generating a new descriptor file which 
includes file hashes for the new or changed files, and having 
the central computer store the new descriptor file and all of 
the newly created or changed files. Thus, new or changed 
files may be reliably identified and copied to the central 
backup computer without moving previously archived, 
unmodified files. Storing periodic backups for each com 
puter can thus be accomplished without requiring prohibi 
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tive amounts of file storage since each new backup only 
requires additional storage for new or changed files. 

0084. Similar mechanisms will be embodied which per 
form archiving of individual records of databases, Web 
pages, and/or any other digital assets which may be identi 
fied by Some process and made available to mechanisms 
identical in nature to those described above. 

0085 Although the foregoing invention has been 
described in some detail for purposes of clarity of under 
standing, it will be apparent that certain changes and modi 
fications may be practiced within the scope of the appended 
claims. For example, a wide variety of algorithms may be 
used to compute a unique file identifier for an asset, and for 
the descriptor file. Also, the asset list hash may be repre 
sented in any Suitable form such as binary, another Suitable 
base, ASCII, alphanumeric, etc. The e-CLIP, descriptor file 
and individual assets may be stored in the same location or 
in different locations. Many different forms may be used for 
the descriptor file; it may contain solely the asset hash for 
each digital asset (binary sequence), or a wide variety of 
other information. Assets may be retrieved using the import 
ers described herein, or using other techniques. Assets may 
be verified only if there is an exact match, or some room for 
error to allow for minor changes in files may also be 
acceptable. Accordingly, the present embodiments are to be 
considered as illustrative and not restrictive, and the inven 
tion is not to be limited to the details given herein, but may 
be modified within the scope and equivalents of the 
appended claims. 

Computer System Embodiment 

0.086 FIGS. 8 and 9 illustrate a computer system 900 
Suitable for implementing embodiments of the present 
invention. FIG. 8 shows one possible physical form of the 
computer system. Of course, the computer system may have 
many physical forms ranging from an integrated circuit, a 
printed circuit board and a small handheld device up to a 
huge super computer. Computer system 900 includes a 
monitor 902, a display 904, a housing 906, a disk drive 908, 
a keyboard 910 and a mouse 912. Disk 914 is a computer 
readable medium used to transfer data to and from computer 
system 900. 

0087 FIG. 9 is an example of a block diagram for 
computer system 900. Attached to system bus 920 are a wide 
variety of subsystems. Processor(s) 922 (also referred to as 
central processing units, or CPUs) are coupled to storage 
devices including memory 924. Memory 924 includes ran 
dom access memory (RAM) and read-only memory (ROM). 
As is well known in the art, ROM acts to transfer data and 
instructions uni-directionally to the CPU and RAM is used 
typically to transfer data and instructions in a bidirectional 
manner. Both of these types of memories may include any 
suitable of the computer-readable media described below. A 
fixed disk 926 is also coupled bi-directionally to CPU922: 
it provides additional data storage capacity and may also 
include any of the computer-readable media described 
below. Fixed disk 926 may be used to store programs, data 
and the like and is typically a secondary storage medium 
(such as a hard disk) that is slower than primary storage. It 
will be appreciated that the information retained within fixed 
disk 926, may, in appropriate cases, be incorporated in 
standard fashion as virtual memory in memory 924. Remov 
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able disk 914 may take the form of any of the computer 
readable media described below. 

0088 CPU 922 is also coupled to a variety of input/ 
output devices such as display 904, keyboard 910, mouse 
912 and speakers 930. In general, an input/output device 
may be any of video displays, track balls, mice, keyboards, 
microphones, touch-sensitive displays, transducer card read 
ers, magnetic or paper tape readers, tablets, styluses, Voice 
or handwriting recognizers, biometrics readers, or other 
computers. CPU922 optionally may be coupled to another 
computer or telecommunications network using network 
interface 940. With such a network interface, it is contem 
plated that the CPU might receive information from the 
network, or might output information to the network in the 
course of performing the above-described method steps. 
Furthermore, method embodiments of the present invention 
may execute solely upon CPU922 or may execute over a 
network Such as the Internet in conjunction with a remote 
CPU that shares a portion of the processing. 
0089. In addition, embodiments of the present invention 
further relate to computer storage products with a computer 
readable medium that have computer code thereon for 
performing various computer-implemented operations. The 
media and computer code may be those specially designed 
and constructed for the purposes of the present invention, or 
they may be of the kind well known and available to those 
having skill in the computer Software arts. Examples of 
computer-readable media include, but are not limited to: 
magnetic media Such as hard disks, floppy disks, and mag 
netic tape; optical media such as CD-ROMs and holographic 
devices; magneto-optical media Such as floptical disks; and 
hardware devices that are specially configured to store and 
execute program code, such as application-specific inte 
grated circuits (ASICs), programmable logic devices (PLDS) 
and ROM and RAM devices. Examples of computer code 
include machine code, such as produced by a compiler, and 
files containing higher level code that are executed by a 
computer using an interpreter. 

1. A method for use in a computer system comprising at 
least first and second computers, wherein the first computer 
provides content addressable storage, the method compris 
ing an act of 

(A) transmitting, from the second computer to the first 
computer, a request to access a first portion of a unit of 
data stored by the first computer, the request identifying 
the unit of data via an identifier that is based, at least in 
part, on the content of the unit of data, the first portion 
of the unit of data comprising less than the entire unit 
of data. 

2. The method of claim 1, wherein the unit of data 
comprises at least one digital asset. 

3. The method of claim 1, wherein the act of transmitting 
comprises an act of transmitting a request that identifies the 
unit of data via an identifier that was generated by applying 
a cryptographic hash function to at least a portion of the 
content of the unit of data. 

4. The method of claim 1, further comprising an act of 
(B) receiving a second portion of the unit of data at the 

second computer. 
5. The method of claim 4, wherein the first portion of the 

unit of data comprises one or more individual segments of 
the unit of data that collectively comprise less than the entire 
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unit of data so that the act (A) comprises an act of trans 
mitting a request to access the one or more individual 
segments of the unit of data; and 

wherein the second portion equals the first portion so that 
the act (B) comprises an act of receiving the one or 
more individual segments of the unit of data. 

6. The method of claim 5, wherein the individual seg 
ments comprise specific entries for a database or a code 
patch for a Software application. 

7. The method of claim 4, wherein the first portion of the 
unit of data is the same as the second portion of the unit of 
data. 

8. The method of claim 4, wherein the second portion of 
the unit of data comprises less than the entire unit of data. 

9. The method of claim 1, wherein the first computer is a 
silo. 

10. The method of claim 1, wherein the first computer is 
a file server. 

11. The method of claim 1, wherein the first computer is 
a Storage System. 

12. The method of claim 1, wherein the computer system 
comprises a plurality of computers in addition to the first and 
second computers and wherein the plurality of computers 
are interconnected by at least one network, and wherein each 
of the plurality of computers manages storage of one or more 
units of data. 

13. The method of claim 1, wherein the first and second 
computers are peer computers coupled by at least one 
network. 

14. The method of claim 1, wherein the unit of data is 
stored on the first computer. 

15. The method of claim 1, wherein the unit of data is 
stored by the first computer on a storage device managed by 
the first computer. 

16. At least one computer readable medium encoded with 
instructions that, when executed on a computer system, 
perform a method, the computer system comprising at least 
first and second computers, wherein the first computer 
provides content addressable storage, the method compris 
ing an act of 

(A) transmitting, from the second computer to the first 
computer, a request to access a first portion of a unit of 
data stored by the first computer, the request identifying 
the unit of data via an identifier that is based, at least in 
part, on the content of the unit of data, the first portion 
of the unit of data comprising less than the entire unit 
of data. 

17. The at least one computer readable medium of claim 
16, wherein the method further comprises an act of: 

(B) receiving a second portion of the unit of data at the 
second computer. 

18. The at least one computer readable medium of claim 
17, wherein the first portion of the unit of data comprises one 
or more individual segments of the unit of data that collec 
tively comprise less than the entire unit of data so that the act 
(A) comprises an act of transmitting a request to access the 
one or more individual segments of the unit of data; and 

wherein the second portion equals the first portion so that 
the act (B) comprises an act of receiving the one or 
more individual segments of the unit of data. 
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19. The at least one computer readable medium of claim 
17, wherein the first portion of the unit of data is the same 
as the second portion of the unit of data. 

20. The at least one computer readable medium of claim 
17, wherein the second portion of the unit of data comprises 
less than the entire unit of data. 

21. A second computer for use in a computer system 
comprising at least a first computer and the second com 
puter, wherein the first computer provides content address 
able storage, the second computer comprising: 

an output for transmitting access requests; and 
at least one controller, coupled to the output, that trans 

mits, from the second computer to the first computer, a 
request to access a first portion of a unit of data stored 
by the first computer, the request identifying the unit of 
data via an identifier that is based, at least in part, on the 
content of the unit of data, the first portion of the unit 
of data comprising less than the entire unit of data. 
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22. The second computer of claim 21, wherein the at least 
one controller receives a second portion of the unit of data 
at the second computer. 

23. The second computer of claim 22, wherein the first 
portion of the unit of data comprises one or more individual 
segments of the unit of data that collectively comprise less 
than the entire unit of data so that the at least one controller 
transmits a request to access the one or more individual 
segments of the unit of data; and 

wherein the second portion equals the first portion so that 
the at least one controller receives the one or more 
individual segments of the unit of data. 

24. The second computer of claim 22, wherein the first 
portion of the unit of data is the same as the second portion 
of the unit of data. 

25. The second computer of claim 22, wherein the second 
portion of the unit of data comprises less than the entire unit 
of data. 


