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METHOD, APPARATUS AND COMPUTER 
PROGRAM FOR MANAGING THE 

PROCESSING OF EXTRACTED DATA 

BACKGROUND OF THE INVENTION 

0001 1. Field of the Invention 
0002 The invention is directed towards a system, software 
and method for managing the extraction and processing of 
unstructured, semi-structured and structured data. 
0003 2. Description of the Related Art 
0004. The Internet and other networks contain vast 
amounts of structured, semi-structured and unstructured data. 
Structured data is data that can be interpreted according to a 
schema. Unstructured data has no specific format and may not 
follow any specific rules. Semi-structured data is data that has 
Some aspects of structured and some aspects of unstructured 
date Examples of unstructured data include text, video, Sound 
and images. 
0005 Searching the Internet and other networks for data is 
time consuming and often results in retrieval of an abundance 
of unstructured data. Moreover, Internet content is updated 
and changed constantly, thus making it increasingly difficult 
to monitor for updated changes to key data in a user friendly, 
and efficient manner. A user may perform searches and que 
ries on the Internet to gather data. However, the data retrieved 
may be unstructured and may require a certain amount of 
processing before the data is ready to be used the user. Fur 
thermore, the collected and processed data may be out-of 
date unless the user periodically updates the collected data 
with additional searches of the Internet. 
0006 Recent innovations include processing tools to con 
struct structured representations of the large amounts of 
retrieved unstructured data. These tools include natural lan 
guage processors (NLPs), which further include data extrac 
tion engines. Some of these data extraction engines incorpo 
rate statistical processing tools, and may include Bayesian 
theory and/or rule-based learning approaches to extracting 
key data from unstructured data. Processing the data via 
NLPs and other types of processing engines is often neces 
sary to transform the unstructured data into a structured data 
format. The data may be stored in a structured format inside a 
database, for ready access. 
0007. A relational database is well known in the art as a 
type of database that provides easy access to semi-structured 
and/or structured data. As data is processed, certain pieces of 
data, e.g., people and dates, may be identified, captured and 
processed for future use. For example, the extensible markup 
language (XML) may be used to syntactically describe the 
structure of the data. The structured data may be stored in a 
XML database, allowing future searching and retrieval and 
preventing the need for repeating processing efforts to regen 
erate the relevant data or structure. Alternatively, staying with 
the relational example, information expressed in the exten 
sible markup language (XML) may be parsed and stored in a 
relational database, allowing future searching and retrieval 
and preventing the need for repeating processing efforts to 
regenerate the relevant data or structure 
0008. A data analyst or user must constantly monitor data 
Sources, e.g., the Internet, for new and updated data. The 
constant monitoring of data can require large amounts of time 
and manpower. A user may require updated data to recognize 
or realize various types of concerns, e.g., important trends, 
global epidemics, etc., which are constantly changing 
throughout the world. Furthermore, because search engines 
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offer an abundance of unstructured data, the searching pro 
cess may be overwhelming to the user. 
0009 Finding data efficiently is important to the welfare 
and lives of people throughout the world. Users rely heavily 
on data from the Internet and from other private databases, 
which may also be accessible over the Internet. Some of these 
databases are third party data providers that organize data by 
categories, e.g., LexisNexis(R). The data obtained over the 
Internet and from third party data providers may be unstruc 
tured, semi-structured and/or structured; however, the data 
may require further processing before it can be meaningfully 
displayed to or used by a user. 

SUMMARY OF THE INVENTION 

0010 Data is processed at a central data processor using 
multiple processing steps. The data is processed for the 
extraction of entities. Relationships between the extracted 
entities are also extracted. A system map is built using one or 
more factors derived from the extracted entities and relation 
ships and organized by influence relationships. Each factor is 
associated with one or more options. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0011 FIG. 1 illustrates a computing system configuration 
according to an exemplary embodiment of the present inven 
tion; 
0012 FIG. 2 is a block diagram of a central data processor 
according to one embodiment of the present invention: 
0013 FIG. 3 illustrates a computing system configuration 
for extracting and processing data from a retrieved data docu 
ment according to an exemplary embodiment of the present 
invention; 
0014 FIG. 4 illustrates a computing system configuration 
for extracting and processing data from a retrieved data docu 
ment according to an exemplary embodiment of the present 
invention; 
0015 FIG. 5 illustrates a computing system configuration 
for extracting and processing data from a retrieved data docu 
ment according to an exemplary embodiment of the present 
invention; 
0016 FIG. 6 illustrates an exemplary visualization format 
according to the present invention; 
0017 FIG. 7 illustrates an exemplary entity network visu 
alization diagram according to one embodiment of the 
present invention; 
0018 FIG. 8 illustrates a exemplary timeline visualization 
diagram according to one embodiment of the present inven 
tion; 
0019 FIG. 9 is a flow diagram that illustrates an example 
embodiment of the present invention; 
0020 FIG. 10 is an example search result according to one 
embodiment of the present invention; 
0021 FIG. 11 illustrates an exemplary timeline visualiza 
tion diagram according to one embodiment of the present 
invention; 
0022 FIG. 12 illustrates an exemplary timeline visualiza 
tion diagram according to one embodiment of the present 
invention; 
0023 FIG. 13 illustrate exemplary entity network maps 
according to one embodiment of the present invention; 
0024 FIG. 14 illustrate exemplary entity network maps 
according to one embodiment of the present invention; 
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0025 FIG. 15 illustrates an exemplary macro editing 
workspace according to one embodiment of the present 
invention; 
0026 FIG. 16 illustrates an exemplary bar chart according 

to one embodiment of to the present invention; 
0027 FIG. 17 illustrates an exemplary pie chart according 

to one embodiment of the present invention; 
0028 FIG. 18 illustrates an exemplary heat map according 

to one embodiment of the present invention; 
0029 FIG. 19 illustrate an exemplary system map accord 
ing to one embodiment of the present invention; 
0030 FIG. 20 illustrates an exemplary scenario option 
space grid according to one embodiment of the present inven 
tion; 
0031 FIG. 21 illustrates an exemplary influence map 
according to one embodiment of the present invention; 
0032 FIG.22 illustrate an exemplary influence loop in an 
entity network map according to one embodiment of the 
present invention; and 
0033 FIGS. 23A and 23B illustrate exemplary risk mod 
els according to one embodiment of the present invention. 

DETAILED DESCRIPTION 

0034. An abundance of electronic data can be found and 
retrieved via computer workstations and other types of com 
puting devices. The data may be accessible locally, over a 
network and/or over the Internet. The data retrieved may 
include unstructured, semi-structured and/or structured data. 
Once data is retrieved, the data may be processed via one or 
more structuring operations that place the data into a struc 
tured data format that is readily accessible for future process 
ing operations. 
0035 Free text, i.e., unstructured, data is commonly found 
in documents retrieved from searches or from other types of 
data retrieval operations. The text may include one or more 
sentences containing nouns, verbs, adjectives, etc. Con 
versely, the text may have no recognizable grammatical struc 
ture such as text commonly found in informal emails or 
electronic chat dialogues. In order to structure text contained 
within documents, natural language processors or NLPs may 
be used. Many types of NLP's are known in the art, including, 
but not limited to statistical, Bayesian, neural net, and rule 
based NLPs. 
0036 Natural language processors refer to category of 
processing engines which are used to analyze unstructured 
text and to extract certain types of information. Natural lan 
guage processors may be used as to extract entities from 
unstructured data. An entity extraction engine, as described in 
more detail below, extracts important or relevant nouns, mag 
nitudes, and/or numbers from a document. The important or 
relevant words in a document are termed entities. Examples 
of entities include, but are not limited to, people (e.g., names), 
locations (e.g., countries, cities, towns, etc.), organizations 
(e.g., U.N., U.S.P.T.O., Red Cross, etc.), dates (e.g., years, 
months, times, etc.), percentages, dollar amounts and/or con 
cepts (e.g., power, control, etc.). The NLP entity extraction 
engine may, for example, extract entities contained in a docu 
ment or document set represent the entities in a structured 
format such as an XML representation, and/or prepare the 
entity list for storage in a database. 
0037 Natural language processors can also be used to 
identify and extract relationships among and/or between enti 
ties from unstructured data. A network extraction engine, as 
described in detail below, extracts relationships between enti 
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ties from a document. Such relationships may comprise 
semantic relationships, social relationships, or any other type 
of link between entities can be an extracted relationship, 
including Social relationships, html hyperlinks, and other 
encoded links. 

0038 Natural language processors utilize many algo 
rithms known in the art. A Bayesian theory statistical proces 
sor analyzes a data document at both the local and the global 
level, meaning that short text phrases are analyzed according 
to various constraints including linguistic or rule-based con 
straints while the entire document is analyzed on a global 
level for statistical consistency. In this way, both linguistics 
and statistics are combined to create an effective language 
processor. One of ordinary skill in the art will recognize and 
appreciate that many kinds of natural language processing 
engines exist. In general the preferred type of processing 
engine is largely a function of the task for which it is 
employed. In other words, Bayesian theory processors may 
work quite well in some applications, whereas rule-based 
processors may be preferred in others. Within the spirit of the 
present inventive concept, the type of language processor 
employed is not limited to any one type, but may instead 
include any processor(s) that work best in a given situation. 
0039 FIG. 1 illustrates an exemplary computing system 
for analyzing unstructured data, according to an exemplary 
embodiment of the present invention. Referring to FIG. 1, a 
host computer 10 is used to process a search or query. The 
host computer 10 may be a regular personal computer (PC) 
having a central processing unit (CPU), random access 
memory (RAM), a storage memory Such as a hard disk or 
removable media, and various input devices such as a mouse, 
a keyboard, etc. The host computer 10 may also be a server or 
other type of computing device. The central data processor 40 
may be located locally on the same local network as the user, 
or remotely, accessible over a network or networks 20 (FIG. 
1). In one embodiment, network 20 comprises the Internet. 
0040. A user interface, such as a graphical user interface 
(GUI) 5 may be displayed to the user such as for prompting 
the user, displaying captured inputs, and displaying the 
results of analyses by the system. GUI 5 may utilize a web 
browser or any known or later developed graphical user inter 
face (GUI) 5 visible on the host computer 10. 
0041 Central data processor 40 is in electronic communi 
cation with a document set or sets (NOT SHOWN), each set 
including one or more data documents 30a-1 . . .30a-N, via 
network 20. A document set is a set of one or more data 
documents within electronic communication of central data 
processor 40. A document set may include part or all of the 
contents of a public website or collection of web-sites. Alter 
natively, a document set may include part orall of the contents 
of a local intranet. In another embodiment, a document set 
may include any one or more documents resident on a local or 
network file system or available via a document collection, 
management and/or search tool. In yet another embodiment, 
the document set may include any one or more documents 
organized into a project/folder structure within the present 
system, as described further below. In short, any electronic 
file that may be retrieved electronically by the present system 
is envisioned as being capable of being a part of a document 
set. Data documents 30a-1 ... 30a-N are made available to 
central data processor 40 for analysis by the various installed 
analytic engines installed, as described below, and according 
to the methods described below. 
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0042. One exemplary embodiment of central data proces 
sor 40 is illustrated in FIG. 2. In the present embodiment, 
central data processor 40 includes a data processing unit 100, 
a plurality of memory units 161, 162, a controller 196, and 
one or more communication ports. In addition, central data 
processor includes one or more search engine 182, visualiza 
tion software unit 172, one or more relational databases 174, 
data formatting unit 178, host-specific information unit 178, 
and scenario building module 198. 
0043 Central data processor 40 is capable of also includ 
ing one or more search engines 182 for retrieving links to or 
copies of the data documents 30a found as a result of a search 
request. Communication ports 192 allow central data proces 
Sor 40 to connecting to remote document sets, such as possi 
bly Internet or intranet sites, search engines, search web ser 
vices, local or remote file systems, third party Software 
applications or any other remote source of electronic data. 
Alternatively, central data processor 40 may use pre-pro 
grammed robots to retrieve data from specific sources, and to 
download the information to memory 161 or 162, where it 
will be accessible to search engine 182 as a document set. 
Inherent to the concept of the central data processor 40 are 
communication ports 194 for communicating to multiple host 
computers and networks and also a controller 196 for direct 
ing the flow of user requests and results. 
0044) The central data processor 40 is configured to 
include Software code to implement, for example, one or 
more of the data processing engines in the data processing 
unit 100, as illustrated in FIG. 4. The central data processor 40 
is also configured to store the results of any one or more of the 
processing engines in a database, such as a relational data 
base. The central data processor 40 may include, for example, 
vendor database software, e.g., SQLServer, MySQL and 
Oracle, or other types of database software. Additionally, the 
central data processor 40 may include the user interface soft 
ware used by the user to access the one or more visualization 
models used to visualize the results of the data processing unit 
100. The data stored in the central data processor 40 of FIG. 
1 is, in one example, a representation or copy of one or more 
data documents 30a-1 ... 30a-N, retrieved as a result of one 
or more data retrieval operations or searches performed by the 
user and/or automated search operations performed via the 
host computer 10 or the central data processor 40. 
0045 Memory unit 161, for example, may be used to store 
copies of retrieved data documents 30a, while memory unit 
162 may be used to store results of applying the data process 
ing unit 100 to the retrieved data documents 30a. Other ele 
ments of the central data processor 40 which are capable of 
being included within the plurality of memory units 161,162 
may include a user and host-specific information unit 178. 
For example, information unit 178 may be configured to store 
information relating to user passwords, user privileges, 
groups of users who share common privileges or licenses and 
operating statistics for host computers 10. One or more rela 
tional databases 174 may be incorporated to store the results 
of the data processing unit 100. 
0046. One of ordinary skill in the art will recognize that 
memory 161, memory 162, database 174, and information 
unit 178 may be implemented as distinct memory units or 
may alternatively be implemented as a single memory unit. In 
either case, any or all of said memory stores may be managed 
using relational database software such as Oracle, MySQL, 
SQLServer, in memory database(s), Xml database(s), or using 
other memory management techniques known in the art. For 
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simplicity, the remaining description will discuss an exem 
plary embodiment utilizing a relational database. A visual 
ization software unit 172 for storing visualization software 
for either implementation on the central data processor 40 or 
for downloading to host computers 10 may be present to allow 
for graphical rendering of the data in the relational databases 
174. A data formatting unit 176 may also be present for the 
formatting of processed data so that it is organized in a way 
that allows the visualization software to render the data. 
0047. Also shown in FIG. 2 is a scenario building module 
198. Scenario building module 198, as described further 
below, may be utilized to model Scenarios, i.e., possible 
sequences or combinations of events. 
0048. The functions performed by the central data proces 
Sor 40 include, for example, performing searches, processing 
the retrieved search data via the data processing unit 100, 
storing the original data documents in a raw unstructured data 
format, searching the retrieved data documents, storing the 
processed data in a structured data format, executing visual 
ization models based on the structured data, and generating 
scenarios arising from the processed data. 
0049 FIGS. 3-5 illustrate exemplary embodiments of data 
processing unit 100. Utilizing the system in accordance with 
the present invention, the user may request that data process 
ing unit 100 process a document set utilizing one or more of 
the processing engines configured in the particular embodi 
ment. 

0050 Referring to FIG. 3, an exemplary data processing 
unit 100 includes, for example, an entity extraction engine 
110 and a network extraction engine 120, according to an 
exemplified embodiment of the present invention. In addition 
to entity extraction engine 110 and network extraction engine 
120, the data processing unit 100 may contain other types of 
data processing engines, which will be described in further 
detail with respect to FIGS. 3-4. The entity extraction engine 
110 and the network extraction engine 120 are used to extract 
data from the data documents 30a. The result of the one or 
more extraction operations performed may be stored inside 
the relational databases 174 of the central data processor 40. 
0051. Once the entity extraction operation is performed, 
the identified entities are preferably displayed to the user, 
such as on GUI 5. Such visualization may take many forms, 
e.g., a chart, graph, timeline, relationship map, etc. Exem 
plary visualizations of extracted information are shown in 
FIGS. 6, 16 and 17. To accomplish this, the structured 
extracted data is communicated to the visualization unit 172, 
which provides the user with a visualization model contain 
ing one or more of the entities and their respective relation 
ships (as explained below). Many techniques for rendering 
the visualization of the data are well known in the art and 
include utilization of Such technologies as Xsltransforma 
tions, HTML, DHTML, or scalable vector graphics (SVG). 
0.052 The entity extraction engine 110 is capable of locat 
ing and/or extracting one or more entities, i.e., relevant nouns, 
magnitudes, numbers, or concepts contained within the text 
of the data documents 30a. The entity extraction engine 110 
may utilize any number of natural or statistical language 
processors, separately or in combination, to determine the 
entities within the data documents 30a. An exemplary entity 
extraction engine 110 uses both NLP and statistical proces 
sors, such as the Bayesian theory processor explained above. 
The list of extracted entities may be structured using a markup 
language such as XML, to associate the extracted entity with 
additional information Such as the data document from which 
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it was extracted, the category of the entity (for example, 
“location”, “person”, “organization'), the date of extraction 
or other information. While the specific structure of the list 
may be dictated by a specific embodiment, it is preferable for 
performance reasons, that the structure contain the informa 
tion necessary for visualization software unit 172 to render a 
graphical representation of the data. Alternatively, data for 
matting unit 176 may be employed to reformat the data into a 
format or structure usable by or required by visualization 
Software unit 172 or another processing engine. 
0053. The processed data is stored in the relational data 
base 174 of the central data processor 40. For this example, it 
is assumed that the original documents 30a have already been 
processed; however, if the same entity or entities appear again 
in Subsequently processed documents, the common entities 
may be recognized by the entity extraction engine 110 as 
pre-existing entities. If however, a new entity is presented in 
a relationship with a pre-existing entity, then a new relation 
ship may be drawn between the pre-existing entity and the 
new entity. For example, assume that a data document 30a 
contains the phrase “Mr. Smith goes to Washington.” Mr. 
Smith and Washington are both entities that may be recog 
nized by the entity extraction engine 110, and the relationship 
goes may be recognized by the network extraction engine 
120. Now, assume that a second data document 30a is pro 
cessed that contains the phrase “Washington has 60% of the 
lawyers.” The two documents share the entity Washington, 
and the new entity 60% of the lawyers’ might lead a user to 
believe or infer that Mr. Smith might have some relationship 
with one or more lawyers. 
0054 The network extraction engine 120 operates in con 
junction with the entity extraction engine 110 by identifying 
the relationships between entities in the document set. In one 
embodiment those entities may comprise the entities 
extracted by entity extraction engine 110, or may, alterna 
tively be extracted by network extraction engine 120. The 
relationships may include, for example, indicators within a 
sentence or a portion of text that indicates that two or more 
entities share a relationship. The indicators may be linguistic 
terms identified by the NLP or statistical processor, or the 
indicators may alternatively be encoded links such as html 
hyperlinks. For example, assuming two entities are identified, 
the first being a person (e.g., Shakespeare) and the other a 
location (e.g., the Globe theater), and the sentence that 
describes these two entities includes one or more indicators in 
the text of the sentence that describes a relationship between 
the two entities, then the network extraction engine 120 may 
identify a relationship between the two entities and store that 
relationship by tagging the term or terms used to identify the 
relationship. In the sentence, for example, "Shakespeare's 
plays were performed at the Globe, the two entities “Shakes 
peare' and “the Globe' would, in one embodiment, be iden 
tified as having a relationship via the words “performed’ or 
“at” or via the phrase “performed at.” There may, in one 
embodiment, bean ontological basis for the relationship iden 
tification, such that, for example, works for and employed 
by carry the same semantic meaning, and can be recognized 
as being instances of a common concept. 
0055 Identified relationships are not limited to relation 
ships indicated by linking words within a sentence. Relation 
ships between entities are also identified where multiple enti 
ties are identified within a near proximity to each other, 
perhaps repeatedly, thus establishing an inference that a rela 
tionship does exist between the entities. Alternatively, the 
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entity network engine may extract social or other types of 
networks Such as by using algorithms known to those of 
ordinary skill in the art. The network extraction engine 120 
will structure the results of its analysis, such as in an Xml 
format, including, at a minimum, Such information as the 
entities extracted, the relationships between those entities, 
and a label or description of that relationship taken or inferred 
from the text of the document. 
0056. The results of entity network engine 120 are prefer 
ably displayed to the user via an interface such as GUI 5. 
Exemplary visualizations are shown in FIGS. 7, 14a, 14b. 
Preferably, the visualization model displays to the user the 
entity, which may, in the exemplary embodiment shown in 
FIG. 7 comprise a person, location, date, dollaramount, orga 
nization, concept, or percent value. In addition, the visualiza 
tion model should display links 700 indicating relationships 
between one or more entities, possibly including a direction 
or weight of the relationship. Such information may be 
extracted based upon whether the relationship was explicit or 
implicit, the active/passive tense of the verb indicating the 
relationship, the number of times or order of multiple co 
references of the linked entities, or various other methods 
known in the art. In addition, the entity network visualization 
preferably displays to the user the description of the relation 
ship, and allows the user to identify the document or docu 
ment part from which the entities and/or relationships were 
extracted. Additional functionality associated with and incor 
porated into this visualization model are discussed below 
with reference to FIGS. 14a, 14b. 
0057 FIG. 3 illustrates an exemplary data processing unit 
100 including the entity extraction engine 110 and the net 
work extraction engine 120 of FIG. 2, and further includes a 
timeline extraction engine 130, according to another example 
embodiment of the present general inventive concept. 
0058. The timeline extraction engine 130 is used to iden 
tify events that one or more entities share in common. Time 
line extraction engine 130 may utilize one or more of the 
entities extracted by the entity extraction engine 110 and 
parse the source documents from which the entities were 
extracted to identify events to which the entities were related. 
For example, the timeline extraction tool may parse each 
Source document for each reference to an extracted entity, 
using natural language processing techniques for identifying 
whether that reference was accompanied by a temporal ref 
erence. In some cases, this may be explicit, such as in the 
sentence “On Jul. 4, 2005 Mike set off fireworks.” Alterna 
tively, a sentence may identify a relative time such as “last 
week” or “six months ago,” which may be resolved using the 
published date (or other available date) of the document, or 
other metadata associated with the document. Timeline 
extraction tool 130 extracts each of these temporal references 
maintaining information Such as the entity or entities 
involved, the significance of the time reference (i.e., what 
occurred at that time), the data document(s) from which the 
event was extracted, and possibly other information. This 
information is preferably represented in a structured format, 
Such as by using XML, and may be stored in the relational 
database for future re-use. 

0059. Once the timeline extraction engine 130 has estab 
lished one or more date(s) corresponding to one or more 
entities, a timeline visualization is used to illustrate the enti 
ties with respect to the dates. FIGS. 8, 11 and 12 illustrate 
exemplary visualizations of a Timeline. The visualization 
may include one or more entities ("JOHN and “PETER” in 
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FIG. 8). In addition, an indicator may be used to show a date 
that the two or more entities share in common. FIG. 8 illus 
trates a relationship between entities (also referred to in this 
context as “themes') John and Peter as sharing the date 
May 4, 2006, meaning that some event happened on May 4, 
2006 that both John and Peter have in common. An event is a 
specific item shared by both entities, and having some refer 
ence (implicit or explicit) to a specific time or time-frame at 
which the item occurred. For example, a meeting that 
occurred on May 4, 2006 between John and Peter can be 
the event shared by both parties and indicated by box E1 in 
FIG 8. 

0060. The timeline is capable of being included in a visu 
alization model displayed to the user similar to the timeline 
illustrated in FIG.8. The timeline can include one or multiple 
entities and one or more events associated with Some or all of 
the one or more entities. In the above example, John and Peter 
share a meeting as an event. The line drawn through both 
entities connecting them together at the event box E1, as 
illustrated in FIG. 8, signifies that both entities share the same 
meeting as the event. In another example, the timeline may 
contain one or more events on a particular date that do not 
share a line drawn between two or more entities. In this 
example, an event may be denoted by placing a box at the 
intersection of the corresponding date and entity, however, no 
line or connection need be drawn to other entities contained in 
the timeline to illustrate that the event is not shared by more 
than one entity. FIG. 11 shows another exemplary represen 
tation of a timeline. In FIG. 11, events relating to a specific 
entity are shown with arrows indicating which entity is 
involved with each event. Some events relate to more than one 
entity. FIG. 12 shows another exemplary representation of a 
timeline, in this instance, a Zoomed-in view of a timeline 
where each event is described in detail. The timeline provides 
a useful visualization model to realize dates and correspond 
ing relationships between entities extracted from the data 
documents 30a. 

0061. In one embodiment, the visualization model is also 
capable of displaying, to the user, the document, or a Subset of 
the document, from which the event was extracted. In addi 
tion, in one embodiment, the data used to create the timeline 
visualization may be used to display the same timeline data in 
an entity network format. Such as to display a quasi-social 
network. For example, the entities “John' and “Peter' (see 
FIG. 8) may be displayed as entities in an entity network with 
the relationship interconnecting them being represented by 
event E1. 

0062. The exemplary data processing unit 100 illustrated 
in FIG. 5 includes an entity extraction engine 110, a network 
extraction engine 120, a temporal analysis engine 150, a 
cross-reference engine 140, a timeline extraction engine 130, 
a question/answer engine 160, a Summarization engine 170 
and a watch list engine 180. Any one or more of these engines, 
individually or combined, is capable of being used to process 
the retrieved data and provide the user with a visualization 
model of the data pertinent to the user's search criteria. 
0063 FIG. 5 illustrates a combination of engines includ 
ing the entity extraction engine 110, the network extraction 
engine 120, the temporal analysis engine 150, the cross 
reference engine 140, the timeline extraction engine 130, the 
question/answer engine 160, the Summarization engine 170 
and the watchlist engine 180, according to an example 
embodiment of the present general inventive concept. The 
data processing unit 100 houses the data processing engines 
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and is used to realize data contained in one or more data 
documents 30a stored in the central data processor 40. 
0064. The temporal analysis engine 150 is an example of a 
type of data extraction engine that is used to realize data, 
according to an embodiment of the present invention. The 
temporal engine 150 is a specialized entity extraction engine 
used to provide a user with a type of data visualization model 
that shows references to an entity as a function of time, also 
referred to as information velocity. The temporal analysis 
engine 150 may be used to provide a user with a type of data 
visualization model that charts the number of occurrences or 
a magnitude value of occurrences of a particular entity per 
date. For example, the user may wish to know the number of 
times an entity or entities were referenced over a period of 
time in the data available to the system. In this case, the 
entities may be extracted from the source documents using an 
entity extraction engine, and plotted as a function of time, 
such as by reference to the publication date of the data docu 
ment from which the entity eas extracted. Such information 
may be displayed to the user using a heat-map. Such as in the 
example shown in FIG. 18, and described below. The tempo 
ral engine 150 should be capable of being used by itself as a 
sole processing operation or in combination with any one or 
more of the other processing engines 110, 120, 130, 140,160, 
170, 180. 
0065. The cross-reference engine 140 is another example 
of a type of data extraction engine that is used to realize data, 
according to an example embodiment of the present inven 
tion. The cross-reference engine 140 is used to provide a user 
with a type of data visualization model that charts the number 
of occurrences of other entities mentioned in the same data 
document or context as a constant entity. For example, the 
user may have performed an entity extraction analysis on a set 
of documents, and identified that “Iraq was mentioned in 
those documents. If “Iraq was important to the user, the user 
may wish to see what other entities from the chart were 
mentioned, and with what frequency, in the documents or 
contexts from which “Iraq was extracted. The cross-refer 
ence engine 140 could thus be used to hold Iraq constant by 
identifying the documents from which it was extracted, and 
performing an entity analysis on those documents. An 
example of a visualization of cross-sectional results is shown 
in FIG.16, which will be discussed further below. The cross 
reference engine 140 may be used by itself as a sole process 
ing operation or in combination with any one or more of the 
other processing engines 110, 120, 130, 150, 160, 170, 180. 
0066. The question/answer engine 160 is a type of analysis 
tool that provides answers to a user's question using data 
documents 30a (FIG. 10). For performance reasons it mat be 
preferable for the question/answer engine 160 to automate a 
search of the data documents 30a directly by searching for 
keywords included within the user's question, such as to limit 
the set of documents sent to the question/answer service. 
Alternative, the user may be able to identify a set of docu 
ments to be used as the collection against which the question/ 
answer engine may perform its analysis. Additionally, the 
question/answer engine 160 may be capable of searching the 
terms extracted by the entity extraction engine 110. Once the 
data documents are identified, the question/answer engine 
utilizes language processing techniques to identify a phrase, 
sentence, paragraph or other unit of text from the returned 
documents that most closely responds to the posed question. 
In addition to returning to the user a list of relevant docu 
ments, the question/answer engine 160 also returns a portion 
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of text (if available) from each returned data document to 
show the user the phrases in the data document that most 
apply to the user's question. An exemplary Screenshot of one 
embodiment of the results of question/answer engine is 
shown in FIG. 10. Thus, the question/answer engine 160 may 
be used as a stand-alone engine or in combination with any 
one or more of the other processing engines 110, 120, 130, 
150, 170,180. 
0067. The summarization engine 170 is used to obtain the 
most relevant sentences of a user-selected data document (or 
documents) without the need for a user to actually read or 
otherwise analyze each data document. Given relevant data 
documents 30a, a user can select some or all of the retrieved 
data documents for automated Summarization. The user 
determines the type and extent of the summaries to be 
returned by the summarization engine 170. For example, the 
user indicates whether Summaries should be returned as a 
certain number of sentences extracted from the data docu 
ment, or a certain number of words, or even a number of 
characters of the Summarized document. Upon execution, the 
summarization engine 170 determines the requested number 
of sentences, words or percentage of each data document that 
best represents the entire data document. This is done by first 
identifying keywords, concepts and concept relations from 
the data document using linguistics and statistical analysis. 
The identified terms are then used to select key sentences 
from the document, enforcing various predetermined require 
ments regarding the scope and coherence of the identified 
terms. Many algorithms known in the art may be used. For 
example, one Summarization algorithm involves identifying 
logical form triples, Subject-predicate-object, for each sen 
tence in the document, and then graphing the results in a 
semantic graph to identify the most common triples. Other 
algorithms are also used. Once Summaries of each requested 
document are returned, the user is in a position to determine 
which of the selected documents are most relevantand should 
be further processed using the other processing engines. 
0068. The watch list engine 180 is used to filter entity 
extraction results for further analysis. The watch list engine 
180 uses a user-created watch list, oralist of terms of interest 
(an accompanying synonyms), in order to filter the entity 
extraction results. The user-defined watch lists are used by 
other processing engines in order to process only the selected 
terms or entities from the watch list in the data documents. A 
watch list may be used by the entity extraction engine 110, the 
network extraction engine 120, the timeline extraction engine 
130, the search engine, or any other processing engine, as a 
way to limit either the input or the output of the engine. For 
example, the watch list engine 180 only extracts user-defined 
entities, terms or phrases. Generally, either through experi 
ence or after some initial analysis of data documents, a user 
creates a watch list, a list of terms upon which the user desires 
to concentrate further searching, retrieval and processing 
operations. In addition, a watch list may include synonyms or 
A.K.A.'s for individual watch list terms. As will be described 
below, the watch list may be modified or added to by addi 
tional allowed users so as to be fully inclusive of the collective 
knowledge and experience of all allowed users. The watch list 
engine 180 is especially effective when combined with the 
monitors and macro features described above. For example, a 
macro may be created that instructs the central data processor 
40 to execute one or more monitors using only the terms 
defined in a watch list. 
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0069. The data processing engines 110-180, as shown in 
FIGS. 3-5, may either be integrated such that they operate “on 
the fly', i.e., when requested by a user input, or may be 
integrated Such that they run according to a schedule. Gener 
ally, those data processing engines 110-180 that require a 
longer period of time to process data are used according to a 
scheduled process (i.e., the time-intensive processes are run 
during off-peak times). On the other hand, those data process 
ing engines 110-180 that are performed quickly are often 
done “on the fly.” For example, the entity extraction engine 
110, the network extraction engine 120, the timeline extrac 
tion engine 130 and the watchlist engine 180 are all examples 
of engines that may be run according to a scheduled process. 
These engines are monitors, processing engines that result in 
a visualization of the data contained in the processed data 
documents. Monitors may be incorporated into macros; a 
sequence of instructions that are programmed and Scheduled 
to run and that includes one or more monitors. 

0070 The data processing described above, as well as the 
visualization operations, are implemented by installing the 
data processing unit 100 into a central data processor 40 and 
a browser or other user interface onto a user's host computer. 
The browser or other user interface is configured to allow 
access to the data processing unit 100 in the central data 
processor 40. The browser or other user interface is also 
configured to render a plurality of visualization models on the 
data output by the data processing unit 100. Although it is 
possible that a user could download a specific data processing 
unit 100 for installation on the user's host computer 10, it is 
preferred that the data processing unit 100 remains on the 
central data processor 40. In this way, updates to the existing 
data processing unit 100 are made or even a new data pro 
cessing unit 100 or analysis module is added to a central 
location (the central data processor 40) without the need for 
updating each host computer 10. 
0071. The central data processor 40 provides a source of 
data that the user accesses through the web browser interface 
or GUI 5. In general, the web browser interface or GUI 5 is 
installed on, or communicated to, the host computer 10 to 
enable a user to interact with the operations provided by the 
central data processor 40. Such interface may take the form of 
eithera rich client, in which a software application resident on 
the host computer includes instructions for displaying and 
processing data provided by central data processor 40, or may 
be a thin-client, such as an Internet browser, which simply 
renders display information containing the results of process 
ing executed by central data processor 40. 
0072 For example, a user may request a search of a certain 
data repository. By using the web browser interface on host 
computer 10, the user instructs the central data processor 40 
to search the specified location for data pertaining to the 
user's search terms. Once the user has entered the search 
criteria, the central data processor 40 performs various opera 
tions in an effort to retrieve data responsive to the user's 
request. As previously stated, the central data processor 40 
can use the network 20 (FIG. 1) to search remote data loca 
tions for the user's requested data, or may search a local 
repository of data previously retrieved from network 20. 
Once the data is retrieved, the central data processor 40 com 
municates a representation of the data to the display. The user 
may select one or more data documents from the retrieved 
data documents 30a to be processed and optionally stored in 
the relational databases 174. The processing may include 
entity extraction and network extraction processes (as 
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explained below) to discover the entities contained in the one 
or more data documents 30a retrieved. 
0073. A commercial search engine, for example, operates 
in a similar manner by retrieving data from the Internet, 
computing and storing an index on the retrieved data in a data 
repository or relational database. When a user performs a 
search via a commercial search engine, the data repository of 
the commercial search engine will be searched for relevant 
data to return to the user based on the content previously 
extracted from web sources that were discovered on the Inter 
net by the search engine. The data stored in the commercial 
search engine data repository may be structured to allow for 
easy access upon a future user request to retrieve data. 
0074 Similar to the commercial search engine, the search 
engine 182 may be capable of structuring data retrieved from 
the Internet and/or other data sources. For example, Search 
engine 182 may be accompanied by a data retrieval module 
(not shown), which may collect data for storage in a local 
repository. Search engine 182 may then process the stored 
information, such as by indexing it, for easier retrieval. 
0075. The data retrieval process may be performed by 
“robots, which access data from remote databases and other 
data sources over the Internet. A robot may be used to gather 
data from a particular website and return that data to a rela 
tional database or other data store. Robots are useful to collect 
large amounts of structured, unstructured and/or semi-struc 
tured data in an automated manner. The robots are used to 
search a particular website or a uniform resource locator 
(URL) destination for documents pertaining to predeter 
mined criteria, and are configured to be scheduled to perform 
searching operations at regular intervals. Other data collec 
tion techniques are well known in the art and may be substi 
tuted within the spirit of the present invention, such as spiders 
or web crawlers, which are not targeted and programmed for 
a specific web site. 
0076. The central data processor 40, however, is more than 

just a search engine for at least the reason that the central data 
processor 40 can perform language processing via NLPs and 
statistical language processors in addition to data structuring 
to create a structured set of databased on the retrieved struc 
tured, unstructured and/or semi-structured data. 
0077. A schema is used as a structured data format to store 
the structured data in the relational databases 174. A schema 
is a way of structuring the data to provide a connection 
between the retrieved and processed data and the software 
application tools used by the user. An example schema might 
include a tabulation set of processed data organized by a 
category type. For example, a set of data values or numbers 
that relate to entities of interest to a user are organized into a 
first structure designated for numbers. The numbers are given 
a corresponding variable name and value that the Software 
code understands so that the numbers may be referenced by a 
user operation to visualize the entities using one or more 
visualization models. The schema corresponding to the appli 
cations described herein are custom designed to correlate to 
the particular applications offered to the user and/or based on 
a pre-existing schema. Schemas are commonly used in data 
base programming, and are well known to one of ordinary 
skill in the art. 
0078. The data stored in the central data processor 40 are, 
for example, in data documents 30a which may include more 
than one document containing unstructured and/or semi 
structured data. The data documents 30a may include text, 
images, Sound and/or video. For purposes related to this 
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example, it is assumed that the data documents 30a contain 
only text. Generally, a user will perform a search which 
results in a list of one or more data documents 30a containing 
entities relevant to the user's search request. As an example, 
FIG. 11 shows a list of relevant documents found during a 
search for avian bird flu. The user may select one or more of 
the returned data documents 30a for processing. The docu 
ments are processed from their location within the remote 
network 20, from their location in the local data repository, or 
are alternatively copied into a memory of the central data 
processor 40 for further processing. The data documents 30a 
are processed by the data processing unit 100, which is 
located inside of the central data processor 40. 
007.9 For example, the user may desire to search for news 
on a particular Subject by using predetermined search terms 
(e.g., “global', 'epidemic and “disease”). The user may also 
limit the search to specific data Sources (e.g., specific web 
sites). Once the search is requested, a search engine is used to 
execute the search by seeking for search results within a 
network or networks 20 or from the specified data sources. 
Network 20 may, alternatively, include the Internet. Upon 
execution of the search, the search engine returns a list of one 
or more relevant data documents 30a to the user at host 
computer 10. The list of relevant documents is capable of 
being stored in a central data processor 40. From the repre 
sentation of the search results, the user may select a Subset of 
the relevant documents 30a to be copied for storage in the 
central data processor 40. Alternatively, central data proces 
sor 40 may have pre-fetched the data documents from the 
network, storing a representation of them. In Such a case, 
central data processor 40 might have searched its local reposi 
tory returning a representation of the relevant subset of the 
data. The data returned to the user is also capable of being 
stored in a different memory source Such as a temporary 
memory source separate from a main memory hard disk. The 
separate memory Source is a more economical and efficient 
way to provide the user with a visualization model and/or 
search result information. 

0080. The user may desire to repeat the search in order to 
update the search results. In order to do this, the user again 
conducts a search using a search engine or the user uses a 
robot to retrieve desired data documents from specific data 
Sources. For example, if the user is seeking information relat 
ing to a global epidemic, the user may determine that relevant 
information is periodically available at the health page of a 
major new web site. Instead of manually checking the site on 
a regular basis, the user can instead conduct a search to see if 
information from the site appears in the search results. Alter 
natively, the user uses a robot that is programmed to periodi 
cally fetch the specified health page of the news site and copy 
the specified page onto the central data server 40. Then, the 
copied page is searched according to the predetermined 
search terms. 

I0081 Alternatively, a scheduled search may include com 
mands to search particular URLs by initiating searches hav 
ing predetermined search criteria. For example, the initial 
searching operation may have included the search terms “ter 
rorism” and “bombings', and may have yielded many rel 
evant results from a website or URL known for news on 
terrorism bombings. If the results of the search were useful in 
assisting a user with noting trends among recent terrorism 
attacks, then the scheduled search feature is invoked to per 
form repeated searches using similar search terms at a later 
scheduled time. 
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0082. The scheduled search feature may be implemented 
as a macro. A macro is a set of user-defined instructions that, 
when executed, repeat sequence(s) of instructions or capa 
bilities. A macro can include more than just search instruc 
tions. A macro can include any sequence of instructions, 
including, but not limited to, searching and updating docu 
ments and processing data in documents, or any other instruc 
tion accessible to the user of the system. 
0083. The data that is discovered as a result of these addi 
tional search efforts is further processed via the same meth 
odology employed on the originally processed data. Alterna 
tively, the new data may be processed in an expedited manner 
that does not performall of the tagging, structuring and Stor 
ing operations previously described. For example, the system 
may allow a user to automate the process of selecting a Subset 
of the search results to send to an analysis engine, Such as the 
entity extraction engine, identify those documents that con 
tain references to a specific entity or set of entities, send that 
Subset of documents to another visualization, for example the 
timeline engine, and store the results in the relational data 
base. One commonly used technique for automating Such as 
process is to create or record a macro, which will be described 
in more detail below. Therefore, the data in the user's visual 
ization model may be displayed containing the previously 
processed data, or, the user may desire to have the updated 
information incorporated into the existing visualization 
model ad hoc, and in a timely manner. The user may have the 
new data processed to discover any relevant pieces of infor 
mation, e.g., new entities and relationships or other types of 
relevant data. Once the new data is found to contain relevant 
data overlapping with one or more pieces of data in the 
original visualization model, the data may then stored in the 
relational database, and/or displayed to the user with the 
original data. The new data may be automatically incorpo 
rated into the visualization model or may be incorporated 
upon an explicit request. 
0084. The new data may be displayed in a manner that is 
easier to recognize the change that has taken place since the 
first visualization model. For example, a new entity may be 
illustrated as being bold, or highlighted to indicate that it is 
new to the visualization model. Other examples include a 
relationship being illustrated in a different color to indicate 
that the relationship did not exist in the prior visualization 
model. It must be appreciated that other examples of incor 
porating updated information into the visualization models 
which are not described herein but which are within the scope 
of the general inventive concept are also included. One will 
recognize that the user may create the macro to incorporate 
whichever step(s) and/or visualizations are most useful to the 
user. In this way the macro can be used to free the user from 
manually repeating processes of gathering and performing 
initial processing of documents, and instead allowing the user 
to focus on the results of the initial processing and to identify 
the new data that may be particularly relevant to the user's end 
goal or need. 
0085. A user may utilize the system of the present inven 
tion utilizing a method such as the method described by the 
flowchart in FIG. 9. Such a method may be performed by 
inputting selections using the input tools associated with 
computer 10, in response to input cues, prompts, or other 
form presentation on the GUI 5. 
I0086. Initially, the user collects information in the meth 
ods described above and as shown in flowchart 900 of FIG.9. 
In step 902, the user determines which document set(s) to 
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analyze. As described above, the document sets available to 
the system may include any number of electronic documents 
at locations in electronic communication with central pro 
cessing unit 40. 
I0087. In particular, it is envisioned that central data pro 
cessor 40 may be programmed to periodically retrieve docu 
ments. In one embodiment, the user may have accessible only 
data that resides in memory unit 161. Such data may have 
been uploaded to the system by the user, either individually or 
in a batch, or may have been retrieved from external sources 
via a scheduled process such as a spider or robot. For 
example, if a website URL or data source has been identified 
as a potential source of data, or alternatively incorporate a 
robot, spider, web crawler, or data scraping technique (many 
of which are well known in the art) on that data source to 
incorporate its data into the accessible data store. A user 
benefits by the updated data, especially, if the user's needs 
require frequent updating to determine if any changes in the 
pre-existing data have occurred. Alternatively, the central 
data processor 40 is capable of performing repeated search 
operations over intervals of time (for example, every second, 
minute, hour, day, week and/or month, etc.) in an effort to 
retrieve new documents or documents that are up to date. This 
automated process may be performed via a user initiated 
schedule or under a predetermined schedule. 
I0088. Within memory unit 161, the data documents may 
have been organized into a project or folder structure for 
easier navigation, analysis, browsing or other purposes. In 
Such a case the contents of any project, folder or group 
thereof, may constitute a document set usable within method 
900. 

I0089 Alternatively, the document set may consist of 
documents returned via a search. Via GUI 5, the user may 
select one or more document sets to search, identifies search 
terms, and possibly other search criteria, such as advance 
search fields (i.e., search for a document date, genre, author, 
etc.), or type of search (Such as boolean, concept, or keyword 
search). The user submits the search terms to the central data 
processor 40 by inputting the search terms through a user 
interface or browser installed on the user's host computer. 
Central data processor 40 executes the desired search (NOT 
SHOWN) and returns a list of relevant data documents 30a to 
the user, for example in a visualization such as is shown in 
FIG 10. Such a search may comprise communication to an 
Internet search engine or webs service, such as GoogleTM, or 
may utilize locally or network installed search software such 
as Convera's Retrieval WareTM. 

(0090. In step 908, the user selects a subset of the returned 
data documents 30a for data processing. Optionally, the user 
may identify a subset of the document set to be saved or 
copied into an existing or new project or folder for use in 
iterations of process 900, step 920. A user at a host computer 
10 (FIG.1) may indicate through the installed web browser or 
GUI 5 that one or more of the analysis engines 110-180 
should be executed on a specified subset of the data docu 
ments returned as a result of the user-defined search, step 922. 
The user can select from any available language processor 
installed on the central data processor 40 and as allowed by 
the host-specific information unit 178 (FIG. 2). Once the 
entities are extracted, the original contents of the data docu 
ments 30a may be stored inside the central data processor 40 
(such as in memory 161) without modifications thereto, if 
they have not already. 
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0091. The subset of documents may be selected after a 
review of the returned data documents where the review 
includes reading one or more of the documents, reading the 
Summary of one or more of the documents or, preferably, the 
user may utilize one or of the analysis engines to identify the 
documents that may, for example, identify a combination of 
entities. For example, usingentity extraction tool 110 the user 
may identify the documents that mention each of Afghani 
stan.” “Osama bin Laden.” and “Iraq.' That subset of docu 
ments may be sent to other analytic engines 110-180. One of 
ordinary skill will realize that, depending on the need of the 
user, the analytic tools 110-180 may be utilized in any order 
to achieve certain insights into the data set, without the need 
to read carefully all documents in the set. 
0092. In step 922, the user chooses to process the subject 
document set using the data processing unit 100 that is 
installed on the central data processor 40 and available within 
the browser of the user's host computer 10. For example, the 
user is able to choose to process the selected data documents 
with the entity extraction engine 110, network extraction 
engine 120, or another analysis engine Such as those identi 
fied in FIGS. 3 and 4. The user is also able to choose to apply 
the temporal analysis engine 150, the cross-reference engine 
140 and the timeline extraction engine 130. The question/ 
answer engine 160 and the summarization engine 170 are also 
available for use. The results of the data processing may 
optionally be stored on the central data processor 40. Such as 
for efficient re-use of the data or to prevent the need for future 
re-analysis by the analytic tool. 
0093. Whether stored in memory or not, the results of the 
analytic tools are preferably presented to the user through the 
browser or GUI 5 on the host computer 10. The user is able to 
view the processed data through any number of the visualiza 
tion means identified herein. Preferably, as described further 
below, each visualization incorporates the ability to identify 
one or more of the documents that produced some or all of the 
visualized results, and select those documents such as to 
comprise a document set for an iteration of process 900. The 
visualization means include, but are not limited to, entity pie 
and bar charts, entity network maps, influence charts, time 
line charts and heat-maps. 
0094 Furthermore, the visualization may be created as the 
result of a user selection of an analysis tool. For example, as 
noted above, the visualization tools are capable of being 
configured to run at user selection or on a pre-defined sched 
ule (i.e., as a monitor). Step 932, in one embodiment includes 
the user selection of a analytic tool for creation of the visual 
ization on the fly. Alternatively, as the user identifies and pares 
the document set, and or modifies the contents of a project or 
folder, one or more of the analytic tools may be scheduled to 
run on the contents of the document set, project or folder, Such 
as to identify the changes in the data set. 
0095. As previously noted, method 900 is, in one embodi 
ment, a method intended to be repeated to allow for further 
refining of the document set. In one embodiment the user may 
input selections at a visualization or on search results, for 
example, and identify those documents for sending to a visu 
alization tool, thus manually repeating the process. Alterna 
tively, the user may build or record a macro to automate the 
tasks. At the same time, macros may be used, thus allowing 
any one or more of steps 902,908,922, and 932 to be repeated 
automatically according to the sequence laid out in the user 
defined macro (step 942). 
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0096. Using a macro tool, a user can define an operation 
that includes the execution of a series of commands. To create 
a macro, a usercan, using a macro tool available from the user 
interface installed on a host computer 10, select from a plu 
rality of available actions (actions installed on the central data 
processor 40 Such as, for example, the data processing unit 
100). The user is able to select the actions from a drop-down 
menu available on the user interface. Alternatively, the user is 
able to select the actions by "dragging icons of the available 
actions onto a work area within the user interface, creating a 
virtual flowchart of actions to be performed by the central 
data processor 40, as shown in FIG. 15. In FIG. 15, a macro is 
created that would result in a source Library 1 being searched 
using search terms specified in Search2, with the results of the 
search of Library 1 being stored in Folder3. The macro in FIG. 
15 may be scheduled to be performed on any schedule. 
0097. A macro may also be created when the central data 
processor 40 tracks and records a user's actions for future use. 
Generally, this automatic macro creation feature functions 
when a user performs a series of actions (searches and data 
processing operations using the data processing unit 100) and 
then, prior to starting a new project, the user is queried as to 
whether the user would like to save the recorded actions as a 
aCO. 

0098. Because macros may be defined to run periodically 
and to thus update processing results periodically, a macro is 
also able to be defined so as to alert a user if a user-specified 
event or occurrence is discovered by one or more monitors 
executed by the macro. In this way, a user can set up a macro 
and then even forget about the data being collected and pro 
cessed by the macro until a triggering event occurs and is 
recorded by the one or more monitors run by the macro. Once 
the event occurs, the user is alerted and the user can then act 
accordingly. 
0099. As the user becomes more knowledgeable concern 
ing the searched Subject, the user can apply the learned 
knowledge to create scenario models and associated monitors 
to identify the occurrence or likely occurrence of an event or 
events (step 952). The scenario building process is further 
described below. 

01.00 Envisioned for use within method 900 are a series of 
visualizations for visualizing and manipulating the output of 
the various analytic engines 110-180, such as at step 932. As 
mentioned above, the user interface is configured to render 
the visualization of data processed by the central data proces 
Sor 40. However, because visualization generally occurs at 
the host computer 10 and not at the central data processor 40, 
the central data processor 40 must format or package the 
processed data in a format readable by the user interface using 
the data formatting unit 176. The user interface must receive 
data formatted in Such a way that a user using the user inter 
face can choose to have the data visualized in any visualiza 
tion method available in the user interface. 

0101 FIG. 6 illustrates an example of a visualization 
model such as for use with entity extraction module 110 or 
watch-list module 180. Referring to FIG. 6, a user may wish 
to view the relevancy of a particular entity with respect to a 
particular Subject matter. For example, a user could send a 
document set to the entity extraction module 110, which 
would respond with a list of entities contained within the 
documents. In one example, the entity extraction module 110 
may be configured to extract countries from the inputted 
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documents, and the results displayed to the user. The pie chart 
shown in FIG. 6 is one example of the results of such an 
analysis. 
0102. In another embodiment, the entity extraction mod 
ule 110 may be configured to extract multiple categories of 
entities, such as is shown in FIGS. 16 and 17. In particular, 
FIG. 16 shows an example of the results of the entity extrac 
tion engine displayed on a bar chart, while FIG. 17 shows an 
example of the results of the entity extraction engine dis 
played on a pie chart. In either example, the user interface 
would allow the user to identify specific categories 1710 or 
entities 1720 from the display, and filter out (i.e., hide) unse 
lected items. For example, the pie chart shown in FIG.6 may 
be the result of selecting “locations” in FIG. 16 or 17, and 
filtering the entity set for view in a pie chart. The pie chart 
shown in FIG. 6 is one example of the results of such a process 
if a user were to select and filter the entity set by the category 
“Countries.” In FIG. 6, China might represent the largest 
piece of the pie chart, meaning that of all countries mentioned 
within the data documents searched with regards to avian flu, 
China was the country mentioned the most. Other countries 
that have had fewer instances of the avian flu are also shown 
in the pie chart of FIG. 6, meaning that the other countries 
were mentioned less frequently in the searched data docu 
ments 30a processed by the central data processor 40. The 
relative size of the pie chart slices may also be indicative of 
specific aspects of entities. For example, instead of showing 
the frequency of occurrence of each entity in the searched 
documents, the pie chart of FIG. 6 could show the relative 
frequency of events (such as avian flu outbreaks) in the spe 
cific countries. Such a visualization might require processed 
data from the entity extraction engine 110. 
0103. It is preferred, though not necessary, that in any of 
these visualizations 6, 16 and 17, the document set is also 
displayed to the user, and as specific entities or categories of 
entities are selected in the pie or bar chart, the document set is 
filtered to show only the subset of documents containing the 
selected entities or categories. In this way the user can easily 
identify and select subsets of document either to save off to a 
project or folder or to use for an iteration of method 900. It 
must be appreciated that other types of charts may also be 
used to illustrate the data extracted from the above described 
processing operations such as, for example, a graph, a bar 
chart, etc. 
0104 FIG. 7 illustrates an exemplary visualization such as 
for display of the results of entity network engine 120. As 
mentioned earlier, entities may include people (e.g., names), 
locations (e.g., countries, cities, towns, etc.), organizations 
(e.g., U.N., U.S.P.T.O., Red Cross, etc.), dates (e.g., years, 
months, times, etc.), percentages, dollar amounts and/or con 
cepts (e.g., power, control, etc.). Once an entity is extracted 
via the entity extraction engine 110 (or alternatively by the 
entity network module), it is possible to have an entity dis 
played on the entity network. Two or more entities that share 
a particular relationship can be networked together visually 
by drawing a line between the two entities. The relationship 
line is drawn as anarrow pointing in the direction of one entity 
and away from the other entity. The arrow may indicate the 
order the entities were mentioned in a document 30a, and/or 
the type of relationship (as described above). For example, if 
“PERSON went to LOCATION” then the arrow is pointed 
away from “PERSON” and towards “LOCATION” as indi 
cated in FIG. 7 
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0105. The relationships connecting entities may have one 
or more words describing the relationship (not shown). For 
example, if “PERSON traveled to LOCATION', then the 
relationship line may have the words “traveled' or “traveled 
to” alongside of the relationship line. Examples of visual 
relationship indicators include a line drawn between two 
entities. Other examples include a word placed alongside of 
the line to illustrate the line's purpose. For example, the word 
“performed’ or “at” or the phrase “performed at may be 
placed alongside the line connecting Shakespeare' with the 
Globe to create a reference that provides a user with an easy 
understanding of how the two entities are related. In addition, 
the relationship lines include an arrow pointing towards one 
entity and away from the other. The arrow is configured to 
indicate the order the entities were introduced by pointing 
towards the latter introduced entity, or the arrow may indicate 
a subject and object of the verb relationship. Arrows may also 
be used to indicate that one entity exerts influence over 
another entity, as determined by the relationship between the 
entities. The degree and type of influence is represented by 
both the thickness and color of the line. As will be described 
in further detail below, a monitoring feature is configured to 
invoke other types of relationship displays that would be 
useful for the user to recognize the new and updated data 
displayed. 
0106. In the example of FIG. 7, the seven different types of 
entities illustrated are all connected to a common location. 
This is one example of an entity network, and others may 
instead have, for example, a person or organization as the 
most shared entity. Also, the different shapes may be icons 
that are mapped to the entity names to make it more aestheti 
cally pleasing to a user to differentiate between different 
types of entities. Other examples could include any type of 
indicator or icon used to represent an entity. For example, a 
person or portrait of a person is capable of being used to 
illustrate an entity having a person's name. Further, it is 
possible to incorporate more advanced representational fea 
tures, for example, hair or eye color of a person may be 
automatically changed to match a well known individual, or 
allowing a user to change the hair color or eye color manually. 
0107 Another example of a visualization of an entity net 
work is shown in FIGS. 13 and 14. FIG. 14 depicts a Zoomed 
out view of a large entity network. Each node in the network 
represents an entity. The connecting lines between each entity 
represent relationships between the entities. In FIG. 13, a 
Zoomed-in view of the same entity network is shown. Entities 
are shown by representative icons. Important entities are 
shown as large icons while less important entities are shown 
as Small icons. Relationships between entities are shown as 
arrows with descriptive captions. 
0.108 FIG. 18 depicts an example of a heat-map visualiza 
tion such as for the display of the output of the temporal 
analysis module. In one embodiment, a heat-map is a chart, 
which shows the frequency that an entity is mentioned in the 
searched data documents 30a over time. Like the timeline 
chart already described, aheat-map shows one entity for each 
horizontal band. The vertical bands represent time periods. 
However, instead of showing event concordance (as is done in 
the above-describedtimeline chart), each resulting grid box is 
color-coded to indicate how many times the respective entity 
was found within the data documents 30a for the respective 
time period. For example, the total number of references to 
each entity may be identified by the temporal analysis engine. 
In this way, those entities mentioned most on a particular date 
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may be highlighted and the visualizations of the other entities 
scaled in Such a way that a user can easily identify those 
entities mentioned most, or least over time. One possible 
visualization is to utilize heat-map colors, for example, the 
entity mentioned most on a particular time (in FIG. 18, for 
example, Sudan on Jun. 7, 2006), the color of that box may be 
represented as the brightest shade of red. As the references to 
other entities on a given date get fewer, the shade of red may 
change Such that the box representing the entity mentioned 
the average (or median) number of times will be colored 
purple, and the box representing the entity mentioned the 
fewest times on a particular day will be a bright blue (for 
example, Iraq on Jun. 7, 2006). 
0109 As with the pie and bar charts, it is preferred, though 
not necessary, that in the visualization of FIG. 18, the docu 
ment set is also displayed to the user, and as specific entities, 
categories, days, or grid boxes are selected, the document set 
is filtered to show only the subset of documents containing the 
selected entities or categories. In this way the user can easily 
identify and select subsets of document either to save off to a 
project or folder or to use for an iteration of method 900. 
0110. Using the above-described data extraction, process 
ing and visualization tools, and the steps of method 900, a 
user can acquire an understanding as to what factors influence 
specific entities and how these factors and entities interplay 
during specific events. The totality of the factors and relation 
ships may be incorporated into a model of a system or sce 
nario, which the system is capable of monitoring for the 
emergence of a particular scenario. 
0111. Using scenario building tool 198, a user may create 
system maps, an example of which is shown in FIG. 19. A 
system map is used to model a system in which specific 
factors affect other factors, which may in turn affect other 
factors, thus giving rise to specific scenario(s). 
0112 For example, a user might envision a scenario 
wherein there is a national shortage of citrus fruits. To create 
a system map, the user may determine what factors would 
cause or at least influence a national shortage of citrus fruits. 
Factors may, on the one hand, be parties, such as entities, in 
the scenario, however, it is preferred that the factors be iden 
tified by a noun-verb combination. Using Such a noun-verb 
combination will reduce the possible options for each factor 
in later steps of the analysis process, thus reducing complex 
ity. For example, if the factor represented in the scenario was 
“citrus crop, the number of possible options, that is changes, 
activities or effects of those changes or activities may be 
virtually limitless. However, identifying the factor as "citrus 
crop failure reduces the number of possible options associ 
ated with that factor. 

0113. In the present example, one factor would be a 
drought conditions in California. Another factor might be 
availability of immigrant labor to harvest. Or high cost of fuel 
for transport to market. Depending on the relative size of both 
the California and Florida citrus fruits markets, each of these 
factors would be assigned a weight indicative of the factor's 
ability to influence the scenario outcome. Various weather 
factors might be considered. In the Florida dependency 
branch, hurricanes and unusual frosts might be assigned high 
influence factors, while air pollution and drought may be 
assigned lesser influence values. In the California depen 
dency branch, hurricanes may not be assigned as great an 
influence value. Other factors might include pests, invasive 
species and fires. Still other factors may include the financial 
profit of citrus fruit farming in recent years, foreign markets 
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and transportation and storage costs. Each factor is assigned 
an influence value and a place within the system map. When 
the system map is fully populated, and given a series of 
assertions about the options of the nodes of a system map, and 
a set of consistency values that have been entered in pair-wise 
fashion, the user sees consistent configurations of other node 
options. Different scenarios that share some of the same fac 
tors may also be placed on the same scenario dependency 
chart, thus creating a broad picture for the user as to what 
factors and events may result in specific scenarios occurring. 
Such a chart is capable of leading a user to conclude that 
certain scenarios are much more likely to occur than other 
scenarios, based on the factors shared by the scenarios and the 
influence values of the shared factors. Thus, a user will have 
a better basis to determine which scenarios should be pro 
tected against through the investment of limited funds and 
time and resources. 

0114 FIG. 19 illustrates an exemplary system map mod 
eling the political system in the country of Togo. In this 
example, the factors would be represented as the nodes in the 
relationship network. The relationships between the nodes 
would be assigned the influence values, which may be repre 
sented in any manner on the system map, but, in the present 
example, are indicated by the width of the relationship line. In 
FIG. 19, the Togo Army factor mildly impacts or affects the 
state of the ECOWAS, AU, and Faure Gnassingbe factors, but 
is heavily impacted by them. The degree of influence that a 
factor asserts over other factors or the degree to which a factor 
is influenced by other factors may then be calculated with 
reference to those factors that affect it, which in turn may be 
calculated with reference to those factors that affect it, and so 
on (i.e., those nodes that have an influence on it). Influential 
nodes are levers you can use to move the system; influenced 
nodes are the ones that move. 

0115 The system map, such as shown in FIG. 19 may, on 
the one hand be populated by a user from insights gleaned 
from the analysis of the document sets according to method 
900. Alternatively, one or more of the analytic tools, such as 
entity network tool 120, may be utilized to populate a system 
map. To accomplish this, the results of entity extraction or 
entity network engine may be related, via an ontology, to 
concepts, wherein the concepts may be reflected as factors on 
the system map. Similarly the relationships may be extracted 
in a manner such as by the entity network module. Preferably, 
the user will have the ability to modify, improve or complete 
the map. For example, identifying the strengths or weights of 
the relationships in a system model is a highly Subjective 
process that may be best left to user input. Algorithms and 
Software capable of mapping the entities to concepts (factors) 
within a system map are well known in the art. For example, 
Cyc and Princeton's Wordnet are examples of software tools 
useful for this purpose. 
0116. Once the system map has been created to model the 
scenario, a user identifies an option space derived from that 
system map. An exemplary embodiment of an option space is 
shown in FIG. 20. In FIG. 20, the factors are identified across 
the top—“President dies.” “outside forces.” “Political situa 
tion, for example. These factors are each identified on the 
system map as nodes (NOTE: the exemplary option space of 
FIG. 21 is not derived from system map of FIG. 20). An 
option is a value for a factor. For example, for the factor “Rule 
of Law, options may range from “constitutional protections' 
to “anarchy.” 
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0117 Scenarios may be enumerated for each unique com 
bination of states or actions representing the most important 
factors or entities. A scenario is a trajectory thru the option 
space. Eg., for each factor, select exactly one of the factor's 
options. The set of options that results is a scenario. In other 
words, a scenario includes one state or action for a plurality of 
entities or factors in the model FIG. 20. In, four scenarios are 
indicated in the scenario key at the top-right side of the 
screenshot. Each scenario is comprised of a set of option 
values across the option space. The scenario need not contain 
a value for every option in the model. For example, in FIG.21, 
“mass demonstrations' may occur if the “president dies' and 
the “constitution is not obeyed' and the "army” “stages a 
coup.” for example. 
0118 Within the option space, the user may identify a end 
goal or desired outcome of the system, Such as by locking the 
value of one or more options in the option space, to identify 
the options that are consistent with or required for that out 
COC. 

0119) An influence feedback loop is a closed loop of influ 
ence relationships showing how a chain of entities influence 
each other. Influence feedback loops are either reinforcing or 
balancing. A reinforcing feedback loop occurs when the prod 
uct of the link magnitudes in a closed loop of entity relation 
ships is greater than or equal to Zero. A balancing feedback 
loop occurs when the product of the link magnitudes in a 
closed loop of entity relationships is less than Zero. In other 
words, a balancing feedback loop is a stable system, while a 
reinforcing feedback loop is an unstable system. One 
example of an influence feedback loop is shown in FIG. 22. 
0120 Influence feedback loops are generated by aa graph 
theoretic algorithm that determines the most likely path or 
loop of relationships based on the values of the relationship 
link magnitudes. The link magnitudes are assigned by a user, 
but may be automatically changed based on user-defined 
criteria. For example, if a macro is used to periodically 
retrieve updated data and run one or more monitors to analyze 
the retrieved data, the strength of an influence value of a 
relationship is increased as a result of multiple occurrences of 
the relationship in the analyzed data. 
0121. An additional visualization tool is an influence map. 
FIG. 21 depicts an example of an influence map. An influence 
map indicates where each extracted entity falls on an influ 
enced/influential scale. In the influence map of FIG. 21, the 
X-axis represents the degree that an entity is influenced by 
other entities. The y-axis represents the degree that an entity 
is able to influence other entities. Thus, the position of an 
entity (shown as black dots in FIG. 21) on the influence map 
indicates whether and to what extent the entity is more able to 
influence or be influenced. The inputs used to identify the 
influence and influenced coordinates on this visualization 
may be identified by the relationship strengths discussed 
above. 
0122. By analyzing one or more system maps, option 
spaces, and influence maps derived from collected and pro 
cessed data from a set of documents, a user may recognize 
specific factors that consistently contribute to a scenario 
result. In other words, the user recognizes the factors that are 
the most likely symptoms of a given scenario. 
0123. Using the system of the present invention, the user 
can then automate the analysis of incoming data for the emer 
gence of one or more factors indicative of a desired or undes 
ired outcome. For example, the user may build one or more 
risk models (FIGS. 23A-23B). Within each risk model, a 
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plurality of the ranking model nodes are placed into a hierar 
chy of options which influence each other, according to user 
defined mathematical algorithms. For example, in the Risk 
Model shown in FIG.23A, “political freedom” and “freedom 
of speech both affect “human rights.” In the example, the 
current value of “Political freedom' is “5,” which denotes the 
state of that option. Accordingly, the current value of “free 
dom of speech” is “10. These options, when in the present 
states associated with these numerical values cause the math 
ematical formula to update the value associated with “Togo 
human rights.” This change invalue propagates up the chart to 
the top-most node. It is important to note that the risk models 
themselves are hierarchical. That is, any node may be itself be 
indicative of another risk model. As the lower level value 
changes are propagated up the hierarchy, eventually the top 
most node will identify the potential for a desired/undesired 
outcome within the system. 
0.124. A node may be associated with an option within the 
option space, where the association includes a value to be 
used if the associated option becomes activated during the 
monitoring cycle. In this way, a user may either manually, or, 
preferably, using a macro, use the analysis method 900 to scan 
the incoming document set(s). Such as those containing news 
reports, blog items, etc., for the occurrence of that option. For 
example, a macro may be set up to continually search newly 
gathered data for instances of speech being curtailed (Se FIG. 
23A, for which there is no shown associated option space). If 
the macro determines that a threshold level of mentions of a 
entity or relationship are identified within the documents 
and/or analytic tool results, the macro may cause the node in 
the risk model associated with the option to be changed to the 
associated value. This value will cause the values of the nodes 
above it to be changed, ultimately propagating to the top most 
node. The value associated with that top-most node can then 
be displayed to the user on a "dashboard, such as a dial that 
shows the value as red for a top-most value indicative of an 
undesired outcome, or green for a value indicative of a desired 
OutCOme. 

0.125. The example that follows and that is shown in FIGS. 
22-30 illustrates some of the benefits of using the method 
described in FIG.9. The example reflects how a collaborative 
group of users on various host computers 10 with the installed 
web browser or GUI 5 could interact with a central data 
processor 40 to better analyze, understand and act in the face 
of a major event. The example is, however, for demonstration 
purposes only and is not meant to limit, in any way, the scope 
of this disclosure. 
0.126 In response to a growing regional crisis, an intelli 
gence organization charged with monitoring the affected 
region must efficiently collect data relevant to the crisis and 
then determine how best to act. While typical search engines 
are useful for collecting massive amounts of data, the result 
ing challenge is in managing and processing the collected 
data. In order to do so, the team leader accesses a host com 
puter 10 with the described web browser or GUI 5 installed 
through which the team leader is able to interact with the 
central data processor 40. 
0127. One of the first tasks the team leader does is to 
instruct the central data processor 40 to execute a search of 
existing data sources. The search can be directed to as many 
data sources as the team leader desires, though, alternatively 
the user may desire to access pre-fetched information. Likely, 
the team leader will collaborate with other team members, all 
experts on the pending issues, to determine a set of reliable 
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data sources that will adequately report the ongoing events in 
the region. For this particular search, data sources might 
include Internet news sites, blogs, or other news reporting 
data sources. Various team members will also provide the 
initial search terms, based on personal experience and exper 
tise. In fact, the team leader may assign roles to individual 
team members based on their individual expertise. In order to 
implement this, the team leader instructs the central data 
processor 40 to allow all permitted team members to access 
the emerging work product, stored on the central data proces 
Sor 40. Then, with each team member granted access rights to 
the work product, team members simultaneously input search 
terms to the central data processor 40 from individual host 
computers. A resultant search is then conducted of the 
selected data sources using the input search terms. The data 
documents returned by the search are displayed to all team 
members as a listing of results. 
0128. From the returned documents, team members deter 
mine which data documents are most relevant to both the 
situation and the team member's individual expertise. Team 
members determine relevancy by either accessing the data 
document and analyzing it themselves or, preferably, by uti 
lizing one or more of the analysis engines, such as the ques 
tion/answer engine or the Summarization engine. Each team 
member selects the data documents that are most relevant in 
order to create a collection of most relevant documents. The 
contents of these documents are selected to be copied to the 
work product project or folder on the central data processor. 
Access to the project or individual folders within it may be 
limited to certain individuals or roles based upon permission 
schemes, such as those well known in the art. 
0129. With the identified set of relevant documents, the 
team may execute one or more analysis engines Such as the 
entity and network extraction engines on the relevant docu 
ments. The resulting entities and relationships may thus be 
extracted and saved into the relational database. Team mem 
bers then use the various visualization tools to determine what 
or who the most common entities are and also what relation 
ships exist between the entities. As described above, entities 
may be visualized using bar charts and pie charts (see, e.g., 
FIGS. 16, 17). Alternatively, the timeline engine, may be used 
to generate a timeline showing temporal relationships 
between extracted entities (see, e.g., FIGS. 11, 12). A heat 
map is also used to indicate to identify information velocity, 
that is, the most frequently encountered entities over various 
time periods (see, e.g., FIG. 18). Additionally, a entity net 
work map is used to visualize the relationships between enti 
ties (see, e.g., FIGS. 14A, 14B). 
0130. Either from the entity network engine, or from user 
knowledge gleaned from the analytic results, a system map 
can be created, and for each entity relationship, influence 
assignments made (either manually or according to some 
predetermined algorithm) so that the degree of influence each 
entity exerts on another entity is shown. An influence map 
may then be used to determine the most influential and influ 
enced entities (see, e.g., FIG. 21). Influence loops may also 
identified on the entity network map. Both stable and unstable 
influence loops are highlighted. FIGS. 19 and 22 show an 
example of an influence loop. FIG. 19 depicts a simplified 
entity network map with influence relationships identifying 
the relationships between entities. FIG. 22 depicts a single 
influence loop that exists between three entities in the entity 
network map of FIG. 19. The influence loop of FIG. 22 
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indicates that the entity Faure Gnassingbe strongly influences 
the entity Gilcrist Olympio. The other two influence relation 
ships shown are not as strong. 
0131. Using each of these engines and visualizations, 
team members are able to determine the most important enti 
ties in relation to the regional crisis. The most important 
entities may then be included in a watch list for sharing with 
other users. Alternatively, the watch lists may also be used as 
search terms and/or filters on the analysis engines as 
described above, allowing the user to refine the analysis over 
Subsequent iterations. Team members may also utilize the 
macro tool to createa automate Such repeated iterations either 
with or without the watch lists, thus effectively updating the 
identified data sources, while allowing the user to move on to 
analysis of other data sources, refining the analysis of current 
data sources, and/or performing scenario building or other 
visualization/realization of the extracted results. Moreover, 
as Such processes are updated, the updated processed data 
may be re-visualized so as to highlight the latest changes to 
the processed data. 
I0132) Either upon completion of the initial iteration, or 
upon the completion of Subsequent iterations, team members 
may be able to identify potential states or actions (options) for 
each of the identified factors. Using a scenario option space 
grid as shown in FIG. 20, the most important entities or 
factors may be displayed with a listing of correlating factor 
states or actions. For each factor, at least one state or action is 
identified or selected. The combination of states or actions 
selected from each factor may comprise a scenario. Thus, a 
scenario option space grid with only three factors, with each 
factor having only three states or actions, could result in up to 
33 or 27 different scenarios. As most situations, including the 
situation described by the scenario option space grid of FIG. 
20, involve more than three factors and have more than three 
states, the potential number of Scenarios is very large. As a 
result, team members, either manually or using a predefined 
algorithm, may select only those scenarios that are most 
interesting for the given situation. 
I0133) Once a scenario has been selected, a risk model may 
be generated. FIGS. 23A and B show two different risk mod 
els may arise from the same situation. Both risk models show 
a scenario outcome which defines the scenario and also a 
hierarchy of factors that influence the scenario. Each risk 
model node may be connected to options in the scenario 
option space. Each node is also assigned a mathematical 
formula indicative of how the lower level nodes affect it. 

I0134. With a series of potential scenarios to choose from, 
team members are able to determine specific scenarios which 
are preferred and also specific scenarios which are to be 
avoided. Team members can then determine which of the 
Supporting factors are most likely to influence the outcome of 
the specific scenarios. Monitoring of the up-to-date data 
either through manual analysis (Method 900) or automated 
analysis using macros to automate the processes of method 
900, allow the risk model to identify changes in data and 
reflect those changes in the overall value of the system. That 
resultant value can thus indicate to a user what outcome is 
likely to occur, thus suggesting appropriate action to the 
intelligence team. 
I0135) Other improvements to the system are envisioned 
for use in method 900. For example, by storing a user's search 
terms and results, as well as data processing results (such as a 
relational database 174) on the central data processor 40, the 
user is able to access the data and results from multiple host 
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computers 10 as long as each used host computer 10 has the 
required user interface installed. The search terms and results 
may be stored within user-defined projects or folders stored 
on the central data processor 40. In this way, the search results 
and other project work product may be accessible to a number 
of users if the creator of the project folder sets access privi 
leges for the additional users. In addition, the UI would, in one 
embodiment, provide access to all of the visualization tools, 
allowing the user(s) with access to the project/folder structure 
to organize documents and data in their own way, and to send 
the data to search tools, without regard to whether or not the 
documents were all returned by a single search. 
0.136 For example, additional users are able to be granted 
access the search terms and results and data processing results 
of a first user if the first user sets appropriate privileges for the 
additional users. In other words, by storing the data process 
ing unit 100 and processed data results on the central data 
processor 40, collaborative groups of users may be organized 
wherein each member of a collaborative group has real-time 
access to the latest data collection and processing results of 
the other members of the group. 
0.137 Collaborative groups are capable of sharing not only 
data and results, but also tasks, projects, and folders. Any 
member of a collaborative group may be allowed by a group 
administrator to give input regarding raw data documents or 
processed data. The input may be shared among users accord 
ing to the privileges established by the group administrator. 
Data, processing results, and additional tasks are capable of 
being made available or assigned to specific members or 
groups of members in the collaborative group. Individual 
members are assigned roles so that all role-specific tasks can 
be routed only to the correct member(s). All privileges, role 
assignments and other organizational aspects of groups are 
stored on the central data processor 40. 
0.138. As an example, a collaborative group is capable of 
having multiple users where each user is an expert in a dif 
ferent geographic Zone for the group's Subject matter. A ter 
rorism group, for example, may have an experton terrorism in 
the Middle East, one in the Philippines, one in Indonesia, one 
in Western Europe, one in Eastern Europe and one in North 
America. Because each expert is a member of the same col 
laborative group, a user in North America could perform 
Some research and then request that the research be updated 
by the expert in the Philippines. Alternatively, the user could 
request that the research be updated by a user from Southeast 
Asia, such that either the expert in the Philippines or the 
expertin Indonesia could accept the task. The request remains 
stored on the central data processor 40 until a user accepts the 
request. When a user accepts a task, the stored request is 
tagged so that the other members of the collaborative group 
will be able to see that the task has been accepted and is no 
longer available for acceptance by other members. It is also 
conceivable that a user who is not a member of a collaborative 
group could send a request to an administrator of a collabo 
rative group, seeking either help on a research project or 
access to the group's research results. The group administra 
tor would have the ability to either acceptor reject the request. 
0139 Watch lists may also be created by one or more users 
in a collaborative group, wherein a member of a group deter 
mines that a certain group key words or entities, possibly 
including synonyms or “also known as encapsulates an 
important set of knowledge on aparticular subject. Such a list, 
once compiled, may be used as search terms for a search, the 
entities to be extracted by the watchlist module 180, the 
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themes on a timeline created by timeline module 130, or as a 
filter on the input or results of any one or more of the analysis 
engines. Other members of the collaborative group are able to 
modify or use the same watch lists. Watch lists enable all 
members of a collaborative group to know what search terms 
are being used by others for periodic monitoring of data 
SOUCS. 

0140. When any type of periodic monitoring is used, the 
central data processor 40 not only searches the user-specified 
data sources, but the central data processor 40 is configured to 
also perform various data processing operations with either 
the newly found data or an updated data set incorporating the 
newly found data. The specific data processing operations 
performed and the order and frequency of their performance 
may be specified in a user-defined macro. The macro could, 
for example, define what data sources to search and how often 
the sources should be searched. The macro could also deter 
mine which data processing unit 100 should be used in a 
periodic analysis of the collected data, as well as how the 
newly processed data should be visualized (if at all). As 
mentioned above, newly collected data is visualized with 
previously collected data in a way that emphasizes the newly 
collected data (by color or shade, for example). 
0141 Furthermore, one or more of the processes used in 
the present system may require Business Process Manage 
ment tools. For example, the role of data analysts may be to 
perform the search and initial analysis, which will be handed 
off to system modelers for scenario building, which may 
ultimately be handed off to macro experts for creation of 
macros to monitorindividual options. In order to manage, and 
ultimately report on, the passing of information from each 
Supplier to each consumer in the chain, the business process 
management engine may be used to prevent data from pre 
maturely being handed off to the consumer, and to notify a 
consumer once the data is ready for consumption. Business 
process management tools are well known in the industry, and 
may be used to automate any number of tasks in the system 
from handing off of data to different consumers to setting up 
robots, requesting and ingesting new document sets, adding 
new users, or requesting Administrative tasks of a system 
administrator, for example. 
0142. The ability to anticipate possible future events is 
useful in many industries and applications. The given sce 
nario dependency chart example concerning citrus fruits 
shows the practicality of using the above-described methods 
to more efficiently manage agricultural markets. For 
example, if using a scenario dependency chart, a citrus fruit 
expert determines that droughts pose a greater threat to citrus 
fruit farming than invasive species, then the citrus fruit expert 
can recommend that more resources be devoted to developing 
drought-resistant fruit or developing emergency water 
reserves and fewer resources be devoted to pesticides or inva 
sive species abatement. Similar scenario dependency charts 
can be made for almost any agricultural product. Thus, 
through efficient management of the processing of unstruc 
tured data, as explained above, agricultural market analysts 
can better allocate resources in anticipation of possible sce 
narios. 
0.143 Efficient management of data processing and Sce 
nario anticipation are useful in other industry sectors as well. 
Many examples mentioned above have referred to terrorism 
ornational security. National security experts can more effec 
tively anticipate future security issues such as terrorist events 
by not just collecting network data relating to terrorism, but 



US 2008/0301 120 A1 

also processing the data in a way that makes the amount of 
collected data manageable and then visualizing the processed 
data in a way that Succinctly shows an expert the most impor 
tant entities and organizations requiring observation and the 
most important factors that could result in a national security 
emergency. Anticipating various national Security scenarios 
and understanding the factors that could result in each sce 
nario as well as the probability of each factor or scenario 
occurring is crucial for determining where and how to dis 
tribute national Security resources. 
0144. Managing data processing and Scenario anticipation 

is also crucial in financial markets. Financial analysts can 
only make accurate market evaluations when efficiently Sup 
plied with information regarding the factors that most influ 
ence the financial markets. 

0145 The methods and system described above are also 
able to be applied to network control and management. For 
example, managing a transportation and shipping network 
requires an ability to quickly and frequently collect and ana 
lyze data to determine if changes need to occur within the 
network. Scenario anticipation is also vital So as to allow an 
operator to know how best to compensate for the occurrence 
or even high probability of the occurrence of a network 
altering event. Other networks that would benefit from the 
described embodiments include communications networks, 
power grids and defense networks. 
0146 Monitoring and compensating for changes in elec 
tronic commerce markets also requires the managed process 
ing of vast amounts of information. Allowing an online auc 
tion user to quickly analyze the price variation of related 
items is also useful. Monitoring and displaying entities 
extracted from news sources (including informal sources 
Such as blogs and electronic chat rooms) is also desirable for 
many reasons. For each of these services or industries, effi 
cient management of data processing is crucial for the Suc 
cessful user. Scenario anticipation is also important in know 
ing how to react to various events. Many other industries also 
benefit from the above-explained processes. 
0147 One of ordinary skill in the art will recognize that the 
functions performed by central data processor 40 and data 
processing engine 100 may be implemented Such that they are 
performed by a single computer, such as a network server, or 
alternatively arrayed such that they are broken out onto 
numerous servers. As such, one of ordinary skill in the art will 
recognize that various implementations exist to allow for 
Such separation of modules, such as by implementing the 
various analysis engines or modules as web services, and 
employing a service oriented architecture to allow for easy 
insertion, removal. Substitution or movement (such as from 
one server to another) of individual modules. Moreover, one 
of ordinary skill in the art will recognize that the functions 
performed by each of these modules may be implemented as 
Software modules, or as hardware. Such as by processors 
including the instructions necessary for carrying out the 
respective instructions of the module. 
0148 Having described example embodiments through 
out the detailed description of the invention, it is believed that 
other modifications, variations and changes will be suggested 
to those skilled in the art in view of the teachings set forth 
herein. It is therefore to be understood that all such variations, 
modifications and changes are believed to fall within the 
Scope of the present invention as defined by the appended 
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claims. Although specific terms are employed herein, they are 
used in a generic and descriptive sense only and not for 
purposes of limitation. 
What is claimed is: 
1. A central data processor, comprising: 
at least one data processing module configured to process 

data, the data processing modules comprising: 
an entity extraction module configured to extract entities 

from the data; 
a network extraction module configured to communi 

cate with the entity extraction module and to extract 
relationships between two or more entities extracted 
by the entity extraction module; and 

a scenario building module for building a system map, 
each system map comprising one or more factors and 
one or more influence relationships between the one 
or more factors, the factors being derived from the 
extracted entities and relationships, each factor being 
associated with one or more options. 

2. The central data processor of claim 1, wherein a plurality 
of the factors are selected from the extracted entities. 

3. The central data processor of claim 1, further comprising 
a searching module for retrieving a representation of the data 
in response to a search request. 

4. The central data processor of claim3, wherein the search 
request is initiated by a host computer. 

5. The central data processor of claim3, wherein the search 
request is initiated by the central data processor. 

6. The central data processor of claim 1, further comprising 
a memory for storing the extracted entities and the extracted 
relationships. 

7. The central data processor of claim 1, wherein the at least 
one data processing module further comprises a timeline 
extraction module configured to extract time information 
from the data and to identify time-based relationships 
between entities. 

8. The central data processor of claim 1, wherein the at least 
one data processing module further comprises a temporal 
analysis module configured to extract time information from 
the data. 

9. The central data processor of claim 1, wherein the at least 
one data processing module further comprises a cross-refer 
ence module in communication with the entity extraction 
means and configured to extract entities from a Subset of the 
data from which an identified entity was extracted. 

10. The central data processor of claim 1, wherein the at 
least one data processing module further comprises a ques 
tion/answer module configured to return a representation of 
relevant data in response to a question. 

11. The central data processor of claim 1, wherein the at 
least one data processing module further comprises a Sum 
marization module configured to Summarize a Subset of the 
data. 

12. The central data processor of claim 1, further compris 
ing a formatting module in communication with the entity 
extraction module and the network extraction module config 
ured to format the extracted entities and the extracted rela 
tionships into a visualization format. 

13. The central data processor of claim 12, further com 
prising a communication module for communicating the 
visualization format generated by the formatting module to a 
host computer for rendering. 

14. The central data processor of claim 13, wherein the 
visualization format is an entity network map where a plural 



US 2008/0301 120 A1 

ity of the extracted entities are shown linked to each other via 
one or more of the extracted relationships. 

15. The central data processor of claim 1, wherein the one 
or more influence relationships each comprise a direction and 
a magnitude of influence exerted by a first factor onto a 
second factor. 

16. The central data processor of claim 15, wherein the 
magnitude and direction of the influence relationship is deter 
mined by a user on the host computer. 

17. The central data processor of claim 15, wherein the 
magnitude and direction of the influence relationship is deter 
mined by the central data processor using the extracted rela 
tionships. 

18. The central data processor of claim 15, wherein at least 
one factor has an influence relationship magnitude and direc 
tion for at least one other factor connected via an extracted 
relationship. 

19. The central data processor of claim 15, wherein at least 
one extracted entity is graphically located on an influencer/ 
influenced map according to a calculated value of the mag 
nitudes and directions of every influence relationship associ 
ated with the extracted factor. 

20. The central data processor of claim 1, wherein at least 
one user on a corresponding at least one host computer is able 
to interact with the modules in the central data processor via 
a graphical user interface installed on the at least one host 
computer. 

21. The central data processor of claim 20, wherein the at 
least one data processing module further comprises a watch 
list module configured to allow a plurality of users on mul 
tiple host computers to share a list of terms, the list of terms 
being usable as an input to one or more of the modules. 

22. The central data processor of claim 21, wherein the list 
of terms are selected from the extracted entities. 

23. The central data processor of claim 21, wherein the 
searching module, in response to a macro, periodically 
searches the user-specified data sources and at least one of the 
data processing modules, in response to the macro, processes 
a data source found to include the list of terms input to the 
watch list module. 

24. The central data processor of claim 2, wherein at least 
one option associated with at least one factor is assigned a 
value indicating a state of the at least one factor. 

25. The central data processor of claim 24, wherein at least 
one option is associated with a risk model and the value 
associated with the option causes a change in the assigned 
values of a higher-level node in the risk model. 

26. The central data processor of claim 24, whereina macro 
performs one or more analytic steps and changes the value 
associated with a risk node, in response to the performingo 
the macro. 

27. A central data processor, comprising: 
access means for accessing data located on one or more 

networks: 
communication means for communicating with a plurality 

of host computers; 
at least one memory means for storing the data; 
data processing means configured to process the relevant 

data, the data processing means comprising at least one 
of: 

entity extraction means configured to extract entities 
from the relevant data; and 
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network extraction means configured to extract relation 
ships between a subset of the extracted entities from 
the relevant data; and 

scenario-building means for creating a system map com 
prising a plurality of factors, the plurality of factors 
being derived from the extracted entities and relation 
ships and being related by at least one extracted relation 
ship. 

28. The central data processor of claim 27, further com 
prising searching means for searching the data in response to 
a search request received from at least one of the plurality of 
host computers, the searching means configured to return a 
representation of relevant data responsive to the search 
request. 

29. The central data processor of claim 27, wherein the 
factors are selected from the extracted entities and organized 
according to the extracted relationships. 

30. The central data processor of claim 27, further com 
prising formatting means for formatting the extracted entities 
and the extracted relationships into a visualization format that 
allows the at least one of the plurality of host computers to 
render a visualization of the extracted entities and relation 
ships. 

31. The central data processor of claim 27, wherein the data 
processing, means further comprises timeline extraction 
means configured to extract time information from the rel 
evant data and to identify a time-based relationship between a 
plurality of the extracted entities. 

32. The central data processor of claim 27, whereinthe data 
processing means further comprises temporal analysis means 
configured to extract time information from the relevant data. 

33. The central data processor of claim 27, wherein the data 
processing means further comprises cross-reference means in 
communication with the entity extraction means configured 
to extract entities from a subset of the data from which an 
identified entity was extracted. 

34. The central data processor of claim 27, wherein the data 
processing means further comprises question/answer means 
configured to return a representation of relevant data in 
response to a question. 

35. The central data processor of claim 27, wherein the data 
processing means further comprises Summarization means 
configured to Summarize a Subset of the data. 

36. The central data processor of claim 30, wherein the 
visualization format is an entity network map wherein at least 
one of the extracted entities are shown linked to another 
extracted entity via the extracted relationships. 

37. The central data processor of claim 36, wherein at least 
one of the extracted relationships are represented by an influ 
ence relationship, the influence relationship having a direc 
tion and a magnitude of influence exerted by a first factor onto 
a second factor. 

38. The central data processor of claim 37, wherein the 
magnitude and direction of the influence relationship is deter 
mined by a user on one of the plurality of host computers. 

39. The central data processor of claim 37, wherein the 
magnitude and direction of the influence relationship is deter 
mined by the central data processor using the extracted rela 
tionships. 

40. The central data processor of claim 37, wherein at least 
one factor has an influence relationship magnitude and direc 
tion for every other factor connected via an extracted rela 
tionship. 
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41. The central data processor of claim 37, wherein a 
plurality of factors are graphically located on an influencer/ 
influenced map according to a Summed value of the magni 
tudes and directions of every influence relationship associ 
ated with each respective factor. 

42. The central data processor of claim 27, wherein the data 
processing means further comprises watch list means config 
ured to allow users on the plurality of host computers to share 
a list of terms, wherein the list of terms is usable as an input 
for one or more of the data processing means. 

43. The central data processor of claim 42, wherein the list 
of terms are selected from the extracted entities. 

44. The central data processor of claim 42, wherein the 
searching means, in response to a macro, periodically 
searches the user-specified data sources and at least one of the 
data processing means, in response to the macro, processes a 
data source found to include the list of terms input to the 
watch list means. 

45. The central data processor of claim 29, wherein each 
factor comprises at least one option associated with a risk 
model. 

46. The central data processor of claim 45, wherein a 
change in a value associated with the option causes a change 
in an assigned value of an option for a higher-level node in the 
risk model. 

47. The central data processor of claim 46, wherein a macro 
performs one or more analytic steps and changes the value 
associated with the option in response to the performing. 

48. A computer readable medium containing instructions 
for performing a method for analyzing data, the method com 
prising: 

searching a collection of data to find data relevant to a 
system; 

processing the relevant data to extract entities and relation 
ships between the entities; 

inputting a plurality of factors that affect an outcome of the 
system, the factors being derived from the extracted 
entities and relationships: 

creating a risk model comprising a hierarchy of nodes, 
wherein at least one of the nodes is representative of one 
of the factors, the represented factor comprising a value, 
and wherein the value of at least one other node in the 
risk model is being calculated using the value of the 
representative factor as an input; and 

updating the value of the representative factor in response 
to the processing. 

49. The computer readable medium of claim 48, the 
method further comprising setting influence values for a plu 
rality of factors to indicate the amount of influence each of the 
plurality of factors has on another factor to which an extracted 
relationship exists. 
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50. The computer readable medium of claim 48, the 
method further comprising graphically viewing the factors 
and extracted relationships. 

51. The computer readable medium of claim 49, the 
method further comprising updating the influence values and 
risk model after repeating the searching, processing, input 
ting and creating using a revised collection of data. 

52. The computer readable medium of claim 49, the 
method further comprising updating the influence values and 
scenario dependency chart using a macro of operations after 
repeating the searching, processing, inputting and creating 
using a revised collection of data. 

53. The computer readable medium of claim 52, wherein 
the macro is manually created by a user. 

54. The computer readable medium of claim 52, wherein 
the macro is created by recording a user's operations. 

55. The computer readable medium of claim 50, wherein 
the inputting a plurality of factors is based on a user's analysis 
of the graphically viewed factors and extracted relationships. 

56. The computer readable medium of claim 49, wherein 
the influence values are set manually by a user. 

57. The computer readable medium of claim 49, wherein 
the influence values are set automatically based on the 
extracted relationships. 

58. The computer readable medium of claim 48, wherein 
the processing the relevant data includes extracting time 
information. 

59. The computer readable medium of claim 50, wherein 
the graphically viewing includes rendering an entity network 
map where at least one of the factors are shown linked to at 
least one other factor via an extracted relationship. 

60. The computer readable medium of claim 59, wherein 
the extracted relationship is represented by an influence rela 
tionship comprising an influence value exerted by a first fac 
tor onto a second factor. 

61. The computer readable medium of claim 60, wherein a 
magnitude and direction of the influence relationship Is deter 
mined by a user. 

62. The computer readable medium of claim 60, wherein a 
magnitude and direction of the influence relationship is deter 
mined automatically using the extracted relationships. 

63. The computer readable medium of claim 60, wherein 
the graphically viewing further comprises graphically locat 
ing a plurality of the extracted entities on an influencer/ 
influenced map according to a Summed value of the influence 
values associated with each of the respective plurality of 
entities. 


