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TITLE: SYSTEM AND METHOD FOR IMPROVING AN AGGREGATED
THROUGHPUT OF SIMULTANEOUS CONNECTIONS

RELATED APPLICATIONS

[0001] This application claims the benefit of U.S. Provisional Application Serial No.

62/343,697 filed May 31, 2016 and entitled SYSTEM AND METHOD FOR IMPROVING AN

AGGREGATED THROUGHPUT OF SFMULTANEOUS CONNECTIONS, which is hereby

incorporated herein by reference in its entirety.

[0002] This application further incorporates by reference, in its entirety, U.S. Application

Serial No. 15/254,583 filed September 1, 2016 and entitled SYSTEM AND METHOD FOR

IMPROVING AN AGGREGATED THROUGHPUT OF SIMULTANEOUS CONNECTIONS

(Attorney Docket No. ANCH-00501).

BACKGROUND

[0003] The amount of online content downloaded over computer networks is rapidly

increasing with time due to multiple factors: popularity of online video streaming and user-

generated content, proliferation of social networks and media-rich messaging, cloud-based

storage etc.

[0004] Requested content often must be delivered over long distances. Only the most

popular videos can be cached near the user. Content that uses secure protocols like HTTPS can't

be cached without disclosing at least some encryption keys to third parties. Remote viewing of

events streamed in real time such as sports and news can't use caching. Local content is often

not cached outside of the countries of origin.

[0005] Increase of the data travel distance often increases the rate of packet losses. If

connection uses guaranteed-delivery protocol such as Transport Control Protocol (TCP), these



losses are usually interpreted as last-mile congestion, resulting in significant decrease in the

throughput even if each segment of the connection pipe is far from the saturation point.

[0006] Spreading the data transfer across multiple simultaneous guaranteed-delivery

transport connections between the sender and the receiver usually increases the total throughput:

adding each new connection increases the aggregated size of both receiver and congestion

windows, allowing more data to be delivered during each round-trip interval. The speed of

transferring large data files over the long distances increases with the number of simultaneous

connections, until at least one segment of the connection pipe becomes congested or resources of

the server and client computers (memory, CPU load, I/O capacity) become overstrained.

[0007] Therefore, there is a need to increase the speed of data transfer over the multiple

simultaneous connections for real-life scenarios, including bursts of limited-size data files.

SUMMARY OF THE INVENTION

[0008] In one aspect of the invention, a system for increasing an aggregated throughput,

the system includes a first computer including one or more processing devices programmed to:

establish a plurality of simultaneous transport connections to a second computer;

determine a preferred data group size for each connection of at least a portion of the

plurality of simultaneous transport connections;

receive one or more requests for requested data from a second computer;

obtain requested data corresponding to the one or more requests;

transfer the requested data from the first computer to the second computer through the

plurality of simultaneous transport connections between the first computer and the

second computer such that transfer of the requested data must be finished before

receiving at least one other request from the second computer.



[0009] In some embodiments, the one or more processing devices are programmed to

transfer the requested data from the first computer to the second computer by:

dividing a portion of the requested data received in response to a same request of the one or

more requests into two or more groups, each group of the two or more groups being

assigned to a corresponding single connection of the plurality of simultaneous transport

connections and having a data size corresponding to the preferred data group size of the

corresponding single connection; and

transmitting each group of the two or more groups over the corresponding single connection.

[0010] In some embodiments, the one or more processing devices are further

programmed to:

determine a maximal number of available transport connections of the plurality of

simultaneous transport connections;

determine the preferred data group size of each connection of the plurality of simultaneous

transport connections according to attributes of one or more connections of the plurality

of simultaneous transport connections;



transfer the requested data from the first computer to the second computer by forwarding

each data group of the two or more groups to a different connection of the plurality of

simultaneous transport connections until at least one of (a) a number of the plurality of

simultaneous transport connections that are used reaches the maximal number and (b)

delivery of the requested data is complete, such that the number of the plurality of

simultaneous transport connections that are used is less than the maximal number when

the size of the requested data is less than a sum of the preferred data group sizes of the

plurality of simultaneous transport connections.

[001 1] In some embodiments, the one or more processing devices are further

programmed to set the maximal number of available transport connections to a number of

currently opened simultaneous transport connections between the first and the second computer;

and not use at least one of the currently opened transport connections for delivery of the

requested data.

[0012] In some embodiments, the one or more processing devices are further

programmed to increase the number of the plurality of simultaneous transport connections that

are used for delivery of the requested data with increase in the size of the requested data.

[0013] In some embodiments, the one or more processing devices are further

programmed to form at least one data group of the two or more groups such that the at least one

group contains only data obtained in response to one request of the at least two different

requests; and distribute the at least one data group to a transport connection of the plurality of

transport connections.



[0014] In some embodiments, the one or more processing devices are further

programmed to distribute the at least one data group to the transport connection of the plurality

of transport connections by providing data of the at least one data group in an ordered sequence.

[0015] In some embodiments, the one or more processing devices are further

programmed to add at least one header to the at least one data group distributed to the transport

connection of the plurality of simultaneous transport connections, the at least one header

including an identifier of the data obtained in response to the one request and a size of the at least

one data group.

[0016] In some embodiments, the two or more groups are formatted accordingly to

Hyper Text Transport Protocol (HTTP) version 2 or higher.

[0017] In some embodiments, the one or more processing devices are programmed to

sequentially forward each data group of the two or more groups to a different connection of the

plurality of simultaneous transport connections.

[0018] In some embodiments, the one or more processing devices are further

programmed to determine the preferred data group size of each connection of the at least the

portion of the plurality of simultaneous transport connections according to an attribute of each

connection such that the preferred data group sizes for at least two of the plurality of

simultaneous transport connections are different.

[0019] In some embodiments, the one or more processing devices are further

programmed to implement a transport protocol for the plurality of simultaneous transport

connections, the transport protocol imposing a control window that limits an amount of traffic

that can be sent before receiving acknowledgement for at least some of the traffic.



[0020] In some embodiments, the one or more processing devices are further

programmed to determine the preferred data group size of each connection of the at least the

portion of the plurality of simultaneous transport connections according to an attribute of each

connection by selecting the preferred data group size of each connection from within a range of

preferred data group sizes of each connection, the range of preferred data group sizes of each

connection increasing with increase of a size of the control window for each connection.

[0021] In some embodiments, the transport protocol is a Transport Control Protocol

(TCP), and the control window is a smaller of a receiver window and a congestion window.

[0022] In some embodiments, a maximal value of the range of preferred data group sizes

of each connection is set to be no larger than the size of the control window for each connection.

[0023] In some embodiments, a minimal value of the range of preferred data group sizes

of each connection is set to be no smaller than half the size of the control window for each

connection.

[0024] In some embodiments, the one or more processing devices are further

programmed to:

implement a transport protocol for the plurality of simultaneous transport connections, the

transport protocol imposing a control window for each connection that limits an amount

of traffic that can be sent through the each connection before receiving acknowledgement

for at least some of the traffic; and



determine the preferred data group size of each connection of the at least the portion of the

plurality of simultaneous transport connections according to an attribute of each

connection by setting the preferred data group size of each connection such that an entire

group having the data group size may be sent through each connection without receiving

an acknowledgment.

[0025] In some embodiments, the one or more processing devices are further

programmed to determine the preferred data group size of each connection of the at least the

portion of the plurality of simultaneous transport connections according to an attribute of each

connection by setting the preferred data groups size of each connection to an amount of data that

may be sent through each connection in a round trip time of each connection.

[0026] In some embodiments, the one or more processing devices are further

programmed to establish at least two of the plurality of simultaneous transport connections over

a same physical data link.

[0027] In some embodiments, at least two connections of the plurality of simultaneous

transport connections have a same source and destination network addresses.

[0028] In some embodiments, the first computer executes at least one of proxy and a

virtual private network (VPN) server.

[0029] In some embodiments, a method for increasing throughput includes:

establishing, by a second computer a plurality of simultaneous transport connections

between the first computer and a second computer over a computer network;



receiving, by the first computer, two or more requests for a data transfer from the second

computer;

obtaining, by the first computer, requested data in response to each request of the two or

more requests;

forming, by the first computer, two or more data frames, each frame of the two or more data

frames including the requested data corresponding to only one request of the two or more

requests, the two or more data frames containing data corresponding to two different

requests of the two or more requests;

forwarding, by the first computer, the two or more data frames to two or more different

transport connections of the plurality of simultaneous transport connections such that all

data of each frame of the two or more data frames is forwarded to a same transport

connection of the plurality of simultaneous transport connection;

transferring, by the first computer at least one data frame of the two or more data frames

containing data corresponding to a same request of the two or more requests through one

of the transport connection of the two or more different transport connections.

[0030] In some embodiments, the method further includes:

storing, by the first computer, the two or more data frames containing data corresponding to

two different requests of the two or more requests in a same temporary buffer; and

retrieving, by the first computer, each frame of the two or more data frames from the same

temporary buffer before forwarding each frame to a different transport connections of the

plurality of simultaneous transport connections.



[003 1] In some embodiments, the method includes increasing, by the first computer, a

number of the two or more different transport connections used to transport the two or more data

frames with increase of an amount of the requested data.

[0032] In some embodiments, the method further includes:

delivering, by the first computer, the requested data in response to each request of two or

more first requests of the two or more requests over the plurality of simultaneous

transport connections before delivering the requested data in response to one or more

second requests of the two or more second requests, the one or more second requests

received after the two or more first requests; and

increasing, by the first computer, sizes of the two or more data frames with decrease of a

remaining amount of data that must be delivered of the requested data in response to the

first requests.

[0033] In some embodiments, the method further includes increasing, by the first

computer, sizes of the two or more data frames with increase of throughput of one or more

transport connections of the plurality of simultaneous transport connections.

[0034] In some embodiments, the method further includes detecting, by the first

computer, increase of the throughput by detecting at least one of a decrease of a packet loss rate

and increase of an amount of traffic allowed to be sent before receiving an acknowledgement for

of at least a portion of the traffic for the one or more transport connections of the plurality of

simultaneous transport connections.



[0035] In some embodiments, the method further includes executing, by the first

computer, at least one of a proxy and a virtual private network (VPN) server.

[0036] In some embodiments, the method further includes forming, by the first computer,

the two or more data frames according to a specification of Hyper Text Transport Protocol

version 2 or higher.

BRIEF DESCRIPTION OF THE FIGURES

[0037] In order that the advantages of the invention will be readily understood, a more

particular description of the invention briefly described above will be rendered by reference to

specific embodiments illustrated in the appended drawings. Understanding that these drawings

illustrate only typical embodiments of the invention and are not therefore to be considered

limiting of its scope, the invention will be described and explained with additional specificity

and detail through use of the accompanying drawings, in which:

[0038] Fig. 1 is a schematic block diagram of a first network environment that may be

used to increase throughput by transferring the data through multiple simultaneous transport

connections in accordance with an embodiment of the present invention;

[0039] Fig. 2 is a schematic block diagram of a second network environment used to

increase the number of simultaneous transport connections accordingly to embodiment of the

present invention in accordance with an embodiment of the present invention;

[0040] Fig. 3 is a schematic block diagram of a third network environment used to

change the number of simultaneous transport connections in accordance with an embodiment of

the present invention;

[0041] Figs 4a and 4b are the graphs illustrating improvements in the throughput that can



be achieved by the embodiments of the present invention;

[0042] Fig. 5 is a process flow diagram of a method of changing the number of

simultaneous transport connections in accordance with an embodiment of the present invention;

[0043] Fig. 6 is a diagram of a fourth network environment used to improve the traffic

distribution through simultaneous transport connections in accordance with an embodiment of

the present invention;

[0044] Fig. 7 is a process flow diagram of a method for improving the traffic distribution

through simultaneous transport connections in accordance with an embodiment of the present

invention;

[0045] Fig. 8 is a schematic block diagram of a fifth network environment used to

improve the traffic distribution through simultaneous transport connections in accordance with

an embodiment of the present invention;

[0046] Fig. 9 is a schematic block diagram of a sixth network environment used to

improve the traffic distribution through simultaneous transport connections in accordance with

an embodiment of the present invention; and

[0047] Fig. 10 is a schematic block diagram of a computer suitable for implementing the

systems and methods disclosed herein.

DETAILED DESCRIPTION

[0048] It will be readily understood that the components of the invention, as generally

described and illustrated in the Figures herein, could be arranged and designed in a wide variety

of different configurations. Thus, the following more detailed description of the embodiments of



the invention, as represented in the Figures, is not intended to limit the scope of the invention, as

claimed, but is merely representative of certain examples of presently contemplated

embodiments in accordance with the invention. The presently described embodiments will be

best understood by reference to the drawings, wherein like parts are designated by like numerals

throughout.

[0049] Embodiments in accordance with the invention may be embodied as an apparatus,

method, or computer program product. Accordingly, the invention may take the form of an

entirely hardware embodiment, an entirely software embodiment (including firmware, resident

software, micro-code, etc.), or an embodiment combining software and hardware aspects that

may all generally be referred to herein as a "module" or "system." Furthermore, the invention

may take the form of a computer program product embodied in any tangible medium of

expression having computer-usable program code embodied in the medium.

[0050] Any combination of one or more computer-usable or computer-readable media

may be utilized. For example, a computer-readable medium may include one or more of a

portable computer diskette, a hard disk, a random access memory (RAM) device, a read-only

memory (ROM) device, an erasable programmable read-only memory (EPROM or Flash

memory) device, a portable compact disc read-only memory (CDROM), an optical storage

device, and a magnetic storage device. In selected embodiments, a computer-readable medium

may comprise any non-transitory medium that can contain, store, communicate, propagate, or

transport the program for use by or in connection with the instruction execution system,

apparatus, or device.

[0051] Computer program code for carrying out operations of the invention may be

written in any combination of one or more programming languages, including an object-oriented



programming language such as Java, Smalltalk, C++, or the like and conventional procedural

programming languages, such as the "C" programming language or similar programming

languages, and may also use descriptive or markup languages such as HTML, XML, JSON, and

the like. The program code may execute entirely on a computer system as a stand-alone software

package, on a stand-alone hardware unit, partly on a remote computer spaced some distance from

the computer, or entirely on a remote computer or server. In the latter scenario, the remote

computer may be connected to the computer through any type of network, including a local area

network (LAN) or a wide area network (WAN), or the connection may be made to an external

computer (for example, through the Internet using an Internet Service Provider). Computer

networks may use transport protocols other than Internet Protocol. Correspondingly, present

invention could be implemented for types of network addresses other than IP addresses.

[0052] The invention is described below with reference to flowchart illustrations and/or

block diagrams of methods, apparatus (systems) and computer program products according to

embodiments of the invention. It will be understood that each block of the flowchart illustrations

and/or block diagrams, and combinations of blocks in the flowchart illustrations and/or block

diagrams, can be implemented by computer program instructions or code. These computer

program instructions may be provided to a processor of a general purpose computer, special

purpose computer, or other programmable data processing apparatus to produce a machine, such

that the instructions, which execute via the processor of the computer or other programmable

data processing apparatus, create means for implementing the functions/acts specified in the

flowchart and/or block diagram block or blocks.

[0053] These computer program instructions may also be stored in a non-transitory

computer-readable medium that can direct a computer or other programmable data processing



apparatus to function in a particular manner, such that the instructions stored in the computer-

readable medium produce an article of manufacture including instruction means which

implement the function/act specified in the flowchart and/or block diagram block or blocks.

[0054] The computer program instructions may also be loaded onto a computer or other

programmable data processing apparatus to cause a series of operational steps to be performed

on the computer or other programmable apparatus to produce a computer implemented process

such that the instructions which execute on the computer or other programmable apparatus

provide processes for implementing the functions/acts specified in the flowchart and/or block

diagram block or blocks.

[0055] If there is a sufficient bandwidth capacity (congestion is not an issue), the number

of simultaneous connections over the long distances is usually preset to a maximal value that can

be sustained without overwhelming resources of the server and client computers. However, most

of the data files transferred over a typical computer network have relatively small sizes. Such

transfers often happen in bursts, followed but the periods of inactivity (for instance, download of

a web site). Increasing the number of simultaneous connections could be less effective for such

limited data transfers, even in the absence of congestion. The embodiments disclosed herein

provide an improved approach for setting the number of simultaneous connections used to

transfer data.

[0056] In one aspect of the invention, a first computer receives two or more groups of

requests for a data delivery to a second computer through a plurality of the simultaneous

transport connections with the first computer, where the first group of requested deliveries must

be finished before submitting the second group of requests. In some embodiments, the first

computer includes means for determining that requested data delivery is finished and means for



setting the number of the simultaneous connections used to deliver the requested data to the first

computer, and means for setting a different number of simultaneous connections used to deliver

the first group of requested data than the number of simultaneous connections used to deliver the

second group of requested data.

[0057] In some embodiments, each of two or more simultaneous transport connections

uses a transport protocol generating acknowledgements to confirm the data delivery, and the

requested data delivery is determined to be finished after receiving acknowledgements that

requested data is delivered. In some instances, this protocol is a Transport Control Protocol

(TCP).

[0058] In an embodiment of the present invention, the first and the second computers

contain traffic distribution modules enabled to establish multiple simultaneous connections

between these computers, and the data delivery requests are generated by the client computer

that opens one or more transport connections to request and receive the data through the

simultaneous connections between the second and the first computers. According to this

embodiment, the requested data delivery is determined to be finished after the client computer

closes the connections it opened to request and receive the data. In some instances, the client

computer is the second computer. In one more instance, the second computer contains a proxy

enabled to terminate transport connections opened by the client computer.

[0059] In some embodiments, at least two of the simultaneous transport connections are

opened over the same physical data link. In some instances, these connections share the same

source and destination network addresses.

[0060] In some embodiments, first computer obtains an estimation of the size of at least

one of the first or the second data delivery, and increases the number of simultaneous network



connections used for corresponding delivery with increase of the estimated size. In some

instances, the size of the data delivery is estimated by obtaining one or more network identifiers

from the first group of requests, each identifier comprising at least one of a domain name and a

destination network address.

[0061] In another embodiment, where each of one or more simultaneously opened

connections is associated with a control window limiting the amount of traffic that can be sent

before receiving an acknowledgement that at least some data is delivered, the first computer

obtains estimated size of one or more control windows, and decreases the number of

simultaneous network connections used for the data delivery with increase of that size. In some

instances, the control window is a smallest of a receiver window and a congestion window used

by a transport protocol.

[0062] In some embodiments, the number of simultaneous connections used for the data

delivery is changed after finishing the delivery of the first group of requested data, and before the

second group of requests is submitted. In some instances, the number simultaneous connections

used for the data delivery is decreased after the delivery of the first requested data is followed by

a period of inactivity exceeding the pre-defined time interval, before the second group of data

requests is submitted.

[0063] In other embodiments, the number of simultaneous connections used for the data

delivery is changed by pausing or resuming delivery of at least some requested data through one

or more previously opened simultaneous connections, without closing existing connections or

opening new connections. In some instances, the number of simultaneous connections used for a

data transfer from the first server to the second server is changed differently from the number of

simultaneous connections used for the data transfer from the second server to the first server. In



some implementations, only the number of simultaneous connections used for the data transfer

from the first server to the second server is changed, while the number of simultaneous

connections used for the data transfer from the second server to the first server remains the same.

[0064] In some embodiments, the first computer comprises at least one of a proxy server

and a VPN server.

[0065] In one aspect of the present invention, a first computer receives a group of one or

more requests for a data delivery to a second computer through a plurality of the simultaneous

transport connections, and the delivery of the requested data must be finished before submitting

at least one other request. First computer starts the delivery of requested data, and then changes

the number of simultaneous connections used for the data delivery before the delivery of the

requested data is finished.

[0066] In some embodiments, the first computer obtains estimation of at least one of the

remaining amount of data to be delivered and at least one parameter of the data transfer through

at least one of the simultaneous transport connections used for that delivery, and then changes

the number of simultaneous connections with the change of an estimated value. In some

instances, first computer decreases the number of simultaneous connections used to deliver the

remaining amount of data with the decrease of this amount. In some instances, the remaining

amount of the data to be delivered is estimated from the amount of requested data that are stored

in one or more buffers on the first computer before being sent to the second computer. In some

implementations, the first computer includes at least one of the proxy and VPN server, and said

buffers are used by the proxy or VPN server for temporary data storage.

[0067] In another instance, at least one of the parameters of the data transfer through a

transport connection is a control window, which limits the amount of traffic that can be sent



before receiving an acknowledgement that at least some data is delivered, and the number of

simultaneous connections used to deliver the remaining data is decreased with increase of the

size of one or more of these windows.

[0068] In some instances, at least one of the parameters of the data transfer through a

transport connection is an amount of data losses over that connection, and the number of

simultaneous connections used to deliver the remaining data is increased with the rate of data

losses over one or more transport connections.

[0069] In some embodiments, the number of simultaneous connections used for the data

delivery is changed after the group of requests is submitted by pausing or resuming data delivery

through one or more previously opened simultaneous connections, without closing existing

connections or opening new connections. In some instances, the number of simultaneous

connections used for a data transfer from the first server to the second server is changed

differently from the number of simultaneous connections used for the data transfer from the

second server to the first server. In some implementations, only the number of simultaneous

connections used for the data transfer from the first server to the second server is changed, while

the number of simultaneous connections used for the data transfer from the second server to the

first server remains the same.

[0070] In some embodiments, at least two of the simultaneous transport connections are

opened over the same physical data link, and changing the number of used simultaneous

connections comprises changing the number of the simultaneous connections used for the data

delivery over that data link.

[0071] In another aspect of the present invention, the first computer receives two or more

groups of requests for a data delivery to a second computer through a plurality of the



simultaneous transport connections with the first computer, where the first group of requested

deliveries must be finished before submitting the second group of requests. The first computer

also receives two or more groups of requests for a data delivery to a third computer through a

plurality of the simultaneous transport connections with the first computer, where the first group

of requested deliveries must be finished before submitting the second group of requests. In this

aspect, first computer uses the different number of simultaneous connections to the second

computer than to the third computer, if there is a difference between one or more parameters of

connections from the first computer to the second and the third computers.

[0072] In some embodiments, this is the difference in at least one of the distance from the

first computer, round-trip time and quality of the network. In some instances, the number of

simultaneously used connections is increased with increase of the distance to the first computer

or with increase of the round-trip time to the first computer. In another instance, the number of

simultaneously used connections is decreased with increase of the quality of the network

between the second and the first computer, as compared to the quality of the network between

the third and the first computer. In other instances, the number of simultaneously used

connections is decreased with decrease of the rate of the data losses over one or more transport

connections.

[0073] In some implementations, one or more transport connections use transport

protocol that sets a control window to limit the amount of data that can be sent before receiving

the acknowledgement for at least some of the sent data, and the number of simultaneously used

connections is decreased with increase of the size of one or more of the control windows. In

some embodiments, the transport protocol is a Transport Control Protocol (TCP), and the control

window is the smallest of the receiver window and the congestion window.



[0074] In an aspect of the present invention, a system for increasing an aggregated

throughput of multiple simultaneous transport connections between computers over a computer

network includes a traffic management module, enabled to receive one or more requests and

obtain the requested data for a transfer from a first computer to a second computer through a

plurality of simultaneous transport connections between the first computer and the second

computer, where the transfer of the requested data must be finished before receiving at least one

other request from the second computer, a traffic distribution module, enabled to split the

requested data into two or more groups and to forward two or more of the data groups to

different transport connections, and a traffic tuning module, enabled to obtain preferred range

of the data group sizes for one or more used connections and to set the data group size for one or

more used connections within the preferred range.

[0075] In some embodiments, traffic tuning module obtains the maximal number of

available transport connections and sets the data group size for each used connection, while

traffic distribution module forwards each data group to a different transport connection, until the

delivery of requested data is completed or until the number of used transport connections reaches

the maximal number of available connections, thereby using smaller number of transport

connections than the maximal number of available connections when the size of requested

delivery falls below the sum of preferred group sizes for available connections. In some

instances, the maximal number of available transport connections is set to the number of

currently opened simultaneous connections between the first and the second computer, and at

least one of the currently opened connections is not used for delivery of the requested data. In

some implementations, the number of used transport connections increases with increase of the

amount of data delivered to the second computer.



[0076] In another embodiment, the traffic distribution module obtains the data received

in response to at least two different requests from one or more temporary buffers, forms at least

one data group containing only the data obtained in response to the same request, and then

distributes that data group to a single transport connection. In some implementations, the data

group sent to a single connection in response to a single request is provided in the ordered

sequence. In some embodiments, the traffic distribution module adds headers to data groups sent

to the different transport connections, at least one header including an identifier of the data

corresponding to a single request and the size of the data group. In some instances, one or more

data groups are formatted accordingly to the Hyper Text Transport Protocol (HTTP) version 2 or

higher.

[0077] In another embodiment, each data group is forwarded to one transport connection

before the next data group is forwarded to the next transport connection, until all requested data

is forwarded to simultaneous transport connections.

[0078] In other embodiments, the preferred range of the data group sizes is set differently

for at least two different simultaneously used connections.

[0079] In yet another embodiment, one or more transport connections use transport

protocol setting a control window to limit the amount of data that can be sent before receiving

the acknowledgement for at least some of the sent data, and the range of preferred data group

sizes increases with increase of the size of one or more of the control windows. In some

instances, the transport protocol is a Transport Control Protocol (TCP), and the control window

is the smallest of the receiver window and the congestion window. In another instance, the

maximal value of the preferred range for at least one connection is set to be less or equal than the

size of the control window for that connection. In other instances, the minimal value of the



preferred range for at least one connection is set to be greater than the half of the size of the

control window for that connection.

[0080] In the other embodiment, one or more transport connections use transport protocol

limiting the amount of data that can be sent through a connection without receiving an

acknowledgement of at least some previously sent data, and the range of preferred data sizes is

set to send the group of data through at least one connection before receiving an

acknowledgement for the previously sent data.

[008 In other embodiments, the range of preferred data sizes is set to send the group of

data through at least one connection in the time of one round trip between the first and the

second computers.

[0082] In another embodiment, at least two of the simultaneous transport connections are

opened over the same physical data link. In some instances, at least two of the simultaneous

transport connections have the same source and destination network addresses.

[0083] In some embodiments, the traffic management module includes at least one of the

proxy and VPN.

[0084] In another aspect of the present invention, the system for increasing an aggregated

throughput of multiple simultaneous transport connections between computers over a computer

network includes at least the traffic management module and the traffic distribution module. The

traffic management module receives two or more requests for a data transfer from a first

computer to a second computer over plurality of simultaneously opened connections, obtains the

data in response to two different requests, and then form two or more data frames containing

response to the different requests, each data frame containing the data corresponding to a single

request. The traffic distribution module forwards the data frames to two or more different



transport connections, each of at least two data frames being forwarded to a single transport

connection, thereby transferring at least one data frame through each transport connection.

[0085] In some embodiments, traffic management module multiplexes two or more data

frames into the same queue, storing a sequence of two or more data frames, and then traffic

distribution module obtains each of at least two data frames from the same queue before

forwarding them to the separate transport connections.

[0086] In the other embodiment, the number of used transport connections increases with

increase of the amount of requested data which is delivered to the second computer.

[0087] In another embodiment, requested data must be delivered over the simultaneous

transport connections before receiving at least one other request for a data delivery, and the sizes

of one or more data frames are increased with decrease of the remaining amount of data that

must be delivered.

[0088] In other embodiments, the sizes of one or more data frames are increased with

increased throughput of one or more transport connections between the first and the second

computer. In some instances, increase of the throughput is determined by detection of at least

one of the decrease of the packet loss rate and increase of the amount of data allowed to be sent

before receiving an acknowledgement for the previously sent data from one or more used

transport connections.

[0089] Fig. 1 illustrates an example implementation of the present invention. Client

computer 0 issues two or more groups of requests for data delivery through a near proxy or

VPN 0 to a far proxy or VPN 0, which passes the requests to a content provider 190 through

a high-bandwidth pipe 180. In the presented example, near proxy or VPN 120 is located at a

significantly large distance from the far proxy or VPN 170, increasing the rate of packet losses



between the two computers. To prevent these losses from degrading the throughput, near proxy

or VPN 120 may be coupled with a near multipath transport manager 130. The far proxy or

VPN 170 may also be coupled with far multipath transport manager 160, and the traffic between

the near and far transport manager is distributed through multiple simultaneous connections 140,

150.

[0090] In the illustrated embodiment, simultaneous transport connections 140 are used to

transport the requested data; while transport connections 150 remain open, but are not used to

transport the requested data. This allows changing the number of used connections 140 to be

increased or decreased without spending the time to open new connections or to close the old

ones. In another embodiment, transport connections may be closed or opened at any time, with

or without being immediately used for data transfer

[0091] In some implementations, at least some of the transport connections 140, 150 are

opened over the same physical data link covering at least part of the route between the near and

far computers 10, 190. For instance, multiple connections can be opened by using the same last-

mile ISP (internet service provider), or a wireless service provider. In some embodiments,

multiple connections are opened between the same source and destination IP addresses, using

only the source port to distinguish between multiple connections. This implementation increases

the probability that multiple connections will use the same route between the client and the

content provider, passing through the same intermediate router. In some instances, this approach

is used to extrapolate network properties of a new connection, such as a round-trip time or a

packet loss rate, from the network properties of already opened connection, or to pre-set the

control window of the new connection from a control window obtained from the existing

connection.



[0092] In another implementation, two or more simultaneous connections can be opened

through different data links (for instance, both Wi-Fi and cellular connections), or can pass

through the different routes due to the differences in the destination IP addresses. This could help

to select an improved set of connections for the data transfer depending on their individual

parameters; even if multiple connections are established over the same last-mile ISP to the same

distant server, use of the different destination IP addresses pointing to the same server may

change the network parameters of each connection due to the different routes taken by the

packets between the two computers 1 10, 190.

[0093] In some implementations, modules 120 and 170 are, correspondingly, a proxy

client and a proxy server. Connections opened by the client 110 are terminated by the near proxy

client 20, which sends the request payload and receives the response payload through multiple

transport connections established between transport managers 130, 160 with the far proxy server

170. In some embodiments, transport connections 140, 150 use a reliable delivery protocol such

as Transport Control Protocol (TCP), which provides guaranteed deliver}' of the payload and

benefits from using simultaneous transport connections to increase aggregated control window.

[0094] I another implementation, modules 120 and 70 are, correspondingly, a Virtual

Private Network (VPN) client and a VPN server. Data packets generated by the client 110 are

shifted to the user space by the near VPN client 120. Near traffic manager 120 encapsulates the

outgoing packets into the simultaneous transport connections 140. Far traffic manager 160

extracts original packets and, together with far VPN server 170, sends them to the content

provider 0. Data returned by the content provider 190 are processed in the reverse order. In

this case, simultaneous transport connections help to improve throughput mostly by decreasing

the queue sizes on any intermediary routers and mitigating bandwidth changes between the data



link segments. In particular, such intermediary routers usually maintain one queue per

connection and decreasing each queue size helps to decrease the latency and packet loss due to

overflows. If client 110 opens multiple connections using a reliable delivery protocol, multiple

simultaneous connections between VPN client 120 and VPN server 170 help to avoid decrease in

performance caused by concentrating all client connections into a single queue.

[0095] Some implementation may contain both a proxy client and a VPN client 120 as

well as a proxy server and a VPN server 70 used in parallel. In some embodiments, all TCP

traffic originating from the client 0 is terminated by the client proxy 120 and its payload is

sent through multiple TCP transport connections 140. In such embodiments, all UDP (user

datagram protocol) traffic originating from the client 0 is encapsulated by the VPN client 120

and is sent through multiple UDP connections.

[0096] In some implementations, near proxy or VPN 120 resides on the same computer

as multipath transport manager 130. In some embodiments, they reside on the same computer as

the client 110. In another implementation, any one or two of these components 0, 120, 130

may reside on different computers.

[0097] In some implementations, far proxy or VPN 170 resides on the same computer as

far multipath transport manager 160; in another implementation, they may reside on different

computers.

[0098] Proxy or VPN modules 120, 170 are useful when the content server 190 doesn't

support delivery of the same data file through the multiple parallel connections

[0099] In an alternative embodiment where content server 190 is capable of such support,

the client 110 directly sends traffic to the near multipath transport manager 130 without using a

proxy or VPN client 120. In such embodiments, the content provider 190 receives the request



from and sends the data to the far multipath transport manager 160 without using a proxy or

VPN server 170. This embodiment can be realized, for instance, if both client 110 and the

content provider 190 support Multipath TCP protocol extension.

[00100] Fig 2 illustrates an example implementation of the near multipath

transport manager 30 . In this implementation, the near multipath transport manager 130

contains a multipath traffic distributor 220 and a multipath transport tuner 230, both connected to

a near proxy or VPN 120, communicating with the client 110. Near multipath transport manager

130 exchanges the data with a TCP stack 210, which maintains simultaneous transport

connections with the far multipath transport manager 160. In the depicted embodiment, multipath

traffic distributor 220 receives commands to open or close connections, or to pause or resume

traffic through existing connections from the multipath transport tuner 230. If new connection

must be opened or closed, multipath traffic distributor 220 sends the command to the TCP stack

210; if use of existing connection must be paused or resumed, multipath traffic distributor

changes the distribution algorithm without the need to inform the TCP stack 210.

[00101] In the described implementation, multipath transport tuner 230 obtains

information from the data from a proxy or VPN 120 that helps it to change the number of used

simultaneous connections. In this example, it receives the information about the requests issued

by the client 10, including but not limited to domain (hostname), IP address, port and HTTP

headers. In some embodiments, this information is used to detect a pattern of requests that

indicates the download of a web site of a known size. Size estimation is used to change the

number of connections as described below. Additional information may also include a content

size provided in response to a content request, or information from other sources such as a TCP

stack 210 (which is possible only if near multipath transport manager has sufficient system



privileges).

[00102] In an alternative implementation, multipath transport tuner 230 makes a

decision to set or change the number of used connections 40 by observing a round-trip time to

the far multipath transport manager 160, or the time to first byte delivered after a call to the far

transport manager's 160 API.

[00103] In yet another implementations, multipath transport tuner 230 may set or

change the number of used connections based on an elapsed time since a start of a connection

session, user status, or time of day, for instance when it correlates with known patterns of

network conge stio .

[00104] In addition to receiving the data needed to determine whether to increase

or decrease the number of used simultaneous connections, multipath transport tuner 230 also

receives, from proxy or VPN 120, control information from the far multipath transport manager

60, such as by receiving feedback through a persistent TCP connection to an API (application

programming interface) exposed by the far multipath transport manager 160. The multipath

transport tuner 230 may also inform the far multipath transport manager 160 about the decisions

to open or close and pause or resume transport connections. Again, this may include issuing an

API call to a known network address referencing the far multipath transport manager 160. In

some embodiments, connections can be opened only by the near multipath transport manager

130. However, in a typical embodiment, both near and far multipath transport managers 130,

60 can pause or resume connect ons

[00 105] In some implementations, near multipath transport manager uses different

connections to send its data than the far multipath transport manager. In this implementation,

number of transport connections used in one direction is different from the number of transport



connections used in another direction; some connections are used to exchange the traffic in both

directions, while others are used only to exchange the traffic in one direction.

[00106] In another embodiment, multipath traffic distributor 220 can be combined

with multipath transport tuner 230, or implemented as a TCP stack modification (which usually

requires root-access permissions). Instead of communicating through the proxy or VPN 120, near

multipath traffic manager 130 can be integrated with the client 110.

[00107] Fig. 3 illustrates an example implementation of the far multipath transport

manager 160. In this implementation, the far multipath transport manager 160 contains a

multipath traffic distributor 320 and a multipath transport tuner 330, both connected to a far

proxy or VPN 0, which communicates with the content provider 190. Far multipath transport

manager 160 exchanges data with the TCP stack 3 0, which maintains simultaneous transport

connections with the near multipath transport manager 130 In the depicted embodiment,

multipath traffic distributor 320 receives commands to pause and resume traffic through already

opened connections from the multipath transport tuner 330. However, in contrast to the near

multipath traffic distributor 220, the multipath traffic distributor 320 does not open or close the

transport connections in some embodiments, but rather only receives the information about

opened or closed connections from the TCP stack 3 0 and passes this information to the

multipath transport tuner 330. This reflects the case when new transport connections are

initiated by the modules 130 near to the client 110. If multipath transport tuner 330 determines

to open or close one or more connections, it passes this information through the proxy or VPN

70 to the near multipath transport manager 130.

[00108] The multipath transport tuner 330 also receives feedback about the

connections opened or closed, paused or resumed by the near transport manager 130, and uses



the information, such as a pattern of requested domains or IP addresses, to help it to set or

change the number of used transport connections 140. In some embodiments, the multipath

transport tuner 330 determines that delivery of requested data corresponding to a group of

requests is finished in response to determining that the client 110 has invoked closing the one or

more transport connections it has previously opened.

[00109] In some embodiments, proxy or VPN 170 is connected to a content

provider 190 though a pipe 180 that may have higher throughout than a pipe between the far and

the near traffic transport managers, at least for single connections. This could be the case, for

instance, if far proxy or VPN 170 is located much closer to the content provider 190 than to a

near proxy or VPN. 120. In the described embodiment, difference in the throughput is mitigated

by a receive queue 340. The receive queue 340 may be embodied as a buffer storing the data

downloaded from the content provider 190 before the data are transferred to the client 0

Multipath traffic distributor 320 reads the data from the receive queue 340 before distributing it

between multiple simultaneous connections 140.

[001 10] In the described embodiment, multipath transport tuner 330 estimates the

size of the data that remains to be delivered to the client by the size of the data stored in the

receive queue 340. For instance, if a single file is loaded from the content provider 190 through

the high-throughput pipe 180, and the size of the data stored in the receive queue 340 starts to

decrease with time, it could be interpreted as an indicator that this is the last remaining data for

the requested delivery Multipath transport tuner 330 may use this information to change the

number of used simultaneous transport connections 140 after the delivery was started.

[001 ] In another instance, the client 110 may issue multiple requests to different

content providers 190, with responses being stored in one or more receive queues 340 before



being transferred to the client 110. In this case, multipath traffic tuner 330 may receive

information about the data stored in each of these queues 340 and consider the data delivery from

the content provider 190 to be completed when each of the queues 340 has less data than its

maximal buffer size, and the total amount of stored data decreases over time.

[001 12] In another aspect of depicted embodiment, multipath transport tuner 330

receives one or more parameters of already opened transport connections from the TCP stack

3 0, such as a size of a control window W (or sizes of both receiver window and a congestion

window, for instance, used by a TCP transport protocol), round-trip time to a near TCP stack 210

and the rate of packet losses. This information can be collected for one or more opened transport

connections. This information is usually available on the server side because the system

administrator can set higher level of access privileges in a secure server environment.

[00 3] In some implementations, the same far multipath transport manager 160

receives connections opened by two or more near multipath transport managers 130 that are

connected to the different clients 110. In this case, multipath traffic tuner 330 evaluates

parameters associated with connections to each client 0, for instance, a round-trip-time, and

advises different near transport managers 130 to open different numbers of simultaneous

connections, or use different number of already opened connections with different clients 110.

After the initial number of connections with each client 1 0 is set, it can be modified before the

data delivery is completed (for instance, based on a changing size of the control window W or

the size of the data remaining the receive queue 340)

[001 14] In an alternative implementation, multipath traffic distributor 320 can be

integrated with the content provider's server 190, without being connected to it through the far

proxy or VPN 170. In this case, content provider's server can provide more precise information



about the size of requested delivery, even if data reaching the multipath traffic distributor 320 are

encrypted.

[001 5] In another implementation, far multipath traffic manager 160 can be

integrated with the TCP stack 310, without separately implementing multipath traffic distributor

320 and multipath transport tuner 330.

[001 16] Accordingly to the described embodiments, different number of

simultaneous transport connections 140 can be used to deliver the data for different group of

requests, or to the different clients 110 even if they have requested the same content. Moreover,

the number of connections 140 used in each case may change after the group of requests s

issued, but before the data deliver}' corresponding to the group of requests is completed.

[001 7] These embodiments can be used for multiple purposes, for instance, as a

means to obfuscate proxy or VPN traffic from external censors by creating different connection

patterns for different users and different content requests.

[001 18] In another instance, changing the number of transport connections 140 can

be used to enforce fairness of bandwidth consumption over a shared bandwidth bottleneck: the

number of connections is increased only if there is a bandwidth capacity not utilized by the other

users or if the bandwidth is a dedicated resource not shared with other users.

[00 9] In some embodiments, the number of used connections 140 is changed

with the number of requested files, even if the same file is transferred over the multiple

connections. This makes it fairer to the proxy or a VPN user, as compared with the case when

multiple files are transferred over a single proxy or VPN connections.

[00120] One function of the disclosed embodiments is to tune the throughput over

the long distances between the clients 1 0 and content providers 190. Spreading the data transfer



across multiple guaranteed-delivery transport connections 140 between the sender and the

receiver usually increases the total throughput, especially when connections use a transport

protocol that ensure guaranteed delivery, such as Transport Control Protocol (TCP), which limits

the amount of in-flight data between the sender and receiver to the size of the control window,

which is typically the smallest of the receiver window (amount of data that can be accepted by

the receiver) and the congestion window (calculated by the sender to stop a link between the

sender and the receiver from getting overloaded with too much traffic).

[00 ] In this case, adding each new connection 140 increases the aggregated size

of both receiver and congestion windows, at least until the aggregated congestion window

becomes limited by increased packet losses on the shared link. Aggregating congestion windows

also has additional benefit of mitigating effect of the random packet losses. For instance, if the

congestion window for one connection drops 50% after packet loss, the aggregated congestion

window for ten parallel connections only decreases by 5%.

[00122] If a connection 140 is fully occupied by transporting the data, its average

throughput may be estimated as T =W / RTT, where W is a size of the control window and RTT

is an average round-trip time.

[00123] If an amount of data S is transferred over a connection 140 with control

window W, and assuming that this amount is sent as N packets, each having a maximal segment

size MSS ~= 1500 B such that S =N * MSS), a time t l to deliver these data over this connection

can be estimated as

[00 24] = (WW) * RTT ( )

[00125] If the same amount of data is transferred over M parallel connections, each

connection only has to transfer N/M packets (equivalent to aggregated connection using W*M



control window), and the time tM to deliver these data becomes M times smaller:

[00126] tM = (1/M)*(N/*W) * RTT (2)

[00127] As long as the aggregated congestion window is not limited by a shared

link, and all parallel connections have reached a stable throughput (average W for each parallel

connection is the same as for a single connection), a person skilled in the art may conclude that

the data transfer through M parallel connections is always faster than through the single

connection for any M > 1.

[00128] However, this conclusion implicitly assumes that the data transfer

continues after the N packets are sent through the pipe (allowing congestion control algorithm to

maintain the stable throughput). In practice, delivery of the requested data must often be

confirmed before proceeding with additional data transfers. For example:

[00129] (1) A requested file must be completely downloaded and processed before

automatically requesting the next file (for instance, browser receives a JavaScript file, executes

its code and then issues requests generated by that code).

[00130] (2) The user issues a request for a next file or a group of files after

reviewing previously requested content (for instance, load of the web site is followed by a period

of inactivity until user clicks on the link).

[0013 ] (3) The amount of the data that must be confirmed before proceeding with

the next transfers usually depends on the type of requested content. For instance: single

JavaScript file -10 to 100KB; news web site -0.5 to 5MB; video ~= 20 to 2000MB.

[00132] Requirement to confirm deliver}- of N packets before proceeding with next

data transfers changes delivery times in two ways.

[00133] First, the connection pipe may not always be filled with the maximal



number of in-flight packets (W). For instance, if W = 100 but only 10 packets are sent through

one connection, it will take the same time to deliver and confirm them (RTT) as for 100 packets.

Increase in the number of parallel connections can cause the number of packets sent through

each connection to drop below W, decreasing its throughput.

[00134] Second, the probability of losing the last packet in any connection

increases with the number of parallel connections. If any of M connections loses its last packet,

confirmation that all N packets are delivered is delayed until that packet is recovered.

[00135] Most of the congestion control protocols, including the ones implemented

as part of TCP, introduce an additional delay when last packet through a transport connection is

lost. Congestion control protocol usually waits for an additional time before retransmitting such

lost packet (tail loss delay). If last packet is restored after the first retransmit, total time to re

deliver the last packet can be estimated as tail_loss_delay + RTT = TLDF * RTT (TLDF is a

time loss delay factor > 1).

[00136] In some implementations of the Linux operating system, time loss delay

equals to retransmit timeout (RTO): for the first retransmit, time loss delay ~=SRTT +

4*RTTVAR, where SRTT and RTTVAR are the RTT value and its variation, respectively,

averaged over multiple ACKs. For instance, if RTTVAR / SRTT = 0.5, TLDF ~= 4 .

[00137] In one known improvement implemented in the Linux operating system,

the sender issues a duplicate of the last packet known as a tail loss probe (TLP), decreasing time

loss delay for the first retransmit to 2 *SRTT (TLDF ~= 3).

[00138] In these examples TLDF is estimated on the assumption that lost packet is

re-delivered after the first retransmission attempt. If retransmitted packet is also lost, it may

increase the next RTO, or cause a switch from the TLP to RTO, further delaying the next



retransmission attempt and increasing average TLDF.

[00139] Assuming that probability of the single packet loss (p) is the same for any

packet in any connection, probability that at least one of M connections would lose its last packet

P = 1 - ( 1-ρ) Μ p*M for p*M < 0.5)

[00140] After accounting for incompletely filled connection pipes and tail loss

delays, times to transfer and confirm delivery of N packets through the single connection (tl) and

through M parallel connections (tM) are:

[00141] t l = ceiling(N/W) * RTT + p*TLDF*RTT and (3)

[00142] tM = ceiling (1/M)*(N*W)) * RTT + ( 1-( -p) M)*TLDF*RTT, (4)

[00143] where ceiling(X) is a function returning closest integer K >= X .

[00144] If there are no packet losses (p = 0), M can be pre-set to a high number

without decreasing the aggregated throughput even for small N/W: tM = RTT for any M > N/W

(delivering and confirming a single packet takes the same time as for W packets).

[00145] However, presence of packet losses (p>0) causes aggregated throughput of

M parallel connections to decrease when M becomes larger than an estimated optimal value

(M_opt): spreading data transfer through multiple connections increases the probability that at

least one last packet will get lost, causing tail loss delay.

[00146] Figs 4a and 4b are the graphs illustrating improvements in the throughput

resulting from the present invention.

[00147] Fig. 4a depicts the change of the throughput acceleration (tM/tl) with

increase of the fill rate for each connection (N/(M*W)), computed from equations (3,4) for N/W

= 10 and three combinations of p and TLDF. It illustrates that, for realistic values of p and

TLDF, best throughput acceleration is achieved when the amount of data sent through each



connection is equal to the maximum amount that can be delivered in 1 RTT (N/(M*W) ~= 1).

For instance, for p=0.01 and TLDF=3, best throughput acceleration is achieved at M = 10, which

is up to 2 times better than for the larger values of M .

[00148] The graph for p==0 0 5 and TLDF = 4 shows a local minimum at N/(M*W)

~= 2; with further increase of p and TLDF, it becomes an absolute minimum: when packet losses

are high (e.g. network quality is low), the best performance can be achieved by sending maximal

amount of per-connection data that can be delivered in 2 RTTs, slowing down the average time

but decreasing probability of the tail loss.

[00149] Fig. 4b depicts the change of throughput acceleration (tM/tl) with increase

of the fill rate for each connection (N/(M*W)), computed from equations (3,4) for p=0.002,

TLDF = 3 and 3 values of N/W. It illustrates that, for the large range of N/W, the best throughput

acceleration continues to be achieved when N/(M*W) ~= 1 . If W remains the same, it means

that, at least for the depicted range of N/W, the estimated optimal value of M increases

proportionally with N .

[00150] If the receiver window is larger than a congestion window, W can be

estimated as W=C/sqrt(p) from the Mathis equation (C ~= sqrt(3/2)). For instance, p 0.002

corresponds to W=27, and N/W = 100 corresponds to a file size -4MB.

[00151] Equations describing the estimated optimal number of connections may

differ from (3-4) depending on the multiple factors. For instance, variability of the W values

between different connections, caused by different rates of packet losses, different amounts of

data previously sent through separate connections, or by the variable round-trip times in different

connections (for instance, caused by the random retransmits inside the last-mile wireless link).

[00152] The equations may further differ with variability of the amounts of data



sent through different parallel connections caused by the data distribution algorithms. For

instance, by making the amount of data sent through each connection proportional to its

previously observed throughput, instead of using a round-robin distribution.

[00153] The embodiments disclosed herein do not depend on the exact form of

equations (3-4). These equations are included to validate assumptions used by some of the

embodiments of the present invention and to establish the conditions where the embodiments

could be particularly effective. For example, if deliver}' of the previously requested data must be

confirmed before proceeding with other data transfers, there is an optimal number of parallel

connections that reduces the time to complete and confirm the delivery if packet losses are

present. Likewise, the optimal number of parallel connections increases with the amount of the

data required to complete and confirm the deliver}'. The optimal number of parallel connections

is usually achieved when each parallel connection is requested to deliver the maximal amount of

data that can be sent and confirmed in a single round-trip cycle, or, for especially high rates of

packet losses, in two round-trip cycles.

[00154] Fig. 5 depicts process flow diagram of a method that optimizes, e.g.

significantly improves, throughput of multiple simultaneous connections by monitoring

parameters of the data traffic and uses these parameters to set an estimated optimal number of

connections. The method of Fig. 5 may be executed with respect to each near multipath

transport manager 130 coupled to the far multipath transport manager 160 such that different

computers may use different numbers of connections 40 depending on the size of the data being

retrieved and attributes of the connections between the near multipath transport manager 130 and

the far multipath transport manager 160.

[00155] In the described method, the multipath transport manager 130, 160 obtains



parameters of a data transfer such as a data size R in a receive queue and a size of the average

control window W of existing transport connections (step 510). Note that the size of W is

determined by TCP protocol according to factors such as round trip time, a rate of packet loss, a

distance of a network connection between two computers implementing TCP, or other factors

describing a quality the network connection. The multipath transport manager 30, 160 further

determines whether this is the first data transfer after a start, a pause, a stop, or a sharp decrease

(e.g. 50-90% decrease) in the traffic volume for a pre-defined period of time, for instance s

(step 520).

[00156] If a new group of requests from the client 0 is received after the start or

pause of step 520 is detected (step 540), a deliver}' size N is estimated from a pattern or

requested domains and request headers of the new group of requests (step 560). The number of

simultaneous transport connections is then set to optimize, e.g. significantly improve, the time of

the requested delivery corresponding to the new group of requests for the estimated values of R,

S, and W (step 570).

[00157] While the data transfer of the requested deliver}' continues, at least one of

the multipath transport managers 130, 160 continues to evaluate transport parameters such as R

and W (step 520). f it detects an increase in the number of round-trip cycles used to deliver the

remainder of the data of the requested deliver}', estimated as ceiling(R/(M*W)) (step 530), the

number of used connections 140 is increased to decrease the time until the requested delivery is

completed (step 550). Note that inasmuch as each multipath transport manager 130, 160

operates independently, the number of used transport connections 140 to transfer data from the

client 0 to the content provider 190 may be different from the number of used transport

connections 140 to transfer data from the content provider to the client 110. Likewise, the



number of used transport connections 140 to transfer data from the client 110 to the content

provider 190 may change while the number of used transport connections 140 to transfer data

from the content provider to the client 110 remains constant, and vice versa

[00158] As described above, the number of used transport connections 140 is

dependent on attributes of the transport connections, including packet loss, throughput, control

window, congestion window, receiver window, and other parameters that affect the value

R/M*W (step 530). In particular, the size of the control window W is affected by these

attributes. Accordingly, differences in these attributes for the client-to-content provider

connections 140 and the content-provider-to-client connections 140 detected by the multipath

transport managers 130, 160 may result in differences in the number of used client-to-content

provider connections 140 relative to the content-provider-to-client connections 140.

[00159] Instead of using the current size of the control window, one

implementation may use the estimated size of the control window at the later time (for instance,

by assuming that the size of control window will continue to increase incrementally with each

round trip), or by using the Mathis equation to derive the average size of the control window

from the observed rate of packet losses.

[00160] Other implementations of the method that estimates one or more

parameters of the data transfer to increase the number of used connections may use a different

sequence of steps, different ways to detect the start of a new limited data delivery or to estimate

its size.

[00161] Accordingly, this and the other implementations have a common feature

of evaluating the traffic parameters after detecting a start or a pause in the traffic, and setting the

number of used simultaneous connections to a different value for different groups of requests, or



for the same requests from different users. Also, implementations that re-evaluate the traffic

parameters during the requested delivery have a common feature of changing the number of used

simultaneous connections before requested delivery is completed.

[00162] Fig. 6 is a diagram of the network environment used to optimize, e.g.

significantly improve, the traffic distribution of a single file transfer through simultaneous

transport connections, accordingly to another aspect of the present invention.

[00163] In this aspect, far multipath transport manager 60 contains a set of send

buffers 620, each send buffer is feeding a separate transport connection 40 established by TCP

stack 310. These send buffers could be implemented in the user space, or merged with the send

buffers of transport connections provided by the TCP stack. Multipath transport manager further

contains at least one loader 630 and a receive queue 640, storing the data sent through the far

proxy or VPN 170 through the high-bandwidth 80 pipe from the content provider 190.

[00164] In the described implementation, loader 630 fills a set of send buffers 620

in sequence. Before sending the data for each connection, it obtains the size of its control

window W, extracts the amount of data that equals W from the receive queue 640 and transfers it

to the current send buffer, before further proceeding through the receive queue. Space emptied

from the receive queue 640 is marked as ready to receive the next data, for instance, by shifting

the pointer in a ring buffer. Fig. 6 depicts the case where the send buffer for the first transport

connection has already received the amount of data equal to the size of its control window (Wl);

loader 630 has obtained the size of the control window for the second transport connection (W2)

and is ready to transfer corresponding amount of data from the receive queue 640 to the second

send buffer, before proceeding to the next send buffer (W3 in the illustrated example). If the

amount of data left in the receive queue 640 is smaller than the size of the control window (as in



the example shown for W3), loader 630 transfers the available amount.

[00165] In some implementations, multiple loaders 630 can be used in parallel to

feed multiple send buffers 620 Likewise, different distribution algorithms could be used instead

of a round-robin (for instance, connections with the highest size of the control window could be

addressed first). The loader 630 may use parameters other than the size of the control window to

specify amount that should be sent to each send buffer. For example, a value proportional to the

average throughput of the current connection during a recent time interval (e.g. 0.1 to 10

seconds).

[00166] Accordingly to the present invention, depicted implementation, and its

variations such as described above have a common feature of sending the groups of data to

different transport connections, with the size of each data group being set inside a preferred

range, for instance as close as possible to the size of the control window for the corresponding

connection.

[00167] This enables automatic adjustment of the number of used connections to

the amount of the data that remains to be delivered. For instance, if the receive queue 640

contains only enough data to fill three send buffers 620 with amounts corresponding to their

control window sizes W l to W3, other transport connections will not receive anymore data. In

this way, the number of used connections 140 may raise with increase of the amount of data that

has to be delivered, or with decrease of the size of one or more control windows due to the

random packet losses.

[00 168] In some implementations, the preferred range may include only a maximal

value, such as the size of the current control window. In other implementations, it may also

include a minimal value. For example, if the receive queue 640 contains less than 50% of the



size of the current control window, the loader 630 will wait for one more round-trip time to

receive the next data from the receive queue 640, in order to increase the probability that the

maximal amount of data will be sent in a single round-trip time. Values other than 50% may be

used to determine the minimal value such as a value from 40% to 60%.

[00 169] If a remaining amount of data in the receive queue 640 is higher than sum

of all control windows (Wl to W4 in the illustrated example), the maximal number of

simultaneous connections can be set not to exceed a pre-defined limit.

[00 0] In the depicted embodiment, data from the receive queue 640 is loaded

into each of the send buffers 620 in sequence: a first transport connection 140 receives earlier

data than a second connection 140, etc. Each data group with the size not exceeding the size of

the control window of the current connection 140 can be delivered during a single round trip

over the current connection. Sending a contiguous data group in o e sequence has the further

benefit of reducing the amount of reordering that has to be done on the receiving side.

[00171] In the depicted implementation, receiving side includes an ordering queue

650, which stores data received from the multiple transport connections 140 through the TCP

stack 310, until they can be delivered in the correct order to the proxy or VPN 170. If each

connection 140 delivers a contiguous set of data during each round trip, reordering is necessary

only between the groups of data (for instance, if 3ra connection delivers the data faster than a

second connection) or when some data packets are lost and must be re-transmitted. If this is not

implemented, for instance if sequential data packets are spread between multiple connections,

packets may need to stay in the ordering queue 650 until all connections deliver all data during

the current cycle, thereby increasing latency.

[00172] Fig. 7 is a process flow diagram that illustrates a method for improving the



traffic distribution through simultaneous transport connections, based on sending the data group

of the preferred size through each connection.

[00173] If receive queue is not empty (step 710), the next transport connection is

selected to receive a data group (step 720) In the depicted case, the next connection is selected

sequentially, with a wrap over to the first connection when maximal number of connections is

reached. In an alternative implementation, the next connection can be selected 720, for instance,

based on the amount of data remaining in its send buffer 620 and the size of its control window.

Specifically, connections 140 with empty send buffers 620 and large control windows would be

selected first. After obtaining the size of the control window for the selected connection (step

730), a minimum of the size of the control window (W) and a remaining amount in the receive

queue (R) is moved to the send buffer 620 of the selected connection (step 740). The size of the

data remaining in the receive queue 640 is correspondingly adjusted to free the space for the next

data.

[00174] Inasmuch as the control window (W) is dependent on throughput and the

size of the data frames is dependent on the size of W, as outlined above. The size of the frames

will therefore increase with increase in W. The throughput and control window are also

dependent on packet loss rate. Accordingly, an increase or decrease in throughput may be

estimated based on a decrease or increase, respectively, of the packet loss rate.

[00175] Fig 8 is a diagram of the network environment used to improve the traffic

distribution of multiple parallel file transfers through the simultaneous transport connections

accordingly to embodiment of the present invention.

[00176] In this aspect, client 110 requests a group of files from multiple content

providers 190. These files are downloaded in parallel through the proxy or VPN server 170



Before being submitted to a far multipath transport manager 160, in the described

implementation the multiple download streams are sent through a frame assembler 860, which

multiplexes these data streams into the single receive queue 640. In some instances, the

assembly includes creating a sequence of frames, each frame having a header and a payload

corresponding to a single data stream. The header may contain an identifier of the data stream

and the size of the payload. The header may also contain additional parameters, such as the

frame type (control or data, checksum, or additional options). In some embodiments, each frame

can be formatted according to the specification of Hyper Text Transport Protocol (HTTP)

version 2 or later.

[00177] Accordingly to one aspect of the present invention, the loader 630

transfers each successive frame from the receive queue 640 into the send buffer 620 of a

different transport connection maintained by the TCP stack 310. In some instances, frame

assembler 860 uses the same frame size for each frame. Loader 630 makes sure that each frame

is transferred to the send buffer 620 of only one connection 140. In this way, the number of used

transport connections increases with the amount of data in the receive queue 640, and drops

when the requested deliver}' of the group of files nears the completion.

[00178] In some implementations, frame assembler 860 pre-sets the frame size

based on the information about expected delivery size (for instance, one obtained from a pattern

for the requested domains) or the sizes of control windows used by transport connections 140

(for example, to make sure that most of the frames fit into a single control window). In some

embodiments, the pre-set frame size varies for different groups of requests from the same user,

or for different users even if they send the same groups of requests. Frame size may also change

during the data delivery. For instance, frame assembler 860 may decrease the frame size if the



average size of control window decreases with time.

[00179] In some embodiments, the frame assembler 860 increases the size of one

or more data frames with decrease of the remaining amount of data to be delivered. This

approach ensures that each connection 140 transmits a maximal or near-maximal amount of data

before switching to a different connection, where the maximal amount of data is the amount of

data allowed to be transmitted before receiving an acknowledgement of at least some of the

data. If different frames are sent through different connections, increasing the size of each data

frame causes decrease in the number of simultaneous connections actively used to transfer the

data. As noted above, for small files, this actually increases throughput when a guaranteed-

delivery protocol is used.

[00180] In some embodiments the frame assembler 860 increases size of the data

frames with decrease of the packet loss rate. In other embodiments, the frame assembler 860

increases the size of the data frames with increase in the amount of data allowed to be sent before

receiving an acknowledgement of at least some of the data. This approach ensures that each

connection sends the maximal amount, or near-maximal amount of data before switching to a

different connection, where the maximal amount is the amount of data allowed to be sent before

waiting for an acknowledgement of at least some of the data. Decrease of the data loss rate, or

increase of the amount of data allowed to be sent before receiving an acknowledgement (increase

of the control window) results in decreasing the number of simultaneous connections that are

used according to the method of Fig. 5 . Increasing the size of each data frame, achieves a

similar result: different frames are sent through different connections such that increasing the

size of each data frame causes a corresponding decrease in the number of simultaneous

connections 140 actively used to transfer the data, particularly for small files.



[00181] In some instances, loader 630 selects the next connection 140 for a next

frame in the receive queue 640 sequentially. In another instance, it may select the next

connection 140 based on the size of its control window in order to increase the number of

connections that transfer a single frame in the time of a single round trip. This becomes

beneficial when frame assembler 860 forms frames of different sizes, for instance by using

smaller frames for high-priority data (such as JavaScript files that may stall web site rendering)

to speed up their delivery.

[001 82] Accordingly to the illustrated implementation and its variations described

above have a common feature of ordering the data transfer of the multiple data streams through

multiple transport connections 140 by forming data frames, each frame containing only the data

from a single data stream, and sending each data frame through only one transport connections,

140. Data frames from the same data stream can be sent through the multiple simultaneous

transport connections 140, but each data frame can be sent only through a single transport

connection.

[00183] This implementation, in addition to automatically adjusting the number of

used connections, also decreases the need for data reordering o the receiver side. In the depicted

embodiment, the receiver side includes the ordering queue 650. It sends the sequence of frames

to the frame disassembler 870, which de-multiplexes them into the separate data streams sent

through the proxy or VPN 170 to the multiple content servers 190. Ordering queue 650 only has

to make sure that each frame contains all its data. As soon as all packets of the frame are

delivered by a single transport connection, that frame can be immediately sent to the frame

disassembler 870. In this case, ordering queue 650 never has to wait for two or more transport

connections 140 before delivering an individual data frame.



[00184] Fig. 9 is a diagram of the network environment used to optimize, e.g.

significantly improve, the traffic distribution of multiple parallel file transfers through

simultaneous transport connections accordingly to another embodiment of the present invention.

[00185] In this embodiment, multipath transport manager 160 contains multiple

receive queues 640, each used to store data for a single data stream loaded from a corresponding

content provider 190 through the proxy or VPN 170. In this embodiment, loader 630 also

performs a function of a frame assembler. Specifically, the loader 630 selects an amount of data

that has to be taken from the next receive queue 640, formats it as a frame and loads the frame

into the next send buffer 620, which is used by the TCP stack 3 0 to transfer the data through the

corresponding transport connection 140. The loader 630 then performs this function with respect

to another receive queue 640 and transport connection 140.

[00186] In the described embodiment, frame assembler and loader 630 obtains the

size of the control window W for each transport connection 140 and uses it to optimize the frame

size, e.g. select a frame size providing improved results. For example, each frame size is set as

close as possible to the size of the corresponding control window, maximizing, or at least

increasing, the probability that the frame will be delivered in the time of a single round trip. In

the depicted embodiment, Frame 1 of size W l is already loaded from the first receive queue 640

to the first send buffer 620. The available space of the first receive queue 640 is then adjusted,

for instance, by changing the pointer of a ring buffer. Frame assembler and loader 630 is then

ready to assemble a frame of the size W2 from the second receive queue 640, and then to

advance to the third receive queue 640. If the number of transport connections 140 is larger than

the number of receive queues 640, queues 640 may start rotating from the beginning. In the

illustrated example, the fourth send buffer 620 will receive the remaining data from the first



receive queue 640, etc.

[00187] In another implementation, the loader 630 sets the frame size for data

loaded into a send buffer 620 based on a previously measured throughput of the transport

connection 140 corresponding to the send buffer 620 In another example, the loader 630 sets

the frame size based on the type of connection 140 (for instance, wired versus wireless).

[00188] In another implementation, a next transport connection 140 may be

selected by the loader 630 to receive a next frame using an algorithm that is different from a

round-robin algorithm. For instance, by selecting, as the next connection 140, the connection

140 that has the largest size of control window or largest throughput over a recent time interval

(e.g. 0.1 to 10 seconds) of those connections 140 that have an empty send buffer 620. The next

receive queue 640 can also be selected by using a different algorithm. For instance, different

receive queues 640 may be assigned different priorities and data may be assigned to the queues

such that higher priority data will be assigned to a higher priority queue 640. For example,

JavaScript files that may stall web site load could be assigned to a higher priority queue 640. In

another example, the queue 640 with smallest amount of remaining data may be assigned a

higher priority in order to speed up the download of small files in the presence of large

background downloads.

[00189] The depicted implementation and its variations as described above have a

common feature of ordering the data transfer of multiple data streams through multiple transport

connections 140 by forming data frames, each frame containing only the data from a single data

stream. Each data frame is sent through only one transport connection 140, and its size is

selected for that connection to increase the throughput (for instance, by improving the probability

that each frame will be sent out during a single round trip) relative to a range of other possible



sizes.

[00190] Sending data frames of different sizes through the different connections

also provides a benefit of a simplified reordering on the receiver side. In the described

implementation, data from each transport connection 140 are stored i a separate reordering

queue 650. In the depicted example, only three transport connections ca y the upstream data,

while another one remains unused. Each data frame may only be sent through a single transport

connection 140, but each transport connection 140 may carry data frames from more than one

data stream

[00191] The depicted embodiment may benefit from the fact that data frames sent

through the same transport connection 140 have the same or a similar size, which makes easier to

anticipate how much memory would be required for a connection-specific re-ordering buffer,

thereby increasing efficiency of memory allocation. It also makes it less resource-consuming to

re-order the frames from multiple connections in parallel. As soon as all packets from any frame

in any ordering queue are delivered, they are sent to the frame disassembler 870, which

demultiplexes them into the separate data streams and forwards each data stream through the

proxy or VPN 170 to the corresponding content provider 90.

[00192] Depicted embodiments reference Transport Control Protocol (TCP) and a

TCP stack 3 0 as a means for the guaranteed data deliver}' over the multiple simultaneous

connections. Other embodiments may use different delivery protocols, for instance, a User

Datagram Protocol (UDP) with additional user-space flow control and congestion control

modules, or a Stream Control Transmission Protocol (SCTP).

[00193] In the other embodiments, multipath traffic managers 130, 160 may be

integrated with a client application executing on the client 110 and content provider's servers



190, respectively, thereby eliminating the need for the separate proxy or VPN modules 120, 170.

For instance, the embodiments disclosed herein can be used to accelerate throughput of the

Multipath TCP protocol extension, if it is supported by both the client 110 and the content

provider 90

[00194] In some embodiments, different data frames are sent through the different

transport connections 140 sharing the same physical data link or all data links on the same route.

In the other embodiments, different transport connections may use different data links, such as

wired and wireless, or different routes to the same server having multiple IP addresses.

[00195] Multiple simultaneous connections may be used to transfer all traffic from

the client 0 to the proxy or VPN server 120 or only part of the traffic. In some embodiments,

only long-distance content is accessed through the multiple simultaneous connections 140 to

mitigate the effect of the random data losses whereas content near the user is accessed directly,

without spreading the load of the same file across multiple connections 140.

[00196] Fig. 10 is a block diagram illustrating an example computing device 1000,

which may embody any of the computers and servers disclosed herein. Computing device 1000

may be used to perform various procedures, such as those discussed herein. Computing device

1000 can function as a server, a client, or any other computing entity. Computing device can

perform various monitoring functions as discussed herein, and can execute one or more

application programs, such as the application programs described herein. Computing device

1000 can be any of a wide variety of computing devices, such as a desktop computer, a notebook

computer, a server computer, a handheld computer, tablet computer and the like.

[00197] Computing device 1000 includes one or more processor(s) 1002, one or

more memory device(s) 1004, one or more interface(s) 1006, one or more mass storage device(s)



1008, one or more Input/Output (I/O) device(s) 1010, and a display device 1030 all of which are

coupled to a bus 1012. Processor(s) 1002 include one or more processors or controllers that

execute instructions stored in memory device(s) 1004 and/or mass storage device(s) 1008.

Processor(s) 1002 may also include various types of computer-readable media, such as cache

memory.

[00198] Memory device(s) 1004 include various computer-readable media, such as

volatile memory (e.g., random access memory (RAM) 1014) and/or nonvolatile memory (e.g.,

read-only memory (ROM) 1016). Memory device(s) 1004 may also include rewritable ROM,

such as Flash memory.

[00199] Mass storage device(s) 1008 include various computer readable media,

such as magnetic tapes, magnetic disks, optical disks, solid-state memory (e.g., Flash memory),

and so forth. As shown in Fig. 10, a particular mass storage device is a hard disk drive 1024.

Various drives may also be included in mass storage device(s) 1008 to enable reading from

and/or writing to the various computer readable media. Mass storage device(s) 1008 include

removable media 1026 and/or non-removable media.

[00200] I/O device(s) 1010 include various devices that allow data and/or other

information to be input to or retrieved from computing device 1000. Example I/O device(s)

1010 include cursor control devices, keyboards, keypads, microphones, monitors or other display

devices, speakers, printers, network interface cards, modems, lenses, CCDs or other image

capture devices, and the like.

[00201] Display device 1030 includes any type of device capable of displaying

information to one or more users of computing device 1000. Examples of display device 1030

include a monitor, display terminal, video projection device, and the like.



[00202] Interface(s) 1006 include various interfaces that allow computing device

1000 to interact with other systems, devices, or computing environments. Example interface(s)

1006 include any number of different network interfaces 1020, such as interfaces to local area

networks (LANs), wide area networks (WANs), wireless networks, and the Internet. Other

interface(s) include user interface 1018 and peripheral device interface 1022. The interface(s)

1006 may also include one or more user interface elements 1018. The interface(s) 1006 may

also include one or more peripheral interfaces such as interfaces for printers, pointing devices

(mice, track pad, etc.), keyboards, and the like.

[00203] Bus 1012 allows processor(s) 1002, memory device(s) 1004, interface(s)

1006, mass storage device(s) 1008, and I/O device(s) 1010 to communicate with one another, as

well as other devices or components coupled to bus 1012. Bus 1012 represents one or more of

several types of bus structures, such as a system bus, PCI bus, IEEE 1394 bus, USB bus, and so

forth.

[00204] For purposes of illustration, programs and other executable program

components are shown herein as discrete blocks, although it is understood that such programs

and components may reside at various times in different storage components of computing

device 1000, and are executed by processor(s) 1002. Alternatively, the systems and procedures

described herein can be implemented in hardware, or a combination of hardware, software,

and/or firmware. For example, one or more application specific integrated circuits (ASICs) can

be programmed to carry out one or more of the systems and procedures described herein.

[00205] Reference throughout this specification to "one embodiment," "an

embodiment," "one example," or "an example" means that a particular feature, structure, or

characteristic described in connection with the embodiment or example is included in at least one



embodiment of the present disclosure. Thus, appearances of the phrases "in one embodiment,"

"in an embodiment," "one example," or "an example" in various places throughout this

specification are not necessarily all referring to the same embodiment or example. Furthermore,

the particular features, structures, or characteristics may be combined in any suitable

combinations and/or sub-combinations in one or more embodiments or examples. In addition, it

should be appreciated that the figures provided herewith are for explanation purposes to persons

ordinarily skilled in the art and that the drawings are not necessarily drawn to scale.

[00206] The present invention may be embodied in other specific forms without

departing from its spirit or essential characteristics. The described embodiments are to be

considered in all respects only as illustrative, and not restrictive. The scope of the invention is,

therefore, indicated by the appended claims, rather than by the foregoing description. All

changes which come within the meaning and range of equivalency of the claims are to be

embraced within their scope.



CLAIMS:

1. A system for increasing an aggregated throughput, the system comprising a first

computer including one or more processing devices programmed to:

establish a plurality of simultaneous transport connections to a second computer;

determine a preferred data group size for each connection of at least a portion of the

plurality of simultaneous transport connections;

receive one or more requests for requested data from a second computer;

obtain requested data corresponding to the one or more requests;

transfer the requested data from the first computer to the second computer through the

plurality of simultaneous transport connections between the first computer and the second

computer such that transfer of the requested data must be finished before receiving at least one

other request from the second computer;

wherein the one or more processing devices are programmed to transfer the requested

data from the first computer to the second computer by:

dividing a portion of the requested data received in response to a same request of

the one or more requests into two or more groups, each group of the two or more groups

being assigned to a corresponding single connection of the plurality of simultaneous

transport connections and having a data size corresponding to the preferred data group

size of the corresponding single connection; and

transmitting each group of the two or more groups over the corresponding single

connection.



2 . The system of claim 1, wherein the one or more processing devices are further

programmed to:

determine a maximal number of available transport connections of the plurality of

simultaneous transport connections;

determine the preferred data group size of each connection of the plurality of

simultaneous transport connections according to attributes of one or more connections of the

plurality of simultaneous transport connections;

transfer the requested data from the first computer to the second computer by:

forwarding each data group of the two or more groups to a different connection of

the plurality of simultaneous transport connections until at least one of (a) a number of

the plurality of simultaneous transport connections that are used reaches the maximal

number and (b) delivery of the requested data is complete, such that the number of the

plurality of simultaneous transport connections that are used is less than the maximal

number when the size of the requested data is less than a sum of the preferred data group

sizes of the plurality of simultaneous transport connections.

3 . The system of claim 2, wherein the one or more processing devices are further

programmed to:

set the maximal number of available transport connections to a number of currently

opened simultaneous transport connections between the first and the second computer; and

not use at least one of the currently opened transport connections for delivery of the

requested data.



4 . The system of claim 3, wherein the one or more processing devices are further

programmed to increase the number of the plurality of simultaneous transport connections that

are used for delivery of the requested data with increase in the size of the requested data.

5 . The system of claim 1, wherein the one or more processing devices are further

programmed to:

form at least one data group of the two or more groups such that the at least one

group contains only data obtained in response to one request of the at least two different

requests; and

distribute the at least one data group to a transport connection of the plurality of

transport connections.

6 . The system of claim 5, wherein the one or more processing devices are further

programmed to distribute the at least one data group to the transport connection of the plurality

of transport connections by providing data of the at least one data group in an ordered sequence.



7 . The system of claim 5, wherein the one or more processing devices are further

programmed to add at least one header to the at least one data group distributed to the transport

connection of the plurality of simultaneous transport connections, the at least one header

including an identifier of the data obtained in response to the one request and a size of the at least

one data group.

8 . The system of claim 7, wherein the two or more groups are formatted accordingly

to Hyper Text Transport Protocol (HTTP) version 2 or higher.

9 . The system of claim 1, wherein the one or more processing devices are

programmed to sequentially forward each data group of the two or more groups to a different

connection of the plurality of simultaneous transport connections.

10. The system of claim 1, wherein the one or more processing devices are further

programmed to determine the preferred data group size of each connection of the at least the

portion of the plurality of simultaneous transport connections according to an attribute of each

connection such that the preferred data group sizes for at least two of the plurality of

simultaneous transport connections are different.

11. The system of claim 1, wherein the one or more processing devices are further

programmed to:



implement a transport protocol for the plurality of simultaneous transport connections,

the transport protocol imposing a control window that limits an amount of traffic that can be sent

before receiving acknowledgement for at least some of the traffic;

wherein the one or more processing devices are further programmed to determine the

preferred data group size of each connection of the at least the portion of the plurality of

simultaneous transport connections according to an attribute of each connection by:

selecting the preferred data group size of each connection from within a range of

preferred data group sizes of each connection, the range of preferred data group sizes of each

connection increasing with increase of a size of the control window for each connection.

12. The system of claim 11, where the transport protocol is a Transport Control

Protocol (TCP), and the control window is a smaller of a receiver window and a congestion

window.

13. The system of claim 11, wherein a maximal value of the range of preferred data

group sizes of each connection is set to be no larger than the size of the control window for each

connection.

14. The system of claim 11, wherein a minimal value of the range of preferred data

group sizes of each connection is set to be no smaller than half the size of the control window for

each connection.



15. The system of claim 1, wherein the one or more processing devices are further

programmed to:

implement a transport protocol for the plurality of simultaneous transport connections,

the transport protocol imposing a control window for each connection that limits an amount of

traffic that can be sent through the each connection before receiving acknowledgement for at

least some of the traffic; and

determine the preferred data group size of each connection of the at least the portion of

the plurality of simultaneous transport connections according to an attribute of each connection

by setting the preferred data group size of each connection such that an entire group having the

data group size may be sent through each connection without receiving an acknowledgment.

16. The system of claim 1, wherein the one or more processing devices are further

programmed to determine the preferred data group size of each connection of the at least the

portion of the plurality of simultaneous transport connections according to an attribute of each

connection by setting the preferred data groups size of each connection to an amount of data that

may be sent through each connection in a round trip time of each connection.

17. The system of claim 1, wherein the one or more processing devices are further

programmed to establish at least two of the plurality of simultaneous transport connections over

a same physical data link.

18. The system of claim 17, wherein at least two connections of the plurality of

simultaneous transport connections have a same source and destination network addresses.



19. The system of claim 1, wherein the first computer executes at least one of proxy

and a virtual private network (VPN) server.

20. A method for increasing aggregated throughput, the method comprising:

establishing, by a second computer a plurality of simultaneous transport connections

between the first computer and a second computer over a computer network;

receiving, by the first computer, two or more requests for a data transfer from the second

computer;

obtaining, by the first computer, requested data in response to each request of the two or

more requests;

forming, by the first computer, two or more data frames, each frame of the two or more

data frames including the requested data corresponding to only one request of the two or more

requests, the two or more data frames containing data corresponding to two different requests of

the two or more requests;

forwarding, by the first computer, the two or more data frames to two or more different

transport connections of the plurality of simultaneous transport connections such that all data of

each frame of the two or more data frames is forwarded to a same transport connection of the

plurality of simultaneous transport connection;

transferring, by the first computer at least one data frame of the two or more data frames

containing data corresponding to a same request of the two or more requests through one of the

transport connection of the two or more different transport connections.



21. The method of claim 20, further comprising:

storing, by the first computer, the two or more data frames containing data corresponding

to two different requests of the two or more requests in a same temporary buffer; and

retrieving, by the first computer, each frame of the two or more data frames from the

same temporary buffer before forwarding each frame to a different transport connections of the

plurality of simultaneous transport connections.

22. The method of claim 20, further comprising increasing, by the first computer, a

number of the two or more different transport connections used to transport the two or more data

frames with increase of an amount of the requested data.

23. The method of claim 20, further comprising:

delivering, by the first computer, the requested data in response to each request of two or

more first requests of the two or more requests over the plurality of simultaneous transport

connections before delivering the requested data in response to one or more second requests of

the two or more second requests, the one or more second requests received after the two or more

first requests; and

increasing, by the first computer, sizes of the two or more data frames with decrease of a

remaining amount of data that must be delivered of the requested data in response to the first

requests.



24. The method of claim 20, further comprising increasing, by the first computer,

sizes of the two or more data frames with increase of throughput of one or more transport

connections of the plurality of simultaneous transport connections.

25. The method of claim 24, further comprising detecting, by the first computer,

increase of the throughput by detecting at least one of a decrease of a packet loss rate and

increase of an amount of traffic allowed to be sent before receiving an acknowledgement for of

at least a portion of the traffic for the one or more transport connections of the plurality of

simultaneous transport connections.

26. The method of claim 20, further comprising executing, by the first computer, at

least one of a proxy and a virtual private network (VPN) server.

27. The method of claim 20, further comprising forming, by the first computer, the

two or more data frames according to a specification of Hyper Text Transport Protocol version 2

or higher.
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