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SYSTEMAND METHOD FOR EXECUTING 
MAP-REDUCE TASKS IN A STORAGE 

DEVICE 

CROSS-REFERENCE TO RELATED 
APPLICATION 

0001. This application is a continuation of U.S. patent 
application Ser. No. 14/015,815, filed on Aug. 30, 2013, now 
U.S. Pat. No. 8,819,335, the entire content of which is incor 
porated herein by reference. 

FIELD 

0002 The following description relates to cloud data stor 
age systems and more particularly to a system and method for 
efficiently executing Map-Reduce tasks on large Volumes of 
data, and on data stored in master-slave hardware configura 
tions. 

BACKGROUND 

0003. Every day, several quintillion bytes of data may be 
created around the world. These data come from everywhere: 
posts to Social media sites, digital pictures and videos, pur 
chase transaction records, bank transactions, sensors used to 
gather data and intelligence, like climate information, cell 
phone GPS signal, and many others. This type of data and its 
vast accumulation is often referred to as “big data.” This vast 
amount of data eventually is stored and maintained in Storage 
nodes, such as hard disk drives (HDDs), solid-state storage 
drives (SSDs), or the like, and these may reside on networks 
or on storage accessible via the Internet, which may be 
referred to as the "cloud.” This stored data may also require 
processing, or be subject to operations. Such as during a 
search, Pattern Mining, Classification, or other processes. 
Typically, a processing device, such as a central processing 
unit (CPU), in a server performs operations on the data. The 
data is read from the storage node, processed by the CPU and 
the processed data is sent to the Source of a request and/or 
stored back on the storage node. Standard storage nodes 
generally do not include computational resources to perform 
Such operations on data stored in the storage node. 
0004 Moreover, standard storage node interfaces, such as 
Serial Advanced Technology Attachment (SATA), Fibre 
Channel, or Serial Attached SCSI (SAS), do not define com 
mands to trigger the storage node to perform data operations 
in the storage node. Accordingly, operations are performed 
outside of the storage node, e.g., in a server CPU. To perform 
Such an operation, a server uses standard read and write 
commands Supported by existing storage node interfaces to 
move data from and to the storage node. Specifically, the 
server sends a standard read command to the storage node via 
abus. The storage node then sends the stored data over the bus 
to the server, which typically holds the data in its main 
memory. The CPU of the server then performs operations on 
the data to produce a result. Depending on the type of opera 
tion, the server provides the result to a requesting Source 
and/or stores the result on the storage node. 
0005. There are several disadvantages associated with this 
process of reading the data from the storage node, and pro 
cessing the data within the server, and potentially storing the 
processed data back on the storage node. Because of these 
disadvantages, the process of performing data operations on 
the server is referred to as “costly' or “expensive' in terms of 
device performance and power consumption. Because the 
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server CPU is involved in every step of the process, this 
process occupies the CPU of the server, consumes power, 
blocks other user operations that otherwise could have been 
performed, and requires that the server contain a buffer, or a 
larger buffer than would otherwise be needed. The buffer is 
typically the main memory of the CPU, or double data rate 
(DDR) random access memory. This process also ties up the 
communication bus between the server and the storage node 
since data is sent from the storage node to the server and then 
back to the storage node. In other words, existing processes 
for searching and analyzing large distributed unstructured 
databases are time-consuming and use large amounts of 
resources such as CPU utilization, memory footprint, or 
energy. 
0006. In summary, typical operations like search, pattern 
mining, classification, machine learning algorithms and data 
analysis are, in existing systems, performed on the local serv 
er's CPU. Search and processing may be performed over the 
entire data residing in storage nodes (e.g., Solid state drives 
(SSDs), hard disk drives (HDDs), etc.) within the server. Data 
needs to be moved from the storage node into the CPU 
memory where it can then be processed. This is inefficient, 
e.g., slow, because a single server CPU, which may control a 
large collection of storage nodes, has relatively little process 
ing power with which to process the large Volume of data 
stored on the collection of storage nodes. Efficiency may also 
be compromised by one or more data bottlenecks between the 
server CPU and the storage nodes. Moreover, requiring the 
server's CPU to do this work makes inefficient use of energy 
as well, in part because a general-purpose CPU like a server 
CPU generally is not optimized for large data set processing, 
and in part because transferring data over a data bus and 
across the interface to the storage node requires a significant 
amount of power. 
0007 Big data may be managed and analyzed using the 
HadoopTM software framework and using the Map-Reduce 
programming model. The HadoopTM framework may imple 
ment Map-Reduce functions to distribute the data query, 
which may be a Map-Reduce job, into a large number of small 
fragments of work, referred to herein as tasks, each of which 
may be performed on one of a large number of compute 
nodes. In particular, the work may involve map tasks and 
reduce tasks which may be used to categorize and analyze 
large amounts of data in distributed Systems. As used herein, 
a compute node is a piece of hardware capable of performing 
operations, and a storage node is a piece of hardware capable 
of storing data. Thus, for example, a piece of hardware may 
be, or contain, both a compute node and a storage node, and, 
as another example, a compute node may include or contain a 
storage node. 
0008 Related art Map-Reduce systems for large-scale 
processing of data in a parallel processing environment 
include one or more map modules configured to read input 
data and to apply at least one application-specific map opera 
tion to the input data to produce intermediate data values. An 
intermediate data structure stores the intermediate data Val 
ues. These systems also include reduce modules, which are 
configured to retrieve the intermediate data values from the 
intermediate data structure and to apply at least one user 
specified reduce operation to the intermediate data values to 
provide output data. Preferably, the map and/or reduce tasks 
are automatically parallelized across multiple compute nodes 
in the parallel processing environment. The programs or 
instructions for handling parallelization of the map and 
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reduce tasks are application independent. The input data and 
the intermediate data values can include key/value pairs and 
the reduce operation can include combining intermediate data 
values having the same key. The intermediate data structure 
can include one or more intermediate data files coupled to 
each map module for storing intermediate data values. The 
map and reduce tasks can be executed on different compute 
nodes. The output data can be written to the local storage node 
or to another compute node using a distributed file system, for 
instance, a HadoopTM distributed file system (HDFS). 
0009 Map-Reduce (M-R) is a programming model that 
allows large amounts of data to be processed on parallel 
computer platforms using two basic functions: map and 
reduce. Data is first mapped (for grouping purposes) using the 
map function and then reduced (aggregated) using the reduce 
function. For example, records having different attributes 
Such as “dog” and "cat' could be mapped, for grouping pur 
poses, to new records (or tuples) where each has attributes of 
“animal instead of “dog” or "cat'. Then, by a reduce func 
tion, all the “animal' records (or tuples) could be aggregated. 
A Map-Reduce model implemented in a parallel processing 
computer system may enhance the processing of massive 
quantities of data by a "divide-and-conquer Strategy that 
may result from dividing the data into portions and processing 
it on parallel-processing computer installations. 
0010 Related art hardware systems may include a set of 
data nodes, which may also be referred to as slave nodes, 
controlled by a master node which may also be referred to as 
a job tracker or name node. Within the HadoopTM framework, 
the master node may use the Map-Reduce process to assign 
tasks to slave nodes, the slave nodes may complete the tasks, 
and the master node may then aggregate the results produced 
by the slave nodes. 
0011. The master node and the slave nodes may be servers, 
each including a CPU and a storage node. As in the case of 
other operations, slave node Sub job operations executed in a 
CPU which retrieves data from a storage node and may save 
results on a storage node are relatively slow and power-inef 
ficient. Thus, there is a need for a system and method, in, e.g., 
a HadoopTM system, for more efficiently processing data 
stored on storage nodes. 

SUMMARY 

0012 Aspects of embodiments of the present disclosure 
are directed toward a system and method of providing 
enhanced data processing and analysis in a clusterofcompute 
nodes executing Map-Reduce tasks in a HadoopTM frame 
work. HadoopTM framework divides a data query (Map-Re 
duce job) into a large number of Small fragments of work, 
each of which may be performed on one of a large number of 
compute nodes. The work may involve a map task and a 
reduce task which may be used to categorize and analyze 
large amounts of data in distributed systems. A HadoopTM 
cluster contains a master node and a plurality of slave nodes. 
The slave nodes include intelligent solid-state drives capable 
of executing Map-Reduce tasks. The use of intelligent solid 
state drives reduces the need to exchange data with a CPU in 
a SWC. 

0013. According to an embodiment of the present inven 
tion there is provided an intelligent solid state drive including: 
a processing unit; and a flash memory; the processing unit 
configured to be in communication with the flash memory, 
and including: a hardware engine; and a microcontroller; the 
Solid state drive configured to perform map and reduce tasks. 
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0014. In one embodiment, the intelligent solid state drive 
is configured to run an operating system. 
0015. In one embodiment, the operating system is config 
ured to enable the drive to execute a high-level computer 
language. 
0016. In one embodiment, the computer language is an 
object-oriented programming language. 
0017. In one embodiment, the cluster includes a cluster of 
nodes, the cluster of nodes including: a master node; and a 
plurality of slave nodes; wherein a slave node of the plurality 
of slave nodes includes a server including a server central 
processing unit (CPU) and an intelligent solid State drive. 
0018. In one embodiment, the cluster includes a cluster of 
nodes, the cluster of nodes including: a master node; and a 
plurality of slave nodes; wherein a slave node of the plurality 
of slave nodes is an intelligent solid state drive. 
0019. In one embodiment, the plurality includes a master 
node and a plurality of slave nodes, a slave node of the 
plurality of slave nodes including an intelligent solid State 
drive, the method including: Submitting the query to the mas 
ter node; assigning a plurality of tasks to the plurality of slave 
nodes, by the master node, the plurality of tasks being con 
figured to execute portions of the query; executing the plural 
ity of tasks, by the plurality of slave nodes; returning the 
results of the execution of the plurality of tasks, by the plu 
rality of slave nodes, to the master node; and aggregating, by 
the master node, the results of the execution of the plurality of 
tasks. 
0020. In one embodiment, the method includes assigning 
of a task by a first slave node of the plurality of slave nodes to 
a second slave node of the plurality of slave nodes. 
0021. In one embodiment, a task of the plurality of tasks 
includes an execution of a map function withina Map-Reduce 
framework. 
0022. In one embodiment, a task of the plurality of tasks 
includes an execution of a reduce function within a Map 
Reduce framework. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0023. In order to facilitate a fuller understanding of the 
present disclosure, reference is now made to the accompany 
ing drawings, in which like elements are referenced with like 
numerals. These drawings should not be construed as limiting 
the present disclosure, but are intended to be exemplary only. 
0024 FIG. 1 shows an exemplary block diagram depicting 
a solid state drive in communication with a server, in accor 
dance with related art systems; 
0025 FIG. 2 depicts an exemplary block diagram of a 
Solid state drive in communication with a server, in accor 
dance with an embodiment of the present invention; 
0026 FIG.3 shows exemplary acts for performing queries 
in a solid state drive, inaccordance with an embodiment of the 
present invention; 
0027 FIG. 4 depicts an exemplary block diagram of a 
processing unit of a solid state drive in communication with a 
server and flash memory storage, in accordance with an 
embodiment of the present invention; 
0028 FIG. 5 shows a representation of the storage area of 
a solid state drive, in relation with searches conducted on the 
storage area, in accordance with an embodiment of the 
present invention; 
0029 FIG. 6 shows a chart comparing the power usage of 
an existing system with the power usage of a system employ 
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ing a storage node constructed according to an embodiment 
of the present invention, during an exemplary query of a Solid 
state drive; 
0030 FIG. 7 depicts an exemplary block diagram of a 
processing unit of a solid state drive in communication with a 
server and a plurality of flash memories, in accordance with 
an embodiment of the present invention; 
0031 FIG. 8 shows a cluster of nodes in a distributed 
computing system according to an embodiment of the present 
invention; 
0032 FIG. 9 shows a data node architecture according to 
an embodiment of the present invention; 
0033 FIG. 10 shows a data node architecture according to 
another embodiment of the present invention; 
0034 FIG. 11 is a flowchart illustrating acts involved in 
the storage of unstructured data in a distributed file system 
according to an embodiment of the present invention; and 
0035 FIG. 12 is a flowchart illustrating acts involved in 
execution of a query in a distributed file system according to 
an embodiment of the present invention. 

DETAILED DESCRIPTION 

0036. The detailed description set forth below in connec 
tion with the appended drawings is intended as a description 
of exemplary embodiments of a system and method for per 
forming efficient data operations and analytics provided in 
accordance with the present invention and is not intended to 
represent the only forms in which the present invention may 
be constructed or utilized. The description sets forth the fea 
tures of the present invention in connection with the illus 
trated embodiments. It is to be understood, however, that the 
same or equivalent functions and structures may be accom 
plished by different embodiments that are also intended to be 
encompassed within the spirit and scope of the invention. As 
denoted elsewhere herein, like element numbers are intended 
to indicate like elements or features. 
0037. The present invention relates to systems and meth 
ods for processing data in large systems using Solid state 
storage. According to an embodiment of the present inven 
tion, processing of data stored on an intelligent Solid State 
storage node, which may be referred to as an intelligent Solid 
state drive (SSD), does not require comparatively slow read 
ing and re-writing of the data and, instead, is accommodated 
by performing the processing within the intelligent SSD. 
0038 Comparable SSDs typically include a controller for 
facilitating the transfer of data to and from the SSD. The CPU 
in a typical comparable SSD has limited processing capabil 
ity, which is an obstacle to running an operating system and to 
running JavaTM. It also lacks a hardware engine for perform 
ing a word count or pattern matching. 
0039 FIG. 1 is a block diagram of a system which includes 
a server 110 in communication with a storage node for per 
forming data queries according to prior art implementations. 
FIG. 1 includes a server 110, which can include a processor, 
such as a server central processing unit (CPU) 120, and a 
comparable SSD 125, which can include a storage node con 
troller 140 and a non-volatile memory, e.g., a flash memory 
150. The server 110 and comparable SSD 125 may be imple 
mented in a cloud-based computing environment. The server 
110 and comparable SSD 125 may communicate using any 
storage buses as well as PCIe with any protocol which runs on 
it. In other embodiments storage nodes may be connected to, 
and controlled by, a host CPU which need not be a server CPU 
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but may be a CPU in an application not configured as a server. 
Thus a server CPU may be an example of a host CPU. 
0040. As used herein, the phrase “in communication with 
refers to in direct communication with or in indirect commu 
nication with via one or more components named or unnamed 
herein. The server 110 and the comparable SSD 125 can be in 
communication with each other via a wired or wireless con 
nection. For example, in one embodiment, the comparable 
SSD 125 may comprise pins (or a socket) to mate with a 
corresponding socket (or pins) on the server 110 to establish 
an electrical and physical connection. In another embodi 
ment, the comparable SSD 125 can comprise a wireless trans 
ceiver to place the server 110 and the comparable SSD 125 in 
wireless communication with each other. The server 110 and 
the comparable SSD 125 may be separately housed from each 
other, or contained in the same housing. 
0041 As shown in FIG.1, in operation, the server 110 may 
receive a query, which may, for example, entail finding the 
number of occurrences of a certain pattern or text. As used 
herein, a pattern is a combination of strings and logical opera 
tions, in which the logical operations determine which com 
binations of the strings, if they are found in a set of data, will 
constitute a match for the pattern in the set of data. In 
response, the server 110 may send a data request to the com 
parable SSD 125. The comparable SSD 125 receives the data 
request, and retrieves the requested data. The comparable 
SSD 125 then sends the data to the server 110. The server 
CPU 120 processes the data and returns the results. The server 
110 and the comparable SSD 125 may include additional 
components, which are not shown in FIG. 1 to simplify the 
drawing. 
0042. In one embodiment of the present invention and 
referring to FIG. 2, an intelligent SSD 130 may have the 
capabilities of a comparable SSD 125 in addition to further 
capabilities discussed in detail below. Thus, an intelligent 
SSD 130 may be used in applications in which a comparable 
SSD 125 might otherwise be used, such as those described 
above with respect to FIG. 1. 
0043. In particular and as shown in FIG. 2, a server 110' 
may include a processor, such as a server central processing 
unit (CPU) 120, and an intelligent SSD 130. The server 110' 
and intelligent SSD 130 may be implemented in a cloud 
based computing environment. The server 110' and intelli 
gent SSD 130 may communicate using any storage buses as 
well as PCIe with any protocol which runs on it. In other 
embodiments storage nodes may be connected to, and con 
trolled by, a host CPU which need not be a server CPU but 
may be a CPU in an application not configured as a server. 
0044) The server 110' and the intelligent SSD 130 can be in 
communication with each other via a wired or wireless con 
nection. For example, in one embodiment, the intelligent SSD 
130 may comprise pins (or a socket) to mate with a corre 
sponding socket (or pins) in the server 110' to establish an 
electrical and physical connection with, e.g., the CPU 120. In 
another embodiment, the intelligent SSD 130 can comprise a 
wireless transceiver to place the server 110' and the intelligent 
SSD 130 in wireless communication with each other. The 
server 110' and the intelligent SSD 130 may be separately 
housed from each other, or contained in the same housing. 
0045. As shown in FIG. 2, in operation, the server 110' 
may receive a query, described by map and reduce functions, 
which may, for example, entail finding the number of occur 
rences of a certain pattern or text. As used herein, a pattern is 
a combination of strings and logical operations, in which the 
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logical operations determine which combinations of the 
strings, if they are found in a set of data, will constitute a 
match for the pattern in the set of data. In response, the server 
110' may send a data request to the intelligent SSD 130. The 
intelligent SSD 130 receives the data request, and retrieves 
the requested data. The intelligent SSD 130 then sends the 
data to the server 110'. The server CPU 120 processes the data 
and returns the results. 
0046 FIG. 2 is a block diagram of a system which includes 
a server 110' containing, and in communication with, an 
intelligent SSD 130 for performing data queries according to 
aspects of the present disclosure. The server 110' and intelli 
gent SSD 130 may be part of a cloud-based computing envi 
ronment, a network, or a separate Subsystem. The server may 
also contain a server CPU 120, and a data buffer 260, which 
may be composed of DDR memory. 
0047 According to aspects of the present disclosure, the 
intelligent SSD 130 includes an SSD controller 240 that is 
designed for data operations or analytics, such as search and 
analysis of a large Volume of unstructured data. The SSD 
controller 240 can include, for example, a reconfigurable 
digital signal processing (DSP) core containing arithmetic 
and logic units and other dedicated hardware units that may 
be used to perform data analytics, and other operations such 
as compression, decompression, encryption, and decryption. 
In one embodiment, the intelligent SSD 130 includes an 
ARM-based core or any other suitable CPU. These additional 
cores and circuitry within the silicon of the SSD controller 
240 occupy a small area and as a result consume little power. 
Although these functions could also be performed on a server 
CPU, transferring data over a data bus and across the interface 
to the storage node requires a significant amount of power. By 
designing and/or integrating the silicon of the SSD controller 
240 to perform the desired functions, their execution can be 
made significantly more power-efficient. The intelligent SSD 
130 may include an SSD controller 240 and a flash memory 
150. 

0048. In one embodiment, the SSD controller 240 per 
forms querying of data. For example, a Map-Reduce job may 
be composed of a request to find a text word, and/or the 
number of occurrences of that text word in the storage nodes 
in the server. According to aspects of the present disclosure, 
instead of reading contents of the storage node into the server 
CPU and counting the number of matches, the task can be 
computed locally within the storage node. The server 110' 
may be configured to receive queries. When the server (also 
referred to as the data node) receives a query, the serverpasses 
the query to the storage nodes in the server. Each of these 
storage nodes, which may be SSDs, may then process the 
query and return the results to the server, which may compile 
them. While this process is illustrated with reference to a 
query, described by Map-Reduce functions, a similar process 
enables data analytics, machine learning algorithms, and 
other such operations to be performed on the SSD controller 
240. 

0049. A query may include pattern matching, word count 
or occurrence counting. In both pattern matching and occur 
rence counting, the data are searched for matches to one or 
more specified patterns; in pattern matching, the matching 
data are returned whereas in occurrence counting only the 
number of matches is returned. In addition to pattern match 
ing, word count, and occurrence count, the SSD controller 
240 may run a JavaTM engine. The ability to run a JavaTM 
engine on the SSD controller 240 may enable the SSD con 
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troller 240 to participate in a HadoopTM system and to execute 
map and reduce tasks. It may also enable the storage node to 
perform more complex operations in response to communi 
cations Supported by standard storage node interfaces. The 
ability to run JavaTM requires a higher performance CPU and 
may require an operating system. The unused portion of the 
SSD controller 240 may be used for running the operating 
system and JavaTM for high leveloperation. Other operations, 
Such as counting the number of occurrences of a string in the 
SSD data, for which high speed execution at low power con 
Sumption is important, may be performed by purpose-de 
signed processing elements or by a DSP core in the SSD 
controller 240. 

0050 FIG. 3 illustrates a flow diagram of an exemplary 
method for performing data queries, which may be described 
by Map-Reduce functions, pursuant to aspects of the present 
disclosure. Specifically, the system of FIG. 2 receives a query 
302 for data. At act 304, the server determines whether the 
query will be processed in the server or whether it will be 
passed to the SSD. If the system performs the query in the 
server, then at act 306, the server sends a data request to the 
SSD. The server receives the requested data from the SSD at 
act 308 and processes the query in the server at act 310. 
Finally, the server returns the query results at act 312. 
0051. If the system performs the query in the SSD, then at 
act 314, the server passes the query to the SSD. The SSD 
processes the query at act 316 and passes the query results to 
the server at act 318. Finally, the server returns the query 
results at act 320. While this process is illustrated with refer 
ence to a query, a similar process enables data analytics, 
pattern matching and searching, and other Such operations to 
be performed on the SSD controller 240. 
0052 FIG. 4 is a block diagram of an SSD controller 240 
according to an embodiment of the present invention. The 
SSD controller 240 includes a host interface 400, a microcon 
troller 410, a hardware engine 420, a digital signal processor 
(DSP) or DSP core 430, a processing unit buffer 460, and a 
flash interface 440. The host interface 400 may be, for 
example, PCIe, NVMe, SATA, Fibre Channel, SAS, SCSI 
over PCIe, or Ethernet. There may be other components on 
the SSD controller 240 which are not illustrated, such as 
buffers and the like. The SSD controller 240 communicates 
with the flash memory 150 through the flash interface 440, 
which may implement a flash channel interface. In one 
embodiment, there may be a separate hardware engine 420 
for each flash channel; the hardware engine 420 may include 
a hardware-based search engine. As used herein, a search 
engine is a digital hardware block designed to testa set of data 
to determine whether and where it contains matches to a 
specified pattern. Thus, a comparator implemented in hard 
ware is an example of a search engine, and a more complex 
search engine may include, among its functional elements, a 
comparator implemented in hardware. The SSD controller 
240 may be a single silicon chip, e.g., a system on a chip 
(SOC). In one embodiment, the DSP core is a reconfigurable 
DSP. In one embodiment, the microcontroller 410, the pro 
cessing unit buffer 460, and the flash interface 440 are all 
integrated onto a single semiconductor chip (e.g., a single 
silicon chip), along with a hardware engine 420 or a DSP core 
430, or both. 
0053 As shown in FIG. 4, the SSD controller 240 may 
receive a query through the host interface 400. In one embodi 
ment, the microcontroller 410 processes the query by using 
the hardware engine 420 to compare the requested content of 
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the query with the data on the flash memory 150. The hard 
ware engine 420 may be a hardware-based search engine and 
may work in conjunction with the DSP430. In one example 
the DSP may perform encryption and decryption and the 
hardware engine may perform searching. The microcontrol 
ler 410 returns the results of the query to the server 110' 
through the host interface 400. In other embodiments, the 
results of the query or other operation in the intelligent SSD 
130 may, instead of being returned to the server CPU 120 or 
host CPU, be stored in the flash memory 150 or flash memo 
ries 150 (FIG. 7), for subsequent retrieval by the server CPU 
or host CPU. 

0054 FIG. 5 shows a representation of the storage area of 
an intelligent SSD 130, in relation with search processes 
conducted on the storage area, in accordance with an embodi 
ment of the present disclosure. FIG. 5 includes a data storage 
area 510, which reflects the storage area on the flash memory 
150 where data may be located. The server 110' may send 
queries regularly based on requests it may receive. Once a 
query, e.g., a request to search for occurrences of a first 
pattern, is passed to the intelligent SSD 130, the intelligent 
SSD 130 begins processing it, searching the flash memory 
150. If an additional query, related to a second pattern, arrives 
before the intelligent SSD 130 has completed processing of 
the initial query, the intelligent SSD 130 may continue to 
search for the first pattern while simultaneously or concur 
rently beginning to search for the second pattern. Once it 
reaches the end of the flash memory 150, the SSD may then 
start again at the beginning of the flash memory 150, search 
ing for only the second pattern, until it reaches the point in the 
flash memory 150 at which it received the second query. 
0055. A wide range of capabilities may be implemented in 
a system constructed according to the embodiment illustrated 
in FIG. 4. For example, if the hardware engine 420 includes a 
hardware-based search engine, the system may be capable of 
high-speed, power-efficient searches of the flash memory 
150, for example to count the number of occurrences of a 
string, pattern, or number. The DSP 430 may be used for 
functions such as encryption of the data written to the flash 
memory 150 and decryption of the data read from the flash 
memory 150, or similarly for compression and decompres 
sion at write and read respectively, to increase the effective 
storage capacity of the intelligent SSD 130. In one embodi 
ment an application layer, running for example in the server 
CPU 120, may perform encryption or compression, and the 
DSP430 may decrypt or decompress the data as needed based 
on the algorithm used in the application layer. The algorithm 
used by the application layer may be communicated to the 
DSP by the host CPU. A DSP may also be used for other 
functions such as in-line indexing, which may be performed 
when data is written to the flash memory 150, producing an 
index which may Subsequently be used to accelerate search 
operations of the flash memory 150. 
0056. In one embodiment, the intelligent SSD 130 may 
perform Sophisticated analysis including searches and condi 
tional searches. For example a server may have stored in it a 
very large number of email messages, and a user may wish to 
find messages satisfying certain criteria, having been sent by 
a particular sender to any recipient at a particular company. 
The combination of these two criteria may be tested for by a 
suitably selected pattern, but if the user wishes to narrow the 
search further, e.g., with an intelligent search of the body of 
each email to determine whether a particular transaction was 
discussed, a more Sophisticated algorithm than pattern 
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matching may be required. A conditional search may be used 
in this example, where criteria related to the body of an email 
are tested only if an email first meets a first set of criteria, e.g., 
related to the header of the email; in this case, additional 
criteria, e.g., a second or third set of criteria related to the 
body of the email may be added to the search. A system 
constructed according to the embodiment illustrated in FIG. 4 
is suitable for implementing a broad class of analysis algo 
rithms including searches and conditional searches. 
0057. In another example as illustrated in FIG. 5, upon 
receipt of query requiring a first search, referred to as Search 
A, the process begins reading the data storage area 510 at a 
storage location 520 and progresses through the data storage 
area 510. During Search A, while at a storage location 530, a 
query requiring a second search, referred to as Search B, is 
received, and the process begins Search Bat storage location 
530, in addition to continuing Search A at storage location 
530. Similarly, Search C is added to the set of simultaneously 
conducted searches at storage location 540. Search A com 
pletes at storage location 550, while Search B and Search C 
continue at storage location 520. Search B then completes at 
storage location 530, and Search C completes at storage loca 
tion 540. 
0.058 As illustrated in FIG. 5, the search process continues 
previously initiated searches across the data storage area 510, 
while simultaneously commencing newly requested 
searches. The data storage area 510 may be comprised of 
logical or physical addresses. The addresses may be defined 
as blocks, pages, sectors, or the like. 
0059 FIG. 6 shows a chart of the power usage of existing 
systems in relation to the powerusage of a system constructed 
according to an embodiment of the present invention, for an 
exemplary query of a solid state drive. The solid line depicts 
typical power usage when a server processes a query. The 
dotted line depicts typical power usage when the query is 
instead performed by the solid state drive 130. Because the 
server CPU both consumes a higher level of power (level A in 
FIG. 6) and spends more time processing the query, the 
energy consumed, i.e., the area under the solid line, is signifi 
cantly greater than the energy consumed (represented by the 
cross-hatched area under the dashed line) when the query is 
processed by the intelligent SSD 130, which consumes power 
at a lower level (level B in FIG. 6) and completes the process 
ing more quickly. 
0060 Referring to FIG. 7, in one embodiment of an SSD 
controller 240, the microcontroller 410 may be connected to 
a plurality of hardware engines 420, each of which may 
access a plurality of flash memories 150 through a buffer 460 
and a flash interface 440. This structure allows searches to be 
performed in parallel, resulting in shorter processing times 
(as illustrated in FIG. 6). 

Applications 

0061 The disclosed systems and methods have many 
potential applications, including but not limited to data que 
ries, data analytics, pattern mining, machine learning algo 
rithm, encryption and decryption. While the illustrations 
above relate to a query, a similar process may be performed, 
for example, in relation to data analytics, pattern mining, 
machine learning algorithm, classification, compression and 
decompression, and encryption and decryption. 
0062. There are many alternatives that can be used with 
these embodiments. For example, while solid state drives 
(SSDs) were discussed in examples above, any type of suit 
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able memory device, such as a hard disk drive (HDD), can be 
used. Further, embodiments of the present invention may be 
used in a redundant array of independent disks (RAID) to 
achieve similar advantages in optimizing performance and 
resource utilization, while taking advantage of efficiencies in 
RAID parity calculations and the number of physical inputs 
and outputs (I/Os) performed. Accordingly, these embodi 
ments can be used to make RAID controllers and subsystems 
more efficient. 

0063. Other embodiments are within the scope and spirit 
of the invention. For example, the functionality described 
above can be implemented using software, hardware, firm 
ware, hardwiring, or combinations of any of these. One or 
more computer processors operating in accordance with 
instructions may implement the functions associated with 
managing use of cache devices in accordance with the present 
disclosure as described above. If such is the case, it is within 
the scope of the present disclosure that Such instructions may 
be stored on one or more non-transitory processor readable 
storage media (e.g., a magnetic disk, non-volatile random 
access memory, phase-change memory or other storage 
medium). Additionally, modules implementing functions 
may also be physically located at various positions, including 
being distributed Such that portions of functions are imple 
mented at different physical locations. 
0064 Referring to FIG. 8, in one embodiment, an intelli 
gent SSD 130 containing one or more CPUs is capable of 
running an operating system on one or more of its CPUs and 
also of running programs written in high-level languages, 
e.g., object-oriented languages such as JavaTM, PythonTM, or 
C++. Such programs may describe Map-Reduce functions in 
a cluster of compute nodes. The cluster may include a master 
node 810 and a number of slave nodes 820; the master node 
and the slave nodes may each include or be connected to a 
storage node 830. Some or all of the storage nodes may be 
intelligent SSDs 130, and the remainder may be comparable 
storage nodes such as comparable SSDs or comparable 
HDDs. The intelligent SSDs 130 may contain hardware 
accelerated engines to improve the performance of some 
tasks, for example search. 
0065. In one embodiment, the intelligent SSD 130 is part 
of a data node 820 in the same way as a comparable SSD 125 
or other storage node may be part of a data node 820, but it is 
capable of executing Map-Reduce tasks without transferring 
the data from the intelligent SSD 130 out to the main CPU. In 
another embodiment a data node 820' is an intelligent SSD 
130 itself, as illustrated by the data node 820' of FIG.8. 
0066. These two possibilities are illustrated in FIGS.9 and 
10. Referring to FIG. 9, the data node 820 may have the 
architecture of a server, with a server CPU 120, DRAM 
memory, an Ethernet or gigabit Ethernet (GbE) connection 
for external communications, and a storage node, which, as 
illustrated, may be an intelligent SSD 130. The intelligent 
SSD 130 may communicate with the CPU using vendor 
specific commands, i.e., commands specified by the vendor 
of the intelligent SSD 130, which may be executed by the 
CPU after the installation of appropriate drivers in the data 
node 820. This embodiment provides value especially in 
legacy, i.e., existing, installations in which it may be more 
cost-effective to replace comparable storage nodes with intel 
ligent SSDs 130 when the comparable storage nodes fail, or 
as performance improvements and power efficiency improve 
ments are needed. 
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0067. Referring to FIG. 10, in another embodiment, the 
data node 820' may be the intelligent SSD 130 itself, having 
an Ethernet, or gigabit Ethernet (GbE), connection for exter 
nal communications, a buffer 460, an SSD controller 240, and 
a flash array. The SSD controller 240 may for example 
include, as shown in FIG. 4, a microcontroller 410, a hard 
ware engine 420, and a DSP430. This embodiment may be of 
particular benefit in new installations, in which the use of an 
intelligent SSD 130 instead of a data node containing a com 
parable storage node may provide cost savings, in addition to 
improvements in performance and reductions in power con 
Sumption. 
0068. In operation unstructured data is placed on the data 
nodes via the master node (FIG. 11) and queries are executed 
on the data using the Map-Reduce framework (FIG. 12). 
Referring to FIG. 11, in one embodiment, the process of 
storing unstructured data on the HadoopTM distributed file 
system (HDFS) includes three acts. In an act 1105, the data 
are chopped into multiple data blocks, which are scattered, in 
an act 1110, over multiple data nodes 820. Metadata for the 
data blocks are stored, in an act 1115, on the master node. 
Unstructured data may include Social feeds, geographic infor 
mation systems (GIS) data, documents, extensible markup 
language (XML), email, web logs, images, audit logs, data 
from fields sensors, radio frequency identification (RFID) 
data, data about world events, data about market events, and 
closed-circuit television (CCTV) footage. 
0069. Referring to FIG. 12, the execution of queries 
involves several acts. In an act 1205, a user submits a query to 
the system. This may be accomplished through an application 
interface. In an act 1210, the query is Submitted, e.g., by a 
client machine running the application interface, to the master 
node 810, which, in an act 1215, uses the map process to 
assign Sub-jobs for executing the query to slave nodes 820. 
Each slave node 820 to which a sub job is assigned by the 
master node 810 may optionally, in an act 1220, further assign 
sub jobs to other slave nodes 820. The sub-jobs are executed 
in parallel in an act 1225, the slave nodes 820 return the 
results to the master node 810 in an act 1230, and the master 
node 810, in an act 1235, aggregates the results. 
0070 The present disclosure is not to be limited in scope 
by the specific embodiments described herein. Indeed, other 
various embodiments of and modifications to the present 
disclosure, in addition to those described herein, will be 
apparent to those of ordinary skill in the art from the forego 
ing description and accompanying drawings. Thus, Such 
other embodiments and modifications are intended to fall 
within the scope of the present disclosure. Further, although 
the present disclosure has been described herein in the context 
of a particular implementation in a particular environment for 
a particular purpose, those of ordinary skill in the art will 
recognize that its usefulness is not limited thereto and that the 
present disclosure may be beneficially implemented in any 
number of environments for any number of purposes. Accord 
ingly, the claims set forth below should be construed in view 
of the full breadth and spirit of the present disclosure as 
described herein and equivalents thereof. 
What is claimed is: 
1. An intelligent Solid State drive comprising: 
a solid state drive controller; 
a solid state drive host interface; and 
a flash memory; 
the solid state drive controller configured to be in commu 

nication with the flash memory, and comprising: 
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a hardware engine; and 
a microcontroller, 
the solid state drive configured to: 
receive, through the solid state drive host interface, a data 

query described by Map-Reduce functions: 
execute map and reduce tasks, in the Solid state drive con 

troller, to process the query; and 
return a query result through the Solid state drive host 

interface. 
2. An intelligent solid State drive comprising: 
a solid state drive controller; 
a solid state drive host interface; and 
a flash memory; 
the solid state drive host interface being selected from the 

group consisting of PCIe, NVMe, SATA, Fibre Chan 
nel, SAS, SCSI over PCIe, and Ethernet, 

the solid state drive controller configured to be in commu 
nication with the flash memory, and comprising: 

a hardware engine; and 
a microcontroller, 
the solid state drive configured to perform map and reduce 

tasks. 
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