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STORAGE AREANETWORK ATTACHED 
CLUSTERED STORAGE SYSTEM 

0001. This is a non-provisional application filed under 37 
C.F.R.S 1.53(b), claiming priority under U.S.C. Section 119 
(e) to U.S. Provisional Patent Application Ser. No. 61/538, 
786 filed Sep. 23, 2011, the entire disclosure of which is 
hereby expressly incorporated by reference. 

FIELD OF THE INVENTION 

0002. At least one embodiment of the present invention 
pertains to network Storage systems, and more particularly, to 
a Storage Area Network (SAN)-attached clustered storage 
system. 

BACKGROUND 

0003) A storage controller is a physical processing device 
that is used to store and retrieve data on behalf of one or more 
hosts. A network storage controller can be configured (e.g., by 
hardware, software, firmware, or any combination thereof) to 
operate as a storage server that serves one or more clients on 
a network, to store and manage data in a set of mass storage 
devices, such as magnetic or optical storage-based disks, 
tapes, or flash memory. Some storage servers are designed to 
service file-level requests from hosts, as is commonly the case 
with file servers used in a network attached storage (NAS) 
environment. Other storage servers are designed to service 
block-level requests from hosts, as with storage servers used 
in a storage area network (SAN) environment. Storage serv 
ers in a SAN environment organize the storage into one or 
more logical units that can be addressed by the host and be 
used as containers to store data. Each logical unit can be 
divided into a number offixed size logical blocks, and the host 
can store/retrieve data at the granularity of a logical block. 
Still other storage servers are capable of servicing both file 
level requests and block-level requests, as is the case with 
certain storage servers made by NetApp(R), Inc. of Sunnyvale, 
Calif., employing the DataONTAPR) storage operating sys 
tem. 

0004. A network storage system can be an individual stor 
age server that provides one or more clients with access to 
data stored in a mass storage Subsystem. Recently, however, 
with storage capacity demands increasing rapidly in almost 
every business sector, there has been a trend towards the use 
of clustered network storage systems, to improve Scalability. 
In addition, as more and more business critical applications 
are being deployed on virtualized, shared infrastructure, there 
has been a trend towards using clustered network storage 
systems to improve reliability. In a clustered storage system, 
two or more storage server nodes are connected in a distrib 
uted architecture Such that the storage server nodes operate in 
a coordinated manner to respond to client requests. Each 
storage server node is in fact a storage server, although it has 
a distributed architecture. Two or more such storage server 
nodes are typically connected to form a storage cluster, where 
each of the nodes in the cluster can communicate with the 
other nodes in the cluster. 
0005. A clustered architecture allows convenient scaling 
through the addition of more nodes, all capable of communi 
cating with each other. Further, a storage cluster may present 
a single system image of stored data to clients and adminis 
trators, such that the actual location of data can be made 
transparent to clients and administrators. However, as the 
number of nodes in a cluster increases, maintaining a consis 
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tent single system image across the nodes of the cluster 
becomes a challenge as management and control operations 
are performed on the cluster resources. 

SUMMARY 

0006. The storage system architecture and techniques 
introduced here provide a for presenting a single distributed 
logical unit, comprising one or more logical Sub-units, as 
single logical unit of storage to a host system in a SAN 
attached clustered storage system. In addition, the techniques 
provide a mechanism to coordinate the activities of the logical 
Sub-units in Such away that the distributed implementation is 
transparent to a host system Such that the logical Sub-units are 
not visible to the host as separate entities and the host is 
presented with consistent block access protocol semantics to 
the distributed logical unit. This enables the distributed logi 
cal unit to service requests from multiple hosts without 
requiring any modification to the host or block access proto 
cols. In accordance with the techniques introduced here, each 
logical Sub-unit includes a task Sub-set, a task Sub-manager, 
and a device Sub-server. The techniques provide a mechanism 
to coordinate the task Sub-set management activities of the 
task Sub-managers in Such a way that the task Sub-sets make 
up a single distributed task set that is maintained for the 
distributed logical unit. The techniques also provide a mecha 
nism to coordinate the execution of commands from the dis 
tributed task set by the device sub-servers such that semanti 
cally correct task execution atomicity is maintained within 
the distributed logical unit. 
0007 Maintaining consistent global context information 
among the logical Sub-units such that the logical Sub-units are 
not visible to a host system as separate entities from the single 
distributed logical unit allows the SAN-attached clustered 
storage system to be expanded and/or modified without hav 
ing to disrupt host system access. Further, because of the 
distributed nature of the logical unit, the system is more easily 
scalable and is more reliable or tolerant to faults in various 
hardware or software components that together form the 
SAN-attached clustered storage system. 
0008. The techniques further provide a mechanism for 
Subsystems and/or objects of the storage system to coordinate 
transactions that modify the shared State in peer instances of 
the Subsystems and/or objects throughout the cluster. Using 
the techniques introduced here, a cluster transaction manager 
abstracts cluster Subsystems and objects into groups that 
share state. Transactions that affect the state of any given 
group are coordinated by the cluster transaction manager 
using a multi-phase Voting process to ensure consistency of 
the shared State among the members of the group. 
0009. The techniques include receiving, by a group coor 
dinator, a proposal from a client of the cluster transaction 
manager. The group coordinator initiates the multi-phase Vot 
ing procedure among the members of a group affected by the 
proposal. The group coordinator gathers the responses from 
each of the group members and determines whether to com 
mit the proposal or to discard the proposal. The group coor 
dinator then provides the result of the voting procedure to the 
members of the group so that each of the group members can 
update its local instance of the shared State according to the 
result. 
0010. The techniques further provide a mechanism for 
nodes of SAN-attached cluster storage system to coordinate 
the origination of and response to heartbeat proposals used to 
determine whether each of the nodes in the cluster are active. 
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Using the techniques introduced here, a master cluster quo 
rum manager originates a heartbeat proposal using a commu 
nication system implemented by each node's cluster transac 
tion manager. The master cluster quorum manager then 
determines, based on responses to the heartbeat proposal, 
which cluster nodes are in-quorum or out-of-quorum and 
notifies the cluster quorum manager of each node of the 
quorum status. 
0.011 The techniques also include isolating an out-of-quo 
rum node from the in-quorum nodes such that consistency is 
maintained in the in-quorum nodes. The isolation is imple 
mented by sending a message from the cluster quorum man 
ager to the cluster transaction manager in each node. The 
message identifies which nodes are in-quorum and which 
nodes are out-of-quorum. The cluster transaction manager of 
each of the in-quorum nodes can then block proposals from 
out-of-quorum nodes. Similarly, the techniques include a 
storage takeover procedure initiated by the cluster quorum 
manager of an in-quorum storage node that is a partner of an 
out-of-quorum node, such that the host requests for the Stor 
age on the out-of-quorum node can be serviced by the in 
quorum partner node. 
0012. Other aspects of the techniques summarized above 
will be apparent from the accompanying figures and from the 
detailed description which follows. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0013. One or more embodiments of the present invention 
are illustrated by way of example and not limitation in the 
figures of the accompanying drawings, in which like refer 
ences indicate similar elements. 

0014 FIG. 1 shows an example of a storage area network 
(SAN) attached clustered storage system. 
0015 FIG. 2 illustrates an example of a storage operating 
system that can be used in a SAN-attached clustered storage 
system. 
0016 FIG.3 shows an example block diagram of the com 
ponents of a cluster transaction manager in the D-module of 
a cluster node. 
0017 FIG. 4 is a flow diagram of a process for coordinat 
ing and processing a voting proposal in a SAN-attached clus 
tered storage system. 
0018 FIGS.5A and 5B collectively are a flow diagram of 
a process for coordinating and processing a group join pro 
posal in a SAN-attached clustered storage system. 
0019 FIG. 6 is a flow diagram of a process for coordinat 
ing and processing a group leave proposal in a SAN-attached 
clustered storage system. 
0020 FIG. 7 is a flow diagram of a process for coordinat 
ing and processing an informative proposal in a SAN-at 
tached clustered storage system. 
0021 FIG. 8 is a flow diagram of a process for coordinat 
ing and processing a read proposal in a SAN-attached clus 
tered storage system. 
0022 FIG. 9 is a flow diagram of a process for recovering 
from a failure condition in a SAN-attached clustered storage 
system. 
0023 FIG. 10 shows an example block diagram of the 
components of a SCSI target in an S-module of a cluster node. 
0024 FIG. 11 is a flow diagram of a process for imple 
menting a distributed logical unit in a clustered storage sys 
tem in a SAN environment. 
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0025 FIG. 12 is a flow diagram of a process for maintain 
ing consistent context information between logical Sub-units 
of a distributed logical unit. 
0026 FIG. 13 is a flow diagram of a process for coordi 
nating and performing a heartbeat proposal in a SAN-at 
tached clustered storage system. 
0027 FIG. 14 is a flow diagram of a process determining 
whether a node is considered active in a SAN-attached clus 
tered storage system. 
0028 FIG. 15 is a flow diagram of a process for determin 
ing whether a collection of active and available cluster nodes 
constitute a quorum in a SAN-attached clustered storage sys 
tem. 

0029 FIG. 16 is a flow diagram of a process for coordi 
nating an informative proposal in a SAN-attached clustered 
Storage System. 
0030 FIG. 17 is a flow diagram of a process for isolating 
and taking over the storage of an out-of-quorum node. 
0031 FIG. 18 is a block diagram of a system that can be 
used to implement one or more nodes of a clustered storage 
system in a SAN environment. 

DETAILED DESCRIPTION 

0032 References in this specification to “an embodi 
ment”, “one embodiment’, or the like, mean that the particu 
lar feature, structure or characteristic being described is 
included in at least one embodiment of the present invention. 
Occurrences of such phrases in this specification do not nec 
essarily all refer to the same embodiment. 
0033 FIG. 1 shows an example of a clustered storage 
system in a storage area network (SAN) environment, which 
includes two or more cluster nodes 102a-102n and a cluster 
interconnect 104. At least one host 106 is connected with the 
cluster nodes 102. However, to facilitate description only a 
single host is depicted in FIG. 1. 
0034. As shown in FIG. 1, each cluster node 102 of the 
clustered storage system is coupled with a corresponding 
mass storage device 108a-108n. Typically, each cluster node 
102 is coupled with two or more mass storage devices. How 
ever, to facilitate description a single mass storage device 
108a-108n coupled with each corresponding cluster node 
102a-102n is depicted in FIG. 1. The mass storage devices 
108 can be of any one or more of various types of storage, 
Such as magnetic disks, flash memory, Solid-state drives 
(SSDs), tape storage, etc., and can be implemented as a single 
device, multiple devices, (e.g., a RAID group), or any other 
configuration of devices. 
0035. The SAN-attached clustered storage system can 
make some or all of the storage space on the mass storage 
devices 108 available to the host 106. For example, the host 
106 can access a cluster node 102 of the SAN-attached clus 
tered storage system using well known protocols. Such as 
Internet Small Computer System Interface (iSCSI), Fibre 
Channel Protocol (FCP), or Fibre Channel over Ethernet 
(FCoE). The cluster node 102 can present or export data 
stored on the mass storage devices 108 as logical units 
(LUNs), for example, to the host 106. A cluster node 102 in 
the SAN-attached clustered storage system can communicate 
with each other cluster node 102 over the cluster interconnect 
104, which can be implement, for example, as a Gigabit 
Ethernet switch. In one embodiment, the cluster nodes 102 
are configured as high availability pairs. However, it is under 
stood that other high availability configurations are possible. 
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0036 FIG. 2 illustrates an example of a storage operating 
system, which can be used to implement a node of a SAN 
attached clustered storage system Such as shown in FIG.1. In 
the illustrated embodiment the storage operating system 
implements a cluster node 102 as a protocol (e.g., SAN) 
module (S-module 202), a data module (D-module 204), and 
a management module 206. The S-module 202, D-Module 
204, and management module 206 may be implemented on 
the same or separate storage devices (e.g., storage controllers) 
or computers. The S-module 202 includes multiple functional 
components that provide a data path for a host to access 
information stored on the node using block access protocols, 
such as iSCSI, FCP, or FCoE. The functional components in 
combination with underlying processing hardware form the 
S-module 202. While described as function components of 
the S-module herein, the functional components can be logi 
cally located essentially any place in the storage operating 
system. 

0037. The functional components in the S-module 202 
include a SCSI target instance (SCSI-T) 212 that includes a 
SCSI engine that performs the core SCSI protocol processing. 
The SCSI target instance 212 also includes functionality that 
allows the SCSI engine to work with other subsystems and 
components. The SCSI target instance 212 interacts with peer 
SCSI target instances on the other cluster nodes. As described 
in more detail below with reference to FIG. 3, each SCSI 
target instance 212 implements one or more target Sub-de 
vices, which collectively form a single distributed target 
device such that a host connected to the SAN sees a single 
target device. The functional components of the S-module 
202 also include a SAN manager 214 which handles manage 
ment operations in the SAN. For example, the SAN manager 
214 coordinates cluster wide configuration updates. Further, 
the functional components of the S-module 202 include a 
cluster interface module 216 which implements intra-cluster 
communication with the D-module 204 and with other 
S-modules. Finally, the functional components of the S-mod 
ule 202 include a transport module 210 that manages the FCP, 
iSCSI, or FCoE ports that connect to/from the host. 
0038. In addition, the storage operating system includes a 
set of data access components organized to provide data paths 
for accessing information stored on the storage devices of a 
node; these components in combination with underlying pro 
cessing hardware form a D-module. To that end, the data 
access components include, for example, a storage manager 
module 222, a RAID system module 224, and a storage driver 
system module 226. 
0039. The storage manager 222 primarily manages the 
layout of data on the mass storage devices 108 and serves 
host-initiated read and write requests. The RAID system 224 
manages the storage and retrieval of information to and from 
the storage devices 108 in accordance with a RAID redun 
dancy protocol, such as RAID-4, RAID-5, or RAID-DP. 
while the storage driver system 226 implements a storage 
access protocol Such as Small Computer System Interface 
(SCSI) or FCP. The D-module 204 also includes a cluster 
interface module 228 to implement an intra-cluster commu 
nication link with S-modules and/or other D-modules. 

0040. The nodes in a cluster can cooperate, through their 
respective cluster interface modules, to provide a single file 
system namespace across all D-modules in the cluster. Thus, 
any S-module that receives a data request can access any data 
container within the single file system namespace located on 
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any D-module of the cluster, and the location of that data 
container can remain transparent to the host and its user. 
0041. The cluster interface modules 216 and 228 imple 
ment a protocol to communicate commands and data among 
the modules of cluster. Such communication can be effected 
by a D-module 204 exposing an application programming 
interface (API), to which an S-module 202 (or another 
D-module) issues calls. To that end, a cluster interface mod 
ule can be organized as an encoder/decoder. The encoder of 
for example, the cluster interface 216 on an S-module 202 can 
encapsulate a message as (i) a local procedure call (LPC) 
when communicating a file system command to a D-module 
204 residing on the same node or (ii) a remote procedure call 
(RPC) when communicating the command to a D-module 
residing on a remote node of the cluster. In either case, the 
decoder of the cluster interface 228 on the D-module de 
encapsulates the message and processes the included com 
mand. 

0042. The D-module 204 also includes a cluster transac 
tion manager 230 and a cluster quorum manager 232. The 
cluster quorum manager 232 monitors the nodes that are 
currently members of the cluster and maintains a list of the 
active and available nodes in the cluster. The cluster transac 
tion manager 230 provides the functionality to perform dis 
tributed operations as a single transaction that will either 
succeed or fail across all cluster nodes affected by the trans 
action. The cluster transaction manager 230 relies on the 
cluster quorum manager 232 to identify nodes that are active 
and available in the cluster. While the cluster transaction 
manager 230 and the cluster quorum manager 232 are shown 
as components of the D-module 204 in this description, they 
can be located logically at essentially any place in the oper 
ating system. For example, the operating system can include 
a common module, shared between the S-module 202 and 
D-module 204, in which the cluster quorum manager 232 and 
cluster transaction manager 230 can be located. 
0043. The storage operating system includes management 
components which provide a path for a storage administrator 
to request storage management operations on the SAN-at 
tached clustered storage system. These management compo 
nents are not germane to this disclosure, and thus are not 
described in detail. However, the management operations 
requested by a storage administrator are passed from the 
management module to the S-module 202 and/or D-module 
204 where they are processed. The management components 
along with underlying processing hardware form the manage 
ment module 206. 

0044. In the distributed architecture of the SAN-attached 
clustered storage system, a large number of management 
related transactions may need to be passed across the cluster 
to maintain the nodes 102 in a consistent state. A transaction, 
as used herein, is a process for communicating information, 
including management related proposals, among cluster 
nodes 102. For example, if a LUN is reconfigured, the new 
configuration may need to be transmitted to every entity in the 
cluster that maintains a record of the LUN configuration. 
However, passing transactions across the cluster consumes 
resources of the nodes 102, and if a large number of transac 
tions are being processed, the node resources may be unable 
to perform other operations, such as serving data. Further, at 
least some management transactions may include multiple 
messages sent back and forth to complete the transaction, and 
not every node may be affected by a transaction. Therefore, if 
a transaction can be isolated to only those nodes affected by 
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the transaction, nodes that are not affected by the transaction 
will not waste resources responding to the transaction, and 
there will be fewer transaction messages traveling across the 
cluster overall. 
0045. In order to more efficiently perform transactions in 
the cluster, therefore, the cluster transaction manager 230 can 
isolate transactions to a group of members that share an 
interest in group resources. Such as a resource in the Sub 
system and/or an object for which the transaction is being 
performed. A group can be formed for a broad resource. Such 
as a virtual server, or for a very granular resource. Such as a 
specific port on a specific node. A group may include public 
and private members. Public members of a group are mem 
bers that participate in every proposal that is distributed to the 
group. Every member that joins a group through a join pro 
posal is a public member. Private members of a group are 
members that participate only in join and/or leave proposals. 
Proposals are described in detail below. 
0046 FIG.3 shows an example block diagram of the com 
ponents of a cluster transaction manager 230 in the D-module 
204 of a cluster node 102. The cluster transaction manager 
230 maintains one or more group members (GM) 302 and an 
instance of a replicated workspace 304. As briefly described 
above, a group is an abstraction of cluster transaction man 
ager clients 306 that share an interest in resources shared by 
that group. A cluster transaction manager client 306 is any 
entity that implements or consumes the APIs exposed by the 
cluster transaction manager. The SAN manager 214 and the 
SCSI target instance 212 of an S-module 202 are examples of 
cluster transaction manager clients 306. 
0047. The GM302 is an abstraction of a transaction man 
ager client 306. The GM 302 facilitates the processing of 
management and control operations on a cluster Subsystem or 
object and communication of information between transac 
tion manager clients 306. The GMs communicate via propos 
als transmitted to other GMs that have a shared interest in the 
Subsystem or object. Only members of a group can send or 
receive proposals related to a group resource. Thus, in order to 
propose an operation on a group resource, a cluster transac 
tion manager client 306 can join a group for that resource. To 
that end, the cluster transaction manager 230 exposes an API 
to allow cluster transaction manager clients 306 to join or 
leave a group. The GM 302 is created in a node 102 when a 
cluster transaction manager client 306 on that node calls the 
cluster transaction manager API to join a group. The process 
of a group member join/leave is described in detail below. 
Each GM302 is identified by a unique ID. Each node 102 can 
include Zero or more GMs of a group. 
0.048. Each group has a group workspace, as part of the 
shared workspace 304, which is a collection of data associ 
ated with the Subsystems and/or objects that are being man 
aged within the context of the group. The workspace 304 is 
replicated across the nodes 102 of the cluster, such that each 
node 102 has access to a local copy of the workspace 304. The 
objects are identified in the group workspace by their object 
identifier (OID). The OIDs are used in serialization of trans 
actions, as described below. 
0049. The cluster transaction manager 230 of FIG.3 also 
maintains a group coordinator (GC) 308 and a join proposal 
coordinator (JPC) 310. Each group has one GC 308. The GC 
308 is designated to coordinate transactions within the group. 
While the GC 308 is depicted as a residing on the node 102 of 
FIG. 3, a GC 308 can reside on any node 102 within the 
cluster. In one embodiment, the GC is provisioned or created 
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on the node that includes the first GM to join a group. If the 
node hosting the GC leaves the group, another node from the 
group can be selected to host the GC. For example, the node 
hosting the GM with the lowest group member ID can be 
selected to host the GC. Each GM302 maintains a record of 
which node is currently hosting the GC 308. A GM302 that 
wants to perform an operation on a resource shared by the 
group contacts the GC 308 of the group to coordinate the 
transaction. The transaction process is described in more 
detail below. 

0050. The JPC 310 is the GC for a special group that 
includes all active cluster nodes in the cluster. Membership of 
a node 102 in the active cluster nodes group is automatic when 
the node 102 becomes part of the cluster. The JPC310 is also 
a private member of every group in the cluster and responds to 
all group join and leave proposals. As such, the JPC 310 
coordinates all requests to join a group from any cluster 
transaction manager client 306 in the cluster. The JPC 310 
maintains a list of currently active groups and the GMs and 
GC of each currently active group. In one embodiment, if a 
node 102 is the first node in a cluster, it is automatically 
designated as the hosting the JPC310. If that node later leaves 
the cluster, the role of JPC can be assigned to another node. 
This new JPC can use Voting proposals to take a census of 
each GM of the active cluster nodes group in order to acquire 
the current state of the groups and their membership. 
0051 Transactions and proposals are discussed in detail 
below with reference to FIGS. 4 through 8. As discussed 
above, communication among group members takes place 
through transactions. A transaction, as used herein, is a pro 
cess for communicating information among cluster nodes 
102. A transaction can be initiated across all of the nodes 102 
that include entities that are members of a group. Transactions 
can be of two types. First, there can be a single proposal 
transaction that consists of a single proposal. Second, there 
can be a multiple proposal transaction that allows a GM to 
Submit multiple proposals that are treated as a single serial 
ized transaction. A multiple proposal transaction guarantees a 
GM serialization across the set of proposals in the transaction 
until the transaction has completed (i.e., no other serialized 
transactions can interrupt the proposals of the multiple pro 
posal transaction). Serialized transactions are used to main 
tain consistency in the instances of shared State (e.g., the 
members of a group or the configuration of shared resources) 
among the members of the group. Some high-priority propos 
als, for example, cluster heartbeat proposals, can be approved 
through unserialized transactions. Unserialized transactions 
are processed as they are received, without regard to whether 
other transactions are currently processing. 
0052. In one embodiment, unserialized transactions can 
be committed consistently among the group members by 
enabling group-wide sequencing. Group wide-sequencing 
can be enabled by any GM upon joining the group. Group 
wide sequencing is set by including a group-wide sequencing 
indicator in the request from the GM to join the group. If the 
group-wide sequencing indicator is present in the group data 
structure, multiple unserialized transactions can be processed 
in parallel, however, the GC ensures that the transactions are 
committed in a specified order by each GM. In one embodi 
ment, the GC ensures that the transactions are committed in a 
specified order by using a single execution thread to send the 
result of the transaction (e.g., an instruction to commit the 
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proposed operation) to each GM. Thus, the results are pro 
cessed, and therefore committed by each GM, in the specified 
order. 
0053 Proposals can be of a few different types. The first, 
and most common, type of proposal is a voting proposal. A 
Voting proposal provides a multi-phase commit process as 
described below with reference to FIG. 4 for management and 
control operations and allows for the operations to be consis 
tently applied across the cluster nodes. A second type of 
proposal is an informative proposal. An informative proposal 
broadcasts a certain payload to all of the members of a group 
without requiring a response. Finally, a third type of proposal 
is a read proposal. A read proposal allows the group member 
that sends the proposals to collect information from each of 
the other members of the group. Further, any of these propos 
als can also be targeted directly to one or more group mem 
bers rather than to the group as a whole. These proposals are 
discussed in more detail below. 
0054 FIG. 4 is a flow diagram of a process for coordinat 
ing and performing a voting proposal in a SAN-attached 
clustered storage system. The process is organized as a 
sequence of operations in the flowchart. However, it should be 
understood that at least some of the operations associated 
with this process potentially can be reordered, Supplemented, 
or substituted for, while still performing the same overall 
technique. 
0055 As described above, the cluster transaction manager 
coordinates management and/or control operations across the 
cluster. For example, a cluster transaction manager client 306 
can propose an operation to change the configuration of a 
cluster Subsystem or object, Such as changing the configura 
tion of a LUN. Assuming the cluster transaction manager 
client 306 is a member of the group associated with the cluster 
Subsystem or object, the cluster transaction manager client 
306 can initiate a transaction to perform the operation by 
calling a voting proposal API exposed by the cluster transac 
tion manager 230. 
0056. At step 402, the GM302 associated with the cluster 
transaction manager client 306 receives, from the client 306, 
an API call for a voting proposal. For example, as described 
below with reference to FIGS.5A and 5B, an API call can 
include a voting proposal that includes, among other things, 
an indication that it is a group join proposal and a group ID. As 
described above, multiple proposals that are to be processed 
in a single transaction can be received from the client; how 
ever, to facilitate description, it is assumed that a single pro 
posal is received. The GM 302 looks up the location of the 
GC, from the GM's local record, and forwards the voting 
proposal to the GC. At step 404, the GC 308 receives the 
voting proposal from the GM302 and determines, at step 406, 
whether the Voting proposal is marked as unserialized. If the 
Voting proposal is marked as unserialized, the process con 
tinues to step 414 where the GC 308 forwards the voting 
proposal to each GM of the group for approval. Step 414 is 
described in more detail below. 

0057. If the voting proposal is not marked as unserialized 
(i.e., the voting proposal is marked as serialized), the GC 308 
determines whether another transaction affecting the group is 
being processed or whether the Voting proposal can be pro 
cessed. Proposals are serialized (e.g., queued up) by the GC 
308 based on OIDs, such that only one serialized proposal at 
a time can be processed for a specific OID. Each proposal 
includes a list of the OIDs affected by that proposal. The 
cluster transaction manager client 306 includes the list of 

Apr. 28, 2016 

OIDs on which the proposal operates in the API call. For 
example, if the proposal was to modify the configuration of a 
LUN, the cluster transaction manager client 306 would 
include the OID for the LUN in the API call. Once a transac 
tion has been initiated, the GC308 locks the OIDs affected by 
the transaction until the transaction is complete by maintain 
ing and updating a list of locked OIDS which are used to 
compare with the OID to be operated on. In one embodiment, 
the GC maintains a queue of the GMs in the group to control 
the order in which GMs can submit a proposal. This queue 
allows the GC to treat requests from each GM without taking 
the location of the GM into account, such that a remote GM is 
not at a disadvantage to a local GM. 
0058. After the GC 308 has received the voting proposal 
and determined that it is a serialized proposal, at step 410 the 
GC 308 compares the OIDs included in the proposal with the 
OIDs that have been locked. In the case of a multi-proposal 
transaction, all of the OIDs from each of the proposals are 
checked against the locked OIDs. If any of the OIDs in the 
proposal(s) are locked, at step 412 the GC 308 returns a busy 
indicator to the GM302 that sent the proposal. The GM 302 
is responsible for responding to the busy indicator. For 
example, the GM302 can queue the proposal and retry it after 
a period of time. If none of the OIDs from the voting proposal 
are locked, at step 408 the GC 308 locks the OIDs affected by 
the Voting proposal and at Step 414 forwards the voting pro 
posal to each GM of the group, including the proposal origi 
nator GM 302. 

0059 Each GM 302 in the group receives the proposal 
from the GC 308 and presents the proposal to its cluster 
transaction manager client 306 using a client callback func 
tion. The cluster transaction manager client 306 responds to 
the GM 302, through a Respond API, with an indication that 
the cluster transaction manager client 306 either accepts or 
rejects the proposal. The GM302 then forwards the response 
to the GC 308 which, at step 416, receives the responses from 
each GM. At step 418, the GC 308 tallies the responses and 
determines whether each GM has accepted the proposal. The 
GC 308, at step 420, then decides whether to commit the 
proposal (i.e., carry out the requested operation) based on the 
tallied responses. In one embodiment, the GC 308 decides to 
commit the proposal only if a unanimous acceptance of the 
proposal is received from the GMs. In another embodiment, 
the GC 308 decides to commit the proposal if a majority, or 
any other specified number or subset, of the clients accept the 
proposal. 
0060. In response to deciding whether to commit the pro 
posal, at step 422, the GC 308 sends a result to the GMs. In 
one embodiment, the result can be a command to either com 
mit or to discard the proposal. In either case, each GM 302 
forwards the result, for example, by using the client callback 
function as described above, to its cluster transaction man 
ager client 306 where the proposal can either be committed or 
discarded. If the proposal is committed, each GM302 updates 
its instance of the shared State. Each cluster transaction man 
ager client 306 responds by calling an API that indicates that 
the proposal has been committed or discarded. The indication 
is forwarded by the GM302 to the GC 308. The GC 308 can 
then unlock the OIDs (e.g., by updating the list of locked 
OIDs) such that the next serialized transaction can be pro 
cessed. 

0061 FIGS.5A and 5B collectively are a flow diagram of 
a process for coordinating and processing a Group Join pro 
posal in a SAN-attached clustered storage system. A Group 
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Join proposal is a special case of a Voting proposal. The 
process is organized as a sequence of operations in the flow 
chart. However, it should be understood that at least some of 
the operations associated with this process potentially can be 
reordered, supplemented, or substituted for, while still per 
forming the same overall technique. 
0062. In order for a cluster transaction manager client 306 
to propose a management or control operation on a shared 
resource in the cluster, the cluster transaction manager client 
306 must be a member of a group for that resource. Thus, if a 
cluster transaction manager client 306 is not currently a mem 
ber of the group, the cluster transaction manager client 306 
must join the group before the cluster transaction manager 
client 306 can propose operations. As described above, the 
JPC 310 coordinates Group Join proposals. To join a group, 
the cluster transaction manager client 306 calls a group join 
API exposed by the cluster transaction manager 230. The 
cluster transaction manager 230, in response to receiving the 
API call, creates a GM 302 for the client which forwards the 
proposal to the JPC 310. 
0063. At step 502, the JPC 310 receives the Join proposal. 
The Join proposal includes a group identifier for the group 
that the cluster transaction manager client 306 is proposing to 
join. As described above, the JPC 310 maintains a list of 
currently active groups in the cluster and checks the list of 
currently active groups, at step 504, to determine if a group 
matching the proposed group identifier exists. If the group 
exists, at step 506, the JPC 310 forwards the Join proposal to 
the GC 308 for the group. 
0064. In response to receiving the Join proposal, at step 
508, the GC determines whether other transactions are being 
processed. In one embodiment, Group Join proposals are 
exclusive proposals, meaning that no other transactions are 
processed during the group join transaction. This ensures that 
no changes are made to the group, the membership list of the 
group, or to the shared workspace while a Join proposal is in 
progress. If, at step 508, the GC 308 determines that there are 
currently transactions in progress the GC 308 queues the Join 
proposal at step 510. While there is a proposal in the queue, 
the GC 308 replies to any other proposal with a busy indica 
tion. When the GC 308 has completed processing the trans 
action(s) in progress, the Join proposal in the queue is pro 
cessed as described below. 

0065. If, at step 508, the GC 308 determines that there are 
no transactions in progress, at step 512 the GC 308 marks 
itself exclusive by setting a flag within the GC data structure, 
for example, and forwards the join proposal to each member 
of the group, including the GM302 for the cluster transaction 
manager client 306 proposing to join the group, at step 514. If, 
at step 504, the JPC 310 determines that a group matching the 
proposed group identifier does not exist, at step 516 of FIG. 
5B the JPO 310 adds a new group identifier to the list of 
currently active groups. The membership of the group is 
initially set to include the GM302 of the requesting client as 
the GC308 and a public member of the group and the JPC310 
as a private member of the group. The JPC 310, at step 518. 
then forwards the Join proposal to the newly created GC 308. 
The GC 308 forwards the Join proposal, at step 514, to each 
member of the group. 
0066 Each GM receives the join proposal and presents the 

join proposal to its cluster transaction manager client 306 
using a client callback function. The cluster transaction man 
ager client 306 responds to the GM 302, through a Respond 
API, with an indication that the cluster transaction manager 
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client 306 either accepts or rejects the Join proposal. The GM 
302 then forwards the response to the GC 308 which, at step 
520, receives the responses from each GM. At step 522, the 
GC 308 tallies the responses and determines whether each 
GM has accepted the proposal. The GC 308, at step 524, then 
decides whether to commit the proposal based on the tallied 
responses. In one embodiment, a join proposal is committed 
only if the GC 308 receives a unanimous accept. 
0067. In response to deciding whether to commit the join 
proposal, at step 526, the GC 308 sends a result to the GMs. 
In one embodiment, the result can be a command to either 
commit the proposal or to discard the proposal. In either case, 
each GM 302 forwards the result to its cluster transaction 
manager client 306 where the proposal can either be commit 
ted or discarded. The cluster transaction manager client 306 
responds by calling an API that indicates that the proposal has 
been committed or discarded, which is forwarded by the GM 
302 to the GC 308 and the GC 308 releases its exclusive 
status. If the proposal is committed and the cluster transaction 
manager client 306 joins the group, at step 528, each GM 
updates the group membership record maintained in its node. 
0068 FIG. 6 is a flow diagram of a process for coordinat 
ing and processing a group Leave proposal in a SAN-attached 
clustered storage system. A Leave proposal is a special case of 
a voting proposal. The process is organized as a sequence of 
operations in the flowchart. However, it should be understood 
that at least some of the operations associated with this pro 
cess potentially can be reordered, Supplemented, or Substi 
tuted for, while still performing the same overall technique. 
0069. In order to leave a group, a client calls a Leave 
Group API exposed by the cluster transaction manager. In 
response to the Leave Group API call, the GM 302 for the 
cluster transaction manager client 306 sends a Leave proposal 
to the GC 308. The GC 308 receives the Leave proposal at 
step 602, and in response to receiving the Leave proposal, 
determines, at step 604, whether other transactions are cur 
rently being processed. In one embodiment, Group Leave 
proposals are exclusive proposals similar to the Join propos 
als as described above. If the GC 308 determines that there are 
currently transactions in progress, at step 608, the GC 308 
queues the Leave proposal. When the GC 308 determines that 
the transaction(s) in progress have completed, the Leave pro 
posal in the queue is processed as described below. 
(0070) If, at step 604, the GC308 determines that there are 
no transactions in progress, at step 610 the GC 308 marks 
itself exclusive and forwards the Leave proposal to each 
member, public and private, of the group at step 612. Each 
GM 302 receives the leave proposal and presents the Leave 
proposal to its cluster transaction manager client 306 using a 
client callback function. The cluster transaction manager cli 
ent 306 responds to the GM302, through a Respond API, with 
an indication that the cluster transaction manager client 306 
either accepts or rejects the Leave proposal. The GM302 then 
forwards the response to the GC 308 which, at step 614, 
receives the responses from each GM. At step 616, the GC 
308 tallies the responses and determines whether each GM 
has accepted the proposal. The GC 308, at step 618, then 
decides whether to commit the leave proposal based on the 
tallied responses. In one embodiment, the Leave proposal is 
committed only if the GC 308 receives a unanimous accept. 
0071. In response to deciding whether to commit the leave 
proposal, at step 620, the GC 308 sends a result to the GMs. 
In one embodiment, the result can be to either commit or to 
discard the Leave proposal. In either case, each GM 302 
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forwards the result to its cluster transaction manager client 
306 where the proposal can either be committed or discarded. 
The cluster transaction manager client 306 responds by call 
ing an API that indicates that the proposal has been committed 
or discarded, which is forwarded by the GM 302 to the GC 
308 and the GC 308 releases its exclusive status. If the pro 
posal is committed and the cluster transaction manager client 
306 leaves the group, at step 622, each GM 302 updates the 
group membership record maintained in its node. 
0072 FIG. 7 is a flow diagram of a process for coordinat 
ing and processing an informative proposal in a SAN-at 
tached clustered storage system. An informative proposal, for 
example, can be a proposal that indicates the current state of 
a group including the group membership. The process is 
organized as a sequence of operations in the flowchart. How 
ever, it should be understood that at least some of the opera 
tions associated with this process potentially can be reor 
dered, supplemented, or substituted for, while still 
performing the same overall technique. 
0073. At step 702, the GM 302 associated with a cluster 
transaction manager client 306 receives, from the cluster 
transaction manager client 306, an API call for an informative 
proposal. For example, the API call can include a message 
that is to be communicated to each member of the group. The 
GM302 looks up the location of the GC 308, from the GM’s 
local record, and forwards the informative proposal to the GC 
308. At step 704, the GC 308 receives the informative pro 
posal from the GM302 and determines, at step 706, whether 
the informative proposal is marked as unserialized. If the 
informative proposal is marked as unserialized, the process 
continues to step 714 where the GC 308 forwards the infor 
mative proposal to each member of the group for approval. 
Step 714 is described in more detail below. 
0074. If the informative proposal is not marked as unseri 
alized (i.e., the informative proposal is marked as serialized), 
the GC 308 determines whether another transaction affecting 
the group is being processed or whether the informative pro 
posal can be processed. Informative proposals can be serial 
ized in a similar manner as discussed above with regard to 
Voting proposals. 
0075. After the GC 308 has received the informative pro 
posal and determined that it is a serialized proposal, at Step 
710 the GC 308 compares the OIDs included in the proposal 
with the OIDs that have been locked. In the case of a multi 
proposal transaction, all of the OIDs from each of the propos 
als are checked against the locked OIDs. If any of the OIDs in 
the proposal(s) are locked, at step 712 the GC 308 returns a 
busy indicator to the GM302 that sent the proposal. The GM 
320 is responsible for responding to the busy indicator. For 
example, the GM302 can queue the proposal and retry it after 
a period of time. If none of the OIDs from the informative 
proposal are locked, at step 708 the GC 308 locks the OIDs 
affected by the informative proposal and at step 714 forwards 
the informative proposal to each member of the group, includ 
ing the proposal originator GM302. 
0076 Each GM in the group receives the informative pro 
posal from the GC 308 and presents the proposal to its cluster 
transaction manager client 306 using a client callback func 
tion. In one embodiment, at step 716 the cluster transaction 
manager client 306 responds to the GM 302, through a Done 
API, with an indication that the cluster transaction manager 
client 306 has received the informative proposal. The GC 308 
can then unlock the OIDs such that the next serialized trans 
action can be processed. 
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0077 FIG. 8 is a flow diagram of a process for coordinat 
ing and processing a read proposal in a SAN-attached clus 
tered storage system. A read proposal, for example, can be a 
proposal to acquire the current state of counters within the 
group. The process is organized as a sequence of operations in 
the flowchart. However, it should be understood that at least 
Some of the operations associated with this process poten 
tially can be reordered, supplemented, or substituted for, 
while still performing the same overall technique. 
(0078. At step 802, the GM 302 associated with a cluster 
transaction manager client 306 receives, from the cluster 
transaction manager client 306, an API call for a read pro 
posal. For example, the API call can include a message that is 
to be communicated to each member of the group. The GM 
looks up the location of the GC 308, from the GM’s local 
record, and forwards the read proposal to the GC 308. At step 
804, the GC 308 receives the read proposal from the GM302 
and determines, at step 806, whether the read proposal is 
marked as unserialized. If the read proposal is marked as 
unserialized, the process continues to step 814 where the GC 
308 forwards the read proposal to each member of the group 
for approval. Step 814 is described in more detail below. 
0079 If the read proposal is not marked as unserialized 

(i.e., the read proposal is marked as serialized), the GC 308 
determines whether another transaction affecting the group is 
being processed or whether the read proposal can be pro 
cessed. Read proposals can be serialized in a similar manner 
as discussed above with regard to Voting proposals. 
0080. After the GC 308 has received the read proposal and 
determined that it is a serialized proposal, at step 810 the GC 
308 compares the OIDs included in the proposal with the 
OIDs that have been locked. In the case of a multi-proposal 
transaction, all of the OIDs from each of the proposals are 
checked against the locked OIDs. If any of the OIDs in the 
proposal(s) are locked, at step 812 the GC 308 returns a busy 
indicator to the GM302 that sent the proposal. The GM 302 
is responsible for responding to the busy indicator. If none of 
the OIDs from the read proposal are locked, at step 808 the 
GC 308 locks the OIDs affected by the read proposal and at 
step 814 forwards the read proposal to each member of the 
group. 
I0081. Each GM 302 in the group receives the read pro 
posal from the GC and presents the proposal to its cluster 
transaction manager client 306 using a client callback func 
tion. At step 816 the cluster transaction manager client 306 
responds to the GM 302, through a Respond API, with the 
information requested by the proposal originator. The GC 308 
then, at step 818, forwards the information to the proposal 
originator GM302. The proposal originator GM302 can then 
pass the information to the cluster transaction manager client 
306. 

I0082. As described above, the processing of transactions 
can include many function calls and messages. It is possible 
for any of the function calls to fail or the messages to not reach 
their destinations. In one embodiment, all of the internal 
functions (e.g., communication between GMs, GCs, and call 
backs) and external APIs that could potentially fail return a 
status code, even if the status code is a failure. Callers of such 
functions can initiate fault management actions if the status 
code indicates failure. 
I0083. Additionally, a timer is implemented for each func 
tion call or communication message, to ensure that a failure 
status code is returned if the function call or communication 
is not successful or not responded to within a set time. When 
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a proposal is queued for later processing, an indication to that 
effect can be provided to the requesting application so that 
application level timers may be re-adjusted to reflect any 
delays due to the queuing. 
0084. One reason a failure may occur is that the workspace 
associated with the OID(s) affected by a proposal may be 
inconsistent between the GMs. Another reason a failure may 
occur is that the workspace associated with the group may be 
inconsistent between the GMs. Yet another reason that a fail 
ure may occur is that the cluster workspace is not consistent 
between the nodes of the cluster. For example, if the group 
membership record maintained by a GC is not accurate (e.g., 
includes a GM that is no longer part of the group), a Voting 
proposal processed by the GM may fail because a response is 
not received from the missing GM. Because the majority, if 
not all faults, in the described system can be attributed to one 
of the above reasons, fault management operations can be 
implemented at the time of the fault to correct the fault. 
0085 FIG. 9 is a flow diagram of a process for recovering 
from a failure condition in a SAN-attached clustered storage 
system. The process is organized as a sequence of operations 
in the flowchart. However, it should be understood that at least 
Some of the operations associated with this process poten 
tially can be reordered, supplemented, or substituted for, 
while still performing the same overall technique. 
I0086. The process begins, at step 902, when a function 
caller or a message sender detects a fault by, for example, 
receiving a status code that indicates a failure. In response to 
detecting a failure, at step 904, the function caller, for 
example client 306, calls a Resync OID Workspace function. 
In one embodiment, when a client 306 detects that it is out of 
sync with the remainder of the group (e.g., by virtue of a failed 
heartbeat as discussed further below), the client 306 recovers 
by floating a proposal to get the current state of the out of sync 
data. This method can be used to recover a single out of sync 
OID. At step 906, if the GM302 that caused the error returns 
a Successful result, in response to the proposal to resynchro 
nize its OID workspace, no further action is taken, and the 
cluster continues to operate normally. However, if at step 
906, the GM that was caused the error returns a failed result, 
or does not respond, then, at step 908, the GC 308 escalates 
the fault recovery to the next level and initiates a transaction 
to resynchronize the group workspace. 
0087. In one embodiment, the GC 308 initiates an eviction 
of the non-responsive GM, which includes notifying the 
remaining GMs of the changed group membership. After the 
GM has been evicted, the GM will receive a callback that it 
has been evicted and can then attempt to rejoin the group. In 
the meantime, the GC 308 continues to process transactions 
among the remaining members of the group. When the GM 
has successfully rejoined the group, the group workspace is 
once again in Sync and the cluster continues to operate nor 
mally. 
I0088. However, if the GM is not able to voluntarily leave 
the group or the GC 308 is unable to evict the non-responsive 
GM from the group, at step 910, the GC 308 escalates the fault 
recovery to the next level and attempts to resynchronize the 
node. In response to the escalation, the quorum cluster man 
ager 232 removes the node from the cluster quorum, at step 
912, and can then attempt to bring the node back into the 
cluster quorum. 
0089. One of the many functions provided by the cluster 
transaction manager 230 discussed above is helping to main 
tain consistency between distributed objects in the clustered 
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storage system. Referring again to FIG. 2, one of the distrib 
uted objects that relies on the cluster transaction manager 230 
is the SCSI target 212. The architecture of the SCSI target 
212, in one embodiment, is based on the SCSI Architecture 
Model defined by T10, the SCSI standard providing body. As 
briefly described above, the SCSI targets implement one or 
more target Sub-devices and presents a single system view of 
the target sub-devices to the host (SCSI initiator) 106. How 
ever, because of the distributed cluster model, each node 102 
internally implements a SCSI target instance 212 that coop 
erates with each of the other SCSI target instances in the 
cluster to provide a consistent and scalable cluster. The dis 
tributed SCSI target instances 212 rely on infrastructure pro 
vided by the cluster (e.g., cluster transaction manager 230) to 
consistently implement SCSI Semantics in each cluster node 
102. 

0090 FIG. 10 is a block diagram of the components of a 
SCSI target 212 in the S-module 202 of a cluster node 102 
according to one embodiment. The SCSI target 212 includes 
a SCSI engine 1002, a transport module 1004, a data interface 
1006, and a control interface 1008. The SCSI engine can 
instantiate one or more logical target ports 1010, one or more 
target sub-devices 1012 including logical sub-units 1014, and 
one or more device sub-servers 1020. The elements of the 
SCSI target 212 can be implemented by programmable cir 
cuitry programmed or configured by Software and/or firm 
ware, or it can be implemented entirely by special-purpose 
“hardwired circuitry, or in a combination of such forms. 
I0091. The SCSI engine 1002 is the core functional block 
of a SCSI target instance 212 and implements, among other 
things, SCSI objects such as the target ports 1010, the SCSI 
target sub-device(s) 1012, and logical sub-unit(s) 1014. The 
SCSI engine 1002 performs SCSI protocol processing func 
tions such as, for example, parsing/validating command 
descriptor blocks and parameter data, implementing a generic 
SCSI task state machine, defining SCSI objects, formatting 
response data, and selecting response and error codes based 
on host profiles. 
0092. As described above, a target device is a distributed 
object that includes a set of target sub-devices 1012 hosted on 
one or more nodes 102 in the cluster. The target device is a 
representation of a storage server that stores and serves data to 
one or more host systems. In one embodiment, the target 
device corresponds to a virtual server, where there can be 
multiple virtual servers that share a single set of physical 
resources. The target device is distributed as the set of target 
Sub-devices 1012 Such that a host accessing the system on any 
given node sees a consistent view of the target device. The 
target sub-devices 1012 on each node 102 coordinate opera 
tions using the cluster transaction manager 230, for example, 
to maintain consistent context information. This process is 
described in more detail below with reference to FIG. 4. 
0093. Each target sub-device 1012 is multi-protocol 
capable (i.e., supports FCP. iSCSI or any other SCSI transport 
protocol). To that end, each target sub-device 1012 is identi 
fied to the host 106 based on multiple protocols. For example, 
for a host accessing the cluster based on Fibre Channel Pro 
tocol (FCP) the target sub-device 1012 is identified by a 
World-Wide Node Name (WWNN), whereas for a host 
accessing the cluster based on iSCSI the target sub-device 
1012 is identified by an iSCSI Target Node Name (e.g., an 
iSCSI Qualified Name (IQN)). In one embodiment, the target 
sub-device 1012 is also identified by a protocol agnostic 
identifier. 
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0094. Each target sub-device 1012 is associated with a set 
of logical target ports 1010 and contains one or more logical 
sub-units 1014. In one embodiment, similar to the SCSI target 
212 and the target sub-device 1012, one or more nodes 102 of 
the cluster can each host a logical sub-unit 1014, where the 
logical Sub-units collectively make up a logical unit. The 
logical Sub-units 1014 share global context information (e.g., 
state and configuration information) associated with the logi 
cal unit. The logical sub-units 1014 are each associated with 
a task Sub-manager 1016 that coordinates state and configu 
ration changes by using the cluster transaction manager 230 
to distribute changes, requested at one logical Sub-unit 1014, 
to the remaining logical Sub-units that make up the distributed 
logical unit. The distributed logical unit is a representation of 
physical storage, oran abstraction of physical storage Such as 
a Volume, on which data in the cluster is stored. A collection 
of logical Sub-units distributed across multiple cluster nodes 
can be identified to a host 106 by the same globally unique 
logical unit identifier for purposes of access by the host 106. 
0095 SCSI initiators, e.g., host 106, access logical sub 
units via logical target ports 1010. In one embodiment, mul 
tiple logical target ports 1010 can reference a single physical 
port on the same node. Logical target ports 1010 are associ 
ated with a physical port when the transport module 1004, in 
response to a command from the management module 206, 
associates the identifier for the logical target port (i.e., trans 
port protocol dependent and transport protocol independent 
identifiers) with a physical port on the node. The transport 
module 1004 registers the logical target port information with 
the SCSI target 212 which then instantiates the logical target 
port 1010. The transport module 1004 can then advertise the 
logical port 1010 in the SAN 110 (e.g., via Fibre Channel 
Fabric Login or during iSCSI discovery) which enables the 
host 106 to discover and connect to the logical port 1010. 
0096. The primary function of the logical target ports 1010 

is to provide routing for commands and/or task management 
functions from the host 106 to the appropriate logical sub-unit 
1014. To this end, logical target ports 1010 provide a point of 
access for the target sub-device 1012. Each target sub-device 
1012 is associated with a separate set of logical target ports 
1010. Each logical target port 1010 of the set is identified by 
a transport protocol dependent identifier (e.g., WWPN or 
IQN+TPG Tag) and a transport protocol independent relative 
target port identifier (RTP Id). The logical target ports 1010 
are used by the SCSI engine 1002 to interface with FCP and 
iSCSI transport modules using the transport module 1004. In 
one embodiment, the transport interface 1004 is implemented 
as an API. 

0097. Data interface 1006 is used by the SCSI engine 1002 
to send read/write operations to the storage manager 222 in 
the D-module 204 that hosts the physical storage where the 
read/write operation is to take place. Data interface 1006 
translates the operations requested by the SCSI engine 1002 
to the format used by the cluster interface 216 and notifies the 
cluster interface of the operation destination (i.e., the specific 
D-module that hosts the physical storage). The data interface 
1006 also receives completion/error messages from the 
D-module 204. The data interface 1006 can then forward the 
completion/error messages to the SCSI engine 1002 to deter 
mine the next steps for the read/write operation. 
0098. The control interface 1008 is used by the SCSI 
engine 1002 to synchronize execution of SCSI semantics with 
corresponding SCSI engines in other cluster nodes 102. As 
briefly described above, each logical sub-unit 1014 is associ 
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ated a task Sub-manager 1016 to sequence and process com 
mands and task management requests. An example of a task 
management request is LOGICAL UNIT RESET, which 
resets a logical unit to its initial power on State (i.e., discards 
all state information and disposes all queued commands with 
out executing them). A task management request is received 
at one logical Sub-unit but may need to be processed by all 
logical Sub-units that collectively make up the single distrib 
uted logical unit. The device sub-server 1020 coordinates 
processing of commands and task management functions the 
need to be processed by each of the logical Sub-units. Such 
that the context information remains consistent between the 
logical sub-units as discussed further with respect to FIG. 12. 
0099. The control interface 1008 allows the task sub-man 
ager 1016 to communicate over the cluster interface 216 with 
the cluster transaction manager 230. Specifically, the control 
interface 1008 maps requests for distributed operations from 
the SCSI engine 1002 into transactions distributed to other 
instances of the distributed logical unit by the cluster trans 
action manager 230. The task sub-manager 1016 uses the 
control interface 1008 to synchronize a set of tasks in the task 
sub-set 1018 that affect the context information maintained 
by the logical sub-unit 1014. This enables each task sub 
manager 1016 associated with a logical unit to have a repre 
sentation of a single global task set. The process of maintain 
ing consistent context information is described in more detail 
below with reference to FIG. 12. 
0100 FIG. 11 is a flow diagram of a process for imple 
menting a distributed logical unitina SAN-attached clustered 
storage system. The processes described in FIGS. 11 and 12 
are organized as sequences of operations in the flowcharts. 
However, it should be understood that at least some of the 
operations associated with these processes potentially can be 
reordered, supplemented, or substituted for, while still per 
forming the same overall technique. 
0101. As described above, the cluster presents a single 
system view of a distributed logical unit to the host, such that 
access to a particular logical Sub-unit of the distributed logical 
unit is transparent to the host. In other words, the host is not 
aware of the existence of the logical Sub-units and it appears 
to the host that the host is accessing a singular logical unit 
rather than a distributed logical unit. In one embodiment, at 
step 1102, the S-module 202 of each cluster node 102 instan 
tiates a logical Sub-unit 1014 associated with a target Sub 
device 1012. The logical unit 1014 includes the task sub 
manager 1016, the task sub-set 1018, and device sub-server 
1020. In one embodiment, the S-module on only a subset of 
the cluster nodes instantiates a logical-Sub unit such that there 
may be some nodes in the cluster that do not include a target 
Sub-device or a logical Sub-unit associated with that target 
sub-device. 

0102. At step 1104, the SCSI target 212 of the S-module 
202 associates each logical Sub-unit, that is part of the single 
distributed logical unit, with a single host visible identifier. 
Thus, each logical Sub-unit is identified with a single identi 
fier such that the logical sub-units are not visible to the hosta 
separate entities from the single distributed logical unit. 
0103) At step 1106, each logical sub-unitjoins a group that 
includes logical Sub-units that share the same host visible 
identifier. As described above, a cluster transaction manager 
230 coordinates communication across the cluster, for 
example, to enable a logical Sub-unit to join a group. The 
cluster transaction manager 230 enables each logical Sub-unit 
having the same host visible identifier to join a common 
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group and communicate with each other logical Sub-unit in 
the group by coordinating the distribution of proposals to 
each member of the group. 
0104. At step 1108, the S-module distributes and main 
tains context information for each logical sub-unit 1014 that 
is consistent with corresponding context information of each 
other logical Sub unit Such that the logical Sub-units collec 
tively make up a single distributed logical unit. The process 
for maintaining the context information is described in more 
detail below with reference to FIG. 5. At step 1110, the 
S-module 202 in each node that includes a logical sub-unit 
generates a map that associates each logical Sub-unit 1014 
that collectively make up the distributed logical unit with a set 
of storage objects that are associated with the distributed 
logical unit. In one embodiment, the map is a database that 
associates a LUN, or some other storage object identifier, 
with each logical Sub-unit. 
0105. As described above, in order to maintain a consis 
tent view of a distributed logical unit across all of the nodes in 
a cluster, SCSI target 212 maintains context information for 
each logical Sub-unit that is consistent with the corresponding 
context information for each of the other logical Sub-units. 
SCSI target 212 can maintain the context information in a 
data structure in memory, for example. Such context infor 
mation can include, for example, a data access state (e.g., 
connected/not-connected), an administrative state (e.g., 
enabled/disabled), a SCSI reservation state and/or type, a 
power condition state (e.g., active, idle, standby, stopped, 
etc.), logical unit configuration (e.g., a logical unit identifier 
such as a LUN Serial Number, block size, geometry, ALUA/ 
non-ALUA personality, etc.), and/or logical unit metadata 
Such as mode pages that advertise a specific logical unit 
behavior to the host and log pages that export various statis 
tics associated with the logical unit to the host. The context 
information can be modified as a result of processing com 
mands, for example, SCSI commands or calls made to APIs 
exposed by the SCSI target 212. Execution of these com 
mands can is synchronized on each node of the cluster using 
the cluster transaction manager 230 as described in more 
detail below. 
0106 FIG. 12 is a flow diagram of a process for maintain 
ing consistent context information between logical Sub-units 
of a distributed logical unit. At step 1202, the task sub-man 
ager 1016 of each logical sub-unit 1014 instantiates an 
instance of a global task set (i.e., task Sub-set 1018), to orga 
nize any commands that will modify the context information. 
In order to maintain the consistency of the context informa 
tion, commands that modify the context information are per 
formed in the order that they appear in the global task set. The 
consistency of each task Sub-set 1018 is maintained by using 
the cluster transaction manager 230 to coordinate when, and 
in what order, a command can be placed in the global task set. 
0107 For each command in the global task set, the task 
Sub-manager 1016 that proposed the transaction to place the 
command in the global task set can be considered the master 
task Sub-manager. The master task Sub-manager is respon 
sible for requesting that the command be placed in the task set 
and, when the command has reached the top of the queue and 
is processed, notifying the other task Sub-managers that the 
command has been processed. 
0108. At 1204, the master transaction sub-manager 
requests a transaction by calling a proposal API exposed by 
the cluster transaction manager 230. The cluster transaction 
manager 230 forwards the request to the GC, which serializes 

Apr. 28, 2016 

transaction requests Such that a consistent task Sub-set 1018 is 
maintained by each task Sub-manager. If there are no other 
transaction requests processing, the GC forwards the request 
to each of the GMs associated with each of the task Sub 
managers and informs the task Sub-managers to add the 
request to the corresponding task sub-set 1018. Then, at step 
1206, each task Sub-manager adds the command to the task 
sub-set in the order in which they are received by the GC, such 
that each instance of the global task set remains consistent. 
0109 At step 1208, when the command requested by the 
master task Sub-manager reaches the top of the queue, the 
master task Sub-manager initiates processing of the com 
mand. When the command has been processed, at step 1210, 
the master task Sub-manager initiates a transaction using the 
cluster transaction manager 230 to update the context infor 
mation maintained for each logical Sub-unit. In response to 
receiving a confirmation from each SCSI target 212 that the 
context information has been updated, at step 1212, the mas 
ter task Sub-manager removes the command from the task 
Sub-set and requests a transaction to remove the processed 
command from each other task Sub-set in the cluster so that 
the next command can be processed. 
0110. Because of the distributed architecture of the SAN 
attached clustered storage system, it can be difficult to main 
tain consistency between the cluster nodes. However, it is 
important to maintain consistency between the nodes so that 
each instance of the distributed system appears the same to 
the host. Maintaining consistency between the cluster nodes 
becomes more difficult, if not impossible, when some of the 
nodes in the cluster are not able to communicate with other 
nodes in the cluster. In a situation where a portion of the 
cluster nodes are isolated from the others, the cluster quorum 
managers 232 in the various cluster nodes can determine 
which collection of cluster nodes has quorum and implement 
techniques to fence the remaining nodes from the cluster So 
that consistency is maintained. "Quorum, as used herein, 
means a collection of connected, active, and available nodes 
in the cluster that can adequately perform normal operations 
of the cluster. The process of determining quorum, as 
described below in more detail, includes determining which 
collection of nodes (if there is more than one) should continue 
operation as the storage system and provide services to the 
host. 

0111. As described briefly above, the cluster quorum man 
ager 232 relies on the cluster transaction manager 230 to 
monitor each of the cluster nodes. The cluster quorum man 
ager 232 does this by using the cluster transaction manager 
230 to conduct transactions between each of the cluster 
nodes. As described above, the cluster transaction manager 
230 isolates transactions to members of a group. The cluster 
quorum manager of each node 102 of a cluster is a member of 
a Configured Cluster Nodes (CCN) group, for example. 
When a cluster node joins or leaves the cluster it is added or 
removed from the CCN group. The cluster quorum manager 
232 uses transactions between the members of the CCN 
group to monitor whether a cluster node is active and/or 
available in the cluster. In one embodiment, each cluster 
quorum manager 232 in the cluster maintains a consistent list 
of the members of the CCN group and the active and available 
nodes in the cluster. In one embodiment, each node in the 
cluster is identified by a unique node ID, and the cluster 
quorum manager on the node with the lowest node ID is 
designated as the master cluster quorum manager (“master”). 
While the example of using the lowest node ID to determine 
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the master cluster quorum manager is used in this description, 
it is understood that any one of a number of unique identifiers 
and/or processes can be used to select the master cluster 
quorum manager. The master cluster quorum manager is 
responsible for originating a heartbeat proposal to each of the 
other cluster quorum managers in the CCN group and coor 
dinating communication of other cluster quorum information 
between members of the CCN group. 
0112 The cluster transaction managers 230 maintain a 
group member (GM) abstraction (e.g., a finite state machine 
instantiated by the cluster transaction manager) of each clus 
ter quorum manager 232 in the cluster to facilitate the pro 
cessing of transactions between the cluster quorum manag 
ers. The GMs communicate via proposals transmitted to other 
GMs of the same group. The cluster transaction manager 232 
exposes APIs, or provides some communication method, for 
the cluster quorum manager 232 to initiate proposals to the 
other GMs. One of the GMs is designated a group coordinator 
(GC). The GC coordinates the distribution of proposals to 
each of the GMs and the collection of responses to those 
proposals. 
0113 Among other proposals, three types of proposals are 
used for communications between cluster quorum managers. 
These three types of proposals are described in more detail 
below with reference to FIGS. 13 and 16. The first proposal is 
a heartbeat proposal to determine which nodes of the cluster 
are active and able to communicate with the master. The 
master originates the heartbeat proposal, which is sent to each 
cluster quorum manager that is a member of the CCN group. 
0114. A second type of proposal originated by the master 

is a quorum status message proposal. The master can origi 
nate the quorum status message proposal in response to an 
event that relates to the quorum. For example, the master can 
originate a quorum status message after it has evaluated 
which nodes are active and available in the cluster, in 
response to a change in the nodes that make up the cluster, or 
in response to a reconfiguration of storage resources due to 
failure of a node. The quorum status message is sent to all 
cluster quorum managers that are members of the CCN 
group. 
0115. Another type of proposal used for communication 
between the cluster quorum managers is a cluster change 
notification. Any cluster quorum manager can originate the 
cluster change notification. A cluster quorum manager may 
originate the cluster change notification in response to receiv 
ing notification from another cluster Subsystem that there has 
been a change in the configuration of the cluster, for example, 
due to the failure of a cluster node. This notification message 
is sent to all cluster quorum managers in the CCN group. 
0116 FIG. 13 is a flow diagram of a process for coordi 
nating and performing a heartbeat proposal in a SAN-at 
tached clustered storage system. The processes described 
herein are organized as a sequence of operations in the flow 
charts. However, it should be understood that at least some of 
the operations associated with these processes potentially can 
be reordered, supplemented, or substituted for, while still 
performing the same overall technique. 
0117. As described above, the cluster transaction manager 
230 coordinates communication across the cluster. For 
example, the cluster quorum manager 232, as a cluster trans 
action manager client, can originate a proposal Such as the 
heartbeat proposal briefly described above. In one embodi 
ment, assuming the cluster quorum manager 232 is the mas 
ter, the cluster quorum manager 232 can originate the heart 
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beat proposal by calling a voting proposal API exposed by the 
cluster transaction manager 230. Other methods of commu 
nication known in the art can be used to replace the API call 
used in this description. 
0118. At step 1302, the GM associated with the cluster 
quorum manager 232 receives a communication from the 
cluster quorum manager 232 to initiate a heartbeat proposal. 
In one embodiment, the communication is an API call for a 
Voting proposal, for example, a heartbeat proposal. The API 
call includes, among other things, the most recent list of nodes 
that belong to the CCN group and an indication of the mas 
ter's compatibility with other versions. As described above, 
multiple proposals that are to be processed in a single trans 
action can be received from the client; however, to facilitate 
description, it is assumed that a single proposal is received. 
The GM looks up the location of the GC, from the GM's local 
record, and forwards the heartbeat proposal to the GC. At step 
1304, the GC receives the heartbeat proposal from the GM. 
Because the heartbeat proposal is an unserialized proposal, 
the GC, at step 1306, forwards the proposal to each GM of the 
group without regard to whether other proposal are currently 
processing. 
0119 Each GM in the group receives the proposal from 
the GC and presents the proposal to its corresponding cluster 
quorum manager using a client callback function. The cluster 
quorum manager responds to the GM, through a Respond 
API, with an indication that the cluster quorum manager 
either accepts or rejects the proposal and an indication of the 
cluster quorum manager's operating version. For example, a 
cluster quorum manager may reject the proposal if the recipi 
ent cluster quorum manager is aware of anomalies affecting 
functionality in the local node, thereby indicating the local 
node is in poor health. The GM then forwards the response to 
the GC which, at step 1308, receives the responses from each 
GM. At step 1310, the GC determines whether each GM has 
responded to the proposal before a timeout period for 
response has expired. 
0.120. At step 1312, the GC packages the responses into a 
result message that it distributes to each GM. At step 1314, in 
response to receiving the result, a cluster quorum manager, 
that is not the master, indicates to the GM that the result has 
been received. The master, at step 1314, uses the responses to 
identify the collection of cluster nodes that constitute quorum 
in the cluster. The process of identifying quorum is described 
in more detail below with reference to FIGS. 14 and 15. 

I0121 FIGS. 14 and 15 collectively show a process for 
identifying quorum in a SAN-attached clustered storage sys 
tem. As briefly described above, a quorum is a collection of 
active and available cluster nodes that can continue normal 
operation of the cluster. The master cluster quorum manager 
determines quorum based on the results of a heartbeat pro 
posal. The process of determining quorum can be divided into 
essentially two parts: First, identifying a collection of active 
cluster nodes (i.e., nodes that are connected and can commu 
nicate) and second, determining that the collection of active 
nodes is available to perform the normal operations of the 
cluster. 

0.122 FIG. 14 is a flow diagram of a process for determin 
ing whether a node is considered active in a SAN-attached 
clustered storage system such as represented in FIG. 1. The 
result of the process depicted in FIG. 14 is a list of the active 
cluster nodes (ACN). The process of identifying active cluster 
nodes is initiated in response to the master receiving the 
results of a heartbeat proposal. The process takes place for 
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each node in the CCN group that was included in the heartbeat 
proposal. While the flow chart of FIG. 14 shows the process 
for determining the active/inactive status of a single cluster 
node, it is to be understood that the process is performed for 
each node that is included in the CCN group. At step 1402, the 
master cluster quorum manager determines whether the clus 
ter quorum manager of a node failed to accept the heartbeat 
proposal and return a result or failed to respond completely. 
0123 The master cluster quorum manager maintains a 
data structure (or multiple data structures) that includes 
counters that track the number of failed heartbeat proposal 
responses and the number of Successful heartbeat proposal 
responses by each cluster quorum manager. If another cluster 
quorum manager returns a failed heartbeat proposal response 
to the master cluster quorum manager, at step 1404, the mas 
ter cluster quorum manager increments the failed heartbeat 
proposal counter and resets the Successful heartbeat proposal 
counter that corresponds to that cluster quorum manager. The 
master cluster quorum manager then determines, at Step 
1406, whether the failed heartbeat proposal counter has 
reached a predetermined threshold. 
0.124. If the failed heartbeat proposal has reached the pre 
determined threshold, at step 1408 the master cluster quorum 
manager determines that the cluster node is not active and 
removes the node from the ACN group. If the failed heartbeat 
proposal has not reached the determined threshold, at Step 
1410 the master cluster quorum manager does not change the 
active/inactive status of the clusternode. The process of main 
taining a counter for determining whether a cluster node has 
become active/inactive can Smooth over changes to the clus 
ter quorum that may be attributed to minor, transient, or 
temporary communication errors, etc. 
0.125 Returning to step 1402, if the cluster quorum man 
ager returns a Successful heartbeat proposal response, at step 
1412 the master cluster quorum manager increments the Suc 
cessful heartbeat proposal counter and resets the failed heart 
beat proposal counter. The master cluster quorum manager 
then determines, at step 1414, whether the successful heart 
beat proposal counter has reached a predetermined threshold. 
If the successful heartbeat proposal has not reached the pre 
determined threshold, at step 1420 the master cluster quorum 
manager does not change the status of the cluster node. 
0126. If the successful heartbeat proposal has reached the 
predetermined threshold, at step 1416 the master cluster quo 
rum manager determines whether the cluster node is available 
to be included in the quorum. A cluster node can be unavail 
able for any of a number of reasons. For example, if a cluster 
node is marked unavailable by an administrator, the cluster 
node will not be available to be included in quorum calcula 
tions. Similarly, if a cluster node is being taken over by its fail 
over partner, but for some reason is still active in the cluster, 
the cluster node will not be available to be included in the 
quorum. Further, if the cluster node is a product version that 
is not compatible with the master cluster quorum manager 
node, the cluster node is not available to be included in the 
quorum. 

0127. If the master cluster quorum manager determines 
that the cluster node is available, at step 1418 the cluster node 
is included in the ACN group and is included in determining 
cluster quorum. If the master cluster quorum manager deter 
mines that the cluster node is not available, at step 1422 the 
cluster node is included in the ACN group but is not included 
in determining cluster quorum. 
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I0128 FIG. 15 is a flow diagram of a process for determin 
ing whether a collection of active and available cluster nodes 
constitute a quorum in a SAN-attached clustered storage sys 
tem. The process depicted in FIG. 15 is performed by the 
master cluster quorum manager after identifying which clus 
ter nodes are active and available. 

I0129. The process begins at step 1501, where the master 
quorum manager determines which cluster nodes are admin 
istratively available in the cluster as described above with 
reference to FIG. 14. In one embodiment, only the adminis 
tratively available nodes are used in determining quorum. At 
step 1502 the master cluster quorum manager determines 
whether the number of active nodes is greater than the inac 
tive nodes in the cluster. If the number of active nodes is 
greater than the number of inactive nodes (i.e., the active 
nodes are a majority), then at step 1504 the master cluster 
quorum manager determines that quorum is established and 
that the active cluster nodes are included in the quorum. In 
response to determining that quorum is established, at Step 
1506 the master cluster quorum manager originates a mes 
sage proposal to each of the other cluster quorum managers 
indicating the quorum status. The message proposal is 
described in detail below with reference to FIG. 16. 

0.130) If, at step 1502, the master cluster quorum manager 
determines that the number of active nodes is not greater than 
the inactive nodes, at step 1508 the master cluster quorum 
manager determines whether the number of active nodes is 
less than the inactive nodes in the cluster. If the master cluster 
quorum manager determines that the number of active nodes 
is less than the number of inactive nodes in the cluster, then at 
step 1510 the master cluster quorum manager determines that 
quorum has not been established (i.e., the master cluster 
quorum manager is out-of-quorum). Because the master clus 
ter quorum manager is out-of-quorum, a cluster quorum man 
ager that is in-quorum can take over the mastership and begin 
to originate heartbeat proposals. Later, if the inactive nodes 
rejoin the cluster, the master cluster quorum manager is deter 
mined as described below. 

I0131) If, at step 1508, the master cluster quorum manager 
determines that the number of active nodes is not less than the 
number of inactive nodes (i.e., the cluster is split with the 
number of active nodes is equal to the number of inactive 
nodes), at Step 1512 the master cluster quorum manager 
determines whether one of the active nodes includes the tie 
breaker attribute. A tie-breaker attribute is an administrator 
configured attribute of no more than one node in the cluster. 
For example, the cluster administrator initially assigns this 
attribute to one of the nodes. In one embodiment, the attribute 
may be automatically re-assigned to another node, Such as if 
the node originally assigned to has been taken over. 
I0132) If the master cluster quorum manager determines 
that an active clusternode includes the tie-breaker attribute, at 
step 1504 the master cluster quorum manager determines that 
quorum is established and that the active cluster nodes are 
included in the quorum. In response to determining that quo 
rum is established, at step 1506 the master cluster quorum 
manager originates a proposal to each of the cluster quorum 
managers indicating the quorum status. If the master cluster 
quorum manager determines that an active cluster node does 
not include the tie-breaker attribute, at step 1510 the master 
cluster quorum manager determines that quorum has not been 
established (i.e., the master cluster quorum manager is out 
of-quorum). Because the master cluster quorum manager is 
out-of-quorum, a cluster quorum manager that is in-quorum 
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can take over the mastership and begin to originate heartbeat 
proposals to the other in-quorum nodes. Similarly, the cluster 
quorum manager on one of the out-of-quorum nodes would 
emerge as the master cluster quorum manager for the out-of 
quorum cluster partition and exchange heartbeats among the 
nodes in that partition. 
0133. As described briefly above, in one embodiment, it is 
possible for the cluster quorum manager in any clusternode to 
become the master cluster quorum manager. For example, if 
the node that hosts the master cluster quorum manager can no 
longer communicate with the other nodes in the cluster, the 
mastership will be shifted to another cluster quorum manager 
in the cluster. In one embodiment, if the master cluster quo 
rum manager determines that another cluster quorum man 
ager has a higher product version number than itself, for 
example, during the heartbeat proposal process, the master 
cluster quorum manager relinquishes its mastership to the 
cluster quorum manager in the higher product version node. 
Further, in one embodiment, the cluster can automatically 
correct the situation where there may be more than one cluster 
quorum manager acting as the master cluster quorum man 
ager at a time by using the specified hierarchical order to 
determine which cluster node takes precedence. 
0134) To facilitate quick selection of the master cluster 
quorum manager in a case like one of those described above, 
an automatic master cluster quorum manager evaluation sys 
tem is put in place. The list of nodes in each cluster, the CCN 
list, maintained by each cluster quorum manager includes the 
nodes in an order by which they are to be selected as the 
master cluster quorum manager. For example, in one embodi 
ment, the nodes in the CCN list may be listed in order from 
lowest to highest node ID. The lowest node ID may be ini 
tially designated as the master cluster quorum manager. 
0135. In one embodiment, to determine which node will 
take over as master cluster quorum manager and when that 
will happen, each cluster quorum manager maintains a timer. 
Each cluster quorum manager also has a unique threshold 
time after which, if a heartbeat proposal has not been received 
from the master cluster quorum manager, that cluster quorum 
manager will take over as mastercluster quorum manager and 
originate a heartbeat proposal. The timer is reset every time 
the cluster quorum manager receives a heartbeat proposal 
from the master cluster quorum manager. In one embodiment, 
the timer threshold can be a function of the node ID or some 
other unique identifier. Thus, the cluster will not be without a 
master cluster quorum manager for a Sustained period of time. 
0136. In one embodiment, if the master cluster quorum 
manager receives a heartbeat proposal from another cluster 
quorum manager holding itself out to be the master cluster 
quorum manager, the master cluster quorum manager checks 
the node ID, or some other unique identifier, and determines 
whetherit should continue as the master cluster quorum man 
ager or defer to the proposing cluster quorum manager. In the 
case where the nodeID is used to determine the master cluster 
quorum manager, the master cluster quorum manager will 
defer to the proposing cluster quorum manager if, for 
example, the master cluster quorum manager has a higher 
node ID than the proposing cluster quorum manager. 
0.137 FIG. 16 is a flow diagram of a process for coordi 
nating an informative proposal in a SAN-attached clustered 
storage system. An informative proposal can be, for example, 
a quorum status message, as briefly discussed above, sent to 
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each of the cluster nodes in the CCN group. As described 
above, the cluster transaction manager is used to process the 
proposal. 
0.138. At step 1602, the GM associated with the master 
cluster quorum manager receives, from the master cluster 
quorum manager, an API call for an informative proposal. For 
example, the API call can include a quorum status message 
that is to be communicated to each member of the CCN 
group. The quorum status message can include, among other 
things, a list of the currently active nodes and whether each 
node is in-quorum or out-of-quorum. The quorum status mes 
sage can also include the version of each active cluster quo 
rum manager. 

0.139. The GM associated with the master cluster quorum 
manager looks up the location of the GC, from the GM's local 
record, and forwards the informative proposal to the GC. At 
step 1604, the GC receives the proposal from the GM and, at 
step 1606, forwards the proposal to each GM of the CCN 
group. In one embodiment, the informative proposal can be a 
guaranteed informative proposal, meaning that the GC 
requests a receipt message from each of the GMs in the group. 
At step 1608 the GC receives the receipt message from each 
of member of the group. In one embodiment, the master 
cluster quorum manager attempts to originate the proposal 
again, if any of the in-quorum nodes do not acknowledge 
receipt of the quorum status message. In another embodi 
ment, the master cluster quorum manager periodically sends 
the most recent cluster quorum status proposal to all the nodes 
in the CCN group, which is compared with the local record 
and updated accordingly whereby any nodes that have not 
received it previously are now consistent with the master. 
0140. The informative proposal process described above 
with reference to FIG. 16 can also be used by a non-master 
cluster quorum manager to share information regarding 
changes in the cluster that should remain consistent between 
the cluster quorum managers. For example, in one embodi 
ment, each cluster quorum manager can Subscribe to events 
that are published by other cluster subsystems. If, for 
example, a cluster quorum manager receives an update that 
the nodes that make up the CCN group have changed, the 
cluster quorum manager can use an informative proposal to 
share that information with other cluster quorum managers in 
the cluster. 

0.141. As described above, one of the reasons for imple 
menting a clustered storage architecture is to provide greater 
fault tolerance. For example, if a particular node can no 
longer serve data to the host, for any number of reasons, the 
storage that the node presented to the host can be taken over 
by a partner node which can serve the data to the host. In one 
embodiment, the cluster quorum managers in each of the 
nodes coordinate this takeover process. Further, because the 
proper function of the cluster includes presenting the host 
with a consistent view from each cluster node, the cluster 
quorum managers can cooperate to implement isolation tech 
niques in the event a node fails. These techniques are 
described below with reference to FIG. 17. 

0.142 FIG. 17 is a flow diagram of a process for isolating 
and taking over the storage of an out-of-quorum node. The 
process is organized as a sequence of operations in the flow 
chart. However, it should be understood that at least some of 
the operations associated with this process potentially can be 
reordered, supplemented, or substituted for, while still per 
forming the same overall technique. 
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0143. At step 1702 the process of isolating a node that is no 
longer in-quorum and taking over that node's storage begins 
when the master cluster quorum manager sends out a quorum 
status message with a list of the nodes that are in-quorum or 
out-of-quorum. To facilitate description, assume a cluster 
with four nodes, A, B, C, and D. While a four node cluster is 
described here, it is understood that any number of cluster 
nodes can perform a similar process. Assume for this example 
that the quorum status message indicates that node C is out 
of-quorum. 
0144. At step 1704, in response to receiving the quorum 
status message, and seeing that node C is out-of-quorum, the 
cluster quorum manager of each of the in-quorum nodes, A, 
B, and D, isolate themselves from node C. The cluster quorum 
managers do this by notifying the cluster transaction manager 
of their respective node that node C is out-of-quorum. The 
cluster transaction manager of each of the in-quorum nodes 
will ignore any future transaction requests from node C and 
will not include node C in any new proposals, until and unless 
node C comes back into quorum. 
0145 At step 1706, the cluster quorum manager of node C 
sees that its node is out-of-quorum and it isolates itself from 
the in-quorum nodes. Node C can realize that it is out of 
quorum in one of several ways. For example, if node C does 
not receive a heartbeat proposal within a threshold time (e.g., 
the master cluster quorum manager takeover timer as 
described above) and does not receive a response to its own 
proposed heartbeat, node C knows it no longer has reliable 
connectivity with the rest of the cluster. Similarly, node C can 
realize it is out-of-quorum even if node C does have connec 
tivity to the rest of the cluster, for example, if node C is not 
included in the quorum status message as being in-quorum, 
for example, because it is an incompatible version. The clus 
ter quorum manager isolates itself by notifying its corre 
sponding cluster transaction manager that the node is out-of 
quorum. The cluster transaction manager of node C, in 
response to receiving the notification that it is out-of-quorum, 
will no longer make cluster-wide proposals until and unless 
node C comes back into quorum. Thus, node Cs isolation 
from the rest of the cluster is redundant (implemented by the 
cluster transaction manager of node C itself and by the cluster 
transaction managers of the remaining in-quorum nodes) to 
ensure that consistency of the in-quorum nodes is maintained. 
For example, if the operating system on node C is unrespon 
sive, this redundancy protects the integrity of the rest of the 
cluster, by effectively quarantining node C from the other 
nodes without requiring node C's co-operation. 
0146. At step 1708, in response to determining that a node 

is out-of-quorum, the cluster quorum manager in one of the 
remaining nodes, assume for this example node D, deter 
mines that it is the storage failover partner for node C. In one 
embodiment, each node receives information regarding Stor 
age failover partners from a Storage Failover Sub-system that 
determines the failover partners. However, any known 
method of determining failover partners can be used. The 
cluster quorum manager of the failover partner node, in this 
example node D, at step 1710 checks, for example, with a 
Storage Failover sub-system, to verify that a takeover of node 
C’s storage is feasible. If the cluster quorum manager of node 
D determines that a takeover of node C is not feasible, then it 
will try to verify whether a takeover is feasible periodically or 
each time it receives a quorum status message indicating that 
node C is out-of-quorum. If the cluster quorum manager of 
node D determines that a takeover of node Cs storage is 
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feasible, at step 1712 the cluster quorum manager of node D 
initiates a takeover of node C's storage. The takeover process 
is not germane to this disclosure and can be performed 
according to any one of a number of known techniques. 
0147 FIG. 18 is a block diagram of a system that can be 
used to implement components of a clustered storage area 
network. For example, the system of FIG. 18 can be used to 
implement a node (i.e., an S-module, a D-module, and/or a 
management module). 
0.148. In an illustrative embodiment, the system 1800 
includes a processor subsystem 1810 that includes one or 
more processors. The system 1800 further includes memory 
1820, a network adapter 1840, and a storage adapter 1850, all 
interconnected by an interconnect 1860. 
014.9 The memory 1820 illustratively comprises storage 
locations that are addressable by the processor(s) 1810 and 
adapters 1840 and 1850 for storing software program code 
and data associated with the techniques introduced here. The 
processor 1810 and adapters 1840 and 1850 may, in turn, 
comprise processing elements and/or logic circuitry config 
ured to execute the Software code and manipulate the data 
structures. It will be apparent to those skilled in the art that 
other processing and memory implementations, including 
various computer readable storage media, may be used for 
storing and executing program instructions pertaining to the 
techniques introduced here. 
0150. The network adapter 1840 includes a plurality of 
physical ports, such as a Fibre Channel or Ethernet port, to 
couple the system 1800 with one or more other systems over 
point-to-point links, wide area networks, virtual private net 
works implemented over a public network (Internet) or a 
shared local area network. The network adapter 1840 thus can 
include the mechanical components and electrical circuitry 
that allows the system 1800 to connect with the cluster inter 
connect and/or host. One or more systems can communicate 
with other systems over the by exchanging messages, for 
example, using packets or frames of data according to pre 
defined protocols. 
0151. The storage adapter 1850 cooperates with the oper 
ating system to access information on attached storage 
devices. The information may be stored on any type of 
attached array of Writable storage media, Such as magnetic 
disk or tape, optical disk (e.g., CD-ROM or DVD), flash 
memory, Solid-state drive (SSD), electronic random access 
memory (RAM), micro-electro mechanical and/or any other 
similar media adapted to store information, including data 
and parity information. The storage adapter 1850 includes a 
plurality of ports having input/output (I/O) interface circuitry 
that couples with the disks over an I/O interconnect arrange 
ment, such as a conventional high-performance, Fibre Chan 
nel (FC) link topology. 
0152 The techniques introduced above can be imple 
mented by programmable circuitry programmed or config 
ured by software and/or firmware, or they can be imple 
mented entirely by special-purpose “hardwired circuitry, or 
in a combination of Such forms. Such special-purpose cir 
cuitry (if any) can be in the form of, for example, one or more 
application-specific integrated circuits (ASICs), program 
mable logic devices (PLDS), field-programmable gate arrays 
(FPGAs), etc. 
0153 Software or firmware for use in implementing the 
techniques introduced here may be stored on a machine 
readable storage medium and may be executed by one or 
more general-purpose or special-purpose programmable 
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microprocessors. A "machine-readable medium', as the term 
is used herein, includes any mechanism that can store infor 
mation in a form accessible by a machine (a machine may be, 
for example, a computer, network device, cellular phone, 
personal digital assistant (PDA), manufacturing tool, any 
device with one or more processors, etc.). For example, a 
machine-accessible medium includes recordable/non-re 
cordable media (e.g., read-only memory (ROM); random 
access memory (RAM); magnetic disk storage media; optical 
storage media; flash memory devices; etc.), etc. 
0154 The term “logic', as used herein, can include, for 
example, special-purpose hardwired circuitry, Software and/ 
or firmware in conjunction with programmable circuitry, or a 
combination thereof. 
0155 Although the present invention has been described 
with reference to specific exemplary embodiments, it will be 
recognized that the invention is not limited to the embodi 
ments described, but can be practiced with modification and 
alteration within the spirit and scope of the appended claims. 
Accordingly, the specification and drawings are to be 
regarded in an illustrative sense rather than a restrictive sense. 

1-18. (canceled) 
19. A storage area network (SAN)-attached clustered stor 

age system comprising: 
a plurality of storage server nodes coupled to communicate 

with each other through an interconnect, each storage 
server node of the plurality of storage server nodes to 
include: 

a protocol module, executed by a hardware processor, to 
provide a host with access to the SAN-attached clus 
tered storage system, wherein the protocol module 
implements a first logical Sub-unit of a single distrib 
uted logical unit in a SAN environment that is distrib 
uted across the SAN-attached clustered storage sys 
tem, Such that the first logical Sub-unit and the single 
distributed logical unit appear as a single entity, 
wherein the single distributed logical unit comprises a 
plurality of logical Sub-units including the first logical 
Sub-unit; and 

a cluster services module, executed by the hardware 
processor, to maintain consistency between the plu 
rality of logical Sub-units that make up the single 
distributed logical unit, the cluster services module 
including: 
a cluster transaction manager to control cluster man 

agement operation requests and cluster control 
operation requests by using a multi-phase voting 
process, wherein the cluster transaction manager 
includes a group coordinator to direct the multi 
phase Voting process in a group to determine 
whether to commit an operation and to maintain a 
queue of entities in the group, such that each entity 
has an opportunity to propose the operation. 

20. The SAN-attached clustered storage system of claim 
19, the cluster services module including a quorum manager, 
wherein the quorum manager of one of the plurality of storage 
server nodes is a master quorum manager to monitor an in 
quorum/out of quorum status of each other quorum manager 
in the clustered storage system. 

21. The SAN-attached clustered storage system of claim 
19, wherein each logical sub-unit of the plurality of logical 
Sub-units implements an instance of a global task set to queue 
commands and task management functions that modify con 
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text information, Such that context information between each 
logical Sub-unit remains consistent. 

22. The SAN-attached clustered storage system of claim 
19, wherein the protocol module implements a plurality of 
virtual SCSI target ports, wherein each of the plurality of 
virtual SCSI target ports is associated with a physical target 
port of a corresponding storage server node and presents the 
plurality of virtual SCSI target ports to the host. 

23. The SAN-attached clustered storage system of claim 
19, wherein the cluster transaction manager includes the 
group coordinator to direct the multi-phase Voting process in 
a group to determine whether to commit an operation. 

24. The SAN-attached clustered storage system of claim 
23, wherein the group coordinator maintains a queue of enti 
ties in the group. Such that each entity has an opportunity to 
propose the operation. 

25. The SAN-attached clustered storage system of claim 
19, wherein the master quorum manager determines whether 
each storage server node in the cluster is in-quorum or out 
of-quorum based on whether a storage server node has not 
Successfully responded to a heartbeat proposal a threshold 
number of times. 

26. A storage server node for use in a SAN-attached clus 
tered storage system that includes a plurality of storage server 
nodes, the storage server node comprising: 

a protocol module to implement a logical Sub-unit of a 
single distributed logical unit that is distributed across 
the SAN-attached clustered storage system, such that 
the logical sub-unit and the single distributed logical 
unit appear as a single entity to the host; 

a cluster transaction manager to control cluster manage 
ment operation requests and cluster control operation 
requests by using a multi-phase Voting process; and 

a quorum manager to maintain consistency between the 
storage server node and each other storage server node 
of the plurality of storage server nodes. 

27. The storage server node of claim 26, wherein the quo 
rum manager maintains consistency between the storage 
server node and each other storage server node of the plurality 
of storage server nodes based on an in-quorum/out-of-quo 
rum status for each of the plurality of server nodes. 

28. The storage server node of claim 26, wherein the logi 
cal Sub-unit implements an instance of a global task set to 
queue commands and task management functions that 
modify context information, such that context information 
between each logical sub-unis in each of the plurality of 
storage server nodes remains consistent. 

29. The storage server node of claim 26, wherein the pro 
tocol module implements a plurality of virtual SCSI target 
ports, wherein each of the plurality of virtual SCSI target 
ports is associated with a physical target port of a correspond 
ing storage server node and presents the plurality of virtual 
SCSI target ports to the host. 

30. The storage server node of claim 26, wherein the cluster 
transaction manager includes a group coordinator to direct 
the multi-phase Voting process in a group to determine 
whether to commit an operation. 

31. The storage server node of claim30, wherein the group 
coordinator maintains a queue of entities in the group. Such 
that each entity has an opportunity to propose the operation. 

32. The storage server node of claim 26, wherein the master 
quorum manager determines whether each storage server 
node in the cluster is in-quorum or out-of-quorum based on 
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whether a storage server node has not successfully responded 
to a heartbeat proposal a threshold number of times. 

33. A method comprising: 
in a SAN-attached clustered storage system that includes a 

plurality of storage server nodes, each storage server 
node: 

implementing, by a protocol module, a logical Sub-unit of 
a single distributed logical unit that is distributed across 
the SAN-attached clustered storage system, such that 
the logical Sub-unit and the single distributed logical 
unit appear as a single entity to the host; 

controlling, by a cluster transaction manager, cluster man 
agement operation requests and cluster control opera 
tion requests by using a multi-phase Voting process; and 

maintaining consistency between each of the plurality of 
storage server nodes. 

34. The method of claim 33, comprising maintaining, by 
the logical Sub-unit, context information that is consistent 
with corresponding context information of a plurality of other 
logical Sub-units that make up the single distributed logical 
unit. 

35. The method of claim 34, wherein maintaining context 
information includes: 

implementing an instance of a global task set for the logical 
Sub-unit to queue commands and task management 
functions that modify context information; and 

coordinating entry of commands into the global task set 
Such that eachinstance of the global task set is consistent 
with each other instance of the global task set. 
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36. The method of claim 33, comprising: 
implementing, by the protocol module, a plurality of Vir 

tual target ports, wherein each of the plurality of virtual 
target ports is associated with a single physical target 
port of the storage server node; and 

presenting the plurality of virtual target ports to the host. 
37. The method of claim 33, wherein maintaining consis 

tency between each of the plurality of storage server nodes 
includes: 

causing, by a quorum manager, the cluster transaction 
manager to originate a heartbeat proposal to each stor 
age server node in the storage cluster, and 

receiving, from the cluster transaction manager, a response 
to the heartbeat proposal; 

determining, by the quorum manager based on the 
response to the heartbeat proposal, an in-quorum/out 
of-quorum status of each storage server node in the 
storage cluster; and 

updating each storage server node with a data set identify 
ing the storage server nodes that are in-quorum. 

38. The method of claim 33, wherein the multi-phase vot 
ing process includes: 

receiving a proposal to perform an operation from a pro 
posing entity of a group affected by the operation; 

forwarding the proposal to each entity in the group to be 
affected by the operation; 

determining whether an acceptance of the transaction has 
been received from each entity in the group to be 
affected by the operation; and 

deciding whether to commit the operation based on a result 
of the determining. 
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