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METHODS FOR CONTROLLING STORAGE 
DEVICES CONTROLLING APPARATUSES 

CROSS-REFERENCES TO RELATED 
APPLICATIONS 

0001. The present application is a Continuation Applica 
tion of U.S. application Ser. No. 10/649,100, filed Aug. 26, 
2003, which in turn is related to and claims priority from 
Japanese Patent Application No. 2003-025074, filed Jan. 31, 
2003, both of which are incorporated by reference herein in 
their entirety for all purposes. 

BACKGROUND OF THE INVENTION 

0002 The quantity of data used in a computer system has 
increased rapidly in recent years. As a storage system for 
managing Such data, a large-scale storage system managed 
by a RAID (Redundant Arrays of Inexpensive Disks) 
method for providing huge storage resources as called 
mid-range class or enterprise class has attracted public 
attention recently. 
0003) A storage system called NAS (Network Attached 
Storage) has been also developed so that the storage system 
and each information processor are connected to each other 
by a network using a protocol such as TCP/IP (Transmission 
Control Protocol/Internet Protocol) etc., to achieve access at 
file level from the information processor (e.g., JP-A-8- 
212095). 
0004 On the other hand, a technique called fail-over has 
been developed so that, even if failure occurs in an infor 
mation processor using a storage region provided by a 
storage system, another information processor can be used 
in place of the failed information processor for performing 
processing to continue provision of service by the informa 
tion processor. 

BRIEF SUMMARY OF THE INVENTION 

0005. In fail-over in the conventional storage system, 
there was however no common storage region extending 
over information processors. Accordingly, when fail-over 
was to be carried out, a handover process had to be made so 
that data in the storage region used by the original informa 
tion processor could be used by the substitute information 
processor. Furthermore, because data in the storage region 
were handed over after failure occurred in the information 
processor, a time lag was generated before the Substitution 
started. In addition, the process for handing over data was 
troublesome. 

0006 The invention is developed in consideration of the 
problems and an object of the invention is to provide a 
storage device controller and a program for the storage 
device controller. 

0007 To solve the problems, the invention provides a 
storage device controller including: channel control portions 
each including a circuit board on which a file access pro 
cessing portion for receiving file-by-file data input/output 
requests sent from information processors and an I/O pro 
cessor for outputting I/O requests corresponding to the data 
input/output requests to storage devices are formed, the 
channel control portions being classified into groups for the 
sake of fail-over, and means for storing data updated by each 
of the channel control portions and handed over at the time 
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of the fail-over in a shared Volume which is a storage region 
logically set on physical storage regions provided by the 
storage devices and which can be accessed commonly by 
any other channel control portion belonging to the same 
group as the channel control portion updating the data. 
0008 Incidentally, each of the information processors is, 
for example, a personal computer or a main frame computer 
that accesses a storage system having the storage device 
controller configured as described above through an LAN 
(Local Area Network). The function of each file access 
processing portion is provided by an operating system 
executed on a CPU and a software such as NFS (Network 
File System) operated on the operating system. Each storage 
device is a disk drive such as a hard disk device. Each I/O 
processor is made of an IC (Integrated Circuit) which is a 
hardware element independent of the CPU that is a hardware 
element of the file access processing portion. The I/O 
processors control communications between the file access 
processing portions and disk control portions. The disk 
control portions control the storage devices to write/read 
data in/from the storage devices respectively. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0009 FIG. 1 is a block diagram showing the overall 
configuration of a storage system according to an embodi 
ment of the invention; 

0010 FIG. 2 is a block diagram showing the configura 
tion of a management terminal in this embodiment; 
0011 FIG. 3 is a view showing a physical disk manage 
ment table in this embodiment; 

0012 FIG. 4 is a view showing an LU management table 
in this embodiment; 

0013 FIG. 5 is a view showing the external appearance 
configuration of the storage system in this embodiment; 
0014 FIG. 6 is a view showing the external appearance 
configuration of a storage device controller in this embodi 
ment; 

0015 FIG. 7 is a diagram showing a channel control 
portion in this embodiment; 

0016 FIG. 8 is a diagram for explaining the content of 
data stored in a memory in this embodiment; 
0017 FIG. 9 is a diagram showing a data control portion 
in this embodiment; 

0018 FIG. 10 is a software configuration diagram in this 
embodiment; 

0019 FIG. 11 is a diagram showing a state in which a 
cluster is constituted by channel control portions in this 
embodiment; 

0020 FIG. 12 is a view showing meta-data in this 
embodiment; 

0021 FIG. 13 is a view showing lock tables in this 
embodiment; 

0022 FIG. 14 is a diagram showing system LUs, a user 
LU and a shared LU in the storage system in this embodi 
ment; 
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0023 FIG. 15 is a diagram showing local LUs, shared 
LUs and a global shared LU in the storage system in this 
embodiment; 

0024 FIG. 16 is a table showing data to be handed over 
at the time of fail-over and synchronizing methods in this 
embodiment; 

0.025 FIG. 17 is a flow chart showing a process for 
determining the synchronizing methods for data to be 
handed over at the time of fail-over in this embodiment; 
0026 FIG. 18 is a table for determining destinations for 
referring to data to be handed over at the time of fail-over in 
this embodiment; 
0027 FIG. 19 is a flow chart showing a process for 
determining the designations for referring to data to be 
handed over at the time of fail-over in this embodiment; and 

0028 FIG. 20 is a flow chart showing a fail-over process 
in this embodiment. 

DETAILED DESCRIPTION OF THE 
INVENTION 

0029 Embodiments of the invention will be described 
below in detail with reference to the drawings. 
0030 FIG. 1 is a block diagram showing the overall 
configuration of a storage system 600 according to an 
embodiment of the invention. 

0031 (Example of Overall Configuration) 
0032. The storage system 600 includes a storage device 
controller 100, and storage devices 300. The storage device 
controller 100 controls the storage devices 300 according to 
commands received from information processors 200. For 
example, upon reception of a data input/output request from 
a certain information processor 200, the storage device 
controller 100 performs processing for input/output of data 
stored in the storage devices 300. Data are stored in logical 
volumes (logical units) (hereinafter referred to as LUs) 
which are storage regions logically set on physical storage 
regions provided by disk drives contained in the storage 
devices 300. The storage device controller 100 exchanges 
various kinds of commands with the information processors 
200 for managing the storage system 600. 

0033 Each of the information processors 200 is a com 
puter that contains a CPU. (Central Processing Unit), and a 
memory. The CPU contained in each information processor 
200 executes various kinds of programs to implement vari 
ous functions. For example, each information processor 200 
may be a personal computer, a work station or a main frame 
computer. 

0034. In FIG. 1, the information processors 200 are 
connected to the storage device controller 100 through an 
LAN (Local Area Network) 400. The LAN 400 may be 
replaced by the Internet or by a private network. Commu 
nications between the information processors 200 and the 
storage device controller 100 through the LAN 400 are 
performed, for example, according to TCP/IP. The informa 
tion processors 200 send requests for data access based on 
designated filenames (file-by-file data I/O requests, herein 
after referred to as file access requests) to the storage system 
600. 
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0035) The storage device controller 100 has channel 
control portions 110. The channel control portions 110 are 
hereinafter also referred to as CHNs. The storage device 
controller 100 uses the channel control portions 110 to 
communicate with the information processors 200 through 
the LAN 400. The channel control portions 110 individually 
accept file access requests from the information processors 
200. That is, network addresses (e.g., IP addresses) on the 
LAN 400 are assigned to the channel control portions 110 
respectively. Accordingly, the channel control portions 110 
can serve as NASs respectively, so that the channel control 
portions 110 can provide NAS service to the information 
processors 200 as if the respective NASs were present as 
independent NASs. Because one storage system 600 is 
configured to include the channel control portions 110 for 
providing NAS service individually in the aforementioned 
manner, NAS servers that were heretofore operated by 
independent computers respectively can be collectively 
operated by a single storage system 600. This configuration 
permits the storage system 600 to perform general manage 
ment, so that improvement in efficiency of maintenance 
transactions such as various kinds of setting/control, failure 
control and version control can be attained. 

0036 Incidentally, the function of each of the channel 
control portions 110 in the storage device controller 100 
according to this embodiment is implemented by a hardware 
formed on a circuit board integrated as a unit, an operating 
system (hereinafter referred to as OS) executed by the 
hardware, and a software such as an application program 
operated on the OS, as will be described later. In this 
manner, in the storage system 600 according to this embodi 
ment, the function which has been heretofore provided as 
part of hardware is mainly implemented by software. For 
this reason, in the storage system 600 according to this 
embodiment, flexible system operation can be conducted to 
make it possible to provide delicate service meeting diver 
sified and varied users’ needs. 

0037 (Storage Devices) 
0038. The storage devices 300 have a large number of 
disk drives (physical disks) to provide storage regions to the 
information processors 200. Data are stored in LUs which 
are storage regions logically set on physical storage regions 
provided by the disk drives. As the disk drives, various 
devices such as hard disk devices, flexible disk devices and 
semiconductor storage devices can be used. 
0039 Incidentally, for example, the storage devices 300 
may be used in Such a manner that a disk array is constituted 
by a plurality of disk drives. In this case, the storage regions 
provided to the information processors 200 may be provided 
by a plurality of disk drives managed by RAID. 

0040. The storage devices 300 may be connected to the 
storage device controller 100 directly as shown in FIG. 1 or 
through a network. The storage devices 300 may be also 
integrated with the storage device controller 100. 

0041. The LUs set in the storage devices 300 include user 
LUs allowed to be accessed by the information processors 
200, and system LUs used for control of the channel control 
portions 110. Each system LU also stores an operating 
system executed by a corresponding CHN 110. The channel 
control portions 110 are associated with LUs respectively. 
Accordingly, LUs are assigned to the channel control por 
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tions 110 so that the LUs can be accessed by the channel 
control portions 110 respectively. The association may be 
also made so that one LU is used in common with a plurality 
of channel control portions 110. Incidentally, the user LUs 
and the system LUs are hereinafter also referred to as user 
disks and system disks. The LU used in common with a 
plurality of channel control portions 110 is hereinafter 
referred to as shared LU or shared disk. 

0042 (Storage Device Controller) 
0043. The storage device controller 100 includes channel 
control portions 110, a shared memory 120, a cache memory 
130, disk control portions 140, a management terminal 160, 
and a connection portion 150. 
0044) Each channel control portion 110 has a communi 
cation interface for communicating with the information 
processors 200. That is, each channel control portion 110 has 
a function for exchanging data input/output commands with 
the information processors 200. For example, a CHN 110 
accepts file access requests from the information processors 
1 to 3 (200). The CHN 110 calculates storage addresses, data 
lengths, etc. of files and outputs I/O requests corresponding 
to the file access requests to thereby access the storage 
devices 300. In this manner, the storage system 600 can 
provide NAS service to the information processors 1 to 3 
(200). Incidentally, each I/O request contains a data top 
address, a data length, and an access type such as read or 
write. In the case of data write, data to be written may be 
contained in the I/O request. The I/O request is output from 
an I/O processor 119 that will be described later. 
0045. The channel control portions 110 and the manage 
ment terminal 160 are connected to one another through an 
internal LAN 151. Accordingly, micro-programs etc. to be 
executed by the channel control portions 110 can be sent and 
installed from the management terminal 160. The configu 
ration of each cannel control portion 110 will be described 
later. 

0046) The connection portion 150 connects the channel 
control portions 110, the shared memory 120, the cache 
memory 130 and the disk control portions 140 to one 
another. Exchange of data and commands among the chan 
nel control portions 110, the shared memory 120, the cache 
memory 130 and the disk control portions 140 is conducted 
through the connection portion 150. The connection portion 
150 is a high-speed bus such as an ultra high-speed crossbar 
Switch for performing data transmission by high-speed 
switching. Because the channel control portions 110 are 
connected to one another by the high-speed bus, perfor 
mance of communications between the channel control 
portions 110 is improved greatly compared with a conven 
tional configuration in which NAS servers operated on 
computers respectively are connected to one another through 
an LAN. In addition, the use of the high-speed bus makes a 
high-speed file sharing function, a high-speed fail-over 
function, etc. possible. 
0047 The shared memory 120 and the cache memory 
130 are storage memories used in common with the channel 
control portions 110 and the disk control portions 140. The 
shared memory 120 is mainly used for storing control 
information, commands, etc. whereas the cache memory 130 
is mainly used for storing data. 
0.048 When, for example, the data input/output com 
mand received by a certain channel control portion 110 from 
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a certain information processor 200 is a write command, the 
channel control portion 110 writes the write command in the 
shared memory 120 and further writes write data received 
from the information processor 200 in the cache memory 
130. On the other hand, each disk control portion 140 
monitors the shared memory 120. When a pertinent disk 
control portion 140 detects that the write command has been 
written in the shared memory 120, the disk control portion 
140 reads the write data from the cache memory 130 and 
writes the write data in a pertinent storage device 300 in 
accordance with the command. 

0049. In addition, when the data input/output command 
received by a certain channel control portion 110 from a 
certain information processor 200 is a read command, the 
channel control portion 110 writes the read command in the 
shared memory 120 and checks whether data to be read is 
present in the cache memory 130 or not. When the data is 
present in the cache memory 130, the channel control 
portion 110 sends the data to the information processor 200. 
On the other hand, when the data to be read is not present 
in the cache memory 130, the disk control portion 140 
monitoring the shared memory 120 so as to detect the 
writing of the read command in the shared memory 120 
reads data as a Subject of reading from a pertinent storage 
device 300, writes the data in the cache memory 130 and 
writes notification of the writing in the shared memory 120. 
When the channel control portion 110 monitors the shared 
memory 120 so as to detect the notification of the writing of 
the data as a subject of reading in the cache memory 130, the 
channel control portion 110 sends the data to the information 
processor 200. 

0050 Incidentally, as an alternative to the configuration 
in which instructions given from the channel control por 
tions 110 to the disk control portions 140 to write or read 
data are conducted indirectly with intermediation of the 
shared memory 120 in this manner, there may be, for 
example, adopted another configuration in which instruc 
tions given from the channel control portions 110 to the disk 
control portions 140 to write or read data are conducted 
directly without intermediation of the shared memory 120. 

0051. The disk control portions 140 control the storage 
devices 300 respectively. For example, the channel control 
portions 110 write data in the storage devices-300 according 
to the data write commands received from the information 
processors 200 in the aforementioned manner. When a 
request of data access to an LU based on a designated logical 
address is sent from a certain channel control portion 110 to 
a corresponding disk control portion 140, the disk control 
portion 140 converts the data access request into a request of 
data access to a physical disk based on a designated physical 
address. In the case where the physical disks in the storage 
devices 300 are managed by RAID, data access is made 
according to the RAID configuration (e.g., RAID0, RAID1 
or RAID5). The disk control portions 140 perform dupli 
cating management control and backup control of data 
stored in the storage devices 300. In addition, the disk 
control portions 140 perform control (a replication function 
or a remote copying function) to store a replica of data of the 
storage system 600 on a primary site in the other storage 
system installed on a secondary site for the purpose of 
prevention of data destruction caused by occurrence of a 
disaster (disaster recovery), etc. 
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0.052 The disk control portions 140 and the management 
terminal 160 are connected to one another through the 
internal LAN 151 so as to be able to communicate with one 
other. Accordingly, micro-programs etc., to be executed by 
the disk control portions 140 can be sent and installed from 
the management terminal 160. The configuration of each 
disk control portion 140 will be described later. 

0053 Although this embodiment has been described on 
the case where the shared memory 120 and the cache 
memory 130 are provided independent of the channel con 
trol portions 110 and the disk control portions 140, this 
embodiment is not limited to this case. It may be also 
preferable that the shared memory 120 or the cache memory 
130 are distributively provided in each of the channel 
control portions 110 and the disk control portions 140. In 
this case, the channel control portions 110 and the disk 
control portions 140 provided with distributed shared 
memories or cache memories are connected to one another 
by the connection portion 150. 

0054 (Management Terminal) 

0.055 The management terminal 160 is a computer for 
maintaining and managing the storage system 600. When the 
management terminal 160 is operated, for example, setting 
of physical disk configuration in the storage devices 300, 
setting of LUs, installation of micro-programs to be 
executed by the channel control portions 110, etc. can be 
conducted. As the setting of physical disk configuration in 
the storage devices 300, for example, increase or decrease in 
the number of physical disks, change in RAID configuration 
(e.g., change from RAID1 to RAID5), etc. may be made. 
Further, operations such as checking the operating state of 
the storage system 600, specifying a failure portion, install 
ing an operating system to be executed by each channel 
control portion 110, etc. may be also made by the manage 
ment terminal 160. The management terminal 160 may be 
also connected to an external maintenance center through an 
LAN, a telephone line or the like so that failure in the storage 
system 600 can be monitored by use of the management 
terminal 160 and that measures against failure can be taken 
speedily when failure occurs. Notice of occurrence of failure 
is given, for example, from an OS, an application program, 
a driver software, etc. This notice is made by an HTTP 
(HyperText Transport Protocol), an SNMP (Smile Network 
Management Protocol), an e-mail, etc. The setting and 
control may be made by an operator or the like while a Web 
page provided by a Web server operated by the management 
terminal 160 is used as a user interface. The operator or the 
like may perform setting of a Subject or content of failure 
monitoring, setting of a failure notice destination, etc. by 
operating the management terminal 160. 

0056. The management terminal 160 may be built in the 
storage device controller 100 or may be externally attached 
to the storage device controller 100. The management ter 
minal 160 may be provided as a computer exclusively used 
for maintenance and management of the storage device 
controller 100 and the storage devices 300 or may be 
provided as a general-purpose computer formed to have a 
maintenance and management function. 
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0057 FIG. 2 is a block diagram showing the configura 
tion of the management terminal 160. 

0.058. The management terminal 160 includes a CPU 
161, a memory 162, a port 163, a recording medium reader 
164, an input device 165, an output device 166, and a storage 
device 168. 

0059) The CPU 161 has charge of general control of the 
management terminal 160. When the CPU 161 executes a 
program 162c stored in the memory 162, the function of a 
Web server as described above, or the like, can be imple 
mented. The memory 162 stores a physical disk manage 
ment table 162a and an LU management table 162b as well 
as the program 162c. 

0060. The physical disk management table 162a is a table 
for managing the physical disks (disk drives) contained in 
the storage devices 300. FIG. 3 shows the physical disk 
management table 162a. Of a large number of physical disks 
contained in the storage devices 300, disk numbers #001 to 
#006 are shown in FIG. 3. The capacity, RAID configuration 
and status of use are shown for each physical disk. 
0061 The LU management table 162b is a table for 
managing the LUS logically set on the physical disks. FIG. 
4 shows the LU management table 162b. Of a large number 
of LUs set on the storage devices 300, LU numbers #1 to #3 
are shown in FIG. 4. The physical disk number, capacity and 
RAID configuration are shown for each LU. 

0062) The recording medium reader 164 is a device for 
reading programs and data recorded in a recording medium 
167. The programs and data read thus are stored in the 
memory 162 or the storage device 168. Accordingly, for 
example, a program 162c recorded in the recording medium 
167 can be read from the recording medium 167 by the 
recording medium reader 164 and stored in the memory 162 
or the storage device 168. A flexible disk, a CD-ROM, a 
DVD-ROM, a DVD-RAM, a semiconductor memory, or the 
like, may be used as the recording medium 167. Incidentally, 
the program 162c can be used as a program for operating the 
management terminal 160 and can be used also as a program 
for installing an OS 701 or an application program in each 
channel control portion 110 or each disk control portion 140 
or as a program for upgrading the version of the OS 701 or 
the application program. The recording medium reader 164 
may be built in the management terminal 160 or may be 
externally attached to the management terminal 160. The 
storage device 168 is, for example, a hard disk device, a 
flexible disk device, a semiconductor storage device, etc. 
The input device 165 is used for inputting data into the 
management terminal 160 by an operator or the like. For 
example, a key board, a mouse, or the like is used as the 
input device 165. The output device 166 is a device for 
outputting information to the outside. For example, a dis 
play, a printer, or the like, is used as the output device 166. 
The port 163 is connected to the internal LAN 151, so that 
the management terminal 160 can communicate with the 
channel control portions 110, the disk control portions 140, 
etc. through the port 163. The port 163 may be also 
connected to the LAN 400 or to the telephone line. 
0063 (External Appearance View) 

0064 FIG. 5 shows the external appearance configuration 
of the storage system 600 according to this embodiment. 
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FIG. 6 shows the external appearance configuration of the 
storage device controller 100. 
0065. As shown in FIG. 5, the storage system 600 accord 
ing to this embodiment is formed so that the storage device 
controller 100 and the storage devices 300 are stored in 
respective casings. The casings of the storage devices 300 
are disposed on opposite sides of the casing of the storage 
device controller 100. 

0.066 The storage device controller 100 has the manage 
ment terminal 160 in its front center portion. The manage 
ment terminal 160 is closed with a cover. When the cover is 
opened as shown in FIG. 6, the management terminal 160 
can be used. Although the management terminal 160 shown 
in FIG. 6 is shaped like a so-called notebook type personal 
computer, any shape may be used. 
0067 Slots for attaching boards of the channel control 
portions 110 are provided below the management terminal 
160. The boards of the channel control portions 110 are units 
in which circuit boards of the channel control portions 110 
are formed respectively and which are attached to the slots 
respectively. In the storage system 600 according to this 
embodiment, eight slots are prepared. FIGS. 5 and 6 show 
a state in which the boards of the channel control portions 
110 are attached into the eight slots respectively. A guide rail 
is provided in each slot so that the board of the channel 
control portion 110 can be attached into the slot through the 
guide rail. When the boards of the channel control portions 
110 are inserted into the slots along the guide rails respec 
tively, the boards of the channel control portions 110 can be 
mounted on the storage device controller 100. When the 
board of the channel control portion 110 which has been 
attached into each slot is drawn out forward along the guide 
rail, the board of the channel control portion 110 can be 
removed. A connector is provided in a front portion on a 
deep side of each slot so that the board of each channel 
control portion 110 can be electrically connected to the 
storage device controller 100 by the connector. 
0068 Channel control portions 110 of the type having a 
function for connection to an SAN (Storage Area Network) 
and channel control portions 110 of the type having a 
function for performing communications in accordance with 
a main frame type protocol such as FICON (Fibre Connec 
tion) (registered trademark), ESCON (Enterprise System 
Connection) (registered trademark), or the like, as well as 
channel control portions 110 of the type functioning as an 
NAS described above, may be attached into the slots. 
Further, some slots may be provided as empty slots in a state 
that the boards of the channel control portions 110 have not 
been attached into the slots yet. 
0069. In the channel control portions 110 attached into 
the slots, each cluster is constituted by the same kind of 
channel control portions 110. For example, a pair of CHNs 
110 may form a cluster. When clusters are formed, even in 
the case where failure occurs in a certain channel control 
portion 110 in a certain cluster, processing that has been 
executed by the failed channel control portion 110 until then 
can be handed over to the other channel control portion 110 
in the cluster (fail-over control). FIG. 11 is a view showing 
a state in which a pair of CHNs 110 form a cluster. The 
cluster will be described later in detail. 

0070 Incidentally, in the storage device controller 100, 
two power Supply systems are provided for improvement in 
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reliability. The eight slots into which the boards of the 
channel control portions 110 are attached are divided into 
four and four by the two power supply systems. Therefore, 
when clusters are formed, each of the clusters contains 
boards of the channel control portions 110 belonging to the 
two power Supply systems respectively. As a result, even in 
the case where failure occurs in one power Supply system-so 
that power Supply stops, power Supply to the board of the 
channel control portion 110 belonging to the other power 
Supply system in the same cluster is continued so that 
processing can be handed over to the channel control portion 
110 (fail-over). 
0071 Incidentally, as described above, each channel con 

trol portion 110 is provided as a board that can be attached 
into each slot. One board may be composed of a plurality of 
circuit boards integrated into one body. 

0072 Though not shown in FIGS. 5 and 6, other devices 
such as the disk control portions 140, the shared memory 
120, etc. for forming the storage device controller 100 are 
attached to the back, or the like, of the storage device 
controller 100. 

0073. Fans 170 for radiating heat generated in the boards 
of the channel control portions 110, etc. are provided in the 
storage device controller 100. The fans 170 are provided on 
a top portion of the storage device controller 100 and on an 
upper portion of the slots for the channel control portions 
110. 

0074) Incidentally, for example, conventional devices 
commercialized to support the SAN can be used as the 
storage device controller 100 and the storage devices 300 
configured to be packed in casings. Particularly when the 
shape of the connector provided in the board of each CHN 
110 is formed so as to be able to be directly attached into a 
slot provided in a conventional casing as described above, 
conventional devices can be used more easily. That is, the 
storage system 600 according to this embodiment can be 
constructed easily when existing products are used. 

0075 (Channel Control Portion) 
0076. In the storage system 600 according to this embodi 
ment, as described above, each CHN 110 accepts a file 
access request from a certain information processor 200 and 
provides NAS service to the information processor 200. 

0.077 FIG. 7 shows the hardware configuration of a CHN 
110. As shown in FIG. 7, the hardware of the CHN 110 is 
constituted by a board integrated as a unit. This unit is 
hereinafter also referred to as NAS board. The NAS board 
may be composed of a circuit board or of a plurality of 
circuit boards. More specifically, the NAS board includes a 
network interface portion 111, a CPU 112, a memory 113, an 
input/output control portion 114 (having an I/O (Input/ 
Output) processor 119, and an NVRAM (Non-Volatile 
RAM) 115), board connection connectors 116, and commu 
nication connectors 117. The NAS board is formed and 
configured as a circuit board having these parts integrated 
200. Through the network interface portion 111, the CHN 
110 receives a file access request sent from a certain infor 
mation processor 200, for example, according to TCP/IP. 
The communication connectors 117 are connectors used for 
communicating with the information processors 200. In the 
case of the CHN 110, the communication connectors 117 are 
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connectors that can be connected to the LAN 400, for 
example, to support Ethernet(R). 
0078. The CPU 112 has charge of control for making the 
CHN 110 function as an NAS board. 

0079 Various programs and data are stored in the 
memory 113. For example, meta-data 730 and a lock table 
720 shown in FIG. 8 or various kinds of programs such as 
an NAS manager 706 etc. shown in FIG. 10 are stored in the 
memory 113. 

0080. The meta-data 730 is information generated in 
correspondence with files managed by a file system imple 
mented by a file system program 703. The meta-data 730 
contains information for specifying file archiving places, 
such as addresses on LUs in which data of files are stored, 
data sizes, etc. The meta-data 730 may further contain 
information concerning file capacity, owner, update time, 
etc. The meta-data 730 may be generated in correspondence 
with directories instead of files. FIG. 12 shows an example 
of the meta-data 730. The meta-data 730 is also stored in 
each of LUs on the storage devices 300. 
0081. The lock table 720 is a table for exclusively con 

trolling file access executed by the information processors 
200. Exclusive control permits files to be used in common 
with the information processors 200. FIG. 13 shows the lock 
table 720. As shown in FIG. 13, the lock table 720 is divided 
into a file lock table 721 and an LU lock table 722. The file 
lock table 721 is a table for indicating whether each file is 
locked or not. While a certain file is opened by one of the 
information processors 200, the file is locked. The locked 
file is disabled from being accessed by the other information 
processors 200. The LU lock table 722 is a table for 
indicating whether each LU is locked or not. While a certain 
LU is accessed by one of the information processors 200, the 
LU is locked. The locked LU is disabled from being 
accessed by the other information processors 200. 
0082 The input/output control portion 114 exchanges 
data and commands with the disk control portions 140, the 
cache memory 130, the shared memory 120 and the man 
agement terminal 160. The input/output control portion 114 
has an I/O processor 119, and an NVRAM 115. For example, 
the I/O processor 119 is constituted by a one-chip micro 
computer. The I/O processor 119 controls the exchange of 
data and commands and relays communications between the 
CPU 112 and the disk control portions 140. The NVRAM 
115 is a non-volatile memory that stores programs taking 
charge of control of the I/O processor 119. The contents of 
the programs stored in the NVRAM 115 can be written or 
rewritten in accordance with instructions given from the 
management terminal 160 or the NAS manager 706 that will 
be-described later. 

0.083 FIG. 9 is a diagram showing the hardware configu 
ration of each disk control portion 140. 
0084 Each disk control portion 140 is formed as a board 
integrated as a unit. The board of the disk control portion 
140 includes an interface portion 141, a memory 143, a CPU 
142, an NVRAM 144, and board connection connectors 145. 
The board is formed as a circuit board having these parts 
integrated into one unit. 

0085. The interface portion 141 has a communication 
interface for communicating with the channel control por 
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tions 110, etc. through the connection portion 150, and a 
communication interface for communicating with the Stor 
age devices 300. 
0086) The CPU 142 has charge of general control of the 
disk control portion 140 and communicates with the channel 
control portions 110, the storage devices 300 and the man 
agement terminal 160. When various kinds of programs 
stored in the memory 143 or the NVRAM 144 are executed, 
the function of the disk control portion 140 according to this 
embodiment can be implemented. Examples of the function 
implemented by the disk control portion 140 are control of 
the storage devices 300, RAID control, duplication manage 
ment and backup control of data stored in the storage devices 
300, remote copy control, and so on. 
0087. The NVRAM 144 is a non-volatile memory for 
storing programs taking charge of control of the CPU 142. 
The contents of the programs stored in the NVRAM 144 can 
be written or rewritten in accordance with instructions given 
from the management terminal 160 or the NAS manager 
7O6. 

0088. The board of the disk control portion 140 has board 
connection connectors 145. When a board connection con 
nector 145 is fitted to a storage device controller 100 side 
connector, the board of the disk control portion 140 is 
electrically connected to the storage device controller 100. 
0089 (Software Configuration) 
0090 FIG. 10 is a diagram showing the software con 
figuration of the storage system 600 according to this 
embodiment. 

0091) For example, the operating system 701 is UNIX(R). 
On the operating system 701, softwares such as an RAID 
manager 708, a volume manager 707, an SVP manager 709, 
a file system program 703, a network control portion 702, a 
failure management program 705, an NAS manager 706, 
etc. operate. 
0092. The RAID manager 708 operating on the operating 
system 701 provides a function for setting parameters for a 
RAID control portion 740 and controlling the RAID control 
portion 740. The RAID manager 708 accepts parameters and 
control instruction information from the operating system 
701, another application operating on the operating system 
701 or the management terminal 160, and performs setting 
of the accepted parameters for the RAID control portion 740 
and transmission of control commands corresponding to the 
control instruction information to the RAID control portion 
740. 

0093 Examples of the parameters set here are parameters 
for definitions (such as designation of configuration infor 
mation of an RAID group, stripe size, etc.) of storage 
devices (physical disks) constituting an RAID group, param 
eters for setting an RAID level (such as RAID0, RAID1 or 
RAID5), and so on. Examples of the control commands sent 
from the RAID manager 708 to the RAID control portion 
740 are commands for instructing configuration of RAID, 
deletion and capacity change, commands for requesting 
configuration information of each RAID group, and so on. 
0094) The volume manager 707 further virtualizes LUs 
provided by the RAID control portion 740 and provides the 
virtualized LUs as virtual logical volumes to the file system 
program 703. One virtual logical volume includes one or 
more logical Volumes. 
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0.095 The main function of the file system program 703 
is to manage association of filenames designated by file 
access requests received by the network control portion 702, 
with addresses on virtual logical Volumes storing the file 
names. For example, the file system program 703 designates 
addresses, on virtual logical volumes, corresponding to 
filenames designated by file access requests respectively. 
0096. The network control portion 702 is configured to 
include two file system protocols of NFS (Network File 
System) 711 and CIFS (Common Interface File System) 
713. The NFS 711 accepts file access requests from UNIX(R) 
information processors 200 in which the NFS 711 operates. 
On the other hand, the CIFS 713 accepts file access requests 
from Windows(R) information processors 200 in which the 
CIFS 713 operates. 
0097. The NAS manager 706 is a program for performing 
checking the operating state of the storage system 600, 
setting the storage system 600, controlling the storage sys 
tem 600, and so on. The NAS manager 706 further has the 
function of a Web server and provides a setting Web page to 
a pertinent information processor 200 so that the storage 
system 600 can be set and controlled on the information 
processor 200 side. The setting Web page is provided by the 
NAS manager 706 that operates in each of the channel 
control portions 110. In response to an HTTP (HyerText 
Transport Protocol) request from a certain information pro 
cessor 200, the NAS manager 706 sends data for the setting 
Web page to the information processor 200. A system 
administrator or the like instructs setting and controlling of 
the storage system 600 by using the setting Web page 
displayed on the information processor 200. 
0098. Upon reception of data concerning setting and 
controlling sent from the information processor 200 in 
accordance with the operation on the setting Web page, the 
NAS manager 706 executes the setting and controlling 
corresponding to the data. In this manner, various setting and 
controlling of the storage system 600 can be performed on 
the information processor 200 side. The NAS manager 706 
notifies the OS and the application program operating on the 
channel control portion 110, the disk control portion 140, 
etc., of the contents set on the setting Web page. The 
contents set on the setting Web page may be managed in a 
shared LU 310. 

0099 Examples of the contents set on the setting Web 
page provided by the NAS manager 706 are management 
and setting of LUs (management of capacity, extension or 
reduction of capacity, user allocation, etc.), setting and 
controlling concerning the aforementioned function Such as 
duplication management and remote copy (replication) (set 
ting of duplication source LU and duplication destination 
LU, etc.), cluster management of redundantly configured 
CHNs (setting of correspondence relation of CHNs to be 
failed over, fail-over method, etc.), version management of 
the OS and application programs operating on the OS, and 
SO. O. 

0100 Incidentally, for checking of the operating state of 
the storage system 600 and setting and controlling of the 
storage system 600 by the NAS manager 706, a client server 
system may be used instead of the method using the afore 
mentioned setting Web page. In this case, the NAS manager 
706 has a server function of a client server system. Setting 
and controlling sent in accordance with the operation of a 
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client function of the information processor 200 are carried 
out in the same manner as in the aforementioned setting Web 
page to thereby perform checking of the operating state of 
the storage system 600 and setting and controlling of the 
storage system 600. 
0101 The SVP manager 709 provides various kinds of 
service to the management terminal 160 in accordance with 
requests from the management terminal 160. For example, 
the SVP manager 709 provides various kinds of set contents 
concerning the storage system 600. Such as set contents of 
LUs and set contents of RAID, to the management terminal 
160 and reflects various kinds of setting concerning the 
storage system 600 given from the management terminal 
160. 

0102 (Inter-Cluster Synchronous Control) 
0103) The failure management program 705 is a program 
for performing fail-over control between channel control 
portions 110 that form a cluster. 
0.104 FIG. 11 is a diagram showing a state in which two 
CHNs 110 form a cluster 180. In FIG. 11, there is shown the 
case where CHN1 (channel control portion 1) 110 and 
CHN2 (channel control portion 2) 110 form a cluster (group) 
180. 

0105. As described above, a fail-over process is carried 
out between the channel control portions 110 that form the 
cluster 180. When, for example, some failure occurs in 
CHN1 (110) so that processing cannot be continued, pro 
cessing that has been executed by CHN1 (110) until then is 
handed over to CHN2 (110) so that the processing will be 
executed by CHN2 (110) succeedingly. 
0106 Incidentally, when failure occurs in a CHN 110, 
fail-over may be carried out automatically or may be carried 
out manually by operator's operating the management ter 
minal 160. Or fail-over may be carried out manually on a 
pertinent information processor 200 side by user's using the 
setting Web page provided by the NAS manager 706. For 
example, fail-over is carried out manually in the case where 
the hardware (e.g., NAS board) of a channel control portion 
110 needs to be exchanged for a new one because of 
expiration of the durable period, upgrade of the version, 
periodic diagnosis, etc. 

0107 To make it possible for CHN2 (110) to execute 
processing succeedingly as a substitute for CHN1 (110), 
various data must be handed over from CHN1 (110) to 
CHN2 (110). Examples of the data handed over from CHN1 
(110) to CHN2 (110) are NFS user data, CISF user data, 
system administrator data, fail-over heartbeat, IP address of 
CHN1 (110), NFS file lock information, cluster control 
information, etc. 

0.108 NFS user data are data for managing the user 
allowed to receive file access service from CHN1 (110) by 
using an information processor 200 in which the UNIX(R) 
operating system is operated. For example, log-in ID, pass 
word, etc. of the user are data registered as the NFS user 
data. When NFS user data of CHN1 (110) are handed over 
to CHN2 (110), CHN2 (110) can succeedingly provide file 
access service to the user that has received file access service 
from CHN1 (110) until then. 
0.109 CIFS user data are data for managing the user 
allowed to receive file access service from CHN1 (110) by 
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using an information processor 200 in which the Windows.(R) 
operating system is operated. For example, log-in ID, pass 
word, etc. of the user are data registered as the CIFS user 
data. When CIFS user data of CHN1 (110) are handed over 
to CHN2 (110), CHN2 (110) can succeedingly provide file 
access service to the user that has received file access service 
from CHN1 (110) until then. 
0110 System administrator data are data for managing 
the administrator of the storage system 600 or storage device 
controller 100. For example, system administrator data 
contain log-in ID and password of the administrator, and 
data indicating the position of the home directory. The 
system administrator data are data used in common with all 
the channel control portions 110 in the storage device 
controller 100 regardless of the cluster 180. 
0111 Fail-over heart beat is data by which respective 
CHNs 110 in a cluster 180 check their operating states 
mutually. Each of CHN1 (110) and CHN2 (110) periodically 
gives the other the notice of data (heart beat marks) indi 
cating the fact that its own processing is carried out nor 
mally. Each of CHN1 (110) and CHN2 (110) checks whether 
the notice comes from the other or not. When each cannot 
confirm the notice from the other, each makes a decision that 
some failure occurs in the other. The heart beat marks 
contain information such as identifier of CHN 110, code 
indicating whether CHN 110 is normal or abnormal, update 
time, and so on. 

0112 IP address of CHN 110 is an address for specifying 
the CHN 110 when communications are made on the LAN 
400 according to the communication protocol TCP/IP. 
When, for example, CHN2 (110) takes over the IP address 
of CHN1 (110), CHN2 (110) can receive data that have been 
received by CHN1 (110) through the LAN 400 until then. 
0113 NFS file lock information is data for managing lock 
states of files and includes a file lock table 721 and an LU 
lock table 722. 

0114 Cluster control information contains other data 
required for the handover between CHNs 110 in a cluster. 
Examples of the cluster control information are mount 
information concerning mounting of a file system con 
structed in the LU managed by the failed CHN 110, the 
MAC (Media Access Control) address of the network inter 
face portion 111, and export information of a network file 
system. 

0115 When these inherited data are handed over from 
CHN1 (110) to CHN2 (110), CHN2 (110) also takes over 
processing that has been executed by CHN1 (110) until then. 
0116. In the storage device controller 100 according to 
this embodiment, the handover is carried out by synchro 
nizing these inherited data between the predecessor CHN 
110 and the successor CHN 110. That is, controlling is made 
so that the contents of the inherited data in the predecessor 
CHN 110 are identical to those in the Successor CHN 110. 

0117. When, for example, any inherited data is updated 
by a certain CHN 110, the updated inherited data is sent to 
the other CHN 110 through a network by which the CHNs 
110 are connected to each other. In this manner, the contents 
of inherited data referred to by the predecessor CHN 110 and 
the successor CHN 110 can be made identical to each other. 
As the network for connecting the CHNs 110 to each other, 
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the LAN 400 may be used, the connection portion 150 may 
be used, or the internal LAN 151 may be used. 

0118. The inherited data may be stored in the shared LU 
(shared Volume) allowed to be accessed commonly by a 
plurality of CHNs 110 so that synchronization of the inher 
ited data can be achieved. As a result, the identical inherited 
data can be referred to by the predecessor CHN 110 and the 
Successor CHN 110. 

0119) The inherited data may be stored in the shared 
memory 120 allowed to be accessed commonly by a plu 
rality of CHNs 110 so that the identical inherited data can be 
referred to by the predecessor CHN 110 and the successor 
CHN 110. 

0120 FIGS. 14 and 15 are system configuration diagrams 
for explaining synchronization of the inherited data con 
ducted by the storage device controller 100 according to this 
embodiment. 

0.121. In the storage device controller 100 shown in 
FIGS. 14 and 15, CHN1 (110) and CHN2 (110) form a 
cluster A (180), and CHN3 (110) and CHN4 (110) form a 
cluster B (180). That is, CHNs 1 to 4 (110) are classified into 
clusters A and B (180). CHNs 110 are connected to one 
another while each CHN 110 is connected to the information 
processors 200 through the LAN 400. Each CHN 110 is 
connected to the shared memory 120, system LUs, a user LU 
and the management terminal 160 through the connection 
portion 150. FIG. 14 shows the case where the system LUs 
are assigned to CHNs 110 respectively. That is, the system 
LUs shown in FIG. 14 are also local LUs. Incidentally, each 
NAS control software shown in FIGS. 14 and 15 contains a 
failure management program 705. 

0122 FIG. 15 shows the case where LUs provided in the 
storage system 600 are classified into local LUs (local 
Volumes), shared LUS (shared Volumes) and a global shared 
LU (second shared volume). The local LUs are LUs allowed 
to be accessed by CHNs 110 individually and respectively. 
Each of the shared LUs is an LU allowed to be accessed 
commonly by a plurality of CHNs 110 belonging to a cluster. 
The global shared LU is an LU allowed to be accessed 
commonly by all CHNs 110 in the storage system 600. 

0123. As described above, the inherited data for fail-over 
may contain data such as NFS user data generated individu 
ally in accordance with CHNs 110, and data such as system 
administrator data used in common with all CHNs 110 in the 
storage system 600. Therefore, in the storage device con 
troller 100 according to this embodiment, the inherited data 
are synchronized by different methods according to the kind 
of the inherited data. FIG. 16 shows a synchronizing method 
management table for indicating correspondence between 
data handed over at the time of fail-over and synchronizing 
methods according to the embodiment. The synchronizing 
method management table may be stored in the memory 113 
of each CHN 110 or may be stored in the shared memory 
120. Or the synchronizing method management table may 
be stored in the local LU of each CHN 110. 

0.124. The synchronizing method management table 
shown in FIG. 16 is configured to contain a “Control 
Information field, a “Data Sync Type' field, a "Synchro 
nizing Method field, a "Synchronous Data field, and a 
“Reflection in Local LU field. 
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0125 The kind of the inherited data is written in the 
“Control Information field. As described above, in this 
embodiment, examples of the kind of the inherited data 
written in this field are NSF user data, CIFS user data, 
system administrator data, fail-over heartbeat, IP address of 
CHN (110), NSF file lock information, and cluster control 
information. Incidentally, each inherited data is hereinafter 
also referred to as control information. 

0126 The range in which each inherited data is synchro 
nized is written in the “Data Sync Type” field. When 
“Synchronization. In Cluster' is written in this field, it 
indicates that the inherited data is synchronized in a cluster. 
That is, the updated inherited data is synchronized between 
CHNs 110 in a cluster. When "Synchronization. In Storage 
System” is written in this field, it indicates that the inherited 
data is synchronized in the storage system 600 as a whole. 
When “Peculiar to System’ is written in this field, it indi 
cates that the inherited data need not be synchronized 
because the inherited data is never updated. 
0127. A method for synchronizing each inherited data is 
written in the “Synchronizing Method” field. When “Net 
work” is written in this field, it indicates that the inherited 
data updated by a certain CHN 110 is sent to the other CHN 
110 through a network by which the CHNs 100 are con 
nected to each other. As the network for connecting the 
CHNs 110 to each other, the LAN 400 may be used, the 
connection portion 150 may be used, or the internal LAN 
151 may be used. When “Shared LU is written in this field, 
it indicates that the inherited data updated by a certain CHN 
110 is stored in the shared LU. When “Shared Memory” is 
written in this field, it indicates that the inherited data 
updated by a certain CHN 110 is stored in the shared 
memory. When'-' is written in this field, it indicates that the 
inherited data need not be synchronized. Although this 
embodiment has shown that system administrator data and 
IP address of CHN need not be synchronized because these 
data are never updated, these data may be synchronized. 
0128. A comment etc. concerning each inherited data is 
written in the “Synchronous Data field. For example, a 
filename or the like for specifying the inherited data can be 
written in this field. The synchronizing method management 
table may be configured without provision of the “Synchro 
nous Data' field. 

0129. The “Reflection in Local LU” field is a field for 
selecting whether or not the updated inherited data is also 
written in the local LU of the other CHN 110 allowed to 
commonly access the shared LU or the shared memory 120 
when the updated inherited data is written in the shared LU 
or the shared memory 120 to thereby be synchronized. When 
“No” is written in this field, it indicates that the updated 
inherited data is not written in the local LU of the other CHN 
110. Accordingly, in this case, the other CHN 110 can refer 
to the inherited data by accessing the shared LU or the 
shared memory 120. When “Yes” is written in this field, it 
indicates that the updated inherited data is also written in the 
local LU of the other CHN 110. Accordingly, in this case, the 
other CHN 110 can refer to the inherited data by accessing 
its own local LU. 

0130 For example, inherited data low in frequency of 
update but high in frequency of reference may be stored in 
the local LU as well as being stored in the shared LU or the 
shared memory 120. Hence, the frequency of access to the 
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shared LU or the shared memory 120 can be reduced so that 
access competition between CHNs 110 can be reduced. 
Accordingly, data access performance can be improved. On 
the other hand, inherited data only temporarily referred to or 
inherited data updated frequently is arranged not to be 
reflected in the local LU. As a result, the processing over 
head required for reflecting the inherited data in the local LU 
can be reduced. 

0.131. In this manner, in the storage device controller 100 
according to this embodiment, the inherited data can be 
synchronized by an optimal method in consideration of 
characteristic according to the inherited data type at the time 
of fail-over. 

0.132 FIG. 17 is a flow chart showing a process for 
deciding the synchronizing method of data handed over at 
the time of fail-over according to this embodiment. Inciden 
tally, the following process can be implemented when the 
CPU 112 executes the failure management program 705 
having codes for carrying out various kinds of operations 
according to this embodiment. 
0.133 First, control information is generated (S1000). 
The phrase “control information is generated” means that a 
request to update inherited data for fail-over is received from 
another program in the CHN 110, a program in the man 
agement terminal 160 or a program in a certain information 
processor 200. For example, there is the case where NFS 
user data updated for addition or deletion of an NFS user 
provided with file access service is received from a certain 
information processor 200 or the case where a request to 
update heart beat marks to be periodically updated is 
received from the other CHN 110 in the cluster 180. 

0.134. These inherited data may be updated automatically 
or may be updated manually by the operator's operating the 
management terminal 160. Or these inherited data may be 
updated manually on the information processor 200 side 
when the user uses the setting Web page provided by the 
NAS manager 706. As the case where these inherited data 
are updated automatically, for example, there is the case 
where heartbeat marks are updated. As the case where these 
inherited data are updated manually, for example, there is the 
case where NFS user data are updated. 
0135) Then, referring to the “Data Sync Type” field in the 
synchronizing method management table, the CPU 112 
checks whether the inherited data is data used in either of the 
other CHN 110 and in the storage system 600 as a whole or 
not (S1001). When the inherited data needs synchronization 
with the other CHN 110, the inherited data is written in the 
local LU of own CHN 110 and the process is terminated 
(S1002). 
0.136. On the other hand, when the inherited data is data 
needing synchronization with the other CHN 110, the CPU 
112 refers to the “Data Sync Type' field on the synchroniz 
ing method management table to thereby check whether the 
inherited data is data needing synchronization in the cluster 
or not (S1003). 
0.137 When the inherited data is data not needing syn 
chronization in the cluster, the inherited data is written in the 
global shared LU through the connection portion 150 
because the inherited data is data needing synchronization in 
the storage system 600 as a whole (S1004). As a result, all 
CHNs 110 in the storage system 600 can refer to the 
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inherited data having the same content. Then, the CPU 112 
refers to the “Reflection in Local LU” field on the synchro 
nizing method management table to thereby check whether 
the inherited data is also reflected in the local LU or not 
(S1005). When the “Reflection in Local LU” field on the 
synchronizing method management table shows “No”, the 
process is terminated as it is. On the other hand, when the 
“Reflection in Local LU' field shows “Yes”, the inherited 
data written in the global shared LU in the step S1004 is also 
written in the local LUs of the other CHNs 110. In this case, 
the inherited data is written in respective local LUs of all 
CHNs 110 in the storage system 600 (S1006). As a result, 
each CHN 110 can refer to the inherited data by accessing 
its own local LU, so that each CHN 110 need not access the 
global shared LU. Because each CHN 110 need not access 
the global shared LU, the frequency of access competition 
with the other CHNs 110 can be reduced so that data access 
performance can be improved. 

0138. On the other hand, when making a decision in the 
step S1003 that the inherited data is data needing synchro 
nization in the cluster, the CPU 112 examines constituent 
CHNs 110 in the cluster and specifies a CHN 110 to be 
notified (S1007). That is, the CPU 112 specifies the other 
CHN 110 belonging to the cluster to which its own CHN 110 
belongs. For example, the other CHN 110 can be specified 
on the basis of its identifier. Then, the CPU 112 refers to the 
“Synchronizing Method field on the synchronizing method 
management table to thereby check whether a network is 
used in the method for synchronization of the inherited data 
or not (S1008). When the “Synchronizing Method” field 
shows any other descriptive content than “Network”, the 
CPU 112 checks whether the shared LU is used for syn 
chronization of the inherited data or not (S1011). When the 
“Synchronizing Method field on the synchronizing method 
management table shows “Shared LU, the step S101 goes 
to “Y” and the inherited data is written in the shared LU in 
the cluster (S1012). As a result, all CHNs 110 in the cluster 
180 to which own CHN 110 belongs can refer to the 
inherited data having the same content. 
0.139. The other CHN 110 in the cluster is notified of the 
storage position of the inherited data in the shared LU as 
occasion demands (S1013). That is, the other CHN 110 in 
the cluster is notified of meta-data of the inherited data. As 
a result, the other CHN 110 in the cluster can know the 
storage position of the inherited data in the shared LU at the 
time of referring to the inherited data. Incidentally, the 
storage position may be fixed to a specific position accord 
ing to the inherited data. In the case of Such inherited data, 
the other CHN 110 need not be notified of the storage 
position of the inherited data in the shared LU. 
0140. Then, the CPU 112 refers to the “Reflection in 
Local LU field on the synchronizing method management 
table to thereby check whether the inherited data is also 
reflected in the local LU or not (S1014). When the “Reflec 
tion in Local LU” field on the synchronizing method man 
agement table shows “No”, the process is terminated as it is. 
When the “Reflection in Local LU' field shows “Yes”, the 
inherited data written in the shared LU in the step S1012 is 
also written in a local LU of the other CHN 110 in the cluster 
(S1015). As a result, each CHN 110 in the cluster can refer 
to the inherited data by accessing its own local LU, so that 
each CHN 110 need not access the shared LU. Because each 
CHN 110 need not access the shared LU, the frequency of 
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access competition with the other CHN 110 can be reduced 
so that data access performance can be improved. 

0.141. On the other hand, when the “Synchronizing 
Method field on the synchronizing method management 
table shows “Shared Memory” in the step S1011, the step 
S1011 goes to “N” and the inherited data is written in the 
shared memory 120 (S1016). As a result, all CHNs 110 in 
the cluster to which own CHN 110 belongs can refer to the 
inherited data having the same content. 

0142. Then, the other CHN in the cluster is notified of the 
storage position of the inherited data in the shared memory 
120 as occasion demands (S1017). That is, the other CHN in 
the cluster is notified of meta-data of the inherited data. As 
a result, the other CHN 110 in the cluster can know the 
storage position of the inherited data in the shared memory 
120 at the time of referring to the inherited data. The storage 
position of the inherited data may be fixed to a specific 
address according to the inherited data. In the case of Such 
inherited data, the other CHN 110 need not be notified of the 
storage position of the inherited data in the shared memory 
120. 

0143) Then, the CPU 112 refers to the “Reflection in 
Local LU field on the synchronizing method management 
table to thereby check whether the inherited data is also 
reflected in the local LU or not (S1014). When the “Reflec 
tion in Local LU” field on the synchronizing method man 
agement table shows “No”, the process is terminated as it is. 
When the “Reflection in Local LU' field shows “Yes”, the 
inherited data written in the shared memory 120 in the step 
S1016 is also written in a local LU of the other CHN 110 in 
the cluster (S1015). As a result, each CHN 110 in the cluster 
can refer to the inherited data by accessing its own local LU, 
so that each CHN 110 need not access the shared memory 
120. Because each CHN 110 need not access the shared 
memory 120, the frequency of access competition with the 
other CHN 110 can be reduced so that data access perfor 
mance can be improved. 

0.144 On the other hand, when the “Synchronizing 
Method field on the synchronizing method management 
table shows “Network” in the step S1008, the step S1008 
goes to “Y”. First, the inherited data is written in the local 
LU of own CHN 110 (S1009). Then, the inherited data 
written in the local LU of own CHN 110 is also sent to the 
other CHN 110 in the cluster through a network (S1010). As 
a result, the inherited data is also reflected in a local LU of 
the other CHN 110 in the cluster, so that the content of the 
inherited data stored in the local LU of own CHN 110 can 
be made identical to the content of the inherited data stored 
in the local LU of the other CHN 110 in the cluster. 

0145. In this manner, in the storage device controller 100 
according to this embodiment, synchronization of the inher 
ited data at the time of fail-over can be made by an optimal 
method in consideration of characteristic according to the 
inherited data type. Because the inherited data is synchro 
nized, there is no data that needs to be handed over after 
failure occurs in a certain CHN 110, so that fail-over can be 
carried out speedily. 
0146 A process for referring to the inherited data will be 
described below. The process for referring to the inherited 
data is implemented when the CPU 112 executes the failure 
management program 705 having codes for carrying out 
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various kinds of operations according to this embodiment. 
The CPU 112 can know the storage destination (reference 
destination) of the inherited data by referring to an inherited 
data reference table shown in FIG. 18. The inherited data 
reference table may be stored in the memory 113 of each 
CHN 110 or may be stored in the shared memory 120. Or the 
inherited data reference table may be stored in the local LU 
of each CHN 110. 

0147 The inherited data reference table shown in FIG. 18 
contains a “Control Information” field, a “Storage Destina 
tion of Data' field, and a “Notice of Data' field. 
0148. The inherited data type is written in the “Control 
Information field. In this embodiment, examples of the 
inherited data type written in this field are NFS user data, 
CIFS user data, system administrator data, fail-over heart 
beat, NFS file lock information, and cluster control infor 
mation. 

014.9 The storage destination (reference destination) of 
the inherited data is written in the “Storage Destination of 
Data field. When. “Local LU' is written in this field, it 
indicates that the inherited data is stored in the local LU of 
own CHN 110. That is, “Local LU' indicates that the 
inherited data is stored in the local LU of own CHN 110 
because the inherited data is sent through a network or 
written in the local LU of own CHN 110 when the inherited 
data is updated by the other CHN 110. When “Shared LU” 
is written in this field, it indicates that the inherited data is 
stored in the shared LU allowed to be used in common with 
CHNS 110 in the cluster 180 to which own CHN 110 
belongs. When “Global Shared LU is written in this field, 
it indicates that the inherited data is stored in the global 
shared LU allowed to be used in common with all CHNs 110 
in the storage system 600. When “Shared Memory” is 
written in this field, it indicates that the inherited data is 
stored in the shared memory 120. 
0150. Whether or not notification of the storage position 
of the inherited data is received from the other CHN 110 
updating the inherited data is written in the “Notice of Data' 
field. When “Yes” is written in this field, it indicates that 
notification is received. When “No” is written in this field, 
it indicates that notification is not received. When '-' is 
written in this field, it indicates that notification is unrelated. 
When the inherited data is NFS user data, the other CHN 110 
sends the data through a network on the basis of the 
synchronizing method management table shown in FIG. 16. 
For this reason, no notification of the storage position of the 
NSF user data is made by the other CHN 110 because own 
CHN 110 Stores the NFS user data in the local LU of own 
CHN 110. 

0151. In this manner, in the storage device controller 100 
according to this embodiment, each CHN 110 can know the 
storage destination of inherited data by referring to the 
inherited data reference table. 

0152 FIG. 19 is a flow chart showing a process for 
referring to data handed over at the time of fail-over accord 
ing to this embodiment. 
0153 First, a request to refer to inherited data is received 
(S2000). The request to refer to inherited data is received 
from another program of CHN 110, a program in the 
management terminal 160 or a program in a certain infor 
mation processor 200. For example, there is the case where 
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the request is received from a certain information processor 
200 for the purpose of addition or deletion of an NFS user 
provided with file access service or the case where the 
request to refer to inherited data is received for the purpose 
of confirmation of heartbeat marks of the other CHN 110 in 
the cluster 180. 

0154) Then, the CPU 112 refers to the “Storage Destina 
tion of Data' field on the inherited data reference table to 
thereby check whether the inherited data is stored in the 
local LU or not (S2001). When the “Storage Destination of 
Data field shows “Local LU, the CPU 112 refers to the 
inherited data by accessing the local LU of its own CHN 110 
(S2002). The CPU 112 can know the storage position of the 
inherited data by referring to meta-data. 

0.155) When the “Storage Destination of Data” field 
shows any other descriptive content than “Local LU, the 
inherited data is in any one of the shared LU, the shared 
memory and the global shared LU. Therefore, first, the CPU 
112 refers to the “Notice of Data field on the inherited data 
reference table to thereby check whether notification con 
cerning the inherited data is received from the other CHN 
110 or not (S2003). 
0156 When notification is not received, the inherited 
data is stored in any one of predetermined storage positions 
of the shared LU, the shared memory and the global shared 
LU. Therefore, the CPU 112 refers to these predetermined 
positions periodically to thereby check whether the inherited 
data is updated or not. Incidentally, the predetermined 
storage positions may be recorded in the inherited data 
reference table or may be recorded in another table than the 
inherited data reference table. 

O157. After the CPU 112 waits for passage of a prede 
termined time in step S2004, the CPU 112 refers to the 
“Storage Destination of Data' field on the inherited data 
reference table to thereby check whether the inherited data 
is stored in the shared LU in the cluster or not (S2007). 
When the “Storage Destination of Data” field shows “Shared 
LU, the CPU 112 reads the inherited data by accessing the 
predetermined storage position of the shared LU (S2008). 
Then, the CPU 112 refers to the “Storage Destination of 
Data field on the inherited data reference table to thereby 
check whether the inherited data is stored in the global 
shared LU or not (S2009). When the “Storage Destination of 
Data field shows “Global Shared LU, the CPU 112 reads 
the inherited data by accessing the predetermined storage 
position of the global shared LU (S2010). When the “Stor 
age Destination of Data field shows “Shared Memory’, the 
CPU 112 reads the inherited data by accessing the prede 
termined storage position of the shared memory (S2011). 
0158. On the other hand, when notification concerning 
the inherited data is received from the other CHN 110 in the 
step S2003, the CPU 112 checks whether the storage posi 
tion of the inherited data is designated by the notification or 
not (S2005). When the storage position of the inherited data 
is designated, the CPU 112 reads the inherited data from the 
designated position of the shared memory, the shared LU or 
the global shared LU (S2006). 
0159. When the storage position of the inherited data is 
not designated, the inherited data is stored in a predeter 
mined position of any one of the shared LU, the shared 
memory and the global shared LU. Therefore, the CPU 112 
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refers to the “Storage Destination of Data field on the 
inherited data reference table to thereby check whether the 
inherited data is stored in the shared LU in the cluster or not 
(S2007). Hereinafter, the same processing as the aforemen 
tioned processing is carried out. 
0160 In this manner, in the storage device controller 100 
according to this embodiment, because the aforementioned 
process is carried out with reference to the inherited data 
reference table, fail-over inherited data stored in various 
positions in accordance with the data type can be read 
appropriately. 
0161 FIG. 20 is a flow chart showing fail-over control 
according to this embodiment. The CPU 112 included in a 
CHN 110 executes the failure management program 705 
having codes for carrying out various kinds of operations to 
thereby implement the fail-over control. 
0162. As shown in FIG. 11, the fail-over control is carried 
out between constituent CHNS 110 of a cluster 180. The 
fail-over control is carried out according to an instruction 
(fail-over execution request) given from the NAS manager 
706 as well as the fail-over control is carried out when 
failure occurs in a CHN 110. FIG. 20 shows an example of 
the fail-over control in the case where failure occurs in 
CHN1 (110) in a cluster constituted by CHN1 (110) and 
CHN2 (110). 
0163 First, NFS/CIFS file shared data are added by the 
user (S3000). The term “NFS/CIFS file shared data” means 
data that are allowed to be accessed by an information 
processor 200 in which the UNIX(R) operating system is 
operated or by an information processor 200 in which the 
Windows(R operating system is operated, through the LAN 
400. The phrase “NFS/CIFS file shared data are added” 
means that NFS/CIFS file shared data are newly written in 
an LU by CHN1 (110). At the same time, meta-data corre 
sponding to the NFS/CIFS file shared data is written in the 
LU. In addition, NFS file lock information is also updated. 
0164. Then, CHN1 (110) carries out the step of synchro 
nizing the NFS file lock information (S3001). As written in 
the “Synchronizing Method field on the synchronizing 
method management table shown in FIG. 16, the NFS file 
lock information is stored in the shared LU. Therefore, 
CHN1 (110) updates the NFS file lock information stored in 
the shared LU. Incidentally, as written in the “Reflection in 
Local LU field on the synchronizing method management 
table, the NFS file lock information is not reflected in the 
local LU of the other CHN (110) in the cluster. 
0165. Then, in step S3002, CHN2 (110) checks the 
updated NFS file lock information. CHN2 (110) may reflect 
the updated NFS file lock information in its own local LU as 
occasion demands. 

0166 CHN2 (110) checks heart beat marks of CHN1 
(110). When the heartbeat marks are not updated though a 
predetermined time has passed or when a code indicating 
occurrence of failure is found from the heart beat marks, 
CHN2 (110) starts a fail-over process (S3003). The heat beat 
marks are data that are written in the shared memory 120 by 
both CHN1 (110) and CHN2 (110) so that each of CHN1 
(110) and CHN2 (110) can check the operating state of the 
other. 

0167. In step S3004, CHN2 (110) can recognize the fact 
that the NFS file lock information is stored in the shared LU, 
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by referring to the “Storage Destination of Data' field on the 
inherited data reference table. CHN2 (110) can also recog 
nize the fact that there is no notification, by referring to the 
"Notice of Data' field on the inherited data reference table. 
CHN2 (110) can recognize the fact that the NFS file lock 
information is stored in a predetermined storage position of 
the shared LU, on the basis of the fact that there is no 
notification. Accordingly, CHN2 (110) can read the NFS file 
lock information from the predetermined storage position of 
the shared LU. In this manner, CHN2 (110) can inherit the 
NFS file lock information from CHN1 (110). Other inherited 
data can be handed over from CHN1 (110) to CHN2 (110) 
in the same manner as described above by referring to the 
inherited data reference table. As a result, file access service 
that has been provided to the information processor 200 by 
CHN1 (110) until then can be provided by CHN2 (110) 
succeedingly. Thus, fail-over is completed (S3004). 
0.168. In this manner, in the storage device controller 100 
according to this embodiment, because inherited data are 
synchronized, a troublesome data handover process need not 
be carried out after failure occurs in a CHN 110. Accord 
ingly, fail-over can be carried out speedily. Further, the 
synchronizing process can be carried out by an optimal 
method in consideration of characteristic according to the 
inherited data type at the time of fail-over. For example, 
inherited data that needs synchronization only with CHNs 
110 in a cluster is written in the shared LU, and inherited 
data that needs synchronization with all CHNs 110 in the 
storage system 600 is written in the global shared LU. The 
inherited data written in the shared LU may be also written 
in the local LU of the other CHN 110. As a result, each CHN 
110 can refer to the inherited data by accessing its own local 
LU. Accordingly, because each CHN 110 need not access the 
shared LU, the frequency of access competition with the 
other CHN 110 can be reduced, so that data access perfor 
mance can be improved. 
0169. In addition, in the storage device controller 100 
according to this embodiment, because the inherited data 
can be referred to while the inherited data reference table is 
referred to, fail-over inherited data stored in various posi 
tions according to the inherited data type can be read 
appropriately. 

0170 Although the embodiment has been described 
above, the embodiment is provided for facilitating under 
standing of the invention but not for interpreting the inven 
tion restrictively. The invention may be changed or modified 
without departing from the gist of the invention, and may 
contain changes or modifications equivalent thereto. 

What is claimed is: 
1. A control method for a storage device controller includ 

ing a plurality of control portions each having an access 
processing portion for receiving data input/output requests 
sent from information processors and an I/O processing 
portion for outputting I/O requests corresponding to said 
data input/output requests to storage devices, said control 
portions being classified into groups for the sake of fail-over, 
said control method comprising: 

setting a management information including synchroni 
Zation type information and synchronization method 
information and a type of inherited data for fail over in 
a memory in said storage controller from a computer, 
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when a request to update inherited data for fail over is 
received, storing said updated inherited data into stor 
age area based on said management information by the 
control portion received said request. 

2. The control method according to claim 1, said syn 
chronization type information is a range in which inherited 
data is synchronized. 

3. The control method according to claim 1, said syn 
chronization method information is a method for synchro 
nizing inherited data. 

4. The control method according to claim 1, if said 
inherited data is not used in other control portions, storing 
said inherited data into a storage area to which said control 
portion received said request accesses. 

5. The control method according to claim 1, if said 
inherited data needs synchronization in the cluster, identi 
fying other control portion belonging to the cluster to which 
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said control portion received said request, storing said 
inherited data into a storage area to which said identified 
control portion access, sending a storage portion of said 
inherited data to said identified control portion. 

6. The control method according to claim 1, if said 
inherited data needs synchronization in the cluster, identi 
fying other control portion belonging to the cluster to which 
said control portion received said request, send said inher 
ited data to said identified control portion, storing said 
inherited data into each storage area to which said each 
identified control portion access. 

7. The control method according to claim 5, further 
comprising if said other control portion received a request to 
read said inherited data, reading said inherited data from said 
storage area based on said storage portion. 
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