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(57) ABSTRACT 

The present invention leverages an existing content delivery 
network infrastructure to provide a system that enhances 
performance for any application that uses the Internet Proto 
col (IP) as its underlying transport mechanism. An overlay 
network comprises a set of edge nodes, intermediate nodes, 
and gateway nodes. This network provides optimized routing 
of IP packets. Internet application users can use the overlay to 
obtain improved performance during normal network condi 
tions, to obtain or maintain good performance where normal 
default BGP routing would otherwise force the user over 
congested or poorly performing paths, or to enable the user to 
maintain communications to a target server application even 
during network outages. 
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RELIABLE, HIGH-THROUGHPUT, 
HGH-PERFORMANCE TRANSPORTAND 
ROUTING MECHANISM FOR ARBTRARY 

DATA FLOWS 

0001. This application is a continuation of Ser. No. 
1 1/323,342, filed Dec. 30, 2005, now U.S. Pat. No. 7,660,296. 

BACKGROUND OF THE INVENTION 

0002 1. Technical Field 
0003. The present invention relates generally to data 
packet transport and routing over the Internet. 
0004 2. Brief Description of the Related Art 
0005. The public Internet is increasingly being used by 
enterprises for a variety of mission-critical applications such 
as transactions for e-commerce, inter-office connectivity over 
virtual private networks (VPNs), and most recently, for web 
services as a new paradigm for developing distributed appli 
cations. The current Border Gateway Protocol (BGP) based 
Internet routing infrastructure, however, is inadequate to Sup 
port the reliability and performance needs of these applica 
tions. In particular, Internet routing, largely determined by the 
BGP protocol, has several weaknesses. First, BGP uses a 
metric known as shortest AS (Autonomous System) path 
length to determine a next hop for a packet. FIG. 1A shows 
that BGP will route data from Network A destined for Net 
work D directly, because the AS path length is one. This is not 
always desirable, as it has been shown that BGP is slow to 
converge. Thus, if a link between two networks becomes 
unavailable, it can take seconds to several minutes before all 
relevant routers become aware and can route around the prob 
lem. During this time, packets will be lost. Furthermore, as 
illustrated in FIG. 1B, peering policies may dictate that a 
network should not accept packets from another network; 
BGP cannot efficiently route around this problem. Another 
problem is that different Internet applications require differ 
ent characteristics (e.g., minimal loss, latency, or variability 
in latency) of an end-to-end connection for optimal perfor 
mance. BGP makes no effort to route for quality of service 
and has no notion of any of these metrics. As illustrated in 
FIG.2, BGP will choose a route (between Networks A and D) 
with larger latency than alternative routes.” 
0006. There is a need in the art for intelligent routing as 
businesses increasingly rely on the Internet for Such applica 
tions as Web transactions, virtual private networks (VPNs) 
and Web Services. The notion of intelligent routing based on 
measurements of real time network conditions is known in the 
art, e.g., such as the product offerings by RouteScience and 
other companies. These products, however, only have an abil 
ity to control only the first hop of the outbound route, namely, 
by injecting appropriate directives into the router. Attempts to 
control the inbound route, e.g., by affecting BGP advertise 
ments, are limited by the low frequency with which these 
advertisements can be changed, the coarse granularity of the 
advertisements, the requirement of cooperation from mul 
tiple routers on the Internet, and the ubiquity of policy over 
rides by several ISPs. 
0007 Distributed computer systems also are well-known 
in the prior art. One such distributed computer system is a 
“content delivery network” or "CDN that is operated and 
managed by a service provider. The service provider may 
provide the service on its own behalf, or on behalf of third 
parties. A “distributed system” of this type typically refers to 
a collection of autonomous computers linked by a network or 
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networks, together with the Software, Systems, protocols and 
techniques designed to facilitate various services, such as 
content delivery or the support of outsourced site infrastruc 
ture. Typically, "content delivery means the storage, cach 
ing, or transmission of content, streaming media and appli 
cations on behalf of content providers, including ancillary 
technologies used therewith including, without limitation, 
request routing, provisioning, data monitoring and reporting, 
content targeting, personalization, and business intelligence. 
The term “outsourced site infrastructure” means the distrib 
uted systems and associated technologies that enable an 
entity to operate and/or manage a third party's Web site infra 
structure, in whole or in part, on the third party's behalf. 
0008. A known distributed computer system is assumed to 
have a set of machines distributed around the Internet. Typi 
cally, most of the machines are servers located near the edge 
of the Internet, i.e., at or adjacent end user access networks. A 
Network Operations Command Center (NOCC) may be used 
to administer and manage operations of the various machines 
in the system. Third party sites, such as Web site, offload 
delivery of content (e.g., HTML, embedded page objects, 
streaming media, Software downloads, and the like) to the 
distributed computer system and, in particular, to "edge” 
servers. End users that desire such content may be directed to 
the distributed computer system to obtain that content more 
reliably and efficiently. Although not shown in detail, the 
distributed computer system may also include other infra 
structure, such as a distributed data collection system that 
collects usage and other data from the edge servers, aggre 
gates that data across a region or set of regions, and passes that 
data to other back-end systems to facilitate monitoring, log 
ging, alerts, billing, management and other operational and 
administrative functions. Distributed network agents monitor 
the network as well as the server loads and provide network, 
traffic and load data to a DNS query handling mechanism, 
which is authoritative for content domains being managed by 
the CDN. A distributed data transport mechanism may be 
used to distribute control information (e.g., metadata to man 
age content, to facilitate load balancing, and the like) to the 
edge servers. As illustrated in FIG. 3, a given machine 300 
comprises commodity hardware (e.g., an Intel Pentium pro 
cessor) 302 running an operating system kernel (such as 
Linux or variant) 304 that Supports one or more applications 
306a-n. To facilitate content delivery services, for example, 
given machines typically run a set of applications, such as an 
HTTP Web proxy 307, a name server 308, a local monitoring 
process 310, a distributed data collection process 312, and the 
like. 

0009 Content delivery networks such as described above 
also may include ancillary networks or mechanisms to facili 
tate transport of certain data or to improve data throughput. 
Thus, an Internet CDN may provide transport of streaming 
media using information dispersal techniques whereby a 
given stream is sent on multiple redundant paths. One Such 
technique is described in U.S. Pat. No. 6,751,673, titled 
"Streaming media Subscription mechanism for a content 
delivery network assigned to Akamai Technologies, Inc. 
The CDN may also provide transport mechanisms to facilitate 
communications between a pair of hosts, e.g., two CDN serv 
ers, or a CDN edge server and a customer origin server, based 
on performance data that has been collected over time. A 
representative HTTP-based technique is described in U.S. 
Published Patent Application 2002/0163882, titled “Optimal 
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route selection in a content delivery network also assigned 
to Akamai Technologies, Inc.” 

BRIEF SUMMARY OF THE INVENTION 

0010. It is an object of the present invention to provide a 
reliable, high-throughput, high-performance transport and 
routing mechanism for arbitrary data flows. 
0011. It is another object of the invention to provide an 
overlay on top of the Internet that routes data around prob 
lems in the Internet to find a best service route or a path with 
minimal latency and loss. 
0012. It is still another object of the invention to leverage 
an existing content delivery network infrastructure to provide 
a system that enhances performance for any application that 
uses the Internet Protocol (IP) as its underlying transport 
mechanism. 
0013 Another more general object of the invention is to 
provide an overlay mechanism that improves the perfor 
mance and reliability of business applications on the Internet; 
0014 Still another object of the invention is to provide 
techniques that enable Internet application users to obtain 
improved performance during normal network conditions, to 
obtain or maintain good performance where normal default 
BGP routing would otherwise force the user over congested 
or poorly performing paths, or to enable the user to continue 
communications even during network outages. 
0015 The present invention provides a scalable, highly 
available and reliable overlay service that detects poor per 
forming paths and routes around them, as well as finding 
better performing alternative paths when the direct path is 
functioning normally, thereby ensuring improved application 
performance and reliability. 
0016. The foregoing has outlined some of the more perti 
nent features of the invention. These features should be con 
strued to be merely illustrative. Many other beneficial results 
can be attained by applying the disclosed invention in a dif 
ferent manner or by modifying the invention as will be 
described. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0017 For a more complete understanding of the present 
invention and the advantages thereof, reference is now made 
to the following descriptions taken in conjunction with the 
accompanying drawings, in which: 
0.018 FIG. 1A illustrates a set of four interconnected net 
works and how BGP determines a route for packets flowing 
between Network A and Network D; 
0019 FIG. 1B illustrates how the destination server is 
unreachable when a problem exists with how Network A 
peers with Network D; 
0020 FIG. 2 illustrates how BGP routing decisions are 
insensitive to latency, which results in poor performance; 
0021 FIG. 3 illustrates a typical content delivery network 
edge server configuration; 
0022 FIG. 4 illustrates how the overlay mechanism of the 
present invention routes around data links to improve perfor 
mance; 
0023 FIG. 5 illustrates how the overlay mechanism of the 
present invention finds a path with Smallest latency to 
improve performance; 
0024 FIG. 6 illustrates a set of components that comprise 
an overlay mechanism, in accordance with an embodiment of 
the present invention; 
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(0025 FIG. 7 illustrates how data flows through the overlay 
mechanism of FIG. 6; 
0026 FIG. 8 illustrates how a gateway region may manage 
network address translation NAT in one embodiment; 
0027 FIG. 9 illustrates a sequence number translation 
function that may be carried out within a given gateway 
region; 
(0028 FIG. 10 illustrates how different pieces of load 
information are reported on within the overlay; 
0029 FIG. 11 illustrates an alternate embodiment of the 
invention wherein a client behind a corporate firewall IP is 
mapped directly to a gateway region while other clients are 
mapped to public regions; 
0030 FIG. 12 is a process flow diagram that illustrates 
how a global traffic management (GTM) process may be 
implemented within the overlay in the alternate embodiment; 
0031 FIG. 13 illustrates normal overlay routing: 
0032 FIG. 14 illustrates a fail-safe operation for the over 
lay shown in FIG. 13; 
0033 FIG. 15 illustrates how the overlay mechanism is 
used to implement multi-client remote access to a given appli 
cation on the target server, and 
0034 FIG. 16 illustrates how the overlay mechanism is 
used to implement site-to-site (remote office) to a given appli 
cation on the target server. 

DETAILED DESCRIPTION OF AN 
ILLUSTRATIVE EMBODIMENT 

0035. The present invention is an "overlay” mechanism 
that sits on top of the publicly-routable Internet. Preferably, 
the overlay leverages existing content delivery network 
(CDN) infrastructure, although this is not a requirement. 
Generally, the overlay mechanism of the present invention 
provides performance enhancements for any application that 
uses IP as a transport protocol by routing around down links 
(FIG. 4) or finding a path with a smallest latency (FIG. 5). 
Thus, in FIG. 4, the link between Networks A and D is down, 
so the overlay routes the packets through Network B. In FIG. 
5, the overlay uses the path through Network A to Network C 
to Network D, instead of slower Network A to Network D 
path that BGP routing would dictate. In FIGS. 4 and 5, it is 
assumed that a client is attempting to communicate with a 
server. The illustration of a single or fixed client is not meant 
to be taken as limiting, however. This is a generalization. 
According to the present invention, the overlay mechanism 
may be used in many different operating environments. One 
Such environment is where there are multiple clients (e.g., 
roaming clients) who desire to access a single server (or 
server farm). This is sometimes referred to a “remote access” 
embodiment. In another scenario, two or more fixed end 
points desire to communicate with each other. This is some 
times referred to a site-to-site or “remote office' embodiment. 
Generalizing, and as will be seen, the overlay mechanism 
operates by receiving IP packets at one set of servers, tunnel 
ling these packets through a series of Zero or more CDN 
servers, and delivering them to a fixed, defined IP address. 
0036. The overlay IP (OIP) routing mechanism of the 
present invention comprises a representative set of compo 
nents, as illustrated in FIG. 6: 

0037 edge server 602 typically, a CDN edge server 
running an OIP edge server Software process as 
described below. As will be described, this software is 
responsible for receiving, encapsulating and forwarding 
IP packets. 
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0038 edge region 600 typically, a CDN edge region 
configured for the overlay mechanism. 

0039 intermediate server 606 typically, a server that 
receives encapsulated packets from an edge region 600 
or other intermediate servers and forwards them on to 
other intermediate servers or to a gateway region. 

0040 intermediate region 604—a region of intermedi 
ate ServerS. 

0041 gateway server 610—typically, an ddge server 
that has been configured to receive encapsulated packets 
from the overlay, and that applies source network 
address translation (NAT) to the original packets and 
forwards them onto the target server. 

0042 gateway region 608 typically, a type of edge 
region comprising gateway servers and that is usually 
deployed on customer premises. 

0043 Target server 612—a machine whose traffic is to 
be tunneled through the overlay. 

0044 target address—the IP address of the target 
server; this address is sometimes referred to as a direct 
address when being compared to a CDN virtual IP 
address. 

0045 slot—a single “instance' of the overlay; prefer 
ably, a slot is a numbered index that corresponds to a 
single target address. 

0046 virtual IP address—typically, a CDN address that 
corresponds to a slot; 

0047 preferably, there is one virtual IP address per edge 
region per slot. It is sometimes referred to as a VIP. 

0048 path 614 an ordered set of CDN regions 
between an ddge region and a gateway region. 

0049 path Segment 616 a single hop of a path. 
0050 tunnel 618 a set of one or more paths from an 
edge server to a gateway server. 

0051 session 620. A single end-to-end connection 
from the client 622 to the target server; preferably, the 
session is defined by a five tuple (IP payload protocol, 
Source address, destination address, source port, desti 
nation port). The source is the client and the destination 
is the target. 

0.052. In the first embodiment, remote access, there are one 
or more clients that desire to send packets to a single IP 
address. FIG. 7 illustrates how the overlay IP mechanism 
achieves this operation. At step 1, the client 700 makes a DNS 
request to resolve a hostname. This hostname is aliased (e.g., 
by a CNAME) to a domain that is being managed by an 
authoritative DNS 702; typically, the authoritative DNS is 
managed by the CDN service provider. Preferably, this host 
name corresponds to a single gateway region (and target 
address) 704. This is also referred to as a slot, as described 
above. At step 2, the DNS query returns a single IP address for 
the hostname. This address identifies a best performing avail 
able edge region 706 and, preferably, that region is dedicated 
to the hostname. The address is referred to as a virtual IP 
address, as described above. At step 3, the client 700 begins to 
send IP packets to the virtual IP address. These packets are 
received by a server in the edge region 706. The edge region 
706 knows the gateway region 704 to which to send the 
packets based on the destination address in the IP packet 
header. The packet is then encapsulated. At step 4, and based 
on routes preferably provided by a CDN mapping system, the 
edge server in the edge region 706 sends out multiple copies 
of the encapsulated packets along multiple paths. One tech 
nique for performing this multiple path packet transport 
operation is described in U.S. Patent No. U.S. Pat. Nos. 6,665, 
726 and 6,751,673, assigned to Akamai Technologies, Inc. As 
illustrated at step 5, several intermediate servers receive the 
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encapsulated packets and forward them (either directly, or 
through other Intermediate Regions, not shown) to the gate 
way region 704, once again, preferably based on routes pro 
vided from the CDN mapping system. At step 6, the packets 
are received by a server in the gateway region 704, where 
duplicates are removed. Destination NAT translates the vir 
tual IP to the target address and source Network Address Port 
Translation is applied to the packet before it is sent, so that the 
return traffic will also be sent over the overlay network. Pref 
erably, information is stored so that return traffic is sent to the 
edge region 706 from which the client packet originated. At 
step 7, the gateway region 704 receives an IP packet from the 
target address and de-NATs the packet. The packet is then 
encapsulated. At step 8, multiple copies of the packet are sent 
along multiple paths. At step 9, the intermediate servers send 
the packets back to the original edge region for this session. At 
step 10, the packets are received by an edge server and dupli 
cates are removed. The packet is sourced from the virtual IP 
address and then sent back to the requesting client 700. This 
completes the end-to-end transmission. 
0053. The following provides additional details for a rep 
resentative edge server, intermediate server, and gateway 
SeVe. 

0054 I. Edge Servers 
0055. The edge server runs a process (called oipd, for 
convenience), that provides the following functions: receives 
packets on virtual IP addresses; filters packets based on 
expected protocol/ports, invalid or attack traffic, or specified 
access control lists (ACLs); encapsulates/decapsultes; for 
wards duplicate packets; and receives duplicate packets. Each 
of these functions is now described. 

Receive Packets 

0056 IP packets destined for a virtual IP address should 
not be handled by an edge server's TCP/IP stack; they must 
always be tunneled or dropped. Thus, the edge server operat 
ing system kernel includes a hook to intercept packets (and 
pass them to oipd) before they are handled locally. In a rep 
resentative embodiment, the edge server runs commodity 
hardware and the Linux operating system kernel. The kernel 
includes modules ip tables, ip queue and iptable filter. 
Upon machine startup, a configuration script sets rules (in the 
ip tables modules) such that all packets destined for any 
virtual IP address are delivered to user space. If no application 
is listening using the ip queue module, the packets are 
dropped. 

Packet Filtering 

0057 Preferably, three (3) types of packet filtering are 
supported: expected/allowed TCP/UPD; invalid or attack 
traffic; CDN service provider or customer-specified whitelist/ 
blacklist ACLs. The edge server process oipd preferably fil 
ters TCP/UDP packets based on ports. 

Encapsulation 

0.058 An important function provided by the edge server 
process is encapsulation. An encapsulation header may con 
tain the following information, or some portion thereof: 

0059 
0060 TTL the number of hops the packet can travel 
through before it is automatically sent to the gateway 
region (or edge region depending upon direction). It is 
decremented at each hop. 

protocol version—standard version field. 
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0061 path number—each path a packet is sent along 
will have an identifier. This number preferably corre 
sponds to an index specified in the map or other data 
Structure. 

0062 forward state—used by the gateway server. 
0063 data length the number of bytes in a payload of 
a OIP packet. 

0064 Source service address—the 
machine’s service address. 

0065 destination service address—the service address 
of the receiving side of the tunnel. 

0.066 message sequence number used to identify 
duplicate packets and determine loss across a tunnel. 

0067 OIP slot number the slot for the packet. 
0068 serial number—determined by hashing informa 
tion of the IP packet. 

0069 edge region number the region number of the 
region sending the packet. 

0070. SRMM middle region map rule—determines 
which intermediate regions can be used for this slot. 

0071 message authentication code—used to determine 
authenticity of an OIP packet. 

0072. When a packet is to be encapsulated, the oipd pro 
cess knows the CDN customer based on the virtual IP address 
in the destination address field in the IP header. The process 
then looks up a configuration file that contains the following 

encapsulating 

map: 
0073 Virtual IP address->SRIP slot number 

0074 This is sometimes referred to as a “VIP map.” Pref. 
erably, this map is determined at install time and the various 
edge server components have a consistent view of it. The slot 
number is then used to look up a gateway region number for 
this customer, preferably using a “Slot Configuration Map” 
that is generated by a slot configuration file. The edge server 
process then hashes information into a serial number to break 
up the load into manageable chunks for load balancing. Pref 
erably, the hash contains at least the source IP address. In the 
case that the next header is TCP or UDP, the source port and 
destination port may be hashed as well. 
0075. The edge server process subscribes to a first low 
level map (service B, as described below) that maps serial 
numbers to service addresses. In particular, the serial number 
is used to index the map to identify the gateway region that 
contains a single service address. This is the service address 
for which all (e.g., three (3)) copies of the packet will be sent. 
The edge server process then checks to see if it has forwarded 
any packets to this address in the past. If so, it increments a 
sequence number and uses this number in the “message 
sequence number field in the encapsulation header. If the 
edge server process has not sent anything to this IP address 
yet, it initializes the state as described below. 

Forward Packets 

0076. The “forward packets' function operates as follows. 
At this point, most of the encapsulation header is filled. The 
additional information for the header is generated as follows. 
Preferably, all edge servers subscribe to an assignment pro 
cess (called SRMM and described below) that maps: Map 
perX.OIPsr assin D regionY where X is the correct Mapper 
prefix and Y is the region number. A destination region num 
ber and the SRMM middle region rule are used to index an 
assignment message. This yields one or more next hop region 
numbers, and preferably the number of next hop regions is 
configurable per slot. Each next hop is indexed with a path 
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number. This path number is included in the encapsulation 
header so downstream intermediate nodes know their next 
hops. If an assignment message does not have any next 
regions, a single encapsulated packet is sent to the destination 
server address (and this should trigger an alert in the NOCC). 
For each of the next hop regions, a second low level map 
(service C, as described below) is checked. The serial number 
used to index this map preferably is the one included in the 
encapsulation packet header. Preferably, each of these maps 
contains only a single service address for each serial number. 
This is the service address where the packet should be for 
warded to next. Preferably, the serial number is derived from 
connection identifying information (i.e., the five tuple). If the 
next region to be sent to is the gateway region, the first low 
level map does not need to be checked because this was 
already done by the sending edge server. Preferably, this 
initial lookup is done before a packet is sent along multiple 
paths to avoid having to synchronize intermediate regions. 
0077. With the header information finished, a MAC is 
computed for the header and the data. The computation may 
be based on SHA-1, MD5, or the like. To simplify the for 
warding by intermediate nodes, the TTL field may not be 
included in the hash as this field is mutable. 

Duplicate Packets 
0078. The edge server process preferably sends duplicate 
packets, as has been previously described. As noted above, 
preferably the edge server process sends multiple copies of 
each packet in several directions for redundancy. The receiv 
ing side needs an efficient way to filter out duplicates. When 
handling duplicate packets a first goal is to drop as few pack 
ets as possible; a next goal is to send as few duplicate packets 
as possible on to the target server. The edge server process 
tracks duplicate packets at the tunnel level. For every (edge 
Source address, edge destination address) pair, the edge server 
process preferably maintains a sliding window of State indi 
cating which packets have been received (and which have not) 
for every service address it receives a packet from. One pro 
cessing algorithm is now described. The algorithm has one 
parameter, which is the size of the window, and two data 
objects to maintain: the window and the highest sequence 
number seen so far adjusted for wraparound. Preferably, the 
window size must be large enough so that it is not unneces 
sarily reset. So, 

0079 oip.packet.window.size>=(max packet 
ratemax packet age) 

On initialization, preferably, the entire window is initialized 
to NULL. The highest sequence number is set to the number 
of the first packet and the entry in the sliding window is set to 
SEEN. For every new packet, if the sequence number-highest 
sequence number+oip.packet.window size, the state is initial 
ized and started again. If the packet is within the window but 
less than the highest So far, the algorithm checks if the entry in 
the window has already been set to SEEN. If so, the packet is 
dropped; otherwise, it is marked as SEEN. If the packet is 
greater than the highest so far, the algorithm sets the highest 
to the packet, marks that entry as SEEN and all entries 
between as UNSEEN. Using three values requires two bits for 
state, although using two values is sufficient for correctness. 
If a sender restarts, there is a small chance that a randomly 
chosen sequence number will be in the current window the 
receiver is maintaining. This could cause packets to be 
dropped unnecessarily. To prevent this, preferably a sender 
periodically writes a map of (service address, last sequence 
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number) for every service address to which it has sent data. 
When an edge server starts up, it reads this file and adds a 
large number to it to ensure it is not in the window. This value 
should be safely larger than the window size. 
0080. As noted above, preferably an edge region com 
prises a number of edge servers. Accordingly, the system may 
implement an edge server failover function. This ensures that 
ifa single edge server fails, the number of packets that will be 
dropped as a result is minimized. Each edge region preferably 
has buddy groups of a given number of configured machines. 
For duplicate removal to work on failover, the SEEN packet 
state is published to all machines in the buddy group periodi 
cally. This data is likely to be changing very frequently. So, 
preferably each machine sends an update to all machines in its 
buddy group indicating the highest sequence number SEEN. 
Each machine sends this information over the backend net 
work to all machines in its buddy group, preferably using 
TCP. 
0081 II. Intermediate Servers 
0082 Intermediate servers have a “forward packets' func 

tionality that is similar to that implemented in an edge server. 
The intermediate servers subscribes to the same MapperX. 
OIPSr assin D regionY channel. Each intermediate region is 
assigned a SRMM middle region rule and should only receive 
packets for slots that are configured for that rule. A destina 
tion region number and the slot's middle region rule are used 
to index an assignment message to determine the next hop. If 
a machine receives packets for a slot that has a different 
middle region rule, it should continue to send it on, but it 
should trigger an alert. If sending to another intermediate 
region, the second low level map is used to determine the 
service address of the next hop server. If the next region is the 
gateway region, the destination service address in the header 
preferably is used. Before the packet is sent on, the TTL field 
must be decremented. If the TTL reaches one, the packet is 
forwarded to the gateway region service address. 
I0083 III. Gateway Servers 
0084 As mentioned above, preferably the gateway region 

is a special edge region that is generally located at the cus 
tomer's data center. Ideally, this is somewhere close to the 
target server. The gateway server also runs an instance of the 
edge server process oipd, which can act simultaneously as an 
edge and gateway. Each machine in the gateway region pref 
erably has its own CDN-specific IP address used for installs 
and secure access, and as a service address used for overlay 
network communication. Preferably, and as described above, 
a single VIP address is used for fixed client mapping and 
several NAT addresses are used. The gateway region prefer 
ably contains several machines for redundancy. These 
machines may be load balanced. 
0085. The gateway server provides the following func 

tions: connection tracking, state synchronization, network 
address translation, sequence number translation, in-region 
packet forwarding, returning packets to the edge region. Each 
of these functions is now described in detail. 

Connection Tracking 
I0086 To track connections, the edge server process oipd 
makes use of NAT library such as libalias, which performs 
masquerading and IP address translation. This library prefer 
ably stores connection tracking information in a hash table or 
other data structure. When a new connection is established, a 
new entry is added to the table. When an existing entry is 
referenced, its timestamp is updated. When an existing entry 
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has not be referenced in a given time period (the meaning of 
which varies based on protocol and connection state), the 
entry is deleted from the table. When a new connection track 
is created, in addition to being added to the standard libalias 
database, preferably it is also added to a list of newly-created 
but not yet synchronized connection tracks. When an existing 
connection track is modified, it is added to a list of modified 
but not yet synchronized entries, unless it is already in that list 
or in the new entries list. When an existing connection track is 
deleted, it is removed from the libalias database, and it is 
added to a list of deleted entries (unless it is currently in the 
new entries list, which means that information about it was 
never synchronized and so the deletion information does not 
need to be synchronized). The oipd process will periodically 
synchronize updates to the database (the new, modified, and 
deleted lists). This allows the connection tracking database to 
be shared across an entire gateway region so that per-connec 
tion state information can move between machines in the 
gateway region. 

State Synchronization 
I0087. The oipd process running in the gateway serverpref 
erably associates several pieces of information with a single 
connection. This information is synchronized across all 
machines in a gateway region. To this end, a series of func 
tions is added to libalias to facilitate the gathering of data to be 
synchronized. There is one function for synchronization of 
each type of list (new, mod, delete), one for gathering all 
records to initialize a peer machine, and one for responding to 
a query for a single entry. These functions are now described. 
I0088 A function GetSyncNewData builds the data packet 
for synchronization of all new records that have not yet been 
synchronized. In the case of TCP packets, only those packets 
that are considered fully connected (i.e. the SYN packet has 
been seen from both the client and the server) will be syn 
chronized. Preferably, the oipd process ensures that a single 
connection will always be handled by the same machine until 
it is marked as fully connected. This ensures that potential 
race conditions related to synchronization of partially con 
nected tracking entries and their expiration times can be 
avoided. 
I0089. A function GetSyncModData builds the data packet 
for synchronization of modified records that have not yet been 
synchronized. It is desirable that an active entry be synchro 
nized at least often enough to ensure that it does not time out 
in the database on a remote machine. Preferably, the oipd 
process ensures that every entry in the list is synchronized at 
least periodically (e.g., the timeout period for a UDP connec 
tion entry). This ensures that connection entries do not incor 
rectly timeout while at the same time limiting the bandwidth 
required to keep the gateway region synchronized. 
0090. A function GetSyncelData gathers the informa 
tion for deleted records and a function GetSyncAllData gath 
ers the information for all entries in the database. 
0091. When synchronization data is received by a remote 
machine, it is passed in to a function SetSyncAddData if it 
applies to active connections (i.e. it was gathered by 
GetSyncAddData, GetSyncModData, or GetSyncAllOata). 
This method creates a new connection entry in the local 
database or updates an existing entry, if there is one. For TCP 
connections, the state of the connection is tracked by libalias, 
preferably using two finite state machines, one for each direc 
tion (in/out). The function SetSyncAddData ensures that the 
finite state machine on the local machine follows valid tran 
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sitions so that an active connection is not incorrectly marked 
as not connected or disconnected. Synchronization data relat 
ing to records to be deleted is passed to a function SetSyn 
cDelData, which removes entries from the local table as long 
as the local table's timestamp for the entry is not more recent 
than that of the deleted entry. 
0092 Preferably, these libalias synchronization routines 
are used by a NAT sync module, which contians a sender 
thread and a receiver thread. This module is initialized with 
the frontend and backend addresses of all its synchronization 
peers (e.g., all other machines in the gateway region). The 
sender thread connects to one of its peers to retrieve a full 
Snapshot of the connection tracking table as part of its initial 
ization procedure. It then tries each peer in turn until it finds 
one that is responsive; it then requests a table update from that 
machine. Preferably, no other overlay activities proceed until 
this initialization is complete or all peer nodes have been 
tried. The sender thread preferably uses a real-time clock to 
drive synchronization. For every clock iteration, the sender 
thread uses GetSyncAddData, GetSyncelData, and 
GetSyncModData to collect data for synchronization. This 
data is then sent to all live peers in the region. To check for 
liveness, the sender thread preferably attempts to establish a 
TCP connect to a peer node using the last known good address 
(either the frontend or the backend). If that connection fails, 
then the sender thread attempts to establish a connection over 
the other address. If that fails, then the peer is assumed to be 
dead, although it may be tried again on Subsequent synchro 
nization attempts. The rate at which the senders synchroni 
zation clock iterates is set in libalias for use by the GetSync 
ModData algorithm to determine how many modification 
records to send in each synchronization period. The rate is 
configurable. As noted above, on each clock iteration, all new 
connection entries (except half-connected TCP), areasonable 
number of modification entries, and all deletion entries will 
be synchronized. The receiver thread simply waits for remote 
connections to come in, and then processes them according to 
message type. Update and deletion messages are passed to the 
appropriate SetSync method. Initialization requests cause the 
receiver to run a function GetSyncAllData, and then to send 
the data to the remote machine. 

Network Address Translation 

0093. As described above, the overlay performs source 
network address translation (NAT) for all packets arriving on 
a service address (the gateway) that are to be sent to the target 
server. This ensures that the packets will be sent back through 
the overlay. Addresses for source NAT preferably are defined 
on a per-region and per-machine basis. Preferably, given 
machines are not assigned a static NAT address, as it may be 
desirable to move around NAT addresses. Also, when a packet 
arrives at a gateway server, preferably the NAT is applied 
differently depending on the type of connection involved. 
These connection types are configurable, e.g., per service or 
per port: TCP, long-lived; TCP short-lived: UPD—session; 
UDP query/response; and ICMP. Query/response UDP 
connections typically only involve a single UDP packet from 
client to server and Zero or more response packets from server 
to client. For UDP query/response and ICMP preferably a 
new NAT address, port/ICMP id is chosen for each incoming 
packet. Preferably, each machine in the gateway region is 
given its own port/ICMP idrange for which only it is allowed 
to use to create new NAT sessions. Upon receiving a packet, 
the edge server process (described in more detail below) 
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chooses a free address, port/ICMP id and sends the packet to 
the target server. The machine that owns the NAT address 
receives response packets from the server, but typically it will 
not have NAT session information to translate the addresses 
back. Thus, the machine preferably checks the destination 
port/ICMP id and forwards the response to the machine that 
owns that port/ICMP id. This second machine then translates 
the packet back to contain the original client address and 
port/ICMP id and sends it back over the overlay. This opera 
tion is illustrated in FIG. 8. For both types of TCP connec 
tions, preferably a new NAT address and port are chosen only 
when a SYN packet is seen. In either case, the NAT source 
port number is used to direct packets back to the server that 
created the session. For long-lived connections, it is desirable 
to reduce the amount of data that needs to be sent between 
gateway servers; preferably, this is accomplished by Synchro 
nizing the NAT session information. In particular, when a data 
packet arrives, an edge server process (as described below) 
determines if any connection state data exists. If so, the pro 
cess applies the source NAT and sends out the packet. If 
connection state data is not available, the edge server process 
forwards the packet to an owning machine. For UDP connec 
tions that involve multiple packets from the client, a machine 
will check if it has session information for the client address 
and port. If so, the machine uses that NAT information. If not, 
the machine preferably acquires a region-wide lock for this 
client address, port. This ensures that if packets arrive simul 
taneously on two gateway servers, only one of them will 
establish the NAT session. 

Sequence Number Translation 
0094. When the oipd process in the gateway server 
receives a SYN packet from the target server to the client, it 
performs a sequence number translation to tag the packet 
indicating its host id in the packet. Whenever this process 
receives a packet from the overlay, if it does not have the state 
information for the packet, it looks at the sequence number to 
determine the gateway server to which it should forward the 
packet. Preferably, each hosts is assigned a unique identifier. 
Each gateway region is assigned a maximum size and a 
sequence number space preferably is broken up into 2max 
size pieces. To support SYN cookies, preferably only the 
highest eight bits are modified and each host is assigned two 
consecutive blocks of sequence number space. When the first 
packet arriving at a gateway region is handled by one server 
and a Subsequent packet is handled by a different server 
before the state is synchronized, the second server preferably 
one uses the high eight bits in the ACK sequence number to 
determine the server to which server it should send the packet. 
This is illustrated in FIG. 9. Before sending a packet to the 
target server, the oipd process must unapply the sequence 
number translation so that the target server gets the correct 
ACK sequence number. 
In-Region Forwarding 
0.095 Before forwarding a packet to another gateway 
server, a forward state in a header field is modified to indicate 
that the packet has already been forwarded. The receiving 
machine handles this packet as if it was received from the 
overlay, but if the oipd process needs to forward the packet 
again for any reason, it will instead drop the packet. 
Returning Packets to the Edge Region 
0096 Preferably, a packet is sent from the target server 
back through the overlay to the same edge region that sent it 
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originally. This ensures that the edge server there will be able 
to send out an IP packet with the source address of the Virtual 
IP to which the client originally sent a packet. When a packet 
is received at the gateway region, the encapsulated IP packet 
contains the virtual IP that the client used and the header will 
contain the edge region number. This information is stored 
with the connection and synchronized in the same way as the 
NAT session information. When a gateway server receives a 
packet from the target server, it replaces the source IP address 
(which contains the target address) with the virtual IP stored. 
It then forwards the packet on to the correct region. 
0097. As in the edge server regions, preferably a gateway 
region implements a buddy group of servers. This group is 
configured for a region, and each server therein includes a 
monitoring process to check for liveness and load. As neces 
sary, machine or software failover can then be implemented. 

Load Reporting 
0098. The overlay mechanism preferably implements load 
balancing. To this end, preferably each server executes an 
in-machine DNS process that performs several load balanc 
ing functions: mapping Virtual IP addresses and NAT IP 
addresses to live edge servers, mapping serial numbers to live 
edge servers, and mapping serial numbers to live intermediate 
servers. These functions require three (3) distinct services: 
service B, service C, and service D. Service B represents the 
bytes entering the overlay, whereas service C represents the 
bytes exiting the overlay. FIG. 10 illustrates how different 
pieces of load information are reported on the different ser 
vices. 
0099 Service B maps both virtual IP addresses and NAT 
addresses onto machines. At install time, a one-to-one map 
ping from slots to virtual addresses and NAT slots to NAT 
addresses is established. To ensure that all regions can Support 
the same number of VIP slots, a network wide configuration 
variable is set, leaving a given set of serial numbers in a 
service B map for NAT addresses. NAT slots begin with a slot 
number and work downwards. For service B, the in-machine 
DNS process needs to know liveness of the edge server, 
capacity of the machine in bytes, and a byte load per slot. A 
monitoring process running on the machine is used to deter 
mine liveness. The oipd process reports the byte load in and 
out of the server to the monitoring process. For service C, the 
in-machine DNS process needs to know the liveness of the 
edge server, a capacity of the machine (according to a given 
metric), and a value of that metric per serial number. A rep 
resentative metric is a “flit. A “flit is an arbitrary unit of 
work generally representing non-bandwidth resource usage 
on a given server machine. Such utilization typically encom 
passes CPU utilization, disk utilization, operating system 
abstraction-limited resources such as threads and Sema 
phores, and the like, and combinations thereof. In a represen 
tative embodiment, a flit is a given linear or convex function 
of several individual machine variables, such as CPU and disk 
utilizations. For the load balancing described generally 
below, however, the number of bytes entering the server is a 
good approximation for the flit value. For service D, the 
in-machine DNS process needs to know the liveness of the 
intermediate server, a capacity of the machine (according to 
the given metric), and a value of that metric per serial number. 

Region Assignment 
0100. A region assignment process executes in the overlay 
mechanism's authoritative DNS. Because every connection 
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mapped to a region has corresponding traffic to that region 
from client->server and server->client, both services Band C 
need to be taken into account. To this end, a region monitor 
process reports a Sum of bytes in and out on both services B 
and C. The region assignment process needs to know an edge 
region flit capacity metric, and an edge region byte load and 
flit load (for services Band C). Each connection mapped to a 
region affects the amount of load the region sends and 
receives because packets preferably are sent to the edge 
region from which they originated. To handle this properly, 
the region assignment process preferably uses the maximum 
of bytes in, bytes out to determine how loaded a region is. 

Map Maker 

0101 The assignment process (SRMM) uses two pieces of 
information: bytes per destination region (same as slot), edge 
region pair; and region flit load for intermediate regions. An 
oipd process on the edge reports byte load that will be injected 
into the overlay, preferably broken down by destination 
region. This is the demand that is put on the overlay and is the 
value sent in a new message from the region monitor to the 
SRMM process. The intermediate regions report total service 
D bytes and flits. Because flit load correlates to byte load, the 
SRMM process preferably use the edge bytes as demand and 
the flit cap and a byte/flit ratio to infer a reasonable byte cap 
in the middle regions. This information goes into an existing 
region assignment message to which SRMM then Subscribes. 
0102 The (SRMM) process generates region level maps 
that specify the best paths from an edge region to a gateway 
region, as well as the best paths from the gateway region back 
to the edge region. As noted above, preferably SRMM 
receives demand input from edge regions and load and capac 
ity information from the middle regions. In addition, each 
intermediate region is assigned to one or more middle region 
map rules and each slot will be assigned to a particular middle 
region map rule. Preferably, SRMM only maps traffic for a 
particular slot through intermediate regions that have the 
same map rule. 
0103) In operation, SRMM determines multiple paths 
from every edge region to every gateway region while ensur 
ing that no two paths share the same intermediate region and 
that all intermediate regions are properly load balanced. By 
default, it will choose three paths. To handle these require 
ments, preferably the following simplifying assumptions are 
made for the SRMM algorithm: the first path chosen is opti 
mal (i.e. it can Support multi-hop paths) given information 
from a ping Subsystem providing there is sufficient capacity; 
and, the next two paths contain only a single intermediate 
region. 
0104. The path determination is broken down into two 
parts corresponding to the assumptions above. The first part 
involves running a sequence of shortest path algorithms. For 
each middle map rule, Dijkstra's algorithm is run for each 
destination, where destination is all edge and gateway 
regions. The edge byte load is used as demand in these cal 
culations and a running total is tracked for each intermediate 
region. If the total load is under capacity for each intermediate 
region, this part of the path determination is done. If it is not, 
all nodes that are over capacity will have a price adjustment, 
and the algorithm is repeated. The price adjustment is applied 
by multiplying a constant factor to the scores of each of the 
links that use the overflowing node. This process is repeated 
until stable. Then, the capacities at each node are updated. 



US 2015/00741.87 A1 

0105. In essence, a list of (source, destination) pairs of 
(edge regions gateway regions) is determined. For each one, 
the algorithm chooses the best intermediate node with suffi 
cient capacity for that pair. The output of the algorithm creates 
an IP assignment message for service D per region. It is 
indexed by (destination region, path number). 

Edge Mapping 

0106. As noted above, to use the service offering, custom 
ers CNAME a hostname to the CDN service provider's DNS, 
which then becomes authoritative for that domain. If desired, 
the hostname may in turn be configured to a global traffic 
management hostname to provide additional advantages. 
0107. By way of background, the overlay mechanism may 
use “per-customer regions. A per-customer region Supports 
traffic for only a single slot. Such an approach is desirable for 
users behind a corporate firewall. In particular, Such users can 
then be mapped to a CDN region located near the target server 
that will keep LAN performance from degrading into WAN 
performance by going to a public CDN edge region. In FIG. 
11, the client behind a corporate firewall IP is mapped directly 
to the gateway region, while other clients are mapped to 
public regions. Using global traffic management, the users 
with specific, predefined source IP addresses are mapped to 
these “per-customer regions. 
0108 FIG. 12 is a process flow diagram that illustrates 
how the global traffic management (GTM) process may be 
implemented within the overlay to provide this functionality. 
Where information is not available at a given decision point, 
preferably the “No” path is taken. Thus, if the GTM does not 
have any predefined mapping data, the client is mapped to a 
public region. Likewise, if the GTM does not have any geo 
information, the client is mapped to a public region. If the 
GTM does not have liveness feedback information, it assume 
the region is down and maps the client using the direct IP 
address. The GTM preferably obtains liveness information 
from the gateway region by running a ping test to the virtual 
IP in that region. 

Fail-Safe Mapping 

0109. By way of background, a customer's target server 
address may be considered a fail-safe IP address. If the over 
lay detects any end-to-end problems (either customer-spe 
cific or otherwise), preferably the CDN's authoritative DNS 
hands out this IP address. This has the effect of removing the 
overlay from all communications. FIG. 13 illustrates normal 
overlay routing, and FIG. 14 illustrates the fail-safe opera 
tion. The fail-safe operation may be triggered as a result of 
various occurrences, e.g., any per-customer per-region prob 
lems, where multiple regions are down or out of capacity, 
where the GTM does not have liveness information from 
testing the virtual IP at a gateway region, where one or more 
name server processes do not have sufficient information to 
make assignments, or the like. 

Management Portal 

0110. The CDN service provider may provide a customer 
facing extranet that allows customers to log-in and perform 
necessary routing configuration as well as view performance 
and traffic utilization statistics. Routing configuration 
includes entering BGP information so the edge servers may 
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establish a BGP session with the local router and the appli 
cation IP information for the applications that will use the 
overlay network. 
0111. The overlay mechanism of the present invention 
provides numerous advantages. Preferably, the mechanism 
continuously monitors and analyzes performance from each 
local edge node to the intermediate nodes, from each local 
edge node to each remote edge node, and between all inter 
mediate nodes. Thus, for example, these performance mea 
Surements include latency and packet loss. This data is then 
combined and analyzed to determine optimal paths between 
two edge locations. If the overlay network is able to provide 
a better path than the BGP-determined path, the edge nodes 
will then intercept packets and route them via intermediate 
nodes. In addition to routing around poor performing paths, 
the overlay also uses packet replication to ensure uptime. The 
performance measurement granularity of the overlay is such 
that an outage could otherwise disrupt the transmission of 
packets. To avoid this problem, packets are replicated at the 
edge and sent via multiple overlay paths. One of the paths 
may be the directly routed path, but packets are intercepted 
and encapsulated at the sending edge and de-encapsulated at 
the remote edge. Preferably, the first packet received at the 
remote end is used and the others are dropped. In an alterna 
tive embodiment, a fail-safe IP address (typically the target 
server's IP address) is handed out by the CDN authoritative 
DNS under certain conditions. 

Remote Access Embodiment 

0.112. In the remote access embodiment illustrated in FIG. 
15, multiple clients 1502a-n are sending packets to a single IP 
address, the target server 1504. The overlay mechanism 1500 
comprises the authoritative DNS 1506, at least one edge 
region 1508, one or more intermediate regions 1510, and one 
or more gateway regions 1512. An application of interest is 
executable in part on the target server. A client side of the 
application executes on the client machine, which may be a 
laptop, a mobile computing device, or the like. The particular 
functionality of the application (or how the application is 
implemented in a distributed manner across the client and 
server) is transparent to the overlay. It is merely assumed that 
communications between client and server occur over an IP 
transport. In this embodiment, the application is associated 
with an Internet domain. As has been previously described, 
that domain is aliased (via a CNAME) to an overlay network 
domain being managed by the service provider. A DNS query 
to the application domain causes the authoritative DNS 1506 
to return a VIP address. A given client (whose machine typi 
cally runs a client side application or instance) then connects 
to the application on the target server through the overlay 
mechanism as has been previously described. In particular, 
data packets destined for the application are encapsulated at 
the edge, duplicated, forwarded over multiple paths, and then 
processed at the gateway to remove duplicates. At the gate 
way, destination NAT translates the virtual IP to the target 
address and source Network Address Port Translation is 
applied to the packet before it is sent, so that the return traffic 
will also be sent over the overlay network. Preferably, infor 
mation is stored so that return traffic is sent to the edge region 
from which the client packet originated. When the application 
responds, the gateway region receives an IP packet from the 
target address and de-NATs the packet. The packet is then 
encapsulated. Multiple copies of the packet are then sent 
along multiple paths. The intermediate servers send the pack 
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ets back to the original edge region for this session. The 
packets are received by an edge server and duplicates are 
removed. The packet is sourced from the virtual IP address 
and then sent back to the requesting client. 

Remote Office Embodiment 

0113. In this embodiment, as illustrated in FIG. 16, an 
application executes on a target server 1604 and the client 
machine 1602 (which itself may be an application or appli 
cation instance) is on a fixed, remote endpoint. In a represen 
tative example, the client 1602 and server 1604 are located at 
a pair of geographically-distributed sites. For ease of discus 
sion, it is assumed that the client machine 1602 is located 
outside an enterprise firewall but adjacent a router 1608. In 
this embodiment, the client machine 1602 executes remote 
office acceleration (ROA) process 1610. The process 1610 
advertises itself as the target server IP address; thus, router 
1608 sees that process as a router. By advertising the target 
server IP address, the process 1610 establishes a BGP session 
with the router 1608 and thereby transparently intercepts data 
packets intended for the application located at the remote 
office. Once intercepted, the process 1610 performs the 
encapsulation and other functions performed by the edge 
server in the remote access embodiment. The overlay mecha 
nism provides the packet communications between the two 
sites in the manner previously described. 
0114. In the remote office embodiment, the overlay pro 
vides a method of data encapsulation by degenerate use of the 
BGP protocol. Generalizing, this technique can be used for 
any given Internet protocol including EGRP, OSPF, and the 
like. While the degenerative BGP approach is preferred, 
packets may also be provided to the overlay using an in-line 
approach (e.g., a packet grabber). 

Variants: 

0115 To save both client bandwidth and reduce service 
provider bandwidth cost, it may be desirable to implement a 
dynamic decision as to what degree to replicate packets. 
Thus, for example, it may be desired to start with a given 
number (e.g., three (3) copies) and then reduce this number 
dynamically if the loss/latency is acceptable. 
0116 Generalizing, the overlay mechanism as described 
about may be generalized as a routing “cloud' in which the 
arbitrary data flows are implemented intelligently. Within the 
cloud, and using the above-described transport techniques, 
the data may pass through one or more intermediate nodes, be 
transmitted along redundant paths, employ TCP or UDP as a 
transport mechanism, obey flow or class specific logic for 
determining optimality in a multidimensional parameter 
space, or any combination thereof. 
0117 Based on the architecture and billing model 
employed, a local controller or "knob machine' may be 
employed at the overlay ingress points. The motivation for 
this element is that bandwidth flowing to the cloud and within 
the cloud has an inherent cost. In some cases (e.g., all VPN 
traffic is being handled) it would not make sense for all of this 
traffic to flow to the cloud because at minimum the cost basis 
for the solution is twice the alternative. Thus, the purpose of 
the controller is to provide a simple and effective means of 
supplying the system with cost/benefit tradeoff business 
logic. (As such, the box is effectively a knob controlling how 
aggressively the system is used—hence the name.) Based on 
the rules Supplied, the controller makes a decision on a per 
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packet or per flow basis as to whether or not the traffic should 
be sent through the cloud or directly to the other endpoint. By 
default, preferably all traffic would flow through the control 
ler. However, the controller would be configurable so as to 
employ appropriate business logic to decide when a flow 
should be sent to the cloud. This information may also affect 
the behavior that occurs within the cloud as well. 
0118. The rules that could be employed by the controller 
are quite flexible. They include selecting traffic based on: 
domain (e.g., Intranet traffic is important but a given content 
provider is not), IPAddress (e.g., important to route traffic to 
the Tokyo office but not necessarily Chicago), performance 
predictions (e.g., the controller can understand various QoS 
metrics about the direct and alternate paths using the parent 
servers and chose to direct the traffic if the predicted improve 
ment is greater than a given threshold and/or if the direct 
path’s quality is below a certain threshold), reliability predic 
tions (e.g., the controller can understand various reliability 
metrics about the direct and alternate paths and chose to use 
an alternate path through a parent server for the traffic if the 
predicted improvement is greater than a given threshold and/ 
or if the direct path’s quality is below a certain threshold), or 
the like. Of course, these rules are more powerful when used 
together. For example, one could choose to set the perfor 
mance and reliability metrics differently for different 
domains. 
0119 Thus, path optimization is the general idea of getting 
a data packet from one node to another via a CDN region 
based on performance data that has been collected over time. 
This technique, as described above, has been used to improve 
connectivity back to a customer origin server for HTTP traf 
fic. Moreover, the ability to tune the service feature so that the 
feature is invoked preferably when it can improve perfor 
mance enough (e.g., latency reduced by X %). According to 
the present invention, the content delivery network is viewed 
as a "cloud' into which data flows may enter, get optimally 
directed across the “middle' (e.g. by the optimization tech 
nique), and appear on the other side as well as possible on 
their way to their destination. For example, consider the case 
of VPN traffic coming out of an office on the East Coast (e.g., 
Cambridge) on its way to an office in California (e.g., in San 
Mateo). Instead of just using BGP, the present invention may 
direct this traffic as an “entry point.” This traffic then flows 
through the network, taking the appropriate number of 
bounces, and then exits the network at an “exit point near the 
appropriate office. In a particular implementation, a control 
ler is placed at the Cambridge office through which all traffic 
flows. This controller is used to decide, in real-time based on 
both business rules (e.g., traffic to a first domain is important 
but traffic to a second domain is not) and quality-of-service 
(QoS) rules (e.g., use the alternate path only if there is no 
direct path or if the alternate path is some % better). Of 
course, these examples do not limit the present invention. 
I0120 Although not meant to be limiting, the controller 
machine can be implemented in an edge or ISP network. 
Several potential applications are now described. 

Web Transactions 

I0121 Entities that provide secure transactions on the Web 
may use the present invention to improve the reliability and 
performance of those transactions. One example would be a 
provider of online credit card transactions. Transactions are 
appealing both because they are by definition not cacheable 
and, moreover, because each request is valuable. The present 
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invention can facilitate Web transactions by simply adding 
HTTPS support to the edge server optimization technique. In 
this context, CDN regions that Support secure content (e.g., 
via SSL) can be view as “entry points' to the HTTPS routing 
cloud, with the connections to the origin or through the net 
work being provided accordingly. In essence, the HTTP edge 
server implementation is extended into the generalized cloud, 
where every edge region can serve as an entry point and where 
a certain set of regions (e.g., parent regions) can serve as exit 
points. 
0122) Another area of applicability is that fact that both the 
secure and HTTP clouds support all SOAP-based transac 
tions inasmuch as SOAP is implemented in HTTP. Thus, the 
present invention can be used to implement SOAP-based Web 
transactions. 

VPN QoS 
0123. Another opportunity for valuable flows lies in the 
realm of VPNs. VPN traffic has the two attractive properties 
of being associated with information that the business finds 
valuable and also by definition flowing between two geo 
graphically disparate locations. The simple idea is to see VPN 
traffic as an encrypted IP data stream with end-to-end seman 
tics behind the firewalls. Thus, it is possible to provide a 
UDP-based transport mechanism through the cloud. Most 
likely, the traffic would flow transparently through a knob 
machine and directed into the cloud appropriately. In this 
fashion, all traffic on the VPN will benefit from the service 
based on the knob settings. 
0.124. This technique also is compatible with enterprise 
content delivery network offerings. With an enterprise CDN 
and the cloud, the CDN service provider can improve the 
performance and reliability of every piece of data in the 
company if the company has a VPN-based architecture. For 
example, all VoD content and cacheable web content may be 
cached in the customers office. However, live streaming 
cannot be cached. The enterprise CDN can rate limit the 
traffic to protect finite resources. The cloud provides the 
redundancy and retransmits to improve the quality of these 
streams. In addition, other data flows, such as P2P videocon 
ferencing, database synchronization, and the like, can benefit 
from this functionality. 

Web Service Networks 

0.125. As web services become more widely accepted, one 
of the key weaknesses of the systems will be the messaging 
that occurs between them. While there are several protocols 
being developed to support this functionality (SOAP, UDDI, 
etc.) there are two missing ingredients. The first is a set of 
application layer functionality, Such as security, queuing, and 
non-repudiation/logging. The second is a transport mecha 
nism for these messages. 
0126 One of ordinary skill will appreciate that the above 
described overlay technologies are advantageous as they 
determine the entire outbound and inbound routes for a given 
communication using the BGP routing layer as a black box, 
and hence are not susceptible to BGP-related issues. 
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I0127. One of ordinary skill in the art will recognize that the 
present invention facilitates Layer 3 general purpose routing 
of IP traffic within a distributed, potentially global computer 
network for increased performance and reliability, perhaps 
dependant on application specific metrics. The system will 
accept arbitrary IP flows and will route them through the 
content delivery network to attempt achieve a set of metrics, 
e.g., metrics established by metadata. The metadata could be 
applied in a number of ways based on Such properties as the 
Source, destination, flow, application type, or the like. To 
achieve these metrics, the system also could decide to route 
the traffic on a per-hop and per-packet basis along an alternate 
route and/or multiple routes. 
I0128. Having described our invention, what we now claim 
follows below. 

1. An overlay network that provides a plurality of client 
machines remote access to an application executing on a 
target server, wherein each client machine communicates 
with the application over the Internet using Internet Protocol 
(IP) transport, comprising: 

a domain name service that is authoritative for a hostname 
associated with the application; 

a first server, a set of second servers, and a third server, 
wherein each server in the overlay network receives and 
processes communications over IP, the first server hav 
ing a virtual IP address determined by resolution of the 
hostname associated with the application; 

wherein, for each IP-based request data packet to be com 
municated between a client machine and the application 
executing on the target server, the first server encapsu 
lates the request data packet, duplicates the request data 
packet as encapsulated, and forwards the request data 
packet as encapsulated to the third server, the request 
data packet being forwarded to the third server over each 
of a set of paths that include at least one second server, 
the set of paths including at least first and second paths 
from the first server to the third server that do not share 
a same second server, the first server Subsequently 
receiving a response to the request data packet at the 
virtual IP address; and 

wherein the third server processes received data to recover 
the request data packet, applies a network address trans 
lation to the request data packet as recovered, and for 
wards the request data packet to the target server for 
further processing by the application, wherein the net 
work address translation also applies a source NAT to 
the packet before it is forwarded to the target server. 

2. The overlay network as described in claim 1 wherein the 
third server receives the response from the target server as a 
response data packet, encapsulates the response data packet, 
duplicates the response data packet as encapsulated, and for 
wards the response data packet as encapsulated over a set of 
paths. 

3. The overlay network method as described in claim 2 
wherein the first server processes received data to recover the 
response data packet, and forwards the response data packet 
to the client machine. 
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