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QUANTUM KEY DISTRIBUTION

FIELD OF THE INVENTION

The present invention relates to apparatus, methods, signals, and programs for a computer for

quantum key distribution and systems incorporating the same.

BACKGROUND TO THE INVENTION

Encryption is commonly used to protect communications over a variety of media, especially

communication networks and/or data networks. Encryption is generally based on the parties

who wish to protect their communication sharing some secret value. This value may be used to

derive a cryptographic key which is used to protect the communication. The more sophisticated

the encryption, the harder it is to decode without the key - it is generally believed that breaking

modem, well administered encryption schemes would require vast conventional computing

resources. It is well known however that using the same cryptographic key repeatedly for

different communications gives a possible code breaker more material to work with and

potentially introduces vulnerabilities into the encryption. Therefore changing the cryptographic

key often is desirable.

Distributing new key material securely is vital as, with knowledge of the key, an eavesdropper

can decrypt all communications. Preferably, key distribution also is also efficient and

convenient but previously used methods, for instance physical delivery of new keys by trusted

courier or the like, is expensive and impractical for many situations.

Quantum key distribution (QKD) is a known technique which offers the possibility of secure key

distribution. QKD relies on fundamental quantum properties and allows two parties, commonly

referred to as Alice and Bob, to exchange a value and know that an eavesdropper, usually

referred to as Eve, has not learnt much about the value. QKD allows key material to be

securely derived by Alice and Bob as needed, which offers significant advantages over other

methods of key distribution.

There are several known protocols for QKD. For example, Bennet and Brassard described a

QKD protocol in C.H.Bennet and G.Brassard, "Quantum cryptography: 'Public key distribution

and coin tossing'," IEE Conf. Computers Systems Signal Processing, Bangalore, India 1984

which has become known as the BB84 protocol. The BB84 protocol uses the transmission of a

suitably encoded series of single photons (a quantum exchange) followed by an open

discussion via any conventional communication medium (a key agreement stage) to allow Alice

and Bob to derive a shared string of random numbers. As single photons are used in the



quantum exchange, the only way and Eve can gain any information about this exchange is to

intercept the single photons sent by Alice and measure the information herself. To avoid

detection she should also transmit a photon to Bob which attempts to replicate the original

photon she intercepted. Due to the random choice of encoding and the quantum mechanical

properties of single photons, Eve can not guarantee to pass a correctly encoded photon to Bob

and this will generate a statistical error which will be spotted by Alice and Bob during their

conventional communication.

A quantum signal is any signal which may be used as the basis of a quantum key agreement

protocol as would be understood by one skilled in the art. For instance the quantum signal may

comprise a series of suitably modulated single photons. The skilled person will be well aware of

various modulation schemes which may be used for instance, without limitation, signals based

on the BB84 protocol or the B92 protocol (as described in Bennett, Charles H., 'Quantum

cryptography using any two non-orthogonal states', Physical Review Letters, Vol. 68, No. 2 , 25

May 1992, pp 3121 - 3124) or the six-state protocol or any of their variants. The modulation

may for instance comprise phase, time, frequency or polarisation modulation. The quantum

signal could also comprise entangled photons. For instance a source of entangled photons may

generate an entangled photon pair and one of these photons may be sent across a suitable link.

Thus the quantum exchange of the quantum signal may include transfer of an entangled

photon. It is possible that a source of entangled photon pairs is located remotely and one

photon from each pair is provided to Alice and Bob. Protocols using continuous variables and

the like are also known. The bits used to make up a quantum signal are generally known as

qubits.

QKD offers a secure means of distributing new key material which protects against

eavesdropping. The BB84 protocol as originally described is potentially vulnerable to a so-

called man-in-the-middle attack. Here an attacker, usually referred to as Mallory, positions

himself so as to be able to intercept and stop all data exchanged between Alice and Bob.

Mallory then communicates with Alice but pretends to Alice that he is Bob. He also

communicates with Bob but in doing so pretends to be Alice. Thus each of Alice and Bob think

they are talking to one another but in fact they are actually both talking to Mallory. Were simple

QKD protocols to be used in this scenario, Alice would establish a quantum key, i.e. a key

derived through QKD using a string of mutually agreed random photons, with Mallory (thinking it

was Bob). Bob would likewise establish a quantum key with Mallory (which may be the same

key, as Mallory can send a bit string based on the string agreed with Alice). Alice, thinking she

had set up a quantum key with Bob, would encrypt a message meant for Bob with this key.

Mallory could intercept or copy this communication, which is sent on classical channels, decrypt



it and take any information he wants from the message Communications from Bob to Alice

would follow the same principle in reverse order.

To overcome the man-in-the-middle attack, it is usual for the communicating parties to

undertake an authentication step to ensure that Alice is indeed talking to Bob (and Bob to Alice)

and not to Mallory. Authentication usually involves revealing or using a shared secret, such as

an identity key, which is known only to Bob and Alice. Alice, wishing to communicate with Bob,

would attempt to contact Bob and set up a quantum key. In doing so she requests

authentication based on Bob's identity key. Mallory would not know this and hence could not

successfully pretend to be Bob. Similarly Bob, receiving a request to set up a quantum key with

someone purporting to be Alice, would request authentication based on Alice's identity key.

Authentication does require Alice and Bob to share knowledge of at least one identity key prior

to commencing QKD but this key can be supplied once on initialisation of the system. In use

the identity key can then be updated using a quantum key derived from an authenticated QKD

session.

In summary then, QKD enables a cryptographic key to be agreed between two parties

(generally known as Alice and Bob) in a manner which is designed to alert users if any

information concerning the key has been intercepted by a third party (generally known as Eve

or, if taking an active role and replacing messages or the like, Mallory). Information sent

between Alice and Bob can be encrypted using the key according to standard cryptographic

techniques. Although the encryption is not impervious to standard attacks on encrypted

information, because QKD can operate over a network, the keys can be frequently replaced and

therefore any successful attack will result in limited access to communications between Alice

and Bob.

QKD as described above requires an uninterrupted optical path from Alice to Bob to act as a

quantum channel. This may be in free space or through an optical waveguide such as a fibre

optic cable. In either case distances are limited, not least due to the use of single photons.

Further, in a network having a large number of connected users it will impractical for each user

to have a direct optical link with each other user.

One way of overcoming this limitation would be to have a network of nodes, such as is shown in

Figure 1. To communicate from Alice to Bob a chain of nodes is formed, each node being

connected to the next node by an optical link over which QKD can be applied. In this example

(although the reverse could be true) Alice would be the first node in the chain and Bob the last.

In one example, each node could then establish a quantum key by QKD with its neighbours.

The key established by a pair of nodes would then be used to encrypt data traffic passing



between those nodes. In this way a message passing along the chain is encrypted between

nodes, though a different key is used on each link. This provides protection against Eve

attempting to eavesdrop on any link. However it will be clear that the data is in the clear, i.e.

unencrypted, within a node and hence it is necessary to protect against Mallory pretending to be

a node in the chain. This requires each node to authenticate the adjacent nodes in the chain.

Whilst such an arrangement is possible it does require Alice and Bob to trust the nodes to

establish the correct path through the network and to authenticate correctly. Also it requires

each node to know its own identity key and the identity keys of the previous and subsequent

nodes in a chain.

Distributed Quantum Key Distribution (DQKD) describes techniques of establishing an

authenticated step by step route from Alice to Bob.

Techniques for DQKD networks are described in WO2009/093037, WO2009/093036,

WO2009/093034, WO2009/141586, WO2009/141587, WO201 0/049673, W02 0 10/064004

(PCT/GB2009/002802), WO 2010/064003 (PCT/GB2009/002801) and W O 2001/039503

(PCT/GB2010/00181 1), all of which are incorporated herein by reference.

In one such method, as described WO2009/093036, the first and destination nodes of an optical

network agree a quantum key directly using the principles of quantum key distribution, even

when the first and destination nodes are linked by a network path that includes at least one

intermediate node and thus may not have a direct optical link between them. The first node in

the path, which may also be referred to as a source node or control node, establishes a

separate quantum key with each node in the path in turn until a key is agreed with the

destination node. Once a quantum key has been directly agreed with the destination node it

can be used for end-to-end encryption of communications between the source and destination

nodes. Note that as used herein the term 'node' means a location in the optical network which

has at least one apparatus capable of transmitting and/or receiving a quantum signal suitable

for quantum key distribution. A node may be an endpoint of a network or an intermediate part

of the network.

This has the advantage that it allows 'Key Escrow' by a key management centre, which can be

required by bodies (e.g. network management or security standards bodies) to have access to

traffic keys used by participants communicating across the network.

WO201 0/064004 describes how nodes can connect between two sub-networks which are

managed by separate Key Management Centres (KMCs) but there is an overlap with some



nodes common to each KMC. In this case, nodes not directly connected to one another can

mutually authenticated if the two KMCs cooperate or if one is a slave to the other.

Such DQKD methods create an authenticated route which aims to prevent any mis-routing by

intermediate nodes along the path. Efficient networks may be developed which identify the

optimum path for each signal through a network depending upon the traffic load and include

routers to schedule each connection according to priorities set by a Network Management

System. A full set of keys, which includes authentication and traffic keys, may be generated

and managed by one or more centralised KMC.

In such QKD systems, the nodes are preferably physically secured, i.e. secure against leaking

data accidentally and also in a secure location and/or protected from tampering. If any

intermediate node is physically compromised, its identity can be assumed by an attacker who

can transmit messages and agree a key of its choosing (or at least gain information about the

key agreed). Therefore, nodes tend to be sealed in screened, tamper evident secure boxes or

otherwise physically secured. Using known techniques, any successful attempt to gain access

to the node itself may result in an alert being generated and the communication system may

generally be shut down. In other systems, a node may transmit a status report- the content or

absence of such a report may constitute an alert. In preferred systems, nodes are arranged

such that, if opened, a node irretrievably deletes all keys known to it.

When the system is a Distributed QKD system, or comprises a number of relay nodes, each

node should preferably be capable of transmitting a signal which can indicate that its physical

security has been compromised in order for the network as a whole to be secure. The signal

may be an indication that there is at least a possible security breach, or may be a signal

indicating that the status is satisfactory. Without such a signal indicating that a node may be

compromised, security along any path through the compromised node may be breached and

this breach may continue until, for example, a physical inspection of the node is carried out.

As will be readily appreciated, the level of protection required in a network depends on the value

of the information contained in that network, and therefore how much of an incentive the

information provides a would-be code breaker. In assessing the necessary security level of a

network, consideration may also be made of the nature of the data itself. For example, if its

value is only transitory (for example, a few days) then it may be sufficient that the code in

unlikely to be broken for a number of days. If however the value of the information is sustained,

a network requiring more, or more sophisticated cryptographic security mechanisms (e.g.,

encryption algorithms, hashing functions including privacy amplification, improved physical

and/or electromechanical security of nodes, etc) or the like may be required,



OBJECT OF THE INVENTION

The invention seeks to provide improved method(s) and apparatus for secure quantum key

distribution.

SUMMARY OF THE INVENTION

According to a first aspect of the present invention there is provided a method of quantum key

distribution, comprising a quantum exchange step and a subsequent key agreement step,

wherein, in the quantum exchange step, a first quantum node and a second quantum node

exchange a quantum signal over a first quantum link therebetween and wherein the first

quantum node communicates with a control node such that the control node has information

regarding the quantum signal exchanged in the quantum exchange step, and the control node

takes the place of the first quantum node in the subsequent key agreement step, the method

further comprising determining a bit loss factor corresponding to the ratio between bits

exchanged in the quantum signal and the number of bits used (or intended to be used) in the

key agreement step.

The method may comprise establishing a quantum key between a control node and a plurality

of quantum nodes linked in series. In such examples, each of the quantum nodes (apart from

the first and the last) perform the role of the first then the second quantum node in turn until an

endpoint node is reached. The endpoint node may directly agree a key with the control node

and communications between this endpoint node and the control node may be protected using

this key. As will be readily appreciated by the skilled person, the term 'linked in series' may

refer to static or transient link, i.e. the network may be fixed, variable, formed on an ad-hoc

basis or the like.

As is explained in greater detail below, the presence of losses in the network mean that it is

impossible for an outside entity or eavesdropper to directly determine, even if the eavesdropper

has unrestricted access to the first quantum node, from a review or analysis of the bits sent,

which bits are received. In addition to any loss of data as the quantum signal is passed from

one node to another, losses are seen within the receiver node, and in separation of any Decoy

state pulses, Sifting, Error Correction and Privacy Amplification. All of these losses can

contribute to the bit loss factor.

As will be appreciated by the skilled person, it may be that an attacker in control of a node can

ensure to a high level of certainty that all of the bits transmitted are received at the next node.

For example, an attacker could make use of the fact that a quantum signal may transmitted by a



laser via an attenuator arranged to reduce the average number of photons per pulse to a

desired amount. The attacker may therefore provide a laser at the transmitting node and an

attenuator at the receiving node. The high energy pulses sent over the intervening medium

(e.g. optical fibre or free space) are very likely to reach the destination. The attenuator then

acts to reduce the energy in the pulses. Under such a system, the contribution to the bit loss

factor in transmission is negligible and therefore, in some embodiments, the bit loss factor is

made up mostly of losses within the receiving node.

Advantageously the method further comprises determining if the bit loss factor meets

predetermined security requirements. The method may further comprise, if the predetermined

requirements are not met, enhancing the security of the network by at least one of the following:

increasing the bit loss factor, hashing the bits used in establishing a key, increasing the rate at

which keys are replaced, providing a plurality of paths through the network, sending portions of

the quantum signal along different paths or the like. Therefore, as described in greater detail

below, a bit loss factor may be determined using the number of bits exchanged in the quantum

signal and the number of bits the number of bits received and available for key generation (i.e.

the number of bits to be used in key agreement). In some examples, the method only continues

to key agreement if predetermined security requirements are met. This ensures that the

network, in use, will meet predetermined minimum security requirements. In such methods, the

security of the network may be enhanced by directly increasing losses within the network (for

example, including additional optical interfaces within quantum node), transmitting quantum

signals comprising longer bit streams so that privacy amplification can be increased, selecting

the efficiency of a node or a component thereof such that the loss rate is relatively high, or the

like. Such methods may be implemented at any QKD device in the network, or at more than one

QKD device in the network.

Alternatively, if the bit loss factor exceeds a predetermined level, one or more security measure

in the network (e.g. privacy amplification, hashing, key replacement rate, alternative network

paths, etc.) may be reduced or removed. This may simplify the network security without unduly

compromising the security of the network.

It will therefore be appreciated that that, for a transmitted bit string, only a sub-portion (termed

herein a substring) of that transmitted string will be received and correctly measured within the

receiver and therefore be 'available' as material for key generation. Moreover, the average

number of bits in the substring will be related to the number of bits in the transmitted bit stream

by the bit loss factor. It will also be appreciated that the substring may be made up of any

combination of the transmitted bits, with the limitation that the substring will be made up of bits

taken in order from the transmitted bit stream. Or, expressed another way, the substring will be



a random selection of the transmitted string. In a simple example, where the transmitted bit

stream is 0001 , and 2 bits are received and correctly measured, the bits may be 00 or 0 . 10,

however, is not a possible substring.

In one embodiment, the bit loss factor meets predetermined security requirements if the number

of possible substrings (i.e. the number of different combinations of received bits which can be

'made out of the transmitted bit string) used in key generation exceeds the number of possible

keys (which may be, for example 2 128, if a 128-bit key is used) which may be established in use

of the network.

This is advantageous as it means that the security of the network is at least that set by the

chosen encryption, i.e. the design of the network itself does not introduce an increased security

risk.

It will be appreciated that, in attacking a distributed QKD system, an attacker will likely aim to

attack a node as close to the end point of the chain of nodes linked in series as possible so that

any information gained is most useful in determining the eventual key established between the

end-point node and the control node. In examples where there is a risk that error messages

from an intermediate sub-network may not be properly transmitted to the controlling devices,

such as the control node, the network may be arranged such that at least the intermediate

device which is adjacent to the endpoint node is provided in a trusted sub-network, i.e. a

network from which there is a higher degree of certainty that the error message will reach its

intended destination.

According to a further aspect, the invention comprises a quantum key distribution network

comprising a control QKD device linked in series, via at least one intermediate QKD device, with

an endpoint QKD device, wherein each QKD device has at least one quantum transmitter

and/or receiver arranged to exchange a quantum signal with an adjacent QKD device in a

quantum exchange step, each intermediate QKD device comprising a communication unit for

communicating information regarding the quantum signal exchanged with the adjacent QKD

device with a communication unit at the control QKD device and the control QKD device is

arranged to agree, in a key agreement step, a quantum key with each QKD device in the series

in sequence, wherein the network further comprises a security monitor arranged to determine a

bit loss factor corresponding to the ratio between bits exchanged in the quantum signal in at

least one quantum exchange step and the number of bits used (or intended to be used) in the

associated key agreement step.



The security monitor may be physically located with apparatus arranged to monitor the QKD

process (i.e. the apparatus which assesses error rate as part of the standard BB84 procedure).

This apparatus may therefore form part of the processing apparatus of one or each QKD device.

In one embodiment, such a security monitor may be provided in the control QKD device only.

In some embodiments, there may be at least two intermediate QKD devices.

The communication unit may be a crypto-unit. The term crypto-unit as used herein means a

device for encrypting communications and transmitting the encrypted communications via any

conventional means and/or receiving encrypted communications and decrypting them using a

cryptographic key.

As will be readily appreciated by the skilled person, the term 'linked in series' may refer to static

or transient link, the, i.e. network may be fixed, variable, formed on an ad-hoc basis or the like

Advantageously the security monitor may be arranged to determine if the bit loss factor meets

predetermined security requirements. In such embodiments, if the predetermined requirements

are not met, the security monitor may be arranged to enhance the security of the network by at

least one of the following: increasing the bit loss factor, hashing the bits used in establishing a

key, increasing the rate at which keys are replaced, providing a plurality of paths through the

network, sending portions of the quantum signal along different paths or the like.

Alternatively, if the bit loss factor exceeds predetermined level, one or more security measure in

the network (e.g. privacy amplification, hashing, key replacement rate, alternative network

paths, etc.) may be reduced or removed. This may simplify the network security without unduly

compromising the security of the network.

This ensures that the network, in use, will meet predetermined minimum security requirements.

In such networks, the security of the network may be enhanced by directly increasing losses

between QKD devices (for example switching in a longer or more lossy fibre for

communications), transmitting quantum signals comprising longer bit streams and increasing

privacy amplification, rejecting a node (or a component thereof) from the network unless and

until its efficiency is reduced, or the like. Such losses may be implemented at any QKD device in

the network, or at more than one QKD device in the network. It will also be appreciated that

such security enhancement may be carried out while the network is carrying data (i.e. the

network may be updated 'on the fly' to increase bit loss and/or implement further security

measures) or in or prior to establishing a network.



In one aspect, the invention comprises a method of establishing a quantum key comprising

monitoring a bit stream arranged to provide a quantum signal, and analysing the bit distribution

of the bit stream to determine if key information available therefrom exceeds a predetermined

threshold level.

As used herein, the term 'key information' refers to information available to a would-be attacker

allowing him to identify, to a predetermined degree of certainty, the value and position of at least

one bit in the key.

This is advantageous in securing a QKD system as it allows potential weakness in a key which

is generated based on the quantum signal to be identified. A would-be attacker could use any

such key information, for example to structure a brute force attack on a key generated

therefrom.

The method may be a method in a distributed QKD system, for example as described above.

The method may comprise, if the predetermined threshold level is exceeded, conditioning the

bit stream so as to decrease the information that may be gained from monitoring the quantum

signal. This will improve the security of a key agreed as a result of transmission of the quantum

signal

In one example, analysing the bit stream to determine if key information is available therefrom

comprises counting the number of repeated bits, i.e. counting the length of strings of consistent

logic 1s or 0s, which are used (or are to be used) in key generation.

As will be appreciated by the skilled person, the bits may not be utilised in the order in which

they are received. For example, a protocol may require that the bits are used in reverse order,

or every even bit is used then every odd bit, or any other scheme. However, such schemes are

generally public (or can be discovered), so it may be possible for the attacker to learn or guess

to a high degree of certainty the value of at least one bit used in key generation if by chance the

transmitted string results in a series of logic 1s (or conversely a string of logic 0s) which will be

used in key generation. Therefore, the strings which are analysed are the strings which are to

be used (such that e.g. in a system in which the odd bits are used are used in the order they are

received, bits 1,3,5,7 etc will be analysed to determine if they if key information available

therefrom exceeds a predetermined threshold level).

In such an example, the predetermined threshold level may comprise a predetermined number

of bits of the same value in sequence. The acceptable number of consistent bits in a row may

depend on the losses in the system (the number may be higher where losses are higher, as a



smaller proportion of the transmitted bits will be used), the position of the sequence in the bit

string (consistent sequences in particular at the start of the string will prove useful to an attacker

as an attacker can therefore determine with a high degree of certainty which bits will be

received first in key generation), the acceptable level of security risk (for example, in a 128 bit

key system, it may be acceptable for an attacker to learn 6 or 7 bits- the remaining brute force

attack, while 'easier' in terms of time and/or resources, may provide sufficient security for the

data being transmitted), or the like.

In such examples, the method may comprise, where a predetermined number of bits in a row of

the same value are generated (for example by a pseudo random number generator or a random

number generator), replacing a bit with a bit of the other value (e.g. if n bits of value 0 in a row

are generated, the nth bit could be replaced with a bit of value 1) .

In other examples, the predetermined threshold may comprise determining the proportions of

bits in a sequence, wherein the sequence comprises all or a portion of the bits transmitted. In

such embodiments, the bit stream may be operated on ('conditioned') to replace one or more of

the bits with a bit of the opposite value.

For example, if 80% of the bits in the first 100 transmitted are logic 0s, then it can be predicted

with a relatively high probability that the first bit received will be a 0 . Again, the level of

acceptable disproportional representation of a given value in a bit stream may depend on the

losses in the system, the position of a sequence having disproportional representation of bits

within the bit stream, the acceptable security level or the like.

Alternatively or additionally, where the predetermined threshold level is exceeded, the key

generation process may be abandoned and restarted.

In one embodiment, the method may comprise providing the order in which the transmitted bits

are to be used as a secret shared between devices agreeing a key. For example, an identity

key, which is shared between the devices to allow them to authenticate each other (or another

shared value) may be used as a seed in a pseudorandom number generator (PRNG). The

output from the PRNG could be used to control the order in which the transmitted bits are used.

This ordering controlled by the PRNG could be used in place of authentication as, if the value

used to seed the pseudorandom number generator is not the shared value, the keys generated

by the BB84 process or the like will not be the same and any information encrypted using this

key will be protected by its encryption. Further, discrepancies between 'decrypted' information

and what is expected will quickly be apparent as the 'decrypted' information will not make

sense. Indeed, if it can be determined with an acceptable degree of certainty that the sequence



remains a secret, varying the order in which bits are used may provide an alternative to

monitoring the bit stream in ensuring that key information which can be obtained from a

transmitted bit stream is limited.

Therefore, in one aspect the invention comprises a QKD system comprising at least two

quantum devices arranged to exchange a quantum signal comprising a plurality of bits in a

quantum exchange step and at least one of the quantum devices is arranged act as a first key

agreement device and to agree a key with a second key agreement device in a key agreement

step, wherein each key agreement device is associated with a key determination unit arranged

to determine (e.g. through communication between the key agreement devices) which bits are

available for key agreement and further to determine the order in which bits are used in the key

agreement step.

The term 'key agreement device' refers to any device which takes part in key agreement based

on a quantum signal according to known QKD techniques. The second key agreement device

may comprise a component of the other of the quantum devices which exchanged the quantum

signal or may be (or comprise a component of) another device, for example a control device,

which may or may not be a quantum device (i.e. capable of sending or receiving a quantum

signal).

The skilled person will appreciate that in key agreement, bits are used in a predetermined

sequence or order. If a bit is not received, or is not measured in the correct basis (as will be

identified by both nodes following the usual classical communications used in key agreement),

the next bit in the sequence is used. Therefore, it may be established that a string of 5 bits

should be used in the order 3, 2,5,4,1 but, if bit 1 is not received, and bit 5 is received and

measured, but not measured in the basis in which it is encoded (but all other bits are

successfully received and are measured in the base in which they were encoded), the

sequence of bits used for key generation is 3 , 2, 4 . Of course, quantum key agreement

generally occurs with strings of much greater length than the 5 bit sequence above, which is

provided solely by way of illustration of the principle.

In known QKD systems, the order in which bits are used is predetermined and is static. Often,

the order comprises part of a public protocol. According to this aspect of the invention, the order

in which bits are used is determined by the key determination unit (which may be collocated with

one, a plurality or each key agreement device or remote but connected thereto (and perhaps

associated with more than one key agreement device). This allows the order to be a shared

secret between key agreement devices and therefore contributes to security: not only is the risk

of transmitting an inadvertently revealing bit stream removed or reduced (as, if the order is not



known, a would-be attacker will not know which bits are revealing), but in preferred

embodiments, the order may be changed from time to time such that in the event a sequence

becomes known, the time for which it is useful is limited. Further, as it is a shared secret, it can

be used as additional verification between the key agreement devices, or indeed replace other

authentication methods as outlined above.

In some embodiments the order is determined prior to each key agreement.

In a preferred embodiment, the key determination unit(s) associated with each key agreement

device comprises a pseudorandom number generator (PRNG). Each key agreement device

may have an associated PRNG, where the PRNGs are equivalent.

In preferred embodiments, the key agreement devices are arranged to store a shared value and

the shared value is used as the seed for the pseudorandom number generator(s). The shared

value may comprise an identity key. Shared values may be distributed as is familiar from known

QKD techniques to update identity keys, session keys, traffic keys, or the like. A new order for

use of the received bits may be determined every time a quantum exchange takes place or less

frequently.

According to a further aspect of the invention, there is provided a method of Quantum Key

Distribution comprising a quantum exchange step in which a quantum signal comprising a

number of bits is exchanged between at least two quantum devices and a key agreement step

in which at least a portion of the bits of the quantum signal which have a value that is known to

at least two key agreement devices are used to determine a key known to both devices, the

method further comprising the step of determining the order in which bits are used in the key

agreement step.

In some embodiments the order is determined prior to each key agreement. The order may be

determined based on information exchanged in the quantum signal. In some embodiments, the

quantum signal is exchanged between the same two devices as establish the key (i.e. the key

agreement devices are the quantum devices), but this need not be the case- the quantum signal

may for example be exchanged between two quantum devices and a key agreed between one

of those quantum devices and a separate control device (which may or may not be a quantum

device itself.

In a preferred embodiment, the order is determined by at least one pseudorandom number

generator (PRNG) (the output of which may, for example, be encrypted and sent from one key

agreement device to another, e.g. using a previously established key, or may be encrypted and

sent from one device to both of the key agreement devices) and more preferably by equivalent



PRNGs associated each of which is associated with a key agreement device. The PRNGs may

be seeded with a shared value, which may comprise an identity key. Shared values may be

distributed as is familiar from known QKD techniques to update identity keys, session keys,

traffic keys, or the like.

The step of determining the order in which bits are used in the key agreement step may be

carried out every time a quantum exchange takes place or less frequently.

In one aspect, the invention comprises a quantum transmitter unit, the quantum transmitter unit

comprising a pseudo random number generator (PRNG) arranged to generate a bit string and a

quantum encoder arranged to encode qubits with a bit stream for transmission over quantum

communication media, the unit further comprising a bit stream analysis unit arranged to monitor

the output of the PRNG and to determine key information which may be obtained from analysis

of the bit stream.

In one embodiment, the quantum transmitter unit comprises a communication unit arranged to

receive a seed for the PRNG. This seed may be transmitted from a Key Management Centre or

other control unit, and may be used by the PRNG to generate a string of bits.

The bit stream analysis unit may be arranged, if the available key information exceeds a

predetermined level, to control a bit stream conditioning unit to condition the bit stream by

changing the value of one or more bits. In other embodiments, the bit stream analysis unit may

be arranged to terminate a transmission and the communication unit may request a new seed.

According to another aspect of the invention, there is provided a pseudo random number

generator for use in a quantum key distribution system, the pseudo random number generator

comprising a bit stream analysis unit. The bit stream analysis unit may have any of the features

described in relation to the bit stream analysis unit above.

The invention also provides for a system for the purposes of communications which comprises

one or more instances of apparatus embodying the present invention, together with other

additional apparatus.

The invention is also directed to methods by which the described apparatus operates and

including method steps for carrying out every function of the apparatus.

The invention also provides for computer software in a machine-readable form and arranged, in

operation, to carry out every function of the apparatus and/or methods.

The invention is also directed to signals employed by the other aspects of the invention.



The preferred features may be combined as appropriate, as would be apparent to a skilled

person, and may be combined with any of the aspects of the invention.

BRIEF DESCRIPTION OF THE DRAWINGS

In order to show how the invention may be carried into effect, embodiments of the invention are

now described below by way of example only and with reference to the accompanying figures in

which:

Figure 1 shows an example of a Distributed QKD network;

Figure 2 schematically shows cross authentication between nodes;

Figure 3 shows an example of a network comprising a number of enclaves;

Figure 4 shows a further example of a network comprising a number of enclaves;

Figure 5 shows a flowchart of the steps in a method of bit stream analysis;

Figure 6 shows an example of apparatus for use in the method of Figure 5 ; and

Figure 7 shows an example of apparatus arranged to determine an order for the use of bits in

key generation.

DETAILED DESCRIPTION OF INVENTION

Some embodiments of the invention utilise a distributed or serial QKD model to improve

downstream security. In traditional QKD, data hops between adjacent nodes. If access to a

node can be obtained, it is possible to understand all of the information going through a network

and therefore break network security.

Known QKD systems rely on physical security to ensure that access to a node cannot be

obtained or, if the physical security of the node has been compromised, an error message is

generated indicating that the security had been compromised (or in some systems, a node will

generally transmit a message indicating that its security is not compromised, and the absence of

such a message provides an alert). However, it may the case that not all the nodes are under

the control of a trusted organisation. In particular, it may be that in practical embodiments, one

or more of the intermediate nodes are provided by an entity or organisation which cannot be

trusted to forward any such generated error messages. For example, in real networks, a

message may need to be passed securely from one trusted sub-network, or Enclave to a

second trusted sub-network, by passing through an uncontrolled intermediate network that is



managed and authenticated by a third party (who may not be completely trusted). In this

example, security alerts to the Network Management System operating in the Enclaves may not

be transmitted (e.g. blocked), or the contents thereof may be altered.

Therefore, it cannot always be assumed the anti-tamper security for each node will raise an

alarm (or else that regular inspection would be cost effective and/or sufficient to detect any

physical tampering attempts to compromise or take over a node).

In DQKD as described, for example, in our previous application WO2009/093036, it has

previously been assumed that limited useful information could be obtained because keys were

not relayed through a node to subsequent nodes. However, new insight has shown that if

Mallory does control a node or can read all of the internal messaging of the node then a security

problem exists in relation to the security of the network paths which pass through such a node

in a downstream direction (i.e. information passed from that node onwards is at risk), because

the information gained at one node provides an insight into the quantum signal exchanged with

the next node.

However, appropriate network design can be used to limit the amount of information that can be

gained even if a node has been physically compromised, as is now explained.

As is described in greater detail in, for example, WO201 0/064003, Figure 1 shows a network for

performing quantum cryptography, in this particular case for passing encrypted messages from

either of two starting nodes (Key Management Centres, (KMCs)) KMCi, KMC 2 to any of four

end-point nodes EndPoint , EndPoint7, EndPointe, EndPointg via intermediate nodes Node2 -5. A

traffic key is used for encryption of data passed between end-point nodes; this key is supplied

from the KMC to each end-point node in a form encrypted using a quantum key agreed between

the KMC and the end-point node. This quantum key may be established by a process in which

respective quantum keys are agreed in series between the KMC which acts a control QKD

device and every other node (intermediate QKD devices) in a path between the KMC and the

end-point node. For example, in order to establish a quantum key between KMCi and

EndPoint.6, a quantum key is first are established between KMC! and Node2, between KMC! and

Node3 and finally between KMCi and EndPoint6. In one example, in order to establish a

quantum key between a KMC and a given node in a path between that KMC and an end-point

node, a quantum signal may be passed between a given node and the previous node in the

path, and the information in that quantum signal passed from the previous node to the KMC

using a quantum key established between the previous node and the KMC. A key agreement

step may then take place between the given node and the KMC to establish a quantum key

between these two nodes.



To consider a stage in this process in greater detail, when the quantum key is established

between KMC and Node3 a quantum exchange step is followed by a key agreement step. In

the quantum exchange step, Node2 (acting as a first quantum node) exchanges a quantum

signal over a quantum link with Node 3 (acting as a second quantum node). The first quantum

node, Node2, communicates with KMCi (acting as a control node) to share information

regarding the quantum signal transmitted by Node2. It is then the KMCi, rather than Node2,

which takes part in the subsequent key agreement step with o e3.

This stepwise approach to establishing a quantum key between a KMC and an end-point node

overcomes the problem that the distance between adjacent nodes in the network is limited by

practical considerations relating to the maximum distance over which a quantum signal may be

sent.

The establishment of a quantum key between any two nodes usually also involves an

authentication step using an authentication key shared between the two nodes. The number of

authentication keys that must be stored by a general node in the network may be limited by only

allowing certain nodes - in this example the KMCs - to act as starting nodes, i.e. nodes from

which encrypted messages may be sent to end-nodes.

Figure 2 illustrates prior art steps in the establishment of a quantum key between two network

nodes, for example between C and Node 3 in the network of Figure 1, and in particular

illustrates a process of cross authentication. In Figure 2, the two nodes are labelled Node and

NodeY and perform the roles ascribed to KMCi and Node3 in the above example respectively.

NodeY receives a quantum signal QS based on a bit stream which is known to (but, in the

embodiments described herein, not sent always from) Nodex. Nodex and Node then exchange

messages MXY, MYX over a classical channel in a key agreement step, i.e. a step in which the

quantum key is agreed. Finally, before that quantum key can be used, each of Nodex and

NodeY must each prove its identity to the other in an authentication step. In the authentication

step, each of the nodes Nodex, NodeY passes to the other a cryptographic hash using the

authentication key of a message MYX it passed to the other node in the key agreement step,

the cryptographic hash being generated by mean of an authentication key AY which is a 'shared

secret' between the two nodes Node , NodeY. In Figure 2 the cryptographic hashes are

denoted [MXY] and [MYX]A . Each node compares the hash it receives from the other node

with a locally generated equivalent, thus confirming the identity of the other node, hence

protecting against a so-called 'man-in-the-middle attack'. The whole or part of the quantum key

established between the nodes Nodex, NodeY may be used to generate or update the

authentication key AY shared by the two nodes.



Referring again to Figure 1, C shares authentication keys l
-2

, I1.3, I1-5, h-e, -7 with Node2,

Node3, Node5, EndPoint6 and EndPoint respectively. A quantum key may therefore be agreed

between KM^ and any one of these intermediate nodes and end-nodes. The quantum key

may be changed to improve security. A new quantum key may be used to update a shared

authentication key. Similarly, KMC2 shares authentication keys l
2-2

, 12-4, -s, I2-8 and l
2-9

with

Node2 Node , Node5, EndPoint and EndPoint 8 and EndPointg respectively.

Methods of improving and ensuring the security of Distributed QKD networks are now described

with reference to Figure 3 .

It is generally assumed that Mallory's attacks are intended to be covert (but it should also be

remembered that Mallory could use an overt attack, for example to divert network traffic to a

node over which Mallory has control, or to prevent increased security measures such as splitting

of a key).

Figure 3 shows a network 300 in which a Key Management centre KMC, acting as a control

QKD device, wishes to set up a secure communication with a given end point device,

designated N 3 herein. There are two intermediate QKD devices N and N2. As has been

described in greater detail in our earlier applications (e.g. WO2009/093034), in order to

establish the key between the KMC and N3, the KMC transmits a quantum signal S Qi to N then

agrees a quantum key with Ν Ί using classical communication S i , and the KMC and N carry

out mutual authentication. Ni then sends a quantum signal S
Q2

to N2. N and the KMC

exchange information about this signal. It may be that N provides the KMC with information

about the quantum signal. This may be information indicative of the signal itself (i.e. the full bit

stream) or it may be a 'starting point' or seed for a pseudo random number generator (wherein

both and KMC contain equivalent pseudo random number generators). The quantum string

to be sent by N to N2 can alternatively have been prescribed by the KMC, which may for

example send a pseudo random number generator seed or full bit stream to Ν (i.e. the

information exchange can be from N to KMC or from KMC to or indeed the bit stream may

be sent in whole or as a seed from a third entity- other options are also possible, for example as

described in our earlier applications identified above). The information exchanged may be

encrypted using the key agreed between KMC and , and ensures that the KMC has sufficient

information to agree a quantum key direct with N2 (and not via Ni), using classical signals S 2

N2 and the KMC may then mutually authenticate. N2 then sends a quantum signal S
Q3

to N3 and

exchanges information about this quantum signal with the KMC encrypted using the key agreed

between KMC and N2, and the KMC can then directly agree a quantum key with N3 over

classical channels in communication S
N3

.



Other methods of establishing a key in a distributed network will be familiar to the skilled person

and could be used in place of the method outlined above as appropriate

In the security enhanced network 300 now described as an embodiment of the present

invention, the KMC is in a physically secure location in a trusted sub-network provided by a first

enclave 302. The end node, N3 is in a separate physically secure location in a trusted sub¬

network provided by a provided by a second enclave 304. However, in order to reach N3, the

communication must pass through at least one node, in an uncontrolled sub-network, i.e.

region in which the physical security of the node cannot be ensured and/or it cannot be

safely assumed that any alarm raised at N3 will reach the KMC.

The network 300 is arranged to improve the security of data transmitted thereby in a number of

ways, which can be used independently or in combination, and which may be used in

conjunction with existing security measures such as hashing, privacy amplification, and the like.

These methods include ensuring a certain level of loss within at least part of the network 300.

Further, in this example, the penultimate and the endpoint nodes are situated in a secure

second enclave 304. Other methods include analysing a transmitted bit stream to ensure that it

does not provide an unacceptable amount of information about the key that may be generated

therefrom and/or varying the order in which bits are used to generate a key. Such methods are

described in greater detail below.

The role of losses in the network 300 in improving security is now described.

Conceptually, in some embodiments of QKD, a stream of photons is sent between nodes, each

photon representing a single bit of data. However, because in practice it is technically difficult to

produce single photon sources, QKD systems often use a heavily attenuated laser. A laser in

combination with an attenuator may be arranged to emit pulses so that on average less than 1

photon is seen in each pulse. This is designated as v < 1. A typical value of// might be 0.1 , i.e.

for every 10 pulses, on average, approximately 9 have no photons and 1 contains a photon,

although it is not known which pulses contain photon(s).

To be more precise, the number of photons per pulse corresponds to the Poisson distribution.

For µ = 0.1 , on average, around 90.5% of pulses are empty, 9.05% of pulses have 1 photon,

0.45% of pulses have 2 photons, 0.015% have 3 photons, and so on. In known security

attacks, Mallory may use the knowledge that some pulses have more than 1 photon and use

these multiple photon pulses to obtain information.

Where losses in the system are high enough (above a threshold value) this means that the

security as defined in the protocols can be circumvented. In effect, the attacker can "hide in the



losses", stopping all single photon pulses and transmitting multi photon pulses to the receiver.

The way of detecting such an attack is to use a Decoy state. In such states, typically 2 or 3

different values of µ are used (i.e. µ is selected from one of 2 or 3 values predetermined

values). For example, µ might at one time be 0, at another time be 0.1 and at a third time be

0.5. The value is randomly changed for each pulse. The value of µ is exchanged as part of the

checking messaging protocol following transmission of the bit. If the pulses have been

intercepted, the statistics will not match.

Due to losses in transmission, for a given random string transmitted, only a portion of that string

reaches the receiver. Further, bits are lost within the receiver or measured in an incorrect basis

and excluded in sifting, or lost in privacy amplification or the like. As a result, only a subset of

the string sent is available for use in key generation. Although it cannot be known in advance

which bits will be lost in the transmission, it is known that the substring available for key

generation will be a string of bits in the same order as those appeared in the transmitted string.

The number of possible such sub-strings that can be derived from a given transmitted string

may be calculated using probability theory.

If the original transmitted string is designated S Q2 and the losses are a random process which

results in a random sub-string of bits S'
Q2

, in terms of probability theory the sub-string S'
Q2

can

have many different random selections of the bit sequence. The number of random selections of

a string of bits can be represented by using the probability theory of combinations.

s' s
Q2

- s '
Q

) S' 2 .

Selecting or ensuring a certain level of loss within the network 300 and/or at least one receiving

node introduces a further level of security into the system. Even if a given node, e.g. N , is

compromised, and an attacker knows the full quantum string S Q2 sent to N2, it does not know

and, as is demonstrated more fully with reference to typical loses below, would be extremely

unlikely to correctly guess which of those bits are received and measured using the correct

basis. In traditional QKD, this would not present a problem to a would-be attacker in control of

as N2 would immediately tell N which bits had been received. However, as described

above, N2 here communicates with the KMC via a classic communication channel using

signal S
2

and therefore, in order to obtain this information, an attacker would have to intercept

the traffic S 2 from N2 to KMC, which is encrypted in this example using symmetric encryption,

and decrypt it.



The chance of correctly guessing which bits are available for key generation can be calculated

as outlined below, using a slightly idealised situation utilising an anticipated loss of 3dB (i.e.

roughly half the transmitted bits, which is the minimum anticipated loss in BB84 protocol

systems as the apparatus will, on average, measure 50% of the bits using the wrong basis, and

these bits will be removed by the sifting process). In practice losses of 30dB (a bit loss factor of

1/1,000) may be seen (in particular if transmission losses are taken into account). Even in a

carefully produced QKD receiver using current technology, there would be expected losses of

10dB within the receiver itself. As noted above, it may be only the losses within node that are

controlled due to the concern that an eavesdropper might situate an attenuator just outside the

receiving node and therefore know to high degree of certainty what bits have been received.

If tens of megabits of pulses are sent, at / 7 = 0.1, approximately 1/ 0th of these pulses will

include a photon. Taking the example of a transmission of 100,000,000 pulses, with µ = 0.1 ,

(i.e. 1/ 0th of these pulses will include a photon), this will result in the transmission of

approximately 10,000,000 bits (it will be appreciated that the attenuation processes are

statistical, therefore the number of bits may actually be more or less than 10,000,000). A loss of

30dB means a reduction by a factor of approximately 1,000, i.e. there will be approximately

10,000 bits received. This can be expressed in terms of combination theory as 100 0 0 000
c 10 0 Qr,

if the attacker is able to detect which pulse has a photon in it, '000 000 c 0 ,ooo- This is a very

large number. Even assuming a scenario where the losses are only 3dB and assuming the

original string length is only 1000 bits (again much lower than is usual in practice) this

probability is shown below (in which, again, all numbers are approximate).

, ¾ ( ¾ ( ) l 0 2567
= 7 1 Q

s'e2 ~ (l l 0 3 - 0.5 l 0 )!x(0.5 x l 0 ) ! (500)!x(500)! ~ 1.5 xlO 2268 ~

A combination of losses along the fibre (and through optical network components) combined

with losses within the QKD receiver (in e.g. N2) and combined with losses due to application of

decoy states and of QKD protocols may combine to create very large losses (typically > 30dB)

assuming a fibre distance of about 80-1 00km and current technology. At least 10dB losses

might be anticipated even if only the losses in the receiver are taken into account. Further, this

simple example assumes approx 500 bits form the sequence S'Q2 (note half of these represent

different Decoy states) but in practice a much larger string will be sent, which would make the

number of selections of 500 bits even larger and in practice the number of combinations may

be made many times larger.



The received string of random bits remains to form the Key material from which a session key is

established. Authentication can be completed, for example by employing a suitable hash of the

full messaging sequence using a previously established authentication key as described above

(or it may be done at multiple occasions during the message process).

If Mallory is to mount a successful covert attack on (or in more general terms, any node in an

uncontrolled portion of the network 300), the anti-tamper measures of must be broken

without raising a network security alert, or at least without the security alert reaching the KMC.

If this is achieved however, it may be assumed that Mallory is able to monitor all traffic in and

out and can alter traffic if he so chooses. For the sake of simplicity, in this example, Mallory

does not carry out any other attacks on other nodes.

In this example, and purely by way of example, Mallory knows the full content of the random

string SQ2 sent to Ν and encrypted by the KMC. Mallory therefore knows the values used for

the Decoy state. Mallory also knows the random bases for the quantum signal that are be sent

to N2. Since in this embodiment a QKD Decoy state is employed, this means that N2 will be able

to detect any variation in the statistics if Mallory attempts to alter the probability of any pulses

reaching N2 (i.e. changed some bits so that it could determine at least a portion of the bits

received) as this would introduce errors which will take the error checking above the threshold

and result in an alert to the effect that the network 300 has been broken. It is assumed herein

that Mallory has no prior information on the previously established authentication keys between

KMC and N2 which means that the subsequent QKD protocol messaging between KMC and N2

is protected by unbroken encryption. KMC and N2 are able to confirm the final string S'Q2 which

is shorter than the transmitted string S Q2 and is unknown at this stage to Mallory.

The network 300 in this example is arranged such that the 'bit loss factor' for S Q2 is sufficiently

high than the number of possible sub strings is higher than the number of key combinations

(e.g. 2128) , although other levels may be appropriate depending on the information to be

protected by the agreed key. The bit loss factor can be ensured by the design of N2 (choice of

optical components, or choice or length of fibres, for example,), use of 'throwing away'

algorithms, privacy amplification, or the like.

However, in other examples, the bit loss factor within N2 (remembering that in some examples,

were there is a risk that an eavesdropper may know all the bits received at N2, and therefore

losses in transmission may be ignored), may approach the theoretical minimum of 50%, for

example using superconducting components.



In this embodiment, the network 300 is arranged such that a maximum of 1/10* of the bits

transmitted from N to N2 are used in agreeing the Quantum key. In this example, the KMC

comprises a security manager SM arranged to calculate a ratio of the bits received and

available for use in key generation (this information will become available to the KMC in the

usual key agreement communications between the KMC and N2) to the number of bits

transmitted (which is known from the communications between N and KMC). If the Security

Manager SM determines that more than 1 in 10 bits are used, then the attempt to establish a

key with N2 is abandoned. The KMC instructs Ni to send a new, longer, bit stream to N2 as a

quantum signal, and further instructs N2 to employ a higher level of security amplification (which

results in a greater degree of bit losses through hashing). For convenience, the SM may also

carry out the standard security checks used in QKD, such as checking the error rate to

determine if eavesdropping has occurred, although it could be a standalone processing system.

Other example bit loss factors may be 1/5, 1/100, 1/1000 or the like.

Further, N2 and N3 are situated in a protected enclave 304 and there can be confidence that any

alert generated by the nodes within the protected enclave 304 will reach the KMC. This means

that the network has integrity; i.e., in the absence of the alert generated at N2/N3, a user can be

reasonably confident that the network has not been successfully tampered with. Of course, an

attacker might also act to intercept such messages so in some examples, the nodes may send

'status' messages, indicating that no attacks are apparent- the absence of such a message

could therefore constitute an alert. It will also be appreciated that in this example, the

messages are sent to the KMC but they may instead be sent to some separate network

management device, which may be co-located with, or separate from, the KMC.

As shown above, Mallory cannot easily guess the bit values used for any keys because the

number of variations is so large. In fact, the number of variations is many times greater than for

a symmetric encryption key, so it is easier for Mallory to brute force the, for example, 128 bit

symmetric encryption key used in the network to guess the session key used by the KMC to the

nodes.

If Mallory tries to gain more information by changing the sequence S
Q2

he will be detected

because the Error Correction process between the KMC and N2 performs a natural integrity

check on both the Decoy states used and also on the bit sequence. This forces Mallory to use

only the information constrained within the natural network error rate otherwise his presence will

immediately be detected, and this information may be removed by the subsequent QKD

protocol.



Further, even if Mallory does somehow gain information on the bit sequence (e.g. a few bits),

this embodiment further comprises a Privacy Amplification step prior to key generation which

hashes the bit sequence to produce a shorter string. Since bits are XOR'd in a way agreed only

between KMC and 2 (remembering that in this scenario, Mallory has access to only) it is

irreversible. Therefore if it is known that other plaintext attacks or other combinational attacks

reveal a theoretical information level to Mallory this is inherently removed by an appropriate

level of hashing. Therefore, the security of the system can be further enhanced by selecting the

level of privacy amplification according to the error rate.

Mallory could attack nodes downstream of N in the network- there could be other unprotected

nodes between N and N2. Assuming the KMC is secure, Mallory has no information about the

information exchanges between any nodes between N and the KMC or along parallel paths.

It is possible that a number of nodes might be compromised, or even a sub-network. As the

end-to-end encryption key is determined at the final step, Mallory may attempt to attack the final

node or a node that is close to the final node. Therefore, the importance of the physical security

of the nodes (and their ability to raise an alert when tampered with) increases the further down

the chain. For this reason, in this embodiment, the network is designed such that the

penultimate node and endpoint node are within a trusted enclave 304, which means that the

classically enhanced QKD security is re-established although now the remote possibility of the

downstream security is at risk, as is now described in greater detail.

Even if Mallory is somehow able to guess or learn the session encryption key used between the

KMC and , by a brute force attack or some other means, and can also intercept the

messages then there is a very small window of time to learn the string sent to the next node N2

from i . As noted above, where losses are high, this may not provide sufficient information in

itself, but is losses are low (or if, as is discussed below, a bit string is sent which allows at least

a portion of the key to guessed), then Mallory may be able to determine the key set up between

N3 and the KMC, and therefore learn the bit string sent to N3. There is therefore a limited but

possible situation that the chain of downstream security is at risk before the KMC follows

another round to update all encryption keys with those exposed nodes. In other words, although

the downstream security is not perfect, the refresh rate of Key Distribution has to be considered.

This limits the amount of time for which access to any information is valid. Not only does the

network have to be broken, it has to be repeatedly broken. Therefore, the refresh rate may be

set according to the error rate.

As noted above, in this example N2 and N3 are in a protected enclave 304. Therefore, there is a

higher degree of certainty that any alerts generated by these nodes will reach the KMC.



Further, there may be a higher degree of confidence in the physical security of these nodes.

One or both of these measures allows a higher degree of certainty that Mallory is not able to

gain (covert) control of these nodes.

As with other distributed networks, a denial of service attack can be prevented by providing

alternative routes through the network 300. Also the diversity of paths provided mean that all

possible paths would have to be broken in order that the eavesdropper could ensure that it had

access to all information being passed through the network 300. Therefore, the ideas discussed

herein may be used in conjunction with known systems which split keys and send key portions

by different routes. However, there is the risk that a denial of service type attack could be used

with the real motivation of diverting traffic via a compromised node and/or ensure that all

network traffic must pass along one or a few paths.

Figure 4 shows an example of a network 400 in which, in contrast to the network 300 of

Figure 3 , the second enclave 304 has a separate KMC, KMC2. In this example, KMC 2 is a

slave of K but in other examples it may be an independent and trusted by the end-users.

In such a network 400 is possible to strengthen security by introducing a set of keys updated

from either KMC. In the example of Figure 4, the nodes N2 and N3 have key sets that can be

updated by KMC2 and also by KMC1 (by a cross-authentication process). Therefore both KMCs

will share the authentication keys for these nodes.

Normally when N2 authenticates to KMC1 it may for example form a cryptographic hash of the

whole message set during the messaging process to establish a new key set. Now it can double

encrypt with an authentication key from C and KMC 2. To avoid re-using this key it can be

updated frequently by KMC 2 and encrypted and shared with KM^ when required.

Alternatively the authentication key is re-used and only replaced by KMC 2 after confirmation of

new key sets when C and KMC 2 replace keys by visiting with a fill gun (e.g. the Quantum fill

gun of the applicant's earlier application WO201 0/049673) or occasional or regular updates via

a moveable key device, for example as described in our application WO2009/141587. In these

cases, the downstream security of the communications is reset.

Any further compromise attacks by Mallory must be against every node in the upstream

direction towards KMC2 within the second Enclave or sub-network.

KMC can generate independent keys so that information is double encrypted. The two KMCs

can keep in contact using cross authentication.



In the network 300 of Figure 3, final node N3 is the end-point and is not connected to a second

KMC, for example a home, business unit or desk-top. In these situations the second

authentication key can be installed physically using a token or fill gun. This may also be

required to provide Access Control to an individual and this key will always be known to the

KMCi and can therefore be easily revoked or updated.

Methods of countering risk of providing useful information in a transmitted bit stream which

could be revealed by analysing the bit stream is now described with reference to Figures 5 to 7 .

Under QKD protocols, one node sends a succession of random or pseudo random bits to

another in order to agree a traffic or session key. It is good practise to change this key

frequently to restrict the time available to crack the (typically symmetric) key via a brute force

'key exhaustion' attack. This means that in a QKD system, a new key is produced relatively

frequently (this may mean once a month, once a day, once an hour, once a minute or in some

other timeframe as required having consideration for the desired security of the network and the

robustness of the encryption).

As discussed above, only a subset of the transmitted bits will be received due to losses in

transmission and the inefficiency in the receiving node itself. Further, as the receiving node

make guesses as to in which base the bits have been transmitted, and those for which an

incorrect guess is made are not used in key generation, it may not be possible for Mallory to

determine which received bits are used. Furthermore, QKD systems often send extra bits so

there is a 'throwing away' and/or hashing algorithm employed before bits are selected for key

generation. While this uncertainly can add to the security of a DQKD network as outlined above

with reference to the bit loss factor, an eavesdropper may nevertheless be able to guess at

least some of the bits which have been received by examining the transmitted bit stream.

To give an extreme example of this, it will occur from time to time that a transmitted bit stream

will start with a consistent sequence of 1s or 0s, for example 50 1s in a row. In a system with

3dB losses within a node, it can be assumed with a high degree of certainty that the first bit

received and available for use in the key is a 1 (noting, of course, that the bits may not be used

in the order they are received). The second bit received and available is very likely also a 1 and

so on, with decreasing certainty through the bit stream. Knowing even one received bit and its

position in a key generated from the received stream helps significantly to reduce the burden of

cryptography in cracking the key- in a brute force attack, each known bit reduces the average

time required to break the key by a half. As will be familiar to the skilled person a 128 bit key

requires up to 2 28 experiments to exhaustively test the key and therefore be sure of breaking it.



If the first 6 bits are known, then only 2122 experiments are required to exhaustively test the key-

this can be done very much faster.

An eavesdropper could therefore elect to wait until a bit stream providing a good indication of at

least one of the bits in the key is seen. In one embodiment, the KMC and/or nodes have a

pseudorandom number generators (PRNGs), which generates bits from an assigned 'start

position' or seed. The seed may be shared between the KMC and a transmitting node. It is

assumed that a rogue node cannot change the starting position as that would reveal its

presence. The node can however wait until a sequence of bits that allows one or more of the

bits used in key generation to be guessed with a reasonable degree of certainty is seen and

then start a brute force attack using this information. This attack could be abandoned if a more

revealing bit stream was received.

In the example now described, it is assumed that bits are used in the order they are received,

but this need not be the case as is explained in greater detail below.

To counter the possible risk that a bit stream may reveal too much key information, a level

above which a number of consistent random digits may be set, which may result in an alert

being generated, or else key generation would be restarted, or the bit stream could be altered to

include a number of bits of opposite polarity. As certainty with which it may be determined that a

transmitted bit has been received is dependent on the losses in the system, the number may be

selected with a view to what these losses are.

An example of how this method may be carried out is provided in Figure 5 . Figure 5 shows a

flowchart of steps in a process in which the KMC monitors the bit stream it transmits (step 502).

In step 504, the process determines if a first bit is value 1 or a 0 . If the bit is a 1, a first counter

(n) is started (step 506); if the bit is a 0, a second counter (m) is started (step 508). In step 510,

if the first bit was a , it is determined if the next bit is a 1, in which case the counter n is

incremented (step 512) and a check is carried out as to whether the counter exceeds a

predetermined threshold value (step 514). This continues with the counter being incremented

with each successive 1 until the threshold value is reached, in which case the bit stream is

terminated (step 516) and a fresh key generation effort may be started, or a 0 bit is received, in

which case the method restarts with a new first bit. Similarly, in step 518, if the first bit was a 0 ,

it is determined if the next bit is a 0, in which case the counter m is incremented (step 520) and

a check is carried out as to whether the counter exceeds a predetermined threshold value

(step 522). Again, this continues with the counter being incremented with each successive 0

until the threshold value is reached, in which case the bit stream is terminated (step 516) and a



fresh key generation effort may be started, or a 1 bit is received, in which case the method

restarts with a new first bit.

Of course, in other embodiments, a single counter arranged to count a string of constant bits

may be used.

The permissible length of a bit string including bits of a constant value (i.e. the highest

permissible value for n or m) in this example is chosen bearing in mind the losses in the system,

and also the level of hashing and/or privacy application which are elements of the bit rate

reduction factor. This can then be assessed against the desirability of the information passed

through the network, and the length of time for which that data should be protected (in some

cases, knowing that the data is secure for seconds or minutes may be sufficient) to determine if

the security level provided by these measures is suitable.

In this example, the maximum value of n or m is set with reference to the bit loss factor of the

communication. In this example, the maximum value is the inverse of the bit loss factor. For

example, if the bit loss factor is 1/10, then up to 10 bits in a row may be seen before the

threshold is breached. In other examples the maximum value may a proportion, e.g. a half,

quarter, tenth, etc., of the inverse of the bit loss factor (although it will be appreciated that the

choice of proportions is small when the bit loss factor is small, and there may be a minimum to

desired value in order to ensure that the bit stream has sufficient entropy).

In practice any information about the bit stream can be used to prioritise the order in which the

experiments are carried out. An analysis can be carried out in order to determine an increased

likelihood of a certain bit appearing in a certain position, bearing in mind the losses in the

system. In some examples, it may be that a bit stream with a high proportion of bits of one value

is sent- for example 80% of the first 50 bits have value 1, which might mean it is highly likely

that the first few bits received will also have value . If an analysis of the bit stream reveals,

beyond a threshold level of certainty, more than a threshold number of bits received and their

position within a key generated, the system may be arranged to terminate the key agreement

process and/or operate on, or 'condition' the transmitted bit stream to reduce the risk of

information being revealed.

Apparatus for use in such a process is shown in Figure 6, which comprises a quantum

transmitter unit 600 which could be situated in a KMC or any node. The quantum transmitter

unit 600 comprises a communication unit, in this example a crypto-unit 602, which encrypts

communications before transmitting the encrypted communications via any conventional means,

and also receives encrypted communications and decrypts them using a cryptographic key.



The unit further comprises a pseudo random number generator (PRNG) 604. The crypto

unit 602 in this example receives seeds for the PRNG 604 from a Key Management Centre, and

these are used to generate a string of bits. These bits will be encoded onto photons (or more

generally qubits) for transmission over quantum communication media (free space, optical fibres

or the like) to a quantum receiver unit (not shown) by the quantum encoder 606.

The quantum transmitter unit 600 further comprises a bit stream analysis unit 608 arranged to

operate on the output of the PRNG 604 so as to determine the information that may be obtained

from a quantum transmission. In this embodiment, the bit stream analysis unit 608 is arranged

to analyse the bit stream output by the PRNG 604 and, if it is determined that an eavesdropper

with access to the PRNG output (or the algorithm it uses) could determine an unacceptable

degree of information about what bits are received, and therefore which bits may be used in a

given position in the key generated therefrom, then the value of one or more bits is changed to

the opposite value, i.e. the bit stream is 'conditioned' by a bit stream conditioning unit 610. It

will be noted that the bit stream analysis unit 608 and the bit stream conditioning unit 610 act on

the output of the PRNG 604 before it is used to encode a quantum signal.

The bit stream analysis unit 608 in this embodiment is arranged to determine condition the bit

stream if any of the following are true:

(i) The first 100 bits are of constant value

(ii) There is a sequence in the bit stream including more than 200 bits of constant

value

It will be appreciated that the usefulness of a constant value bit stream decreases the later it is

seen in the bit stream. Therefore, the location in the bit stream could be considered. In such

examples, the bit stream analysis unit 608 may operate using a function that allows the

maximum number of constant bits in a string to increase with the starting position of the

constant value bit stream in the string. For example, in one embodiment the maximum length of

a constant value bit stream may be less than 90 +10i, up to a maximum of 200, where i is the

location of the first bit of the run of constant value bits (or more generally, z +yi, where x and y

are numbers. In some examples z and/or x may be set with reference to the bit loss factor) in

the transmitted bit stream. In this way, a run of 100 would fail the test if the first bit was the start

of the run, a run of 0 if the second bit was the first bit of the run, 140 if the fifth bit was the

start of the run and so on.

More generally, the bit stream analysis unit 608 is arranged to cause the bit stream conditioning

unit 610 to condition the bit stream if it is determined that an attacker may be able to determine,



from knowledge of the bit stream transmitted, a number of the bits received by a receiver and

their location within a key with a predetermined degree of certainty. Of course, this number and

the degree of certainty will depend on the applications for the network and the associated level

of security required. For a 128-bit key, for example, it may be acceptable for an attacker to

learn the value and location of 6 bits in the key, as a key which is now effectively a 122 bit key

may provide an acceptable level of protection for the data being transmitted. In another

network, however, carrying more sensitive or valuable data, the acceptable number of bits

which can be guessed with a certainty of over 50% may be for example 4 bits.

It will be appreciated that the nodes (and/or KMC) may have equivalent bit stream analysis

units 608 and bit stream conditioning units 610. The bit stream conditioning unit 610 will

operate on the bit stream according to rules which are shared between the devices. If, for the

sake of example, the transmitter unit 600 is a component of a transmitting node and the KMC

will agree a key with the receiving node, the bit stream analysis unit 608 in both the KMC and

the transmitting node may for example be arranged to monitor the bit stream and, if 100

consecutive bits of value 1 are received, the bit stream conditioning unit 610 acts to replace

every 10th bit with value 0 before it is encoded as a bit stream. The KMC has its own PRNG,

producing the same bit stream from the same seed and will therefore see the same 100

consecutive 1s and will know to replace every 10 th bit with a 0 when communicating the

quantum receiver node to establish a key.

It will also be appreciated by the skilled person that operating on a bit stream in this way

decreases the entropy of the string, which in turn provides information to a would-be code

breaker. Therefore a balance between maintaining an appropriate level of entropy in the string

and preventing the transmission of qubits with revealing characteristics or sub-sequences may

be required.

Although the bit stream conditioning unit 610 and the bit stream analysis unit 608 are shown to

be components of the transmitter in this embodiment, in other examples they may be part of a

PRNG. This may facilitate retrofitting into existing quantum nodes.

As will be familiar to the skilled person, the bits may not be used in the order that they are

received. Taking an example where every third bit of the transmitted bit stream is used if

successfully received and measured, the receiving unit will have a clock such that it can assign

a position to a received bit based on the time at which it is received (methods of synchronising

the receiver and the transmitter are known to the skilled person). If the third bit is received and

measured in the correct base (as confirmed in the normal key agreement step), this is the first

bit used in key generation. Assuming it is not, but the sixth bit is successfully received and



measured, this sixth bit will be the first bit used in key generation. In such an example, the

consecutive bits which are of interest to the system is the sequence of the third, sixth, ninth,

2th, etc. This bit sequence should be checked to ensure that it is not made up of consistent s

or 0s. Further, it is the run of bits at the beginning of the used sequence which is of most use to

a would-be attacker (i.e. the first 100 bits of the example described above is equivalent to every

third bit of the first 300 bits in this example).

Of course, the use of every third bit is again purely illustrative and the way in which the bit

stream is used may freely predetermined. Indeed, the system described above is unlikely to be

used as it is 'wasteful' of bits: other examples might include using every odd bit then every even

bit, or every third bit, then the last bit, the penultimate bit the 4 h from last bit, the 7th from last bit,

etc. In summary there many possible schemes; however, the example serves to illustrate the

principle that it is the sequence of bits that are used, not necessarily the transmitted sequence,

which should be analysed.

Therefore, in some embodiments, the bit sequence used may be a secret shared value, and

may, for example, be generated using a PRNG and a seed comprising the ID used for

authentication. This method could be used in conjunction with or independently from bit stream

analysis. Apparatus for use in such an embodiment is now described with reference to

Figure 7 . In this example, standard A-to-B, rather than distributed QKD, is described but the

skilled person will readily appreciate that the method could equally be applied in a distributed

QKD system.

A transmitting node, Alice (Na) transmits a quantum signal QS to a receiving node, Bob (Nb) .

Both Alice and Bob are quantum devices which are also arranged to act as key agreement

devices, each comprising a key determination unit 702 and a communication unit 704. In this

embodiment, the key determination unit 702 comprises a PRNG 706. The PRNGs are

equivalent in the sense that, if they are provided with the same seed, they will produce the

same (usually longer) string of bits.

Bob receives a proportion of the transmitted bits and measures them in a random basis before

declaring which bits have been received and the bases used for measurement to Alice via their

respective communication units 704 using classical communication signals CS. Instead of

mutually authenticating as outlined above in relation to Figure 2 (by preparing cryptographic

hashes of the messages using a shared authentication key AY), the shared authentication key

is used as the seed in the PRNG 706 to generate a string which is used to determine the order

in which receive and correctly measured bits will be used in generating a key therefrom. In

this example portions of the generated string to identify each bit in the bit use order (e.g. the first



60 bits output by the PRNG 706 gives the identity of the first bit to use, the second 60 bits gives

the identity of the second bit- if a previously used bit is identified subsequently, this result is

ignored and the next 60 bits reviewed).

However, other methods of generating or identifying a bit use order will be apparent to the

person skilled in the art. For example, there may be a stored set of bit use orders, one of which

is identified at random by the output of the PRNG 706. This second method may have

advantages as the number of bits required to identify a bit use sequence may be relatively low

compared to the first method outlined above, but has the disadvantage that there are a

predetermined number of sequences available and, if these become known to an attacker, the

attacker could monitor all combinations for a potentially revealing bit stream. This risk can be

mitigated by holding a large number of patterns, which decreases the probability that an

attacker could succeed. A third method may be to have a predetermined sequence which may

be looped, the output of the PRNG 706 being used to identify the starting point in the loop. This

also has the advantage of not requiring a large number of bits to identify one of a number of bit

use orders. As a result, the second and third method may be particularly suited in embodiments

in which the shared authentication key is used to directly identify in which order the bits should

be used in key generation, as the number of bits in an authentication key is generally restricted.

Alice and Bob each generate a key and use this to encrypt communications to be sent between

to the two. There is no need for a separate authentication process as, if Alice and Bob use

different authentication keys, the equivalent PRNGs 706 will output different sequences and bits

will be used in a different order resulting in different cryptographic keys. Alice will therefore not

be able to successfully decrypt information received which is encrypted with Bob's key and vice

versa (although of course in other embodiments, further authentication may take place,

particularly if there is a concern that the information received may be decrypted in time, in which

case it should be ensured as far as possible that it is sent directly to the correct entity).

In order to implement this method in a DQKD system as described above in particular in relation

to Figure 1, the control node or KMC may be provided with an equivalent PRNG as the

receiving node and use the authentication key shared with the receiving node. In that example,

two nodes act as quantum devices; one of the nodes and a KMC act as key agreement devices.

Of course, new authentication keys (or other seeds for the PRNG) can be distributed encrypted

using the derived key. Alternatively, the authentication key itself or some other shared value

may define the order in which the bits are used so no PRNG is necessary.



Any range or device value given herein may be extended or altered without losing the effect

sought, as will be apparent to the skilled person for an understanding of the teachings herein.



A method of quantum key distribution comprising a quantum exchange step and a

subsequent key agreement step, wherein, in the quantum exchange step, a first

quantum node and a second quantum node exchange a quantum signal over a first

quantum link and wherein the first quantum node communicates with a control node

such that the control node has information regarding the quantum signal exchanged in

the quantum exchange step, and the control node takes the place of the first quantum

node in the key agreement step, the method further comprising determining a bit loss

factor corresponding to the ratio between bits exchanged in the quantum signal and the

number of bits used, or to be used, in the key agreement step.

A method according to claim 1 which further comprises determining if the bit loss factor

meets predetermined security requirements and, if the predetermined requirements are

not met, enhancing the security of the network by at least one of the following:

increasing the bit loss factor, hashing the bits used in establishing a key, using an

alternative or additional hashing function to increase the bit reduction in hashing,

increasing the rate at which keys are replaced, providing a plurality of paths through the

network, sending portions of random strings for determining keys along different paths or

the like.

A method according to claim 2 in which the bit loss factor is increased by increasing

losses between nodes and/or selecting the efficiency of a node or a component of the

network.

A method according to claim 2 or claim 3 in which the bit loss factor meets

predetermined security requirements if the number of possible bit combinations used in

key generation exceeds the number of possible keys which may be established in use of

the network.

A quantum key distribution network comprising a control QKD device linked in series via

at least one intermediate QKD devices with an endpoint QKD device, wherein each QKD

device has at least one quantum transmitter and/or receiver arranged to exchange a

quantum signal with an adjacent QKD device in a quantum exchange step, each

intermediate QKD device comprising a communication unit for communicating

information regarding the quantum signal exchanged with the adjacent QKD device with

a communication unit at the control QKD device and the control QKD device is arranged

to agree, in a key agreement step, a quantum key with each QKD device in the series in



sequence, wherein the network further comprises a security monitor arranged to

determine a bit loss factor corresponding to the ratio between bits exchanged in the

quantum signal in at least one quantum exchange step and the number of bits used or to

be used in an associated key agreement step.

6 . A network according to claim 5 in which the security monitor is arranged to determine if

the bit loss factor meets predetermined security requirements and, if the predetermined

requirements are not met, enhance the security of the network by at least one of the

following: increasing the bit loss factor, hashing the bits used in establishing a key,

increasing the rate at which keys are replaced, providing a plurality of paths through the

network, sending portions of random strings for determining keys along different paths.

7 . A method of establishing a quantum key comprising monitoring a bit stream arranged to

provide a quantum signal, and analysing the bit distribution of the bit stream to

determine if key information available therefrom exceeds a predetermined threshold

level.

8 . A method according to claim 7 which further comprises, if the predetermined threshold

level is exceeded, conditioning the bit stream so as to decrease the information that may

be gained from monitoring the quantum signal.

9 . A method according to claim 8 in which the step of conditioning the bit stream comprises

replacing a bit of one value with a bit of a different value.

10. A method according to any of claim 7 which comprises, if the predetermined threshold

level is exceeded, reinitiating the method to provide a new bit stream.

11. A quantum transmitter unit, the quantum transmitter using comprising a pseudo random

number generator (PRNG) arranged to generate a bit string and a quantum encoder

arrange to encode qubits with bit stream for transmission over quantum communication

media, the unit further comprising a bit stream analysis unit arranged to monitor the

output of the PRNG and to determine key information which may be obtained from

analysis of the bit stream.

12. A quantum transmitter unit according to claim 11 which further comprises a

communication unit arranged to send or receive a seed for the PRNG.

13. A quantum transmitter unit according to claim 11 or 12 in which the bit stream analysis

unit is arranged, if the available key information exceeds a predetermined level, to

condition the bit stream by changing the value of one or more bits.



14. A quantum transmitter unit according to any of claims 11 to 13 which further comprises a

bit stream conditioning unit arranged to condition the bit stream so as to decrease the

information that may be gained from monitoring the quantum signal if the information

exceeds a predetermined threshold.

5 . A pseudo random number generator (PRNG) for use in a quantum key distribution

system arranged to output a bit stream, wherein the PRNG comprises a bit stream

analysis unit arranged to monitor the output of the PRNG and to determine key

information which may be obtained from analysis of the bit stream.

16. A PRNG according to claim 15 which further comprises a bit stream conditioning unit

arranged to condition the bit stream so as to decrease the information that may be

gained from monitoring the quantum signal if the information exceeds a predetermined

threshold.

17. A QKD system comprising at least two quantum devices arranged to exchange a

quantum signal comprising a plurality of bits in a quantum exchange step and at least

one of the quantum devices is arranged act as a first key agreement device and to agree

a key with a second key agreement device in a key agreement step, wherein each key

agreement device is associated with a key determination unit arranged to determine

which bits are available for key agreement and further to determine the order in which

bits are used in the key agreement step.

18. A QKD system according to claim 17 in which each of the key agreement devices is

associated with a separate key determination unit and the order in which bits are used is

determined using a secret value which is known to both key agreement devices.

19. A QKD system according to claim 17 or claim 18 in which the or each key determination

units comprises a pseudorandom number generator.

20. A QKD system according to of claim 9 in which an equivalent pseudorandom number

generator is associated with each key agreement device, and the key agreement

devices store a shared value and are arranged to use the shared value as a seed for the

pseudorandom number generator(s).
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