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57 ABSTRACT 

The image rendering System (20) of the present invention 
rapidly renders graphical image of complex Structures. A 
complex Structure is represented by a plurality of objects 
that can be organized into an object hierarchy. The image 
rendering system (20) projects a plurality of rays (55) from 
a given vision coordinate. For each projected ray, the image 
rendering system (20) determines with which objects in the 
object hierarchy are intersected by the ray (55). The image 
rendering System (20) then determines which object among 
those intersected by the ray (55) is closest to the given vision 
coordinate and adds that object to a set of visible objects. AS 
objects are added to the Set of Visible objects, each object is 
rendered on the display in accordance with a current vision 
coordinate. Since the process of adding objects to the Set of 
Visible objects is decoupled and run asynchronously from 
the process of rendering visible objects on the display, the 
image rendering System (20) is capable of rendering objects 
at real-time frame rates. 

22 Claims, 21 Drawing Sheets 
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METHOD AND APPARATUS FOR RAPIDLY 
RENDERING COMPUTER GENERATED 
IMAGES OF COMPLEX STRUCTURES 

FIELD OF THE INVENTION 

This invention generally relates to a method and apparatus 
for computer image modeling of a complex Structure, and 
more particularly, to a method and apparatus for rapidly 
rendering computer generated images of a complex Structure 
on Set of displayS. 

BACKGROUND OF THE INVENTION 

Interactive computer generated displayS provide for the 
Visualization of realistic looking, three-dimensional models. 
Such models, under user control, are useful for both design 
evaluation and training and virtual environments, as may be 
found, for example, in mechanical computerized design 
Systems. Such computer Visualization Systems provide 
images of a three-dimensional, complex Structure on the 
Screen of a computer WorkStation as Seen from a simulated 
observer's viewpoint under interactive control by the user. If 
the computer generated display can be rendered Smoothly 
and quickly enough, the user is provided an illusion of 
real-time exploration of a virtual environment under Simu 
lated observer movement through the Structure. 
A particular application for an interactive, computer gen 

erated Visualization System of a complex Structure is found 
in the modeling of highly complex Structure, Such as aircraft. 
A System which allows the user interactive movement 
throughout the Structure can aid in numerous aspects related 
to the ultimate Success of the product. For example, an 
interactive display of a complex aircraft Structure can iden 
tify interference and fit problems, provide the ability to “see” 
areas of the product normally hidden in a physical mock-up, 
design routing of ducts and wiring through crowded areas, 
facilitate the work of integrated product teams by providing 
a “live” model and reduce cycle time and cost of the 
production of illustrations and training media. AS computer 
graphic based Systems have matured, So have the three 
dimensional model databases that its methods were meant to 
display. Because real-world Structure contains far more 
complexity than can be reasonably Stored on computer 
Storage media, the complexity of models developed has 
traditionally exceeded the capacity of the hardware required 
to display it. To deal with this problem, various methods 
have been developed to reduce the complexity of models 
while attempting to effect only minor changes on the per 
ceived complexity to the eye. These methods may be divided 
into two categories: culling and detail elision. 

Culling is the practice of not displaying objects that are 
invisible from a current viewing position. Such objects are 
considered “culled' from the scene. Objects may be culled 
either from being hidden by another object or being outside 
the current viewing frustum. While culling to the viewing 
frustum is often Straightforward, culling occluded objects 
can be difficult, although algorithms have been devised to 
Solve this problem. The key to culling is having a fast 
method of determining the visibility of all objects in a Scene. 

Detail elision is the practice of displaying an object at a 
varying level of detail depending on the object's importance 
to the perceived complexity of the Scene. This perceived 
importance has traditionally been measured by the size of 
the object in the Screen picture elements (pixels). The key to 
using detail elision is to have Several levels of detail avail 
able for all complex objects in the Scene. 

Although both of the techniques described above increase 
the Speed of the image rendering proceSS, neither proceSS 

15 

25 

35 

40 

45 

50 

55 

60 

65 

2 
efficiently renders complex models containing millions of 
polygons at acceptable, real-time frame rates, Such as 15-30 
frames per Second. For example, culling does not perform 
fast enough to keep pace with drawing a Scene every 30th of 
a Second. Detail elision, on the other hand, is most useful in 
capturing the complexity of patterns or textures in objects, 
especially two-dimensional Structures or features. However, 
textures and patterns are far leSS useful in engineering 
visualizations, because objects look different from different 
Viewpoints, while a texture correctly captures an object's 
appearance from only one viewpoint. 
What is needed is a method and apparatus that is capable 

of processing a vast amount of objects at a speed fast enough 
to keep pace with drawing a Scene at a real-time frequency. 
The method and apparatus should refrain from processing 
objects that fall outside of the display's boundaries or that 
are completely occluded by another object. However, pro 
cessing of the objects should be decoupled from drawing the 
appropriate objects So the Speed at which the objects are 
drawn is not slowed to the Speed at which the objects are 
being processed. AS described in the following, the present 
invention provides a method and apparatus that meet these 
criteria and Solves other shortcomings in the prior art. 

SUMMARY OF THE INVENTION 

In accordance with the present invention, a method and 
apparatus are provided for rapidly rendering a graphical 
image of a complex Structure, wherein the complex Structure 
is represented by a plurality of objects. More specifically, a 
ray casting routine is implemented that casts a plurality of 
rays from a given vision coordinate, and for each casted ray, 
adds the object intersected by the casted ray that is the 
closest to the given vision coordinate to a set of visible 
objects. An object rendering routine is implemented that 
renders each object in the Set of Visible objects on a display 
in accordance with a current vision coordinate, as objects are 
added to the Set of visible objects by the ray casting routine. 

In accordance with further aspects of the invention, a 
plurality of ray casting routines are implemented in parallel 
Such that each ray casting routine concurrently adds objects 
to the set of visible objects. In addition, to achieve 
StereoVision, a plurality of discrete object rendering routines 
are implemented in parallel Such that each object rendering 
routine renders each object in the Set of Visible objects on a 
display in accordance with the current vision coordinate, 
while each ray casting routine adds objects to the Set of 
visible objects. 

In accordance with yet further aspects of the invention, 
the plurality of objects representing the complex Structure 
are organized into an object hierarchy. The object hierarchy 
comprises a root Volume bounding the complex Structure, 
Subvolumes bounding each of the plurality of objects, and 
shrunken Subvolumes bounding portions of each object. To 
determine which objects are intersected by the ray, the ray 
casting routine Searches the object hierarchy to locate 
shrunken subvolumes intersected by the ray. Thus, for each 
shrunken Subvolume intersected by the ray, the ray casting 
routine determines which shrunken Subvolume has the 
Smallest distance to the given vision coordinate and then 
Stores the object associated with the shrunken Subvolume in 
the set of visible objects. 
AS can be readily appreciated from the foregoing 

Summary, the invention provides a method and apparatus for 
rapidly rendering graphical images of complex Structures. 
The invention only renders those objects that are visible 
from the current vision coordinate. In addition, the process 
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of adding visible objects to the set of visible objects is 
decoupled from the process of rendering visible objects So 
the Speed at which the objects are rendered is not slowed to 
the Speed at which the objects are being processed. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing aspects and many of the attendant advan 
tages of this invention will become more readily appreciated 
as the Same becomes better understood by reference to the 
following detailed description, when taken in conjunction 
with the accompanying drawings, wherein: 

FIG. 1 is a block diagram representation of the image 
rendering System of the present invention; 

FIG. 2 is a two-dimensional, croSS-Sectional view of an 
aircraft Structure of which the image rendering System 
shown in FIG. 1 may generate a graphical computer image; 

FIG. 3 is a block diagram of the several components of a 
computer used by the image rendering System shown in FIG. 
1 to render graphical images, 

FIG. 4 is a block diagram of the Several components of a 
computer used by the image rendering System shown in FIG. 
1 to process the component parts or “objects a complex 
Structure into a hierarchy of Spatially balanced boxes which 
are used to represent the objects of the complex Structure; 

FIG. 5 is a flow diagram illustrating the logic used to 
process the objects of the complex Structures into the 
hierarchy of Spatially balanced boxes, 

FIG. 6 (Prior Art) is a diagram of a hierarchy of spatially 
balanced bounding boxes which are used to represent the 
objects of the complex Structure; 

FIGS. 7A-7G illustrate the complex structure shown in 
FIG. 2 broken into objects bounded by spatially balanced 
bounding boxes, and portions of the objects bounded by 
Spatially balanced shrink-wrap boxes, 

FIG. 8 is a diagram of a Subhierarchy of shrink-wrap 
boxes further defining the Surface of an object whose root is 
a leaf of the hierarchy shown in FIG. 6; 

FIG. 9 is a flow diagram illustrating the logic used to build 
a Subhierarchy of shrink-wrap boxes for each object of the 
complex Structure; 

FIGS. 10A-10B are flow diagrams illustrating the logic 
used to create the shrink-wrap boxes at the lowest level of 
the shrink-wrap Subhierarchy shown in FIG.8; 

FIG. 11 is a flow diagram illustrating the logic used to 
create the Shrink-wrap boxes at the remaining levels of the 
shrink-wrap Subhierarchy shown in FIG. 8; 

FIGS. 12A-12B are flow diagrams illustrating the logic 
used to add shrink-wrap boxes to the Shrink-wrap Subhier 
archy shown in FIG.8; 

FIG. 13 is a flow diagram illustrating the logic used to cast 
rays from a particular viewpoint toward the objects com 
prising the complex Structure in order to determine which 
objects are visible to the observer; 

FIGS. 14A-14B are flow diagrams illustrating the logic 
used to determine which object interSected by a ray is closest 
to the origin of that ray; 

FIG. 15 is a flow diagram illustrating the logic used to 
determine the distance between the origin of a ray and a 
particular object, and 

FIG. 16 is a flow diagram illustrating the logic used to 
draw visible objects on a display. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENT 

FIG. 1 illustrates an image rendering System 20 used to 
rapidly render three-dimensional, graphical models of com 
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4 
plex Structures on a Set of displayS36. A particular example 
of the type of a complex Structure for which the image 
rendering System 20 of the present invention is particularly 
adept at creating a computer model is shown in FIG. 2. 
Scene 52 is a cross-sectional view of an aircraft Structure. 
Scene 52 may be broken down into its component parts or 
“objects.” Such as the fuselage 52, each seat 58, and the deck 
56. It will be appreciated by those of ordinary skill in the art 
that, for ease in illustration, Scene 52 is depicted in two 
dimensions only, but that the following discussion is equally 
applicable to a three-dimensional representation of the air 
craft Structure. Scene 52 may exist in digital format, as a 
database 22 of raw, three-dimensional objects which may be 
generated by any of several well-known CAD/CAM pro 
grams. In the preferred embodiment of the present invention, 
the database was generated by a CAD/CAM program known 
as CATIA, which is available under license from Dessault. 

In accordance with the present invention, the image 
rendering system 20 breaks down scene 52 into objects and 
renders the objects on a pair of displayS 36, one display for 
each eye of a user in order to achieve StereoVision. By 
limiting the objects to be rendered to only those objects 
Visible from a certain viewpoint, and by rendering the 
objects on a display independently from determining which 
objects are visible, the present invention Significantly 
increases the Speed at which the aircraft Structure depicted in 
Scene 52, or any other complex Structure is displayed. In 
fact, the image rendering System 20 can achieve real-time 
rendering of complex three-dimensional Structures, i.e., 
approximately twenty to thirty frames per Second. 

Returning to FIG. 1, the image rendering system 20 of the 
present invention rapidly renders three-dimensional graphi 
cal images of complex structures using three major pro 
cesses: an object hierarchy building process 24, a ray casting 
process 28, and an object rendering process 34. The object 
hierarchy building process 24 processes the database 22 of 
raw, three-dimensional objects into an object hierarchy 
representing the aircraft Structure displayed in Scene 52 and 
Stores the object hierarchy in a database 26. The ray casting 
process 28 determines the set of objects visible from Suc 
cessive observer viewpoints and stores the set of visible 
objects in a database 30. Finally, the object rendering 
process 34 reads objects from the visible object set stored in 
database 30 and draws the visible objects from the perspec 
tive of the observer's current viewpoint on a display 36. As 
the observer's current viewpoint changes, the visible objects 
are redrawn by the object rendering proceSS34 accordingly. 

In the preferred embodiment of the present invention, five 
ray casting processes 28 are implemented in parallel, while 
two object rendering processes 34 are implemented in 
parallel. However, the ray casting processes 28 are 
decoupled and run asynchronously from the object rendering 
processes 34 So that the ray casting processes 28 are not 
allowed to slow the Speed of object rendering. Consequently, 
while each of the ray casting processes 28 processes the 
object hierarchy stored in database 26 and adds visible 
objects to the set of visible objects stored in database 30, 
each of the object rendering processes 34 Simultaneously 
reads visible objects from the set of visible objects stored in 
database 30 and renders them on the displays 36. 

In one embodiment of the present invention, the ray 
casting processes 28 and the image rendering processes 34 
are performed by a large Scale computer 33, the components 
of which are shown in FIG. 3. Each of the five ray casting 
processes 28 run on a Separate ray casting processor 128, 
while the two image rendering processes 34 each run on a 
Separate rendering processor 134. In addition, a vision 
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coordinate processor 132 is provided to process the vision 
coordinates of the observer that are stored in the vision 
coordinate database 32. The ray casting processors 128, 
rendering processors 134 and vision coordinate processor 
132 are coupled by a bus 136 to a read-only memory (ROM) 
140 and a random access memory (RAM) 142. The proces 
sors respond to program instructions stored in the ROM 140 
and temporarily in the RAM 142. The processors are also 
coupled to a permanent Storage device 138, Such as a hard 
disk drive, floppy disk drive, tape drive, optical drive, or a 
combination thereof. The permanent storage device 138 
Stores the program code and data necessary for casting rayS, 
processing the vision coordinates and rendering the objects. 
In addition, the permanent Storage device 138 contains the 
database 26 storing the object hierarchy, the database 30 
Storing the Set of visible objects and the database 32 storing 
the vision coordinates. Permanent storage device 138, RAM 
142 and ROM 140 are referred to as “shared memory” for 
purposes of the present invention because they Store the 
database 30 of visible objects to which the ray casting 
processors 128 write visible objects and from which the 
rendering processors 134 asynchronously read visible 
objects. It will be appreciated by those of ordinary skill in 
the art that the computer used for rendering objects may 
include many more components than those shown in FIG. 3. 
Such components are not described because they are 
conventional, and a description of them is not necessary to 
an understanding of the present invention. 

Before the ray casting processes 28 and object rendering 
processes 34 can be performed by the computer 33, the raw, 
three-dimensional objects 22 Stored in database 22 must be 
processed into an object hierarchy representing the Scene 52. 
In the preferred embodiment of the present invention, the 
raw, three-dimensional objects are processed and Stored in 
the object hierarchy database 26 by a computer 31 the 
components of which are shown in FIG. 4. The process 24 
for building the object hierarchy is performed by a central 
processing unit (CPU) 68. The CPU 68 is coupled by a bus 
76 to a read-only memory (ROM) 74 and a random access 
memory (RAM) 72. The CPU 68 responds to program 
instructions stored in the ROM 74 and temporarily in the 
RAM 72. The CPU 68 is also coupled to a permanent storage 
device 70, such as a hard disk drive, floppy disk drive, tape 
drive, optical drive, or a combination thereof. The perma 
nent Storage device 70 Stores the program code and data 
necessary for building the object hierarchy. In addition, the 
permanent Storage device 138 contains the database 22 of 
raw three-dimensional objects and the database 26 Storing 
the object hierarchy built by the CPU 68. It will be appre 
ciated by those of ordinary skill in the art that the computer 
31 may include many more components than those shown in 
FIG. 4. Such components are not described because they are 
conventional, and a description of them is not necessary to 
an understanding of the present invention. Those of ordinary 
skill in the art will also recognize that in other embodiments 
of the present invention, the objects may be processed into 
the object hierarchy by the computer 33 performing the ray 
casting processes 28 and the object rendering processes 34. 

FIG. 5 depicts the logic implemented by the CPU 68 of 
the computer 31 to build the object hierarchy. It will be 
appreciated from the following discussion that the object 
hierarchy is built in two major Steps. First, a bounding box 
hierarchy is created whose leaves bound each individual 
object of the scene. Next a Subhierarchy, for which each leaf 
of the bounding box hierarchy Serves as the root, is created 
for each object that further defines the object. 

In this regard, the logic begins in FIG. 5 in a block 150 
and proceeds to a block 152 where a subroutine is initiated 
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6 
for building the bounding box hierarchy. This subroutine 
processes the raw, three-dimensional objects of the Scene 52 
found in database 26 into a hierarchy of bounding boxes or 
Volumes, from a root box bounding all objects in the Scene, 
to Sub-boxes bounding individual objects or portions 
thereof. AS described in commonly assigned U.S. patent 
application Ser. No. 08/329,356, filed Oct. 26, 1994, entitled 
“METHOD FOR CREATING SPATIALLY BALANCED 
BOUNDING, VOLUME HERARCHIES FOR USE IN A 
COMPUTER GENERATED DISPLAY OF A COMPLEX 
STRUCTURE,” to Eric L. Brechner, the disclosure and 
drawings of which are specifically incorporated herein by 
reference, the bounding box hierarchy Subroutine Surrounds 
each and every object in a Scene with a three-dimensional 
box aligned with the Scene's coordinate System. The axis 
aligned boxes provide a very compact and efficient data 
Structure for approximating an object's Volume. At each 
level in the bounding box hierarchy, a parent bounding box 
encloses all of its children's bounding boxes. A bounding 
box hierarchy 38 representing scene 52 is illustrated in FIG. 
6 (Prior Art). The bounding box hierarchy 38 has a root 40. 
Root 40 is a three-dimensional box which Surrounds all of 
the objects in scene 52 i.e., the fuselage 54, seats 58, and the 
deck 56. The root 40 includes a number of children 42, each 
child comprising a three-dimensional box Surrounding a 
Subset of the objects in the scene 52. Each of the children 42 
may also have a number of children. Each of these "grand 
children' of the root 40 can also have a number of children 
and So on. However, if a child has no more children, that 
child is referred to as a “leaf. In the bounding box hierarchy 
38 illustrated in FIG. 6, each of the children 42 has its own 
children 44. Since the children 44, have no children of their 
own, they are referred to as leaves 44. Each leaf 44 com 
prises a three-dimensional box that Surrounds individual 
objects in the scene, such as a seat 58 or deck 56. 
The bounding-box hierarchy 38 is used by the image 

rendering System 20 to determine which objects in a Scene 
are visible to the observer from the observer's current 
viewpoint. As will be described in more detail below, each 
of the ray casting processes 28 implemented by the image 
rendering System 20 casts a number of rays from the 
observer's current viewpoint into model Space. To determine 
which objects are visible to the observer, it is first necessary 
to determine which rays cast from the current viewpoint 
interSect which objects. This is accomplished by checking 
each ray against the root 40 of the object hierarchy. If the ray 
intersects the root 40, then it is likely that the ray intersects 
one or more objects lower in the hierarchy, i.e., that the ray 
intersects one or more children, grandchildren or etc. of the 
root. Consequently, the ray is checked against the roots 
children, grandchildren, etc. until a leaf 44 is reached. If the 
ray interSects a leaf 44, then an object has been identified 
that the casted ray potentially interSects. Thus, an object has 
been identified that may be visible to the observer. To 
confirm that the ray intersects the object and that the object 
is visible, further analysis must be performed, as will be 
discussed in more detail below. However, those of ordinary 
skill in the art will recognize that by organizing the objects 
into Such a hierarchy, and Searching the hierarchy in the 
manner described above, candidate objects are identified at 
Significant Savings in computation. 
An example illustrating why Such additional testing is 

necessary is shown in FIGS. 7A-7B. FIG. 7A illustrates the 
fuselage 54 of the aircraft structure split in halves, the left 
half surrounded by a bounding box 60, and the right half 
surrounded by a bounding box 61. From the above 
discussion, it will be appreciated that bounding box 60 and 
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bounding box 61 each form a leaf 44 of the bounding box 
hierarchy 38 illustrated in FIG. 6. FIG. 7B illustrates the 
difficulty in using bounding boxes to determine if a ray 
extending from the user's current viewpoint intersects a 
particular object. More specifically, FIG. 7B illustrates 
bounding boxes 60 and 61 containing the two halves of the 
fuselage 54, a bounding box 59 surrounding a seat 58, and 
a ray 55 emanating from a viewpoint within the fuselage 54. 
AS the ray extends from the current viewpoint, the ray first 
hits the bounding box 60 containing the left half of the 
fuselage 54. However, the left half of the fuselage 54 is 
behind the current viewpoint, i.e., behind the observer and 
thus, not seen. The ray 55 then hits the bounding box 61 of 
the right half of the fuselage 54. However, the first object 
that should be visible to the observer along this ray is the seat 
58 surrounded by the bounding box 59, not the right half of 
the fuselage 54. The ray will only intersect the bounding box 
59 of the seat 58 after it has intersected the bounding box 60 
of the left half of the fuselage 54 and the bounding box 61 
of the right half of the fuselage 54. 

Since an object's bounding box cannot be used alone to 
determine whether or not a ray intersects that object, further 
analysis of that object is necessary. AS will be described 
below, each bounding box leaf 44 is divided into a number 
of uniform three-dimensional Subdivisions, discarding any 
Subdivisions that do not contain a portion of the object, and 
Shrinking the remaining Subdivisions So that they bound the 
Surface of the object as closely as possible. Each of these 
shrunken Subdivisions is referred to as a “shrink-wrap box.’ 
The shrink-wrap boxes bounding the surface of the object 
further define the object and form a Subhierarchy, for which 
the leaf 44 for that object is the root, in the original bounding 
box hierarchy 38. Accordingly, the logic in FIG. 5 proceeds 
from the routine for building the bounding box hierarchy in 
block 152 to a subroutine for building the shrink-wrap box 
Subhierarchies for each object in a block 154. 

FIGS. 7C-7G illustrate how an object is divided into 
shrink-wrap boxes. FIG. 7C shows bounding box 60 for the 
left half of the fuselage 54 divided into four uniform 
subdivisions 62a-62d. It will be appreciated, however, that 
if the left half of the fuselage 54 were depicted in three 
dimensional form, the bounding box 60 would be divided 
into eight uniform subdivisions. As will be described in 
more detail below, the result of shrinking the four uniform 
subdivisions 62a-62d is to form four shrink-wrap boxes 
62a'-62d as shown in FIG. 7D, each of which bounds the 
left half of the fuselage object 54 as closely as possible. 
However, it is possible to obtain shrink-wrap boxes that 
approximate the Surface of the left half of the fuselage 54 
even more closely. 

FIG. 7E shows bounding boxes 60 subdivided into sixteen 
equally sized subdivisions 64a–64p. However, Subdivisions 
64f-64h and 64.j-64l do not contain a portion of the left half 
of the fuselage 54. As will be described in more detail below, 
only those Subdivisions containing a portion of the Surface 
of the object are maintained and added to the Shrink-wrap 
box subhierarchy for the object. The empty subdivisions 
64f-64h and 64-j-64l are not added to the shrink-wrap 
Subhierarchy for the object. The result of shrinking the 
remaining Subdivisions 64a–64e, 64i and 64m-64p and 
discarding subdivisions 64f-64h and 64-j-64l is shown in 
FIG. 7F. Subdivisions 64a–64e, 64i and 64m-64p are 
shrunken to form shrink-wrap boxes 64a'-64e', 64-i' and 
64m- 64p', which closely approximate the curvature of the 
fuselage. 

The resulting shrink-wrap box subhierarchy 46 for the left 
half of the fuselage 54, is illustrated in FIG.8. The bounding 
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box 60 (i.e., a leaf 44 of the bounding box hierarchy 38) for 
the left half of the fuselage object 54 has four children 
62a'-62d". Shrink-wrap box 62a' has three children 64a', 
64b', and 64e"; shrink-wrap box 62b' has two children 64c' 
and 64d"; shrink-wrap box 62c' has three children 64i, 64m' 
and 64n'; and shrink-wrap box 62d has two children 64o' 
and 64p'. The result is a shrink-wrap box subhierarchy 46 
that closely approximates the surface of the left half of the 
fuselage 54. Those of ordinary skill in the art will appreciate 
that how accurately the object's Surface is approximated 
depends on how many times an object's bounding box is 
Subdivided. However, the more Subdivisions, the more com 
plex the shrink-wrap box subhierarchy 46 becomes. 
Therefore, in the preferred embodiment of the present 
invention, a fixed depth for Subdividing an object's bound 
ing box 44 is chosen at three levels deep. 

FIG. 7G illustrates the ultimate result of using shrink 
wrap boxes to bound the scene 52. Since the entire fuselage 
54 is now bounded by shrink-wrap boxes, the ray 55 
emanating from the current viewpoint intersects the bound 
ing box 59 of the seat 58, rather than the bounding box 60 
or 61 of either half of the fuselage. Accordingly, the seat 58 
is added to the set of visible objects and drawn by the object 
rendering process 34 as will be described in more detail 
below. 
The logic used to build the shrink-wrap box subhierar 

chies 46 for each object is illustrated more specifically in 
FIG. 9. The logic begins in a block 158 and proceeds to a 
block 160 where a first object in the bounding box hierarchy 
38 shown in FIG. 6 is obtained. It will be appreciated that the 
object is a leaf 44 of the hierarchy 38. In a block 162, a 
variable n is Set equal to a predetermined depth for the 
Subhierarchy 46 for which the object will be the root. In the 
preferred embodiment of the present invention, each shrink 
wrap box subhierarchy will be three levels deep (not count 
ing the root), wherein level n=0 is the root of the Subhier 
archy and level n=3 is the deepest level of the Subhierarchy. 
As noted above, the depth of the shrink-wrap box subhier 
archy can be increased or decreased depending on the level 
of detail desired in the image ultimately rendered. 
The shrink-wrap box subhierarchy 46 for each object is 

built by first allocating Storage in memory for the uniform 
subdivisions into which the objects bounding box is 
divided, Shrinking the Subdivisions to form Shrink-wrap 
boxes and then adding the Shrink-wrap boxes which contain 
a portion of the object to the shrink-wrap box subhierarchy 
46 for the object. In this regard, the logic proceeds from 
block 162 to a block 164 where the object's bounding box 
is divided into 2" uniform subdivisions that are stored in 
memory in a one-dimensional array having 2" entries. 

In a block 166, the size of each subdivision at depth n is 
initialized. More specifically, the base of the subdivision, 
i.e., the minimum of the X,y,z coordinates forming any 
corner of the Subdivision, is initialized to the Smallest base 
permissible for a Subdivision at that particular depth; and the 
extent of the Subdivision, i.e., the largest of the X.y.z 
coordinates forming any comer of the Subdivision, is ini 
tialized to the largest extent permissible for a Subdivision at 
that particular depth. In block 167, the dimensions of the 
shrink-wrap boxes that will be created from the subdivisions 
at depth n are initialized. More specifically, the base of each 
Shrink-wrap box to be created at depth n is Set equal to the 
extent of the subdivision at that depth, while the extent of 
each shrink-wrap box is Set equal to the base of the Subdi 
Vision. By inverting the dimensions of each Shrink-wrap box 
in this manner, it is ensured that the dimensions of each 
Shrink-wrap box ultimately created will be of the appropriate 
SZC. 
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Once the dimensions of each Subdivision at depth n are 
initialized, the logic determines if n=0 in a decision block 
168. If not, the subdivisions at each level of the Subhierarchy 
46 have not yet been initialized. Therefore, the logic pro 
ceeds to a block 170 where the value n is decremented So 
that the Subdivisions at the next lowest level of the Subhi 
erarchy 46 can be initialized. Blocks 164 through 170 are 
then repeated until Storage in memory has been allocated 
and the base and extent have been initialized for each 
possible Subdivision. Since n is initialized to a predeter 
mined depth of three in the preferred embodiment of the 
present invention, memory is allocated for 584 Subdivisions 
(not counting the root) in the three-dimensional case (eight 
children with 64 grandchildren with 512 great 
grandchildren). It will be appreciated, however, that the 
present invention can also be used to render two 
dimensional graphic imageS. In that case, memory is allo 
cated for 276 Subdivisions (four children with 16 grandchil 
dren and 256 great-grandchildren). 

Once initialization of the Subdivisions and allocation in 
memory for the Subdivisions is complete, the logic proceeds 
from decision block 168 to a block 172 where shrink 
wrapping of the Subdivisions at the deepest level of the 
shrink-wrap Subhierarchy 46 occurs for the given object. It 
will be appreciated from the foregoing description, that 
“shrink-wrapping” Subdivisions means Shrinking each 
preinitialized Subdivision at the given level to a Size that best 
approximates the Surface of the object contained in the 
Subdivision. 

The logic for Shrink-wrapping the object at the deepest 
level is shown in more detail in FIGS. 10A and 10B. The 
logic begins in FIG. 10A at a block 184 and proceeds to a 
block 186 where the first preinitialized subdivision in the 
deepest level of the Subhierarchy is obtained from the array 
in memory allocated for Subdivisions at the deepest level. In 
order to Shrink this, or any other Subdivision, to the Size that 
best approximates the portion of the object found within the 
Subdivision, it is necessary to determine how the object 
intersects the Subdivision. 

Those of ordinary skill in the art of computer graphics will 
recognize that objects are often represented or modeled by 
a mesh of two-dimensional triangles. Accordingly, the inter 
Section of an object with a Subdivision can be determined 
from the intersection of the subdivision with the triangles of 
the mesh representing the Surface of the object. In the 
preferred embodiment of the present invention, the triangle 
mesh for each object is computed during creation of the 
bounding box for the object by methods well-known in the 
computer graphics art and further described in Scroeder, W. 
J., Zarge, J. A., Lorenson, W. E., Decimination of Triangle 
Meshes, COMPUTER GRAPHICS (SIGGRAPH '93 
Proceedings), 26(2):65-70, July 1992 and Hoppe, H., 
DeRose, T., Duchamp, T., McDonald, J., Stuetzle, W., Mesh 
Optimization, COMPUTER GRAPHICS (SIGGRAPH '93 
Proceedings), Annual Conference Series, 247-254, August 
1993, the disclosure of both of which is incorporated herein 
by reference. 

Accordingly, once the first Subdivision at the deepest level 
of the Subhierarchy is obtained, the first triangle of the mesh 
used to represent the object is obtained from memory in a 
block 188. The triangle is bound by its own two-dimensional 
box, the base and the extent of which is computed in a block 
190. In a decision block 192, the logic determines if the box 
in which the triangle fits intersects the given Subdivision. If 
not, the logic proceeds to a decision block 212 in FIG. 10B 
where it determines if the last triangle of the mesh used to 
represent the object has been processed. If not, the logic 
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10 
proceeds to a block 213 where the next triangle of the mesh 
used to represent the object is obtained. The logic then 
returns to block 190 and the base and extent of the box in 
which the next triangle fits is computed. Box 190 and 192 
are thus repeated for each triangle of the mesh used to 
represent the object. 

If the result of decision block 192 is positive, and the box 
bounding the given triangle intersects the given Subdivision, 
the logic proceeds to blocks 194 through 198 so that the 
dimensions of the interSection between the given triangle 
and Subdivision can be computed. It will be appreciated that 
any given triangle intersects a Subdivision in three ways: (1) 
the area of the triangle intersects the given Subdivision; (2) 
the line Segments forming the boundaries of the triangle 
intersect the given subdivision; and (3) the vertices of the 
triangle interSect the given Subdivision. In each of these 
cases, the interSection of the triangle and the Subdivision 
defines a set of points that can be bound by their own box. 
AS will be described in more detail below, the dimensions of 
the boxes bounding the interSection of the triangle and the 
Subdivision are used to shrink-wrap the Subdivision. 

In a block 194, the base and extent of a box bounding the 
interSection between the area of the given triangle and the 
subdivision are computed. In a block 196, the base and 
extent of a box bounding the interSection between the 
boundaries of the triangle and the Subdivision are computed. 
In a block 198, the base and extent of a box bounding the 
interSection between the Vertices of the triangle and the 
subdivision volume are computed. Those of ordinary skill in 
the art will recognize that the base and extent in each of these 
cases is calculated using differential equations well-known 
in the art and thus, will not be specifically set forth herein. 

In FIG. 10B, the logic proceeds to a series of blocks that 
Shrink-wrap the given Subdivision using the information 
calculated in blocks 194-198. More specifically, the logic 
proceeds to a series of blocks 200-210 in which the base and 
extent of the Subdivision are recalculated, thus forming the 
base and extent of the shrink-wrap box created from the 
Subdivision. Accordingly, the recalculated base and extent of 
each Subdivision are referred to in blocks 200-210 as the 
base and extent of the shrink-wrap box created from the 
subdivision. Hence, in block 200, the shrink-wrap box base 
is Set equal to the maximum of the base of the current 
subdivision compared with the minimum of the current 
value for the base of the shrink-wrap box and the base of the 
bOX bounding the interSection of the triangle's area and the 
subdivision. In other words, the new base of the shrink-wrap 
box is set to either the base of the Subdivision or the Smaller 
of the current shrink-wrap box base and the intersected box 
base. Since the base of the Subdivision is initialized in block 
166 of FIG. 9 to be the Smallest base permissible, the 
calculation in block 200 ensures that the base of the shrink 
wrap box never becomes smaller than the base of the 
subdivision. Conversely, the upper bound for the base of the 
shrink-wrap box created from the subdivision is the smaller 
of the current base of the shrink-wrap box and the base of the 
bOX bounding the interSection. 
A similar calculation is made in a block 202 for the extent 

of the shrink-wrap box created from the current subdivision. 
Specifically, the new shrink-wrap box extent is Set equal to 
the minimum of the extent of the Subdivision compared with 
the maximum of the current value for the extent of the 
shrink-wrap box and the extent of the box bounding the 
interSection of the triangles area and the Subdivision. Since 
the extent of the Subdivision is initialized in block 166 of 
FIG. 9 to be the largest extent permissible, the calculation in 
block 202 ensures that the extent of the shrink-wrap box 
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never becomes larger than the extent of the Subdivision. 
Conversely, the lower bound for the new extent of the 
Shrink-wrap box is the larger of the current extent of the 
shrink-wrap box and the extent of the box bounding the 
interSection. 

The base and extent for the shrink-wrap box created from 
the Subdivision are further refined in blocks 204-210. In 
blocks 204-210 the base and extent are repeatedly recalcu 
lated as described above with respect to blocks 200 and 202 
except that the base and extent of the box bounding the 
intersection of the triangle's boundaries with the Subdivision 
and of the box bounding the interSection of the triangle's 
vertices and the subdivision are used. Thus, by the time the 
logic exits block 210 and proceeds to a decision block 212, 
a base and extent have been computed for a shrink-wrap box 
that best approximates the Surface of the object that falls 
within it. 

After the base and extent of the shrink-wrap box are 
computed, the logic proceeds to decision block 212 where it 
determines if the last triangle of the object has been pro 
cessed. If not, the logic proceeds to block 213 where the next 
triangle in the mesh representing the object is obtained. The 
logic then returns to block 190 on FIG. 10A and the base and 
extent for the box bounding the next triangle is computed. 
Blocks 190 through 213 are then repeated for each triangle 
of the object. Consequently, when the last triangle in the 
mesh representing the object is ultimately reached, the logic 
will proceed from decision block 212 to a decision block 
214. It will be appreciated that by the time each triangle has 
been processed, the Shrink-wrap box to be created from the 
given Subdivision will be refined to provide the best approxi 
mation possible for the Surface of the object contained in the 
Shrink-wrap box. 

In decision block 214, the logic determines if the last 
subdivision in the deepest level of the Subhierarchy 46 has 
been processed. If not, the next Subdivision in the deepest 
level of the shrink-wrap Subhierarchy 46 is obtained in a 
block 216. The logic then returns to block 188, and blocks 
188 through 216 are repeated for each subdivision in the 
deepest level of the shrink-wrap box subhierarchy 46. 
Consequently, each Subdivision in the deepest level of the 
Subhierarchy 46 is “shrink-wrapped” to the best approxima 
tion of the surface of the object contained by the box by 
comparing each Subdivision to each triangle in the triangle 
mesh. When the last Subdivision in the deepest level of the 
Subhierarchy 46 is processed, the logic ends in a block 218. 

Returning to FIG. 9, after the Subdivisions in the deepest 
level of the Subhierarchy have been shrink-wrapped in block 
172, the logic proceeds to a block 174 where the Subdivi 
Sions at the remaining levels of the Subhierarchy 46 are 
Shrink-wrapped. The logic for shrink-wrapping the Subdivi 
Sions at the remaining levels of the Subhierarchy is illus 
trated in more detail in FIG. 11. The logic begins in a block 
220 and proceeds to a block 222 where n is once again Set 
equal to the predetermined depth for the Subhierarchy, i.e., 
n=3. In a block 224, the first Subdivision at the next deepest 
level, i.e., depth n-1 is obtained and Stored as a parent. In a 
block 226, the children of the given parent are obtained. As 
described above, the Subdivisions at each level of the 
Subhierarchy 46 are Stored in memory as a one-dimensional 
array having 2" entries. Therefore, the children of the first 
subdivision at depth n-1 are the first eight Subdivisions (now 
Shrink-wrap boxes created in accordance with the logic 
shown in FIGS. 10A and 10B) in the corresponding array 
storing the shrink-wrap boxes at depth n. The children of the 
next Subdivision at depth n-1 are the next eight Subdivisions 
(now shrink-wrap boxes) at depth n and So on. 
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In a block 228, the first child of the parent (i.e., the first 

of the eight shrink-wrap boxes obtained in block 226) is 
obtained. In block 230, the base of the parent Subdivision is 
recalculated, or, in other words, the base of the Shrink-wrap 
bOX created from the parent is calculated as the minimum of 
the base of the parent and the base of the child. In block 232, 
the extent of the parent is recalculated. More Specifically, the 
extent of the Shrink-wrap box created from the parent is Set 
equal to the maximum of the extent of the parent and the 
extent of the child. 
Once the base and extent of the shrink-wrap box created 

from the parent have been computed, the logic proceeds to 
a decision block 234 where it determines if the last child of 
the parent Subdivision has been processed. If not, the logic 
proceeds to a block 236 and the next child of the parent 
Subdivision (i.e., the next of the eight children at depth n) is 
obtained. Blocks 230-236 are then repeated for each child of 
the given parent Subdivision. Consequently, the base and 
extent of the Shrink-wrap box created from the parent 
subdivision are further refined until the shrink-wrap box best 
approximates the Surface of the object contained in that box. 
In other words, a shrink-wrap box is computed that has the 
Smallest base and largest extent of any of its children. 

After the last child of the given subdivision has been 
processed, the logic proceeds from decision block 234 to a 
decision block 238 where it determines if the last Subdivi 
Sion at depth n-1 has been processed. If not, the logic 
proceeds to a block 240 and the next Subdivision at depth 
n-1 is obtained. Blocks 230 through 236 are then repeated 
for every Subdivision at the depth n-1. Therefore, for each 
Subdivision at the given depth, a base and extent for a new 
Shrink-wrap box is computed using the base and extent of 
each child of the Subdivision. Once the last Subdivision at 
the depth n-1 has been processed, the logic proceeds from 
decision block 238 to a decision block 242 where it deter 
mines if the subdivisions at each level of the shrink-wrap 
box subhierarchy 46 have been processed, i.e., if n=0. If not, 
the logic proceeds to a block 244 where the value for n is 
decremented. The logic then returns to block 224 where the 
first Subdivision at the next deepest level is obtained. Blocks 
224-242 are then repeated for the next deepest level in the 
Subhierarchy until all of the predetermined levels of the 
Subhierarchy have been processed and the base and extent of 
the shrink-wrap boxes at all of the levels have been deter 
mined. At that time, n will equal Zero the logic will proceed 
from decision block 242 and end in a block 246. 

Returning to FIG. 9, once the Subdivisions at the remain 
ing levels of the shrink-wrap box subhierarchy 46 have been 
Shrink-wrapped in block 174, the logic proceeds to a block 
176. In block 176, the shrink-wrap boxes are added to the 
bounding box hierarchy 38 as a Subhierarchy 46 whose root 
is the bounding box leaf 44 for the object. The logic for 
adding the shrink-wrap boxes to the bounding box hierarchy 
38 is illustrated in more detail in FIGS. 12A and 12B. 
The logic begins in FIG. 12A at a block 250 and proceeds 

to a block 252 where n is once again Set equal to the 
predetermined depth of the shrink-wrap box subhierarchy 46 
for the object. In a block 254, the first shrink-wrap box at the 
next to the lowest level in the Subhierarchy 46, i.e., n-1, is 
obtained and is Stored in memory as a parent. In a block 256, 
the children of the parent shrink-wrap box are obtained. AS 
described above, the children of the first parent shrink-wrap 
box are the first eight shrink-wrap boxes at depth n. In block 
258, the first of those children obtained in n block 256 is 
obtained. The logic then proceeds to a block 260 where it 
determines if the child has shrunk. It will be appreciated that 
this determination is made by comparing the base and extent 
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of the child shrink-wrap box with the base and extent of the 
original Subdivision from which the shrink-wrap box was 
created. If the child shrink-wrap box has shrunk, it may be 
necessary to add the child, its siblings and the parent to the 
shrink-wrap Subhierarchy 46 or the object that will be added 
to the bounding box hierarchy 38. Consequently, the logic 
proceeds from decision block 260 to a decision block 266 
where it determines if the child has already been added to the 
Subhierarchy 46. 
On the other hand, if the child has not shrunk, it may not 

be necessary to add the child or any of its Siblings to the 
Shrink-wrap box Subhierarchy 46. In this case, the logic 
proceeds from decision block 260 to a decision block 262 
where it determines if the last child of the parent has been 
processed. If the result is negative, the next child of the 
parent is obtained in a block 264. The logic then returns to 
decision block 260 where it is determined once if the next 
child has shrunk. It will be appreciated that blocks 260-264 
will be repeated until a child has been found that has shrunk 
from its original size or until the last child of the parent 
Shrink-wrap box has been processed. If the latter is true, 
none of the children of the parent shrink-wrap box have 
shrunk, therefore it is not necessary to add the children of the 
parent to the Shrink-wrap box Subhierarchy 46. Accordingly, 
the logic proceeds from decision block 262 directly to a 
decision block 280 in FIG. 12B. In decision block 280, the 
logic determines if the last Shrink-wrap box at depth n-1 of 
the Subhierarchy 46 has been processed. If the result is 
negative, the logic proceeds to a block 281 where the next 
Shrink-wrap box at depth n-1 is obtained and Stored in 
memory as a parent Shrink-wrap box. The logic then returns 
to block 256 where the children of the parent shrink-wrap 
box are obtained. 

Returning to decision block 260, if one of the children of 
the parent Shrink-wrap box has shrunk, the logic will pro 
ceed instead to a decision block 266 where it determines if 
the child has already been added to the shrink-wrap box 
Subhierarchy 46. If not, it is necessary to determine if the 
child of any or its siblings must be added to the shrink-wrap 
Subhierarchy 46 for the object. It will not be necessary to add 
the child or its Siblings if the parent Sufficiently approxi 
mates the surface of the object contained by it. However, if 
the parent does not, it will be necessary to add both the 
parent and its children to the shrink-wrap Subhierarchy 46 
for the object. 

In this regard, the logic proceeds from decision block 266 
to a decision block 268 where it determines if the parent 
shrink-wrap box is two-dimensional. If so, all of the children 
of the parent Shrink-wrap box are necessarily two 
dimensional shrink-wrap boxes as well. Further, the total 
area of the two-dimensional parent box can be approximated 
as the Sum of the areas of each two-dimensional child of the 
parent Shrink-wrap box. The total area of the parent Shrink 
wrap box is thus calculated in such a manner in block 274. 
In a decision block 276, the logic determines if the approxi 
mated total area calculated in block 274 divided by the 
actual area of the parent Shrink-wrap box calculated using its 
base and extent is less than a predetermined ratio. In the 
preferred embodiment of the present invention, a predeter 
mined ratio of 0.8 or 80% is used. However, those of 
ordinary skill in the art will recognize that a Smaller or 
greater predetermined ratio can be used depending on how 
tight an approximation of the Surface of the object is desired. 
If So, the parent Shrink-wrap box is a Sufficient approxima 
tion of the surface of the object that falls within it and it is 
not necessary to add the children of the parent Shrink-wrap 
box to the Subhierarchy 46. Accordingly, the logic proceeds 
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from decision block 276 to decision block 280 where the 
logic determines if the last Shrink-wrap box at depth n-1 has 
been processed. If the result of decision block 280 is 
negative, the next shrink-wrap box at that depth n-1 will be 
obtained in block 281. It must be noted that although the 
parent shrink-wrap box may be determined in block 276 to 
Sufficiently approximate the Surface of the object contained 
by it, it is not necessary to add the parent to the Shrink-wrap 
Subhierarchy 46 immediately. Rather, the parent will be 
added to the shrink-wrap Subhierarchy 46 for the object as 
the child of another shrink-wrap box that does not suffi 
ciently approximate the Surface of the object contained by it. 
Further, it will be appreciated that if the parent shrink-wrap 
box has a Zero Volume, i.e., the parent Shrink-wrap box does 
not interSect the object, neither the parent Shrink-wrap box 
nor the children of the parent shrink-wrap box will be added 
to the shrink-wrap box subhierarchy 46. 

Returning to decision block 276, if the result is positive, 
the parent shrink-wrap box is of sufficient size. Therefore, 
the logic proceeds from block 276 to a block 278 in FIG. 
12B. In block 278, the parent shrink-wrap box and all of its 
children having a non-Zero area or a non-Zero Volume are 
added to the shrink-wrap Subhierarchy 46 for the object. It 
will be appreciated, that during the first iteration of block 
178, a Subhierarchy 46 will be created in memory with the 
parent Shrink-wrap box added as the root and the children of 
the parent shrink-wrap hierarchy are added as leaves. After 
Subsequent iterations of block 278, additional shrink-wrap 
boxes will be added to the Subhierarchy 46 as siblings to the 
initial parent, or perhaps, grandparents or great grandpar 
ents. However, the addition of children to a hierarchy 
structure is well-known to those of ordinary skill in the art 
and thus, will not be discussed herein in any greater detail. 
Once the parent and its children having a non-Zero area or 

non-Zero Volume are added to the shrink-wrap box Subhi 
erarchy 46 for the object in block 278, the logic proceeds to 
decision block 280 where it determines if the last shrink 
wrap box at depth n-1 has been processed. Described above, 
the result of decision block 280 is negative, the next shrink 
wrap box at depth n-1 will be obtained and stored in 
memory as a parent in block 281. Blocks 256-281 would 
then be repeated for each Shrink-wrap box at depth n-1 of 
the Subhierarchy. In other words, blocks 256-281 will be 
repeated for each shrink-wrap box Stored in the allocated 
array in memory corresponding to depth n-1. 

If the result of decision block 280 is positive, then the last 
Shrink-wrap box at depth n-1 has been processed and it is 
necessary to move up a level in the Shrink-wrap box Subhi 
erarchy 46. Accordingly, the logic proceeds to a block 282 
where it determines if the highest level in the Subhierarchy 
46 has been processed, i.e., if n=0. If the result is negative, 
the value for n is decremented in a block 284 and the logic 
returns to block 254. Blocks 254-284 are then repeated for 
each level of the Subhierarchy 46, i.e., blocks 254-284 are 
repeated for the shrink-wrap boxes Stored in each array 
allocated in memory. The Shrink-wrap boxes at the highest 
level of the Subhierarchy 46, i.e., n=0, have been processed, 
the logic ultimately proceeds to a block 286 and the Subhi 
erarchy created for those Shrink-wrap boxes is added to the 
bounding box hierarchy 38 that the bounding box for the 
object is the root of the shrink-wrap box subhierarchy. The 
logic then ends in block 288. 

Returning to FIG. 9, once the shrink-wrap boxes created 
in blocks 172 and 174 have been added to a shrink-wrap 
Subhierarchy 46 for the object and the shrink-wrap Subhi 
erarchy 46 has been added to the bounding box hierarchy 38 
in block 176, the logic proceeds to a decision block 178 
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where the logic determines if the last object in the bounding 
box hierarchy 38 has been processed. If not, the next object 
in the bounding box hierarchy 38 is obtained in a block 180, 
and blocks 162-180 are repeated until a Subhierarchy 46 for 
the last object of the bounding box hierarchy 38 has been 
added to the bounding box hierarchy. When that occurs, it 
will be appreciated that the overall object hierarchy has been 
completed and the logic proceeds from decision block 178 
to a block 182 where the logic ends. 

Returning to FIG. 1, once the object hierarchy comprising 
the bounding box hierarchy 38 and each of the shrink-wrap 
Subhierarchies 46 has been built in block 24 and stored in the 
database 26, ray casting can begin. AS shown in FIG. 1, the 
ray casting proceSS 28 is performed in parallel by five 
different ray casting processors 128. The ray casting proceSS 
28 performed by each of the ray casting processors 128 is 
depicted in FIG. 13. As will be described in more detail 
below, the ray casting process 28 locates those objects in 
scene 52 that are visible to an observer from a particular 
Viewpoint. However, the ray casting process of the present 
invention does not accomplish this by first assuming that all 
objects within the observer's viewing spectrum are visible, 
and then culling out those objects from the Scene that are 
occluded, as taught by the prior art. Rather, the ray casting 
process of the present invention first assumes that none of 
the objects of the scene are visible to the observer, and then 
adds those objects to the Scene that are closest to the current 
Viewpoint along a casted ray because the closest objects 
must necessarily be visible. Hence, the ray casting proceSS 
of the present invention can be referred to as an "unculling” 
process rather than a “culling” process. 

The ray casting logic begins in FIG. 13 in a block 300 and 
proceeds to a block 302 where a predetermined number of 
rays to be casted is Selected. In the preferred embodiment of 
the present invention, approximately one thousand rays are 
cast. However, those of ordinary skill in the art will appre 
ciate that the number of rays to be cast can be increased or 
decreased depending on the level of detail desired in the 
resultant image. In a block 304 a new vision coordinate is 
obtained from the database 32 of vision coordinates. Each 
Vision coordinate represents a particular head position and 
orientation for the observer in model space. In a block 306 
a first ray to be casted is obtained. In block 308, a variable 
representing the Smallest distance between a given object 
and the origin of the given ray is initialized equal to infinity. 
In addition, a null object is Stored in memory. 
The logic proceeds from block 308 to a block 310 where 

the ray is reoriented as if it is projecting from the origin of 
an x, y, Z coordinate axis. In a block 312, the logic deter 
mines which object in the object hierarchy is closest to the 
given vision coordinate along the reoriented ray, i.e., which 
object along the reoriented ray is visible to the observer. This 
is accomplished by checking each ray against the root 40 of 
the object hierarchy. If the ray intersects the root 40, then it 
is likely that the ray intersects one or more children, 
grandchildren, etc. of the root. Consequently, the ray is 
checked against the root's children, grandchildren, etc. until 
the closest object to the origin of the ray is found. 

The logic used to determine which object is closest along 
this ray is shown in more detail in FIGS. 14A and 14.B. The 
logic in FIG. 14A begins in a block 322 and proceeds to a 
decision block 324. In decision block 324, the logic deter 
mines if the reoriented ray intersects the current box. If not, 
the logic merely ends in a block 326. Those of ordinary skill 
in the art will recognize that during the first pass of the 
present routine, the current box is actually the root 40 of the 
object hierarchy. Therefore, if the ray does not intersect the 

15 

25 

35 

40 

45 

50 

55 

60 

65 

16 
current box, the ray actually does not interSect any object 
contained in the scene 52 and the logic ends in block 326. 
On the other hand, if the ray intersects the current box, the 
ray may interSect at least one object in the Scene 52. 
Therefore, the rest of the object hierarchy must be searched 
to locate the closest object if it exists. 

In this regard, the logic proceeds from decision block 324 
to a block 328 where the distance from the origin of the ray 
to the current box is computed. It will be appreciated that the 
distance from the origin to the child of the current box is 
merely the distance between the origin of the ray and the 
point on the object (or portion thereof) bound by the current 
box that the ray intersects. In a decision block 330, the logic 
determines if the distance from the origin of the ray to the 
current box, i.e., leaf, is less than the Smallest distance 
previously Stored. It will be recognized that the Smallest 
distance may be equal to infinity (if the current box is the 
first leaf of the object hierarchy to be processed), or it may 
be equal to the distance from the origin to another leaf in the 
object hierarchy. If the distance from the origin to the current 
box is less than the Smallest distance, the logic proceeds to 
a decision block 334 in which the logic determines if the 
current box has any children. If So, the logic proceeds to a 
series of blocks 340-356 that ultimately search the object 
hierarchy for leaves, i.e., shrink-wrap boxes, that are inter 
Sected by the casted ray and calculate the distance between 
the origin of the casted ray and those leaves. It will be 
recognized that each time Such a leaf is reached, the result 
of decision block 334 will be positive, i.e., the current box 
will not have any children. Hence, the logic will proceed to 
a block 336 where the smallest distance variable is set equal 
to the distance from the origin of the ray to the current box, 
and the object associated with the current box (i.e., the 
object which is contained by that box or which intersects that 
box) is temporarily stored in memory as the closest object to 
the origin of the casted ray. The logic then ends in block 338. 
Returning to decision block 330, if the distance to the 
current box is not leSS than the Smallest distance, the object 
asSociated with the current box is not closer to the origin of 
the casted ray than the previously stored object. Therefore, 
the object associated with the current box is not Stored in 
memory and the logic merely ends in a block 332. It will be 
appreciated from the foregoing that by the time each inter 
sected leaf of the Subhierarchy 46 is examined, the leaf 
having the Smallest distance to the origin will have been 
located and its associated object Stored in memory as the 
closest object to the origin of the casted ray. 

Returning to decision block 334, if the current box does 
have children, it is necessary to continue examining the 
descendants of the current box. In this regard, the logic 
proceeds to block 340 where it calls a routine that deter 
mines the distance from the origin of the casted ray to each 
of the children of the current box. The logic for determining 
the distance between the origin of the ray and each of the 
children of the current box is more clearly depicted in FIG. 
15. The logic begins in a block 362 and proceeds to a block 
364 where the first child of the current box is obtained. In a 
decision block 366, the logic determines if the ray intersects 
the child of the current box. If so, the distance from the 
origin of the ray to the child of the current box is computed 
in a block 368. The logic then proceeds to a block 370 where 
it determines if the last child of the current box has been 
processed. If the result of decision block 366 is negative, the 
ray does not intersect the child of the current box. Therefore, 
the logic skips block 368 and proceeds directly to block 370. 

If the last child of the current box has not been processed, 
the logic proceeds to a block 372 and blocks 366-372 are 
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repeated until the last child of the current box has been 
processed and a distance between each child and the origin 
of the ray determined. When this occurs, the logic proceeds 
from decision block 370 and ends in a block 374. It will be 
recognized by those of ordinary skill in the art that the result 
of this routine is to compute a distance from the origin of the 
ray to each child intersected by that ray. 

Returning to FIG. 14B, after the distance between the 
origin of the ray and each child of the current box is 
computed in block 340, the logic proceeds to a block 342 
where the children of the current box that are intersected by 
the casted ray are Sorted by distance from the origin of the 
ray in a list from Smallest distance to largest distance. In a 
block 344, the closest child to the origin, i.e., the child of the 
current box having the Smallest distance to the origin of the 
ray, is obtained. In a decision block 346 the logic determines 
if the distance to the closest child is less than or equal to the 
smallest distance to a leaf of the Subhierarchy 46 previously 
stored. If the result of decision block 346 is negative, there 
are no other descendants of the closest child that are any 
closer to the origin of the ray than the previously located 
closest leaf. Hence, the logic ends a block 348. 
On the other hand, if the distance to the closest child is 

less than or equal to the Smallest distance previously stored, 
the closest child may have descendants intersected by the 
casted ray that are closer to the origin than the previously 
located closest leaf, or the closest child may itself be the 
closest leaf yet located in the Subhierarchy 46. Accordingly, 
a recursive call to the present routine is made in block 350 
with the closest child acting as the current box. AS discussed 
above, if the closest child is a leaf shrink-wrap box inter 
Sected by the casted ray with a distance from the origin of 
the casted ray that is Smaller than the distance of any 
previous Such leaves, the Smallest distance variable will be 
Set equal to the distance to the closest child and the object 
associated with the closest child will be stored in memory in 
block 336. On the other hand, if the closest child has 
children, another recursive call to the present routine will 
ultimately be made in block 350 using the closest children 
of the closest child. 

It will be appreciated that when the recursive call made in 
block 350 of FIG. 14B is complete, and the logic has been 
executed in any of the ways discussed above, all of the 
descendants of the closest child will have been examined 
and the closest object associated with any of the shrink-wrap 
boxes that are descendants of the closest child will have been 
Stored in memory. Accordingly, the logic will proceed from 
block 350 to a decision block 352 where it determines if the 
last child in the sorted list has been processed. If not, the 
logic proceeds to a block 354 and the next closest child in 
the sorted list is obtained. Consequently, blocks 346-354 are 
repeated for the next closest child in the stored list such that 
the closest object associated with any of the shrink-wrap 
boxes that are descendants of the closest child or the next 
closest child will have been stored in memory. Ultimately, 
blocks 346-354 are repeated for each child in the sorted list 
Such that the closest object associated with any of the 
Shrink-wrap boxes of the object hierarchy, i.e., the object 
intersected by the ray that is closest to the given vision 
coordinate, is Stored in memory. It will be appreciated, 
however, that it is possible that the casted ray does not 
intersect any objects in the scene 52. If so, the null object 
will be stored in memory. 
When the routine depicted in FIGS. 14A and 14B is 

finally completed, the ray casting logic in FIG. 13 proceeds 
from block 312 to a block 314 where the closest object (if 
any) is added to the set of visible objects stored in shared 
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memory in database 30. In addition, a rendering counter for 
the object is initialized to zero. As will be described below, 
the rendering counter keeps track of how many times an 
object in the visible object set is passed over by the object 
rendering process 34. In a decision block 316, the logic 
determines if the last ray has been processed. If not, the next 
ray to be cast is obtained in block 318. Blocks 308-318 are 
then repeated for each ray to be cast. Accordingly, for each 
ray cast from the given vision coordinate, the closest object 
to the given vision coordinate that is intersected by the ray 
is added to the set of visible objects stored in database 30 
located in shared memory. 

Returning to FIG. 1, it will be appreciated that the logic 
depicted in FIG. 13 is performed in parallel by each of the 
ray casting processors 128. Although, in the preferred 
embodiment of the present invention, each of the ray casting 
processors 128 Simultaneously casts rays from the same 
Vision coordinate, the rays are cast into a different region of 
model Space. For example, if model Space is considered to 
be the display Screen, the display Screen may be divided into 
five Separate regions, with each ray casting processor 128 
casting rays into one of the regions. Thus, as each ray casting 
processor 128 performs the logic depicted, each ray casting 
processor 128 adds slightly different objects to the set of 
visible objects stored in database 30. Consequently, a com 
prehensive set of visible objects is rapidly built. In the 
preferred embodiment of the present invention, an object is 
added to the visible object Set by the group of ray casting 
processors 128 approximately once every Second. AS Visible 
objects are added by the five ray casting processors 128, the 
two object rendering processors 134 read visible objects 
from the shared database 30 and render all of the visible 
objects comprising the Scene 52 on the display 36 at every 
0.05 sec. The object rendering processors are allowed to 
draw visible objects at a rate faster than they are added to the 
Visible object Set because the ray casting processes 28 have 
been decoupled from the object rendering processes 34 and 
are allowed to run asynchronously on Separate processors 
from those that run the object rendering proceSS 34. 
The logic implemented by each object rendering proces 

Sor 134 to render objects from the visible object set stored 
in database 30 on a display 36 is shown in more detail in 
FIG. 16. The logic begins in a block 376 and proceeds to a 
block 378 where a new vision coordinate is obtained. It will 
be appreciated that the new vision coordinate obtained from 
the database 30 may be different than the vision coordinate 
most recently used by the ray casting processes 28 to 
determine which objects were visible to the observer. 
However, the assumption is made in the present invention 
that the observer generally changes his/her current view 
point slowly. Therefore, even if the vision coordinate 
obtained in block 378 is different than that shared by the ray 
casting processes 28, the Set of visible objects will essen 
tially be the same. 

In a block 380, the first object from the visible object set 
is obtained from the database 30. As noted above, the 
database 30 containing the set of visible objects resides in 
memory shared by both the ray casting processors 128 and 
the object rendering processors 134. Consequently, the 
object rendering processors 134 read objects from the visible 
object Set Stored in share memory while the ray casting 
processors 128 add objects to the visible object set. 
However, it is not necessary that objects be added to the 
Visible object Set at the same rate they are read from the 
Visible object Set. Rather, it is only necessary that objects be 
added to the visible object set continuously. 

After the object is obtained from the visible object set, the 
logic determines in a decision block 382 if the object is still 
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visible from the given vision coordinate. It will be appreci 
ated from the discussion above that the observer's current 
Viewpoint may have changed Such that the given object is 
outside the observer's viewing spectrum. If So, the logic 
proceeds from decision block 382 to a block 388 where the 
rendering counter, i.e., the rendering counter that keeps track 
of how many times the object is passed over and not drawn 
on the display 36, is incremented. The logic then proceeds 
to a decision block 390 where it determines if the rendering 
counter for the object is greater than a predetermined value. 
In the preferred embodiment of the present invention, if the 
object has been passed over more than four times, the object 
is discarded from the visible object set in block 392. 
However, if the rendering counter is not yet greater than 
four, the object is maintained in the set of visible objects. 
Accordingly, the logic Skips block 392 and proceeds to a 
decision block 394 where it determines if the last object in 
the visible object set has been rendered on the display 36. 

Returning to decision block 382, if the object is still 
visible to the observer from the new vision coordinate, the 
logic proceeds to a block 384 where the object is drawn on 
the display 36. The logic then proceeds to a block 386 where 
the rendering counter for the object is reset to its original 
value. It will be appreciated by those of ordinary skill in the 
art that the object is rendered or drawn on the display 36 
using graphics routines well-known in the computer graph 
ics art, such as Silicon Graphics GL or OpenGL. 

After the rendering counter has been reset in block 386, 
the logic then proceeds to decision block 394 where it 
determines if the last object in the visible object set has been 
rendered on the display 36. If not, the logic proceeds to a 
block 396 and the next object from the visible object set 
asSociated with the given vision coordinate is obtained from 
the database 30. Blocks 382–396 are then repeated for each 
object in the visible object Set associated with the given 
vision coordinate. In other words, each object visible to the 
observer from the given vision coordinate is rendered on the 
display 36. Since the object rendering proceSS34 depicted in 
FIG. 16 is being run by two object rendering processors 134 
in parallel, it will be appreciated that the same object is 
simultaneously displayed on each of the displays 36. The 
only difference is that the object is being rendered on one 
display 36 from the current position of the observer's head 
and right eye, while the object is being rendered on the other 
display 36 from the current position of the observer's head 
and left eye. Thus, a balanced, three-dimensional StereoVi 
Sion image is delivered to the observer. 
When the last object in the visible object set has been 

rendered, the logic exits decision block 394 and returns to 
block 378. Blocks 378-396 are then repeated for each 
Successive vision coordinate obtained from the Vision coor 
dinate database 32. In the preferred embodiment of the 
present invention, it will be appreciated that the object 
rendering process 34 described above draws all of the 
objects in the scene 52 every 0.05 seconds. However, those 
of ordinary skill in the art will recognize that the Speed at 
which objects are drawn depend on the number of objects in 
the Scene, the complexity of the objects, and the Speed of the 
processes. Although this is significantly faster than the rate 
at which the ray casting processes 28 add objects to the 
Visible object Set, the difference in rates is immaterial as long 
as the object rendering processes 34 and ray casting pro 
ceSSes 28 remain discrete processes and as long as objects 
are continuously added to the Set of Visible objects. 
While the preferred embodiment of the invention has been 

illustrated and described, it will be appreciated that various 
changes can be made therein without departing from the 
Spirit and Scope of the invention. 
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The embodiments of the invention in which an exclusive 

property or privilege is claimed are defined as follows: 
1. A method for generating on a display a graphical image 

of a complex Structure represented by a plurality of objects, 
the method comprising: 

(a) projecting a plurality of rays from a given vision 
coordinate, and for each projected ray, 
(i) determining which objects in the plurality of objects 

are intersected by the ray; 
(ii) determining which object, among the objects inter 

Sected by the ray, is closest to the given vision 
coordinate, and 

(iii) adding the closest object to a set of visible objects; 
and 

(b) as objects are added to the set of visible objects, for 
each object in the set of visible objects, 
(i) reading the object from the set of visible objects as 

objects are added to the set of visible objects; 
(ii) if the object is visible from the current vision 

coordinate, drawing the object on the display; and 
(iii) if the object is not visible from the current vision 

coordinate, discarding the object from the Set of 
visible objects. 

2. The method of claim 1, wherein determining which 
object among the objects intersected by the ray is the closest 
object to the given vision coordinate comprises: 

(a) determining a distance between each object intersected 
by the ray and the given vision coordinate, and 

(b) determining which object intersected by the ray has 
the Smallest distance to the given vision coordinate. 

3. The method of claim 2, further comprising organizing 
the plurality of objects into an object hierarchy, from a root 
Volume bounding the complex Structure, to a plurality of 
Subvolumes wherein each Subvolume bounds each of the 
plurality of objects, to a plurality of shrunken Subvolumes 
wherein each shrunken Subvolume bounds a portion of each 
object. 

4. The method of claim 3, wherein determining the 
distance between each object interSected by the ray and the 
given vision coordinate comprises: 

(a) Searching the object hierarchy to determine with which 
shrunken Subvolumes the ray intersects, and 

(b) for each shrunken subvolume with which the ray 
intersects, 
(i) determining a distance between the shrunken Sub 
Volume and the given vision coordinate; and 

(ii) determining which shrunken Subvolume has the 
Smallest distance to the given vision coordinate. 

5. The method of claim 1, wherein (a) and (b) are repeated 
for Successive vision coordinates. 

6. The method of claim 1, wherein a computer readable 
medium is encoded to perform (a) and (b). 

7. The method of claim 1, wherein (a) is performed in 
parallel by a plurality of ray casting processors, while (b) is 
performed in parallel by a plurality of Separate object 
rendering processors Such that objects are concurrently 
added to the set of visible objects by each of the plurality of 
ray casting processors while objects are asynchronously 
rendered on a set of displays by each of the object rendering 
processors. 

8. An image rendering System for rendering a graphical 
image of a complex Structure on a display, wherein the 
complex Structure is represented by a plurality of objects, the 
image rendering System comprising: 

(a) a storage medium for Storing the plurality of objects 
organized into an object hierarchy and for Storing a Set 
of visible objects; 
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(b) at least one processing unit coupled to the storage 
medium for adding those objects in the object hierarchy 
that are visible from a given viewpoint to the set of 
Visible objects Stored in the Storage medium and for 
discarding those objects in the object hierarchy that are 
not visible from the given viewpoint; and 

(c) at least one processing unit coupled to the storage 
medium for rendering each visible object in the Set of 
Visible objects on the display in accordance with a 
current viewpoint while the other at least one process 
ing unit is adding visible objects to the Set of visible 
objects. 

9. The image rendering system of claim 8, wherein the at 
least one processing unit for adding visible objects to the Set 
of visible objects, adds visible objects to the set of visible 
objects by: 

(a) projecting a plurality of rays from the given viewpoint; 
and 

(b) for each projected ray, 
(i) determining with which objects in the object hier 

archy the ray intersects, 
(ii) determining which object, among the objects with 
which the ray interSects, is closest to the given 
Viewpoint, and 

(iii) adding the closest object to a set of visible objects 
while another visible object is being rendered by the 
processing unit for rendering each visible object. 

10. The image rendering system of claim 9, wherein the 
at least one processing unit determines which object among 
the objects with which the ray intersects is the closest object 
to the given vision coordinate by: 

(a) determining a distance between each object intersected 
by the ray and the given viewpoint; and 

(b) determining which object intersected by the ray has 
the Smallest distance to the given viewpoint. 

11. The image rendering system of claim 10, wherein the 
at least one processing unit for rendering each visible object 
in the set of visible objects, renders each visible object by: 

(a) reading the object from the set of visible objects as 
objects are added to the set of visible objects by the 
other at least one processing unit; and 

(b) if the object is visible from the current viewpoint, 
drawing the object on the display. 

12. The image rendering System of claim 8, wherein a 
plurality of processing units are coupled to the Storage 
medium for adding those objects in the object hierarchy that 
are visible from a given viewpoint to the set of visible 
objects Stored in the Storage medium. 

13. The image rendering System of claim 12, wherein a 
plurality of processing units are coupled to the Storage 
medium for rendering each visible object in the set visible 
objects in accordance with a current viewpoint, while the 
other processing units are adding visible objects to the Set of 
visible objects. 

14. The image rendering System of claim 13, wherein each 
of the plurality of processing units for rendering each visible 
object in the set of visible objects renders each visible object 
on a separate display. 

15. A method for generating a graphical image of a 
complex Structure on a set of displays, wherein the complex 
Structure is represented by a plurality of objects, the method 
comprising: 

(a) implementing a ray casting routine that (i) casts a 
plurality of rays from a given vision coordinate; and (ii) 
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22 
for each casted ray, adds the object intersected by the 
casted ray that is the closest to the given vision coor 
dinate to a set of Visible objects, and 

(b) implementing an object rendering routine that renders 
each object in the Set of visible objects on a display in 
accordance with a current vision coordinate, as objects 
are added to the set of visible objects, and that further 
discards any object from the set of visible objects if the 
object is determined to no longer be visible from the 
current vision coordinate. 

16. The method of claim 15, wherein a plurality of ray 
casting routines are implemented in parallel Such that each 
ray casting routines adds objects to the Set of Visible objects. 

17. The method of claim 16, wherein a plurality of object 
rendering routines are implemented in parallel Such that 
each object rendering routine renders each object in the Set 
of visible objects on a display in accordance with the current 
Vision coordinate while each ray casting routine adds objects 
to the set of visible objects. 

18. The method of claim 17, wherein each ray casting 
routine adds objects to the set of visible objects by: 

for each ray cast by the ray casting routine, 
(a) determining which objects are intersected by the 

casted ray; 
(b) determining which object, among the objects inter 

Sected by the casted ray, is closest to the given 
Viewpoint, and 

(c) adding the closest object to the set of visible objects. 
19. The method of claim 18, wherein each ray casting 

routine determines which object among the objects with 
which the ray intersects is the closest object to the given 
Vision coordinate by: 

(a) determining a distance between each object intersected 
by the casted ray and the given vision coordinate, and 

(b) determining which object intersected by the casted ray 
has the Smallest distance to the given vision coordinate. 

20. The method of claim 19, wherein each object render 
ing routine renders each visible object in the Set visible 
objects by: 

(a) reading the object from the Set of visible objects as 
objects are added to the set of visible objects by each 
of the ray casting routines, and 

(b) if the object is visible from the current viewpoint, 
drawing the object on the display. 

21. The method of claim 18, wherein the plurality of 
objects representing the complex Structure are organized 
into an object hierarchy from a root Volume bounding the 
complex Structure, to Subvolumes bounding each of the 
plurality of objects, to shrunken Subvolumes bounding por 
tions of each object. 

22. The method of claim 21, wherein each ray casting 
routine determines which object is closest to the given vision 
coordinate by: 

(a) Searching the object hierarchy to locate shrunken 
Subvolumes that are intersected by the casted ray; and 

(b) for each shrunken subvolume intersected by the ray, 
determining which shrunken Subvolume has the Small 
est distance to the given vision coordinate; and 

(c) Storing the object associated with the shrunken Sub 
volume in the set of visible objects. 

k k k k k 



UNITED STATES PATENT AND TRADEMARK OFFICE 
CERTIFICATE OF CORRECTION 

PATENT NO. : 6,023,279 
DATED February 8, 2000 
INVENTOR(S) : H.A. Sowizral et al. 

It is certified that error appears in the above-identified patent and that said Letters Patent is hereby 
corrected as shown below: 

COLUMN LINE 
57 Abstract after "determines" delete "with" 

Pg. 1, col. 2 7 of text 
22 14 "routines" should read --routine 

(Claim 16, line 3) 
22 41 "set visible" should read-set of visible-- 

(Claim 20, line 2) 

Signed and Sealed this 
Fifteenth Day of May, 2001 

NCHOLAS P. GODC 

Attesting Officer Acting Director of the United States Patent and Trademark Office 


