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(57) ABSTRACT 

A slave device (20) communicates with a host system (21) via 
a host communications bus (22). The host system (21) 
includes one (or more) processing units that can act as bus 
masters and send access requests for slave resources on the 
slave device (20) via the communications bus (22). The slave 
device platform (20) includes a memory management unit 
(23), a programmable central processing unit (24) and one or 
more slave resources (25). The memory management unit 
(23) acts as an address translating device, and accepts 
requests with virtual addresses from the master device or 
devices on the host system (21), translates the virtual 
addresses used in the access requests to the “internal' physi 
cal addresses of the slave's resources and forwards the 
accesses of the appropriate physical resources (25). When an 
address miss occurs in the memory management unit (23), it 
passes the handling of the access request over to the control 
ling CPU (24) which executes software to then resolve the 
address miss and handle the access request. The memory 
management unit (23) also includes a write buffer (29) into 
which it can write the write value received from a master on 
the host system (21) on an access when an address miss 
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4,612,612 A * 9/1986 Woffinden et al. ................ T11/3 
(Continued) 30 Claims, 3 Drawing Sheets 

2O 

21 Bus Frontend 23. ---2. 

-D Interrupt 1 Control 
--> Data 

O Master 
Slave Bus 

    

  

  

  



US 8,327,034 B2 
Page 2 

U.S. PATENT DOCUMENTS 6,847.385 B1* 1/2005 Garritsen ...................... 345,672 
ck 

5,317,704 A * 5/1994 Izawa et al. ................... 711/2O7 $86,979 B2. 299 Stafford. ... 711 (103 6,957,315 B2 10/2005 Chauvel ........................ 711/2O7 5,479,629 A 12/1995 Angelo et al. 395/416 2002fOO42864 A1 4/2002 Iizuka 
5,758,182 A * 5/1998 Rosenthal et al. ................ T10/3 2002/01291.87 A1 9/2002 Nayyar et al. 5,784,708 A 7/1998 Bridges et al. . 711/207 2002/0178301 A1 1 1/2002 Boyd et al. 5,805,470 A * 9/1998 Averill ........ 703/27 2003, OO14562 A1 1/2003 Noyle 
5,805,837 A 9, 1998 Hoover et al. . 395/290 2003/0023814 A1 1/2003 Barroso et all T11 122 
5,835,963 A * 1 1/1998 Yoshioka et al. ............. 711/2O7 . . . . . . . . . . . . . . . . 

5,872,572 A 2/1999 Rossignac 
5,924,126 A 7, 1999 Rosenthal et al. ............ 711/2O7 OTHER PUBLICATIONS 
6, 195,730 B1* 2/2001 West ........... 711,121 
6,233,648 B1* 5/2001 Tomita .............................. T1 1/4 European Search Report dated Jan. 12, 2011 for EP 10011134.3. 
6,557,083 B1* 4/2003 Sperber et al. 711,144 European Search Report dated Apr. 19, 2011 for EP 10011134.3. 
6,738,888 B2 * 5/2004 Chauvel ........................ 711/2O7 
6,775,747 B2 * 8/2004 Venkatraman ................ 711 137 * cited by examiner 

  



U.S. Patent Dec. 4, 2012 Sheet 1 of 3 US 8,327,034 B2 

1 O 
P p re h h p als o s s up s 

Host system specific code 
Implementation of 

unsupported features 
Back-end 

Communication with 
3D-accelerator 

14 

    

  

    

  



US 8,327,034 B2 Sheet 2 of 3 Dec. 4, 2012 U.S. Patent 

internal 
masters 

Slave 
Master 

I 

--> Data 

  

  

  

  

  

  



U.S. Patent Dec. 4, 2012 Sheet 3 of 3 US 8,327,034 B2 

. .S. 
(s c 

s Application s Application 42 
? C 

g g 
Recognize Recognize 43 
AP calls AP calls 

40-NY 

45 Translate to HW Q 
specific calls 

Adapt to physical 
bus standard 

Unpack data 

3D processing 

Adapt to physical 
bus standard 

Unpack data 

Translate to HW 
Specific calls 

3D processing 

46 

44 

47 47 
41-NY 411 N 

48 48 

FG. 4a FG. 4b 

  

  

  

  

  

  

  

  

  

  

  

  

  



US 8,327,034 B2 
1. 

MICROPROCESSOR SYSTEMS 

This application is the US national phase of international 
application PCT/GB2004/000230, filed in English on 22 
January 2004, which designated the US. PCT/GB2004/ 
000230 claims priority to GB Application No. 0301448.7 
filed 22 January 2003. The entire contents of these applica 
tions are incorporated herein by reference. 

The present invention relates to microprocessor systems 
and in particular to Such systems where a master device 
accesses (and thereby uses) resources on a slave device. 
As is known in the art, it is common in microprocessor 

systems to provide resources for the system on a so-called 
“slave' device that can be accessed by functional units, such 
as a processing unit, on a controlling or “master device of the 
system. Such a situation arises where, for example, a dedi 
cated device providing specific functions or resources is 
added to a more general "host' microprocessor. In this case 
the "host microprocessor will act as a “master accessing 
“slave' resources on the "guest' dedicated device. An 
example of such an arrangement would be where a dedicated 
3D graphics processing platform, for example in the form of 
a graphics “card', is added to a "host personal computer 
(PC) system. Other known master and slave arrangements 
include other add-in cards for computer systems, such as 
network interface cards. 

In Such a master and slave system, the master and slave 
devices will communicate with each other via a communica 
tions bus connected between them. Typically, communication 
from a master device to a slave device will involve either a 
read request or a write request. A read request will basically 
comprise the address of the slave resource whose value the 
master device wishes to read (as is known in the art, each 
resource on the slave device will typically be allocated an 
“address’ on the communications bus that the master device 
can use to access the resource on the slave device) and the 
(expected) response from the slave device will be the return of 
the value of the slave resource. A write request comprises the 
address of the slave resource to which a value in the write 
request is to be written, together with the value to be written 
to that slave resource. 

The master device will typically communicate with and 
control the slave device by means of a software “driver that 
runs on the master device and is configured to communicate 
with and control the specific hardware of the particular slave 
device. (Software) applications running on the master device 
and requiring resources on the slave device will interface and 
communicate with the software driver on the master device 
via an appropriate API (Application Programming Interface). 
The slave device driver on the master device will recognise 
and respond to the standard API commands that the applica 
tion requiring the slave device's resources produces and 
translate them into instructions tailored to the particular slave 
device (hardware) in question. 

(As is known in the art, it is usual to use standardised APIs 
(Application Programming Interfaces) for interfacing and 
communication between Software applications and, e.g., 
hardware drivers, as that avoids software applications need 
ing to be configured for specific hardware arrangements. 
Thus a given API will allow an application requiring certain 
slave resources to send standardised commands to an appro 
priate slave device hardware driver, without the application 
needing to know the specific hardware of the slave device in 
the system.) 
As discussed above, a 3D graphics enabled computer sys 

tem is an example of a master and slave arrangement and 
typically will comprise a master "host' general microproces 
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2 
sor and a slave dedicated 3D graphics processing platform 
(typically mounted on a so-called 'graphics card'). In Such a 
system, (software) applications (including applications that 
require 3D graphics) are executed on the host microprocessor, 
but whenever 3D graphics operations are to be performed, the 
host microprocessor instructs the 3D graphics processor to 
carry out at least Some of those 3D graphics operations. 

In a typical 3D graphics system arrangement, the 3D 
graphics processing platform driver on the host processor is 
arranged to receive 3D graphics API commands from an 
application running on the host processor about graphics to be 
drawn, to generate appropriate graphics data to draw the 
desired images and to then send that graphics data to the 3D 
graphics processing platform together with appropriate com 
mands to tell the 3D graphics processing platform how to 
process the 3D graphics data. The 3D graphics processing 
platform then carries out various graphics processing opera 
tions on the data it receives, such as rasterising and rendering 
it (and in some cases transformation, lighting, etc., operations 
as well). (The exact division of the 3D graphics operations 
between the host processor and the graphics processing plat 
form can vary, but generally speaking the host processor will 
at least generate the initial graphics data, and the graphics 
processing platform will carry out at least the rasterisation 
and rendering steps.) 

FIG. 1 shows schematically a typical host processor and 
dedicated 3D graphics processing platform arrangement, and 
some of the functions of the 3D graphics driver on the host 
processor. As shown in FIG.1, the host processor 10 executes, 
inter alia, an application 11 that requires the display of 3D 
graphics, and a 3D graphics driver 12 that recognises (API) 
calls for 3D graphics from the 3D-graphics requiring appli 
cation 11 and processes those calls to provide relevant graph 
ics data and commands via a bus 13 to the dedicated 3D 
graphics processing platform (accelerator) 14. 
To be able to use the resources of a slave device, the master 

device must be able to access the slave device's resources 
properly via the interface the slave device presents to the 
communications bus linking it to the master device. The 
master device must therefore know the “interface' that the 
slave device presents to the communications bus. 
To facilitate this, many slave device drivers are dedicated 

and tailored for (and therefore know) the specific interface 
that the corresponding slave device (e.g. 3D graphics process 
ing platform) presents to a communications bus. However, a 
disadvantage of Such systems is that because the master 
device executes a dedicated hardware driver to communicate 
with and access the slave device, then such systems can be 
relatively inflexible. For example, if it is desired to change the 
slave device or to add a new slave device to the system, then 
normally a new hardware driver on the master device would 
be required as well (because the new slave device will present 
a different interface to the communications bus). That may 
not always be desirable or possible. 
One aspect of the interface that a slave device presents to a 

communications bus (and thereby to a master device access 
ing the slave via the communications bus) is the bus addresses 
that must be used by the master device to access the resources 
on the slave device. As is known in the art, each resource on 
the slave device will have a “true', physical internal address 
that must at least be used internally on the slave device to 
allow that resource to be accessed. Thus, the master device 
could simply use the true, physical internal addresses of the 
slave's resources to access those resources. However, Such an 
approach means there is no flexibility in the addresses that the 
master device can use. 
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It is known therefore in certain master and bus slave 
arrangements to allow a master device to access slave 
resources using a so-called “virtual address' that is then 
translated on the master device to the true internal address of 
the resource on the slave device to allow the slave resource to 
be accessed. In effect, external, “virtual addresses that can be 
used by a master device are mapped to the fixed, internal 
addresses that represent the “true' physical addresses of the 
slave's resources. This allows the creation of abstraction 
between the address used to access a slave resource by a 
master device and the physical slave resource and some flex 
ibility in the interface operation between the master and slave. 
For example, when using “virtual addressing, the address 
that must be used by a master device to access a slave resource 
can simply be altered by altering the mapping relationship 
between the “virtual addresses used by the master device and 
the slave’s “true’ internal resource addresses. 

Such virtual addressing address translation and mapping is 
typically carried out by a so-called “memory management 
unit' (MMU) on the master device, as is known in the art. 
Such a memory management unit typically accepts access 
requests for slave device resources with virtual addresses, 
translates the virtual addresses to the corresponding slave 
physical addresses and forwards the access requests to the 
corresponding physical slave resources. 

Such virtual addressing arrangements can assign each Vir 
tual address completely independently of the mapping of any 
other addressable elements (so-called full arbitrary address 
mapping). However, it is more common to use coarser 
grained address mapping, in which the slave resources 
physical addresses are arranged in equally-sized groups or 
"pages”. This reduces the flexibility of the address mapping 
process, but reduces the amount of address mappings that 
have to be stored and implemented. In Such an arrangement 
the address mapping “page' to which a given virtual address 
is mapped can be changed, but to facilitate distinguishing 
between the physical addresses grouped on each page, the 
address position on each page indicated by a given virtual 
address (i.e. whether it maps to the 1st, 5th, 10th, etc., address 
on the “page') is usually constrained to remain the same for 
all address mapping pages. 

Thus, for example, in Such an arrangement having an 
address space of 40 addressable elements (i.e. 40 physical 
addresses), and a page size of 10 addressable elements 
(thereby providing physical address groups 0 to 9, 10 to 19, 20 
to 29 and 30 to 39 (in a decimal (base 10) number system—of 
course in practice the computer system would use a binary 
number system for the addressing), a given virtual address 
Such as 15 could be mapped to any of the address pages, but 
would map to the same address position on each individual 
address page. Thus the virtual address 15 could be mapped, 
for example, to any of the physical addresses 05, 15, 25 or 35 
(on pages 1, 2, 3 and 4, respectively), but not to, e.g., 05, 17. 
26, 38, or 05, 06, 07, 08. Thus the page address (1) can be 
mapped to any available page, but the page index (5) is con 
strained to be the same on each page (and, in this example, in 
both the virtual and physical address). 

Although mapping addresses in pages in this manner 
reduces the address mapping information that must be stored 
and implemented, there can still be a significant number of 
mappings of address pages that need to be stored and this 
usually results in an address mapping table that is too large to 
store in a memory that is local to, and quickly accessible by 
the memory management unit. The complete address map 
ping table is therefore usually stored in the master devices 
main memory, with only a small Subset of the address map 
pings being stored in a local memory that is more quickly 
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4 
accessible by the memory management unit. This “local 
memory and its associated logic is usually called a "Table 
Lookaside Buffer” (TLB). 
The operation of this type of memory management 

arrangement is usually carried out under the control of a 
processing unit on the master device. When the memory 
management unit can’t find the address mapping for a given 
virtual address in the Table Lookaside Buffer, or the Table 
Lookaside Buffer entry is invalid for some reason, it will be 
unable to translate the virtual address, and so signals the 
controlling processor of that fact so the appropriate action can 
be taken. This signal to the controlling processor of an 
“address miss’ (i.e. an address that cannot be mapped using 
the Table Lookaside Buffer) is often called a “TLB miss” if 
the address is not in the Table Lookaside Buffer and a “page 
miss’ if the entry is marked as invalid (i.e. has previously been 
validly mapped (and so has an entry in the mapping table) but 
is no longer valid) or completely missing. In response to Such 
a signal, the controlling processor would normally solve the 
problem either by loading the appropriate mapping of an 
address page from the main memory to the Table Lookaside 
Buffer (e.g. where the virtual address has already been 
mapped but the mapping of the relevant address page is not 
currently stored in the Table Lookaside Buffer—a TLB miss), 
or by preparing an appropriate new mapping of an address 
page (by mapping a slave resource to the address that caused 
the “miss” (which would be done by the master device based 
on knowledge of the slave's resources—which it should 
know), updating the page table and loading the new mapping 
of an address page into the Table Lookaside Buffer (e.g. 
where the virtual address had not previously been mapped to 
a physical address—a page miss). This allows address map 
ping errors or the use of virtual addresses that have not pre 
viously been mapped to be corrected and compensated for. 

It will be appreciated that in Such address mapping 
arrangements, where an address miss occurs, although the 
correct address mapping is then determined, the original 
access request that led to the address miss would not have 
been properly carried out. In normal master device arrange 
ments where the master device is a CPU (central processing 
unit) based platform that includes a memory management 
unit and uses such virtual addressing arrangements, this prob 
lem is solved by the master device's CPU simply repeating 
(restarting) the request that led to the address miss, once the 
address miss has been resolved (e.g. by mapping the address). 
This is possible because it will be the master device's own 
applications that generate the address misses from the 
memory management unit. Thus the master device's CPU 
will know that an address miss has occurred and which appli 
cation caused the miss, and So it can easily restart the offend 
ing instruction in the application to continue the execution 
and the access. 

However, the Applicants have recognised that a drawback 
with Such systems is that address misses can only properly be 
resolved where the original access request that caused the 
address miss can be restarted and repeated, i.e. where the 
access request originating application is running on or under 
the control of a processing unit that also gets signalled that an 
address miss has occurred. If the processing unit that identi 
fies and resolves the address miss cannot reliably have the 
access request originatorrestart the failed access request, then 
the original request may simply have to fail and may therefore 
never be properly executed. This means that it has not gener 
ally been possible to provide (full) virtual addressing and 
address translation functions on slave devices themselves, 
because the slave device would normally have no way of 
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signalling the master device to restart the access request that 
caused the address miss, particularly where the master device 
is external to the slave device. 

Thus, the Applicants believe that there remains scope for 
improvement of master and bus slave arrangements. 

Thus, according to a first aspect of the present invention, 
there is provided a slave device for use in a microprocessor 
System, comprising: 
means for coupling the slave device to a communications 

bus via which bus resources of the slave device may be 
accessed by a master device addressing those resources via 
the bus; 

means for attempting to identify from the address used by 
a master device in an access request the slave resource to 
which the access request applies; 

means for identifying when the means for attempting to 
identify the slave resource to which an access request applies 
cannot identify the slave resource to which the access request 
applies; and 

means for, when such an access request is identified, and 
the request by the master device is a write request, storing on 
the slave device the address used in the write request and the 
value in the write request that is to be written to the addressed 
SOUC. 

According to a second aspect of the present invention there 
is provided a method of operating a slave device for use in a 
microprocessor System, which slave device can be coupled to 
a communications bus via which bus resources of the slave 
device may be accessed by a master device addressing those 
resources via the bus, and comprises means for attempting to 
identify from the address used by a master device in an access 
request the slave resource to which the access request applies: 
the method comprising: 

identifying when the means for attempting to identify the 
slave resource to which an access request applies cannot 
identify the slave resource to which the access request 
applies; and 
when such an access request is identified, and the request 

by the master device is a write request, storing on the slave 
device the address used in the write request and the value in 
the write request that is to be written to the addressed 
SOUC. 

The present invention provides a slave device for providing 
resources to a master device that can identify when an address 
used by a master device cannot be matched to a slave 
resource, i.e. when an address miss occurs. However, unlike 
in conventional virtual addressing and memory management 
units, when Such an address miss arises in the case of a write 
request, the slave device of the present invention also stores 
the value to be written to the slave resource that is included in 
the write request. This means that the slave device itself has 
all the information it needs to respond to the write request 
once the address miss is resolved without the need to revert to 
the originator of the write request (i.e. the master device) (e.g. 
to ask it to resend the write request). In this way the slave 
device of the present invention can respond to the write 
request that caused the address miss even where the slave 
device that identifies the address miss has no control over or 
communication with the request originator. This facilitates, 
interalia, the use of virtual addressing and memory manage 
ment units on slave devices even where the slave may not have 
any control over the master's operation or appropriate com 
munication back to the master (e.g., to command it to restart 
an access request). 
When the slave device recognises that an address miss has 

occurred on a write request from a master device, it should 
store all the data in the write request necessary to allow the 
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6 
request to be handled after the address miss is resolved with 
out the need to involve the request originating master device. 
It should therefore store at least the resource address used in 
the write request and the value the master wants to write to the 
addressed resource. However, if other information sent as part 
of the write request would be needed to respond to it, then that 
information should be stored by the slave device as well. 
The data and values for responding to a write request that 

causes an address miss are preferably stored in an appropriate 
local memory on the slave device. Most preferably a write 
buffer memory is provided for this purpose. The storage loca 
tion, e.g., buffer, size should be sufficient to accommodate a 
complete write transaction (which size will be determined, as 
is known in the art, by the communications bus protocol via 
which the requests and responses are sent between the master 
and slave device (and therefore known)). 
The way that the slave resource to which an address in a 

request from a master device relates is identified can be 
selected as desired. The identification could also involve dif 
ferent forms of enable signals (which can be viewed as 
address extensions). Preferably the slave device stores, pref 
erably predefined, relationships between addresses to be used 
by a master device to access resources on the slave device and 
internal addresses for those resources on the slave device, so 
that it can then match (map or translate) the address used by 
the master device to the internal address of one of its resources 
(as would be the case in conventional virtual addressing tech 
niques). (Indeed, as discussed above, a key advantage of the 
present invention is that it facilitates the provision of address 
translation functions on the slave rather than those functions 
having to be carried out on the master.) The predetermined 
address relationships are preferably stored in (at least) two 
locations, with a Subset of the overall address mapping table 
stored in a more quickly accessible memory (e.g. a table 
lookaside buffer) which is preferably on the slave device and 
the full address mapping table stored in another memory 
accessible to the slave device. These memories are preferably 
located on the slave device but could also be outside of the 
slave device (particularly in the case of the full address table 
memory) where, for example, the slave can access and use 
“off-slave' memory. 

In Such an arrangement, identifying an address miss would 
then comprise identifying an address used by a master device 
when attempting to access a resource on the slave device for 
which no predetermined relationship with an internal address 
on the slave device is stored (in at least one but possibly all of 
the address relationship stores on the slave device). Where the 
address relationships are stored in two locations, then prefer 
ably if an address relationship for the address used by the 
master device is not stored in the more quickly accessible 
memory that stores the Subset of the full address mapping 
table (i.e. in the table lookaside buffer where provided (in 
which case this address miss would be a “TLB miss”)), that is 
treated as an address miss and identified as such, even if an 
address relationship for the address used by the master device 
is stored in the full address mapping table. 
Once an address miss has occurred and been identified, it 

needs to be resolved so that the write request can proceed. 
This can be done in any suitable manner. Thus, for example, 
where slave resources are identified by relating the addresses 
used by master devices to internal resource addresses of the 
slave device, the slave device could determine such a rela 
tionship for the missed address (i.e. determine an internal 
resource address to which the address used by the master 
device should apply) and store it in the relevant address rela 
tionship store to then be used to process the write request. 
Where, for example, address mapping tables storing prede 
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termined relationships between addresses to be used by mas 
ter device and internal addresses of slave resources are stored 
in two locations, and an address relationship entry for the 
address used by the master is not stored in the local address 
mapping store, but is stored in the full address mapping Store, 
this could be done by the slave device simply loading the 
relevant address mapping entry from the full address mapping 
store to the local address mapping store to allow it to then map 
the address used by the master device. 

Alternatively, where an address relationship for the address 
used by the master device is not stored anywhere on the slave 
device, then the slave device could determine a relationship 
(and corresponding mapping of an address page) for the 
missed address to a slave resource and then store the deter 
mined relationship between the address used by the master 
device and the slave resource (the determined address page 
mapping) in the address relationship table, which stored 
address relationship can then be used by the slave device to 
allow it to map the address used by the master device. 

In both these cases, once the new address relationship is 
appropriately stored, the slave device can then restart the 
write request using the stored address relationship and the 
stored write request value, etc., to allow the request to be 
carried out. This would be similar to the existing process in 
known memory management units where missed addresses 
are mapped and then the request originator restarts its access 
request, except that in the present invention the access request 
is effectively restarted and carried out by the slave device 
without involving the originating master device at all. Of 
course, in these arrangements, once the address causing the 
address miss has been mapped to an internal address of the 
slave device and its mapping stored, subsequent use of that 
address will no longer cause an address miss (at least where it 
is stored in the more local, more quickly accessible address 
mapping store). 
The slave device can preferably also or instead resolve an 

address miss without the need to access stored address rela 
tionship tables and/or to store a new address relationship so 
that it is available for future access requests. This could be 
done, e.g., by the slave device determining the resource to 
which the address relates and writing the write value (using 
the stored information relating to the write request) to that 
resource but without further storing the determined address 
relationship in, e.g., an address mapping table for future use. 
As will be appreciated by those skilled in the art, in such an 

arrangement, an address relationship (e.g. mapping of an 
address page) for the address used by the master device that 
caused the address miss will not be stored by the slave device 
for future use, and therefore subsequent use of the address 
that caused the address miss by the master device will cause 
another address miss (i.e. a new address miss will occur the 
next time the address is requested). This means that each time 
the address causing the address miss is used by a master 
device, the slave device will have to resolve the address miss 
anew, i.e. in effect on a “per access' basis. However, Such an 
arrangement may have advantages because it can, e.g., allow 
the access to be handled differently at different times, and 
allows the access to be handled without the need to involve, 
e.g., address relationship stores (that may not be so quickly 
accessible in use). Indeed an advantage of the present inven 
tion is that it allows write requests from a master device to be 
handled on a “per access' basis. 
As discussed above, the other form of access that a master 

device will typically make to a slave device is a read request. 
Again the slave device of the present invention preferably 
identifies when a read request causes an address miss and 
responds accordingly (preferably in the same manner or man 
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8 
ners as discussed above in relation to write requests). Where 
the address miss is resolved by retrieving an address relation 
ship from an address relationship store or by determining a 
new internal address relationship for the missed address and 
storing it in an address relationship store, then all the slave 
device needs to store to allow the read request to be restarted 
and properly completed is the address in the original read 
request. 

However, the Applicants have recognised that in some 
circumstances it may be desirable to handle missed read 
requests on a “per access' basis as well. Thus, inaparticularly 
preferred embodiment, the slave device also includes means 
for returning a value in response to a read request that caused 
an address miss without the need to access a (permanent) 
address relationship store (to, e.g., either store a new deter 
mined address relationship or access an existing one). This 
could be done, e.g., by the slave device determining the 
resource the read request is intended for, reading the value of 
that resource, storing that read value, and then returning it to 
the requesting master device at an appropriate time. The read 
value could be returned to the request originator, e.g., either 
on a signal from a controlling unit of the slave device, or 
automatically when a predetermined amount of “read value' 
data has been stored. 

It is believed that Such an arrangement may be new and 
advantageous in its own right. Thus, according to a third 
aspect of the present invention, there is provided a slave 
device for use in a microprocessor System, comprising: 
means for coupling the slave device to a communications 

bus via which bus resources of the slave device may be 
accessed by a master device addressing those resources via 
the bus; 
means for attempting to identify from the address used by 

a master device in an access request the slave resource to 
which the access request applies; 
means for identifying when the means for attempting to 

identify the slave resource to which an access request applies 
cannot identify the slave resource to which the access request 
applies; and 
means for, when Such an access request is identified, and 

the request by the master device is a read request, generating 
a response to the read request for returning to the master 
device without storing for use with future accesses by a mas 
ter device the identity of a slave resource to which the address 
used by the master device in the read request has been related. 

According to a fourth aspect of the present invention there 
is provided a method of operating a slave device for use in a 
microprocessor System, which slave device can be coupled to 
a communications bus via which bus resources of the slave 
device may be accessed by a master device addressing those 
resources via the bus, and comprises means for attempting to 
identify from the address used by a master device in an access 
request the slave resource to which the access request applies; 
the method comprising: 

identifying when the means for attempting to identify the 
slave resource to which an access request applies cannot 
identify the slave resource to which the access request 
applies; and 
when such an access request is identified, and the request 

by the master device is a read request, generating a response 
to the read request for returning to the master device without 
storing for use with future accesses by a master device the 
identity of a slave resource to which the address used by the 
master device in the read request has been related. 
As discussed above, preferably these aspects of the inven 

tion include means for or steps of storing on the slave device 
the address used in the read request and the value that is to be 
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returned to the master device in response to the read request, 
as that facilitates Such “per access' responding to read 
requests that cause address misses. 
Where read request values are to be stored on the slave 

device, they are preferably stored in an appropriate local 
memory, preferably a read buffer memory, on the slave 
device, as for write request values. The storage location, e.g., 
buffer, size should again be sufficient to accommodate a 
complete read transaction (which size will again be deter 
mined by the communications bus protocol via which the 
requests and responses are sent between the master and slave 
device). 
As well as storing the kind of data discussed above to allow 

write and read requests to proceed when an address miss 
occurs without the need to involve the request originator, it 
may be necessary for the slave device to store other informa 
tion to allow a proper response to the access request. This 
information could include, for example, “request data that 
must be extracted from an access request to allow the slave 
device to give a proper response to the access request, and/or 
“response' data that is prepared by the slave device itself to 
allow a proper response to the master device to be provided. 

For example, it may be necessary to store whether the 
request that generated an address miss was a read request or 
write request if that is not otherwise readily apparent. Alter 
natively or additionally, where the communications bus com 
munications protocol permits, e.g., multiple read (or write) 
requests and out of order replies, the slave device may need to 
store information to allow it to include appropriate request 
markers or tags with its replies to allow the master device to 
distinguish between replies and match them to the appropri 
ate requests. 

This additional data and information is preferably stored in 
a suitable local memory, e.g., buffer, of the slave device. This 
could be the write buffer discussed above (where, for 
example, the data is “request data extracted from the 
request), the read buffer discussed above (where, for 
example, the data is “response' data generated by the slave 
device), or a separate buffer provided for this additional infor 
mation. As will be appreciated by those skilled in the art, the 
various, e.g., buffer, memories can be arranged as desired, 
e.g. as distinct memory devices or as different locations in the 
same memory device. 
The way that the slave device handles an address miss on a 

“per access' basis (i.e. when it doesn't or cannot resolve the 
address miss by loading an address relationship for the 
address that caused the address miss into an appropriate 
address relationship store (e.g. a table lookaside buffer, if 
provided)) can be selected as desired. 

For example, where the slave device has a physical 
resource appropriate to the access request that caused the 
address miss, the slave device could determine a slave 
resource to which the access request causing the address miss 
should be applied, forward the request to the determined 
resource and process the request, e.g. by writing the value in 
the access request to the determined resource (where the 
access request is a write request) or reading the value of the 
determined resource (where the access request is a read 
request), and then return an appropriate response to the 
requesting device (e.g. the value read from the determined 
resource for a read request). These operations (the processing 
in response to the access request) are preferably carried out 
under software control on the slave device (although it will be 
appreciated that in this type of arrangement, (at least some of) 
the actual processing in response to the access request will 
still be carried out by a physical slave resource). The slave 
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10 
device preferably therefore includes a controlling processor 
or processors that execute a program or programs for this 
purpose. 

It will be appreciated that the above operation somewhat 
duplicates the operation that would be required when resolv 
ing an address miss by first storing an address relationship to 
a slave resource for the missed address. However, it may be 
preferable to still resolve accesses in this way on a “per 
access' basis even where the slave device has the requested 
(or a compatible) resource, for example if the address causing 
the address miss does not map well in the address mapping 
structure used on the slave device (because, e.g., the address 
mapping structure does not allow the needed mapping). 

In a particularly preferred embodiment, the slave device of 
the present invention is also (or instead) able to handle and 
respond to an access request without the need to determine 
and access a physical resource on the slave device. This 
allows the slave device to handle access requests that cause 
address misses on a “per access' basis even where the slave 
device does not have an appropriate physical (hardware) 
resource. Preferably the access request (and any response 
thereto) in these circumstances is processed and acted upon 
using Software running on the slave device and most prefer 
ably handled entirely in software. 

Thus, the slave device preferably includes means for han 
dling accesses from a master device using software. Prefer 
ably Such means process, and/or generate a response to, the 
access in Software. Such means preferably comprise an inter 
nal program running on a processing unit or units of the slave 
device. The way that the software handles and processes the 
access can be selected as desired and will be determined, e.g., 
by the programs loaded on the slave device for this purpose. 
Preferably the slave device runs a program to interpret the 
access attempt and then generate an appropriate response 
thereto. For example, for a read access, the slave device could 
run a program that will return the appropriate data to the 
accessing unit. This is preferably done by the software writ 
ing that data to a read buffer (as discussed above) from which 
it can be sent to the accessing master device. Similarly, for a 
write access, the slave device preferably runs a program that 
will retrieve the data value to be written sent by the accessing 
unit from its storage location on the slave device (e.g. a write 
buffer as discussed above) and store or use that value appro 
priately. 

In these arrangements the slave device (Software) can and 
should use whatever resources are available to it to create 
and/or emulate the response the accessing device expects. 
Such resources are preferably located on the slave device, but 
may also be "off-slave' resources that the slave device can 
access, where appropriate. The slave device is preferably 
arranged to provide responses that conform to the interface 
communications protocol via which the slave and master 
communicate (as will be appreciated by those skilled in the 
art, communications between the master and slave devices 
will always follow a (known) predefined protocol, which can 
therefore be known to the slave device so that it can be 
arranged to generate responses that conform to that protocol). 
The exact format, etc., of the responses to be generated by the 
slave will, as will be appreciated by those skilled in the art, 
vary depending on the communications protocol and the slave 
resources available. 

It is believed that this arrangement may be new and advan 
tageous in its own right. Thus, according to a fifth aspect of 
the present invention, there is provided a slave device for a 
microprocessor System, comprising: 
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means for coupling the slave device to a communications 
bus via which bus resources of the slave device may be 
accessed by a master device; 

means for handling in Software an access received from a 
master device; means for receiving an access signal for the 
slave device from a master device; and 
means for determining whether to pass the access to a 

resource of the slave device, or to pass the access to the means 
for handling an access in Software. 

According to a sixth aspect of the present invention, there 
is provided a method of operating a slave device for a micro 
processor System, which slave device comprises means for 
coupling the slave device to a communications bus via which 
bus resources of the slave device may be accessed by a master 
device, the method comprising: 

the slave device receiving an access signal for the slave 
device from a master device; and determining whether to pass 
the access to a resource of the slave device or to handle the 
access in Software. 

While the slave device will in its preferred embodiments at 
least generate responses to accesses on a “per access' basis 
for which it finds it does not have an appropriate physical 
resource mapping, in a particularly preferred embodiment, 
the slave device is arranged to handle particular, expected 
access requests on a “per access' basis, even where it might 
be possible to set up an appropriate address mapping. This 
may be advantageous to, e.g., provide the slave device with 
greater flexibility and control over the interface it presents to 
a master device. 

For example, where address mapping as discussed above is 
used, then no internal address mapping could be set for those 
access addresses that it is known will be (or are desired to be) 
handled on a “per access' basis, e.g. addresses that will be 
used by a master device to access resources that the slave 
device does not have inhardware. In this way, when a master 
device attempts to access Such a resource, no corresponding 
internal address will be found by the mapping process and the 
slave device can then recognise that and respond to the access 
on a per access' basis, e.g., by generating a response in 
software instead. Thus in a particularly preferred embodi 
ment some addresses expected to be used by a master device 
to access the slave device will not be mapped to a correspond 
ing internal address. 
The slave device could also when it first handles an access 

request that caused an address miss on a “per access' basis, 
decide to leave the address unmapped (even where it would be 
possible to determine and storean address relationship for the 
address that caused the address miss), to thereby ensure that 
that access address will always trigger an address miss and 
therefore be handled on a per access basis. 

It is believed that these arrangements may be new and 
advantageous in their own right. Thus, according to a seventh 
aspect of the present invention, there is provided a slave 
device for a microprocessor System, comprising: 

means for coupling the slave device to a communications 
bus via which bus resources of the slave device may be 
accessed by a master device by addressing those resources via 
the bus; 

means for associating addresses expected to be used by a 
master device to access resources on the slave device with 
internal addresses for those resources for use by the slave 
device, wherein one or more of the addresses expected to be 
used by a master device are not associated with an internal 
address. 

According to an eighth aspect of the present invention, 
there is provided a method of configuring a slave device for a 
microprocessor System, which slave device comprises means 
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12 
for coupling the slave device to a communications bus via 
which bus resources of the slave device may be accessed by a 
master device by addressing those resources via the bus; the 
method comprising: 

associating addresses expected to be used by a master 
device to access resources on the slave device with internal 
addresses for those resources for use by the slave device, 
wherein one or more of the addresses expected to be used by 
a master device are not associated with an internal address. 

It is also believed that the provision of “per access” 
responding to address misses in the context of virtual address 
ing arrangements may be new and advantageous in its own 
right. Thus, according to a ninth aspect of the present inven 
tion, there is provided a slave device for use with a micropro 
cessor System, comprising: 
means for coupling the slave device to a communications 

bus via which bus resources of the slave device may be 
accessed by a master device addressing those resources via 
the bus; 
means for converting addresses used by a master device to 

access resources of the slave device to internal addresses to be 
used for those resources by the slave device; and 
means for responding to an access request from a master 

device without using the means for converting addresses to 
convert the address used by the master device to an internal 
address of the slave device. 

According to a tenth aspect of the present invention, there 
is provided a method of operating a slave device for use with 
a microprocessor System, the slave device comprising means 
for coupling the slave device to a communications bus via 
which bus resources of the slave device may be accessed by a 
master device addressing those resources via the bus; and 
means for converting addresses used by a master device to 
access resources of the slave device to internal addresses to be 
used for those resources by the slave device; the method 
comprising: 

the slave device responding to an access request from a 
master device without using the means for converting 
addresses to convert the address used by the master device to 
an internal address of the slave device. 

It will be appreciated from the above that in certain 
embodiments at least, the slave device will need to determine 
a resource to which an access applies where it does not 
already, for example, store an appropriate association 
between the address used by a master device and a slave 
resource. This could be, for example, to allow the slave device 
to then prepare and store an address mapping for the address 
concerned, or to allow the slave device to respond to the 
access request on a per access basis. 
The way that the slave device determines the resource to 

which the access should be applied in these circumstances 
can be selected as desired. Preferably the slave device 
includes a processing unit that carries out the resource deter 
mination, preferably by means of the operating system run 
ning on the processing unit determining the correct resource. 
To facilitate this, the slave device, e.g. processing unit, 

preferably knows of all the resources on the slave device and 
preferably can, if necessary, analyse the access request or 
requests to determine the resource required. Such function 
ality can be provided by appropriate programming of the 
slave device (e.g. of a controlling processor on the slave 
device). This is possible because, for example, a programmer 
of the slave device will have knowledge of the resources 
available on the slave device or platform and of the accesses 
the slave device might be expected to receive. 

In Such an arrangement, the slave device could, e.g., be 
programmed to statically associate different accesses to slave 
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resources, and/or to map accesses to resources in a more 
dynamic, 'smarter fashion. For example, a more straightfor 
ward “map and forget' type arrangement might be suitable 
where the access or accesses fit well with the slave's 
resources. On the other hand, if the slave's resources are 
dynamic (pluggable), the slave device may need to first iden 
tify the resources available at that time (and would need to be, 
e.g., provided with Suitable means oran arrangement for Such 
resource detection) and have a more dynamic management 
system for servicing accesses. More complex and dynamic 
management of the resources and mappings may also be 
desirable where there is the possibility of load and function 
ality sharing or balancing between the slave and master 
devices. 
As discussed above, an important advantage of the present 

invention is that it facilitates the use of address translation 
functions on the slave device itself, rather than those func 
tions having to be carried out on the master device. Indeed, it 
is believed that this may be new and advantageous in its own 
right. Thus, according to an eleventh aspect of the present 
invention, there is provided a slave device for use in a micro 
processor system, comprising: 

means for coupling the slave device to a communications 
bus via which bus resources of the slave device may be 
accessed by a master device addressing those resources via 
the bus; and 

means for converting addresses to be used by a master 
device to access resources of the slave device to internal 
addresses to be used for those resources by the slave device. 

According to a twelfth aspect of the present invention, 
there is provided a method of operating a slave device for use 
in a microprocessor system, the slave device comprising 
means for coupling the slave device to a communications bus 
via which bus resources of the slave device may be accessed 
by a master device addressing those resources via the bus; the 
method comprising 

the slave device converting addresses used by a master 
device to access resources of the slave device to internal 
addresses to be used for those resources by the slave device. 
Where the slave device uses address mapping and converts 

the addresses used by the master device to appropriate “inter 
nal addresses to allow the appropriate resources to be 
accessed by the master device, then that address mapping is 
preferably carried out using software and preferably under 
the control of a processing unit on the slave device that sets 
the mapping relationship for the mapping means to use (i.e. 
which addresses map to each other). Setting and carrying out 
the address mapping in Software effectively makes it possible 
to determine how the master'sees the slave device simply by 
using Software running on the slave device. 

The address mapping and translation can be carried out as 
desired, but in one preferred embodiment is carried out using 
address page mapping as in conventional virtual addressing 
arrangements, i.e. by dividing the addresses to be mapped 
into fixed size groups that are then each mapped together in 
one operation. However, other address translation techniques 
could be used if desired. 
The address mapping can be carried out at any desired level 

of “granularity”. Thus, for example, full arbitrary address 
mapping could be used, e.g., where the slave device has only 
a few internal resources. Alternatively, coarser grained map 
ping may be used where it is desired to, for example, reduce 
the number of address mappings that need to be stored and 
implemented. Preferably the address mapping granularity is 
set equal to the slave device's internal resource granularity, as 
that has been found to provide good results. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

14 
The storage of the external and internal address relation 

ships and their mapping and translation in use can be carried 
out by any device that can, e.g., appropriately accept master 
device access requests with virtual addresses, translate the 
virtual addresses to physical slave resource addresses, and 
forward the requests to the physical resources. Preferably the 
slave device includes a memory management unit for carry 
ing out these functions. 

It will be appreciated from the above, that where, interalia, 
address mapping and translation is carried out on the slave 
device, then the slave device will need to be configured with 
the appropriate address mappings, etc., as necessary. This 
configuring of the slave device can be carried out in any 
suitable manner, but in a particularly preferred embodiment is 
achieved by appropriate programming of the slave device, 
e.g., by loading appropriate Software onto the slave device 
that will then control the slave device to operate accordingly. 
Preferably the slave device is configured in this way by 
uploading a new program to a controlling processing unit of 
the slave device that replaces the whole or part of an or the 
existing configuration program running on the slave device. 
The slave device preferably therefore includes one or more 
programmable processing units that can be programmed for 
this purpose (e.g. to set for one or more of the resources on the 
slave device, the address or addresses that can be used by a 
master device to access that resource or those resources on the 
slave device). 

Arranging the slave device to be configurable in this way 
by programming and using software is particularly conve 
nient, as it, for example, allows, e.g., the access address 
relationships presented to a master device by the slave device 
to be configurable simply by appropriate programming of the 
slave device and/or by loading appropriate software onto the 
slave device. 
The way that the slave device is programmed and Software 

loaded onto it to set up and configure it in this way can be 
selected as desired. Preferably the slave device can be so 
programmed by a device external to the slave platform (when 
in appropriate communication therewith), and/or by a device 
internal to the slave device or the slave device platform. 

For example, the slave device could itself run an internal 
program that determines the, e.g. address mappings, to setup, 
and then configures the slave device appropriately. This could 
involve, for example, the slave device determining appropri 
ate address mappings and then storing those mappings foruse 
by, e.g., a memory management unit on the slave device. In 
Such an arrangement, the slave device, could, for example, 
attempt to determine the address mappings required by the 
master device, e.g. by analysing access patterns of the master 
device, and configure its interface accordingly. This may be 
appropriate where the master device operating system can or 
does treat the slave device as a dynamic, "hotpluggable' 
resource (and hence does not simply treat it as a static 
resource that it simply checks once at startup, but, for 
example, repeatedly checks and defines the slave device in 
use). 

In a particularly preferred embodiment, the slave device 
can be programmed to, e.g., configure the address mappings 
and/or other aspects of the interface presented by the slave 
device, by a master device programming the slave device 
appropriately (once the slave device is in communication 
with the master device, e.g. installed in the overall system). 
Preferably this is done by the master device uploading to the 
slave device appropriate Software that will run on an internal 
processor of the slave device, which software will then be 
executed and install itself as the interface configuration con 
trol on the slave device. The master device could be internal to 
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the slave device or on the slave device platform, or “external 
thereto and, e.g., in communication with the slave device via 
a communications bus. Preferably the slave device is so pro 
grammable by a master device that is not on the slave device 
platform itself. 

It is believed that Such an arrangement may be new and 
advantageous in its own right. Thus, according to a thirteenth 
aspect of the present invention, there is provided a slave 
device for a microprocessor system, comprising: means for 
communicating with a master device via a communications 
bus, and means for allowing a master device to program the 
slave device to configure the interface the slave device pre 
sents to the communications bus. 

According to a fourteenth aspect of the present invention, 
there is provided a method of configuring a slave device for 
use in a microprocessor system, comprising: 

a master device of the microprocessor System program 
ming the slave device via a communications bus linking the 
master and slave device to set the interface presented by the 
slave device to the communications bus. 
To facilitate its programming by a master device, the slave 

device preferably sets up itself an interface that allows the 
master to program the slave device, e.g. to upload the relevant 
software. This interface can and preferably is relatively small 
and simple and arranged out of the way of any otherinterfaces 
set up on the slave device. This interface will, for example, be 
configured for a predefined communications protocol via 
which the master will program the slave device. 

In a particularly preferred embodiment, the slave device 
includes means, such as firmware, that can marshal and con 
trol what the programming and software uploaded to the slave 
device (by a master device or otherwise) can do. This is 
desirable to help retain the integrity of the slave device, and to 
counter, for example, any flawed or malicious software that 
might be uploaded to the slave device. Preferably the pro 
gramming and Software uploading uses techniques to 
enhance the security of the process, to, e.g. make Sure that any 
new program is safe to run. Such techniques could include, 
for example, the use of encryption, digital signatures, and/or 
the testing of the new code in a virtual sandbox or cage. 

It will be appreciated that in these arrangements, the master 
device configures the access and internal address relation 
ships and thus the interface presented by the slave device. 
This means, interalia, that the master device can control, and 
set very tightly if desired, the communications protocol and 
relationship between itself and the slave device and the soft 
ware running on each side of the interface. In effect, the 
master device can arrange a “matched set of software for 
itself and the slave device, one part of which it transfers to the 
slave device and one part which the master runs on its pro 
cessor. Since the Software is matched, each part knows the 
communications protocol to use and what to expect from the 
other part of the software. Thus, for example, the master 
device could configure the slave device to tailor and optimise 
the slave device's interface for the slave device driver soft 
ware running on the master device. 
Where the slave device can be configured by being pro 

grammed as discussed above, then it can preferably be repeat 
edly so programmed in use. This will allow the interface 
presented by the slave device to a communications bus, e.g. 
the relationships and associations between addresses used by 
a master device and the slave device's resources (i.e. the 
address that should be used by a master device to access a 
given slave device internal resource), to be altered in use 
simply by appropriate reprogramming of the slave device 
(e.g. by uploading new software to the slave device). 
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Such altering of the address or addresses that can be used 

by a master device to access one or more resources on the 
slave device could be used, for example, when a different 
master device is to be used to access the slave device to 
change the access addresses for the internal resources of the 
slave device to match the addresses that will be used by the 
hardware driver on the new master device for those resources, 
thereby allowing the new master device to access those 
resources on the slave device directly and in a seamless man 
ner, and without the need to change Substantially the hard 
ware driver on the new master device. Where the slave device 
can be programmed by a master device to configure it, then 
the new master device could itself program the slave device to 
change the interface presented by the slave device in this 
a. 

It is believed that the provision of a slave device in which 
the addresses to be used by a master device to access 
resources of the slave device can be changed in use may be 
new and advantageous in its own right. Thus according to a 
fifteenth aspect of the present invention, there is provided a 
slave device for a microprocessor System, comprising: 
means for coupling the slave device to a communications 

bus via which resources of the slave device may be accessed 
by a master device by addressing those resources via the bus; 
and 
means for altering, for one or more of the resources on the 

slave device, the address or addresses that can be used by a 
master device to access that resource or those resources on the 
slave device. 

According to a sixteenth aspect of the present invention, 
there is provided a method of configuring a slave device for a 
microprocessor System, which slave device comprises means 
for coupling the slave device to a communications bus via 
which resources of the slave device may be accessed by a 
master device by addressing those resources via the bus; the 
method comprising: 
programming the slave device to set for one or more of the 

resources on the slave device, the address or addresses that 
can be used by a master device to access that resource or those 
resources on the slave device. 

In a particularly preferred embodiment, as well as being 
able to alter (in use) the addresses that can be used by a master 
device to access Some resources on the slave device, other 
resources on the slave device have access addresses that are 
fixed and that cannot be altered in use (i.e., Such that, where 
address relationship mapping is used, there is static (unchang 
ing) mapping between the access address to be used by a 
master device and the internal address used by the slave 
device for those resources). 
The “fixed’ address resources can be selected as desired 

but are preferably resources that tend to have the same access 
address across different slave devices of a given type, Such as 
lower level resources. 

For example, the Applicants have found that in practice, for 
certain 3D graphics processing platform resources, the same 
addresses tend to be used to access those resources whatever 
3D graphics processing platform hardware driver is being 
used (i.e. Such that the addresses used to access those 
resources are the same for a number of (or all) 3D graphics 
processing platform hardware drivers). Such resources that 
tend to have the same access address across different 3D 
graphics processing platforms are typically low level 
resources, such as low level PCI configuration registers (e.g., 
as is known in the art, the address number used to allow a 
given slave device to distinguish accesses to itself from 
accesses to other slave devices on the same bus), etc. 
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Given that the addresses used to access these resources do 
nottend to change, the Applicants have recognised that it may 
be unnecessary therefore to alter the addresses used to access 
these resources and indeed that it may therefore be simpler 
and more economical to fix the addresses used to access Such 
resources. (However, it should be appreciated that although 
the address used to access the resource may be fixed, the 
content of the resource is not fixed and the resource is not in 
other ways excluded from normal operations, etc., of the 
resource or the slave device.) 

It is believed that this arrangement may be advantageous in 
its own right. Thus, according to a seventeenth aspect of the 
present invention, there is provided a slave device for use in a 
microprocessor System, comprising: 

means for coupling the slave device to a communications 
bus via which bus resources of the slave device may be 
accessed by a master device by addressing those resources via 
the bus; and 

means for altering the addresses to be used by a master 
device to access resources on the slave device; wherein: 

some but not all of the address or addresses to be used by a 
master device to access one or more resources on the slave 
device are alterable. 

According to an eighteenth aspect of the present invention, 
there is provided a method of configuring a slave device for 
use in a microprocessor System, which slave device can be 
coupled to a communications bus via which bus resources of 
the slave device may be accessed by a master device address 
ing those resources via the bus; the method comprising: 

setting the addresses to be used by a master device for 
accessing some resources on the slave device Such that those 
addresses can be altered by programming the slave device; 
and 

setting the address or addresses to be used by a master 
device for accessing one or more other resources on the slave 
device Such that the addresses to be used to access those 
resources are fixed and cannot be altered by programming the 
slave device. 
The provision of such “fixed’ address resources can be 

achieved as desired. For example, where address mapping 
and translation is used, the address relationship mappings of 
addresses for the “fixed” address resources could simply be 
unalterably set in the address relationship store (table). For 
example, the access address that will be used by a master 
device to access a resource could be set to match the internal 
address for that resource. 

However, in a particularly preferred embodiment, the 
resources having fixed addresses are provided Such that they 
can be accessed directly by a master device and without the 
need for any intermediate address translation (mapping) 
stage. This is preferably achieved by making the “fixed 
address resources directly available over the communications 
bus used to communicate with the master device, rather than, 
e.g., any such communication having to be via an address 
translation stage of the slave device, and preferably also with 
out the communication having to be via, e.g., an internal bus 
of the slave device. Access to such resources would then 
effectively proceed "untranslated’. This avoids, e.g., accesses 
to Such resources having to pass via other units and resources 
of the slave device. 

It is believed that Such an arrangement may be new and 
advantageous in its own right. Thus, according to a nineteenth 
aspect of the present invention, there is provided a slave 
device for use in a microprocessor System, comprising: 
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18 
means for coupling the slave device to a communications 

bus via which bus resources of the slave device may be 
accessed by a master device by addressing those resources via 
the bus; wherein: 

one or more resources of the slave device can be directly 
addressed by a master device and one or more other resources 
of the slave device must be addressed by a master device via 
an address translation stage of the slave device. 

According to a twentieth aspect of the present invention, 
there is provided a method of operating a slave device for a 
microprocessor System, which slave device comprises means 
for coupling the slave device to a communications bus via 
which bus resources of the slave device may be accessed by a 
master device by addressing those resources via the bus; the 
method comprising: 
when receiving an access request from a master device 

addressed to one or more resources of the slave device, allow 
ing the master device to address those resources directly; and 
when receiving an access request from a master device 

addressed to one or more other resources of the slave device, 
passing those access requests to an address translation stage 
of the slave device. 
As is known in the art, and as discussed above, communi 

cations between a slave device and a master device normally 
take place according to a defined communications protocol 
that sets, e.g., the form of the data and the commands that can 
or must pass between the master and slave. This is because 
generally speaking, the hardware resources on a slave device 
will only be able to accept data in a particular form, and 
therefore the slave device hardware driver on the master will 
be set to send data to the slave device in that form. 

For example, in a typical 3D graphics enabled system, the 
master host microprocessor will itself generate the initial 3D 
graphics data, Such as the initial primitive data, for the 
required graphics in response to calls for 3D graphics display 
from an application running on the host microprocessor and 
pass that data with the appropriate commands to the slave 3D 
graphics processing platform. In Such an arrangement, if the 
3D graphics processing platform does not receive the appro 
priate initial data from the master host processor, it cannot 
carry out the relevant 3D graphics processing operations. 

Thus, in master and slave arrangements, the form of com 
mands and data that the slave device hardware driver on the 
master sends to the slave device is usually predefined and 
fixed to meet a particular communications protocol. How 
ever, that then constrains the form in which data, etc., can be 
sent to the slave device. 

However, where a slave device in accordance with the 
present invention can respond to access requests from a mas 
ter device on a per access basis, then that facilitates changing 
the communications format and protocol that the slave device 
can accept. This is because, for example, it would allow 
access requests that do not use the appropriate communica 
tions format for the hardware resources of the slave device to 
instead be handled initially in software on the slave device 
where they could then be converted to a form appropriate for 
the hardware resources of the slave device before being 
passed to those resources. This could be achieved, e.g., by 
running software on the slave device that “knows’ both com 
munications protocols (i.e. for the access requests and the 
hardware resources) and can convert efficiently between 
those protocols. 

Thus, in a particularly preferred embodiment the slave 
device of the present invention can be arranged to accept 
different forms of communication, such as different formats 
of commands and data, from a master device. Most preferably 
it can be arranged to operate according to different master 
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slave communications protocols. In a particularly preferred 
Such embodiment, the master-slave communications protocol 
that the slave device accepts or can use can be changed in use 
(e.g. when the slave device is installed and operating in a 
microprocessor System). In Such arrangements the slave 
device could use one communications protocol at any one 
time, or be able to use plural different communications pro 
tocols simultaneously. 

Preferably the communications protocol to be used by the 
slave device can be configured (and changed) by appropriate 
programming of the slave device (e.g. by uploading to the 
slave device software that "knows the new communications 
protocol to be used for access requests and the communica 
tions protocol for the slave device's hardware resources and 
that can convert between the two protocols). This program 
ming can preferably be done by a master device as discussed 
above. Preferably the slave device includes a programmable 
unit or units for this purpose (which is preferably the same 
unit or units that control and/or carry out the address mapping 
and/or responding to accesses in Software if provided). 

Such arrangements would allow the slave device to accept 
communications, such as data and commands, from a master 
device in different formats, simply by, for example, program 
ming the slave device to appropriately accept and respond to 
communications from a master device in the relevant format. 
This would allow, for example, the interface that the slave 
device presents to a master device in terms of the commands 
and data the slave device requires from the master device to 
carry out its operations to be altered. 

It is believed that Such arrangements may be new and 
advantageous in their own right. Thus according to a twenty 
first aspect of the present invention, there is provided a slave 
device for a microprocessor System, comprising: 

means for coupling the slave device to a communications 
bus via which bus resources of the slave device may be 
accessed by a master device; and 

means for altering the format of communications that the 
slave device can accept from a master device to access the 
slave device's resources. 

According to a twenty-second aspect of the present inven 
tion, there is provided a method of configuring a slave device 
for a microprocessor System, which slave device comprises: 
means for coupling the slave device to a communications bus 
via which bus resources of the slave device may be accessed 
by a master device; the method comprising: 

programming the slave device to set the format of commu 
nications that can be accepted by the slave device from a 
master device to access the slave device's resources. 
As discussed above, in existing master and slave arrange 

ments, the master-slave communications protocol is usually 
arranged such that the master device provides communica 
tions in a form directly suitable for the slave's hardware 
resources. Communications, and in particular data, in this 
form that is directly suitable for the slaves hardware 
resources is often referred to as being “native' readable, since 
it can be directly input to the “native' hardware resources on 
the slave device. 

Generally speaking there will be a number of functions that 
need to be carried out in software between the application 
requiring slave resources on the master device and the provi 
sion of the relevant data, commands, etc., in “native readable' 
form to the actual physical resources on the slave device. 
These functions to generate the “native readable' data are 
usually carried out by the slave hardware driver on the master 
device, so that the commands and data, etc. sent to the slave 
device are in the form acceptable to the slave device's 
resources without the need for further modification by the 
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slave device. The “native readable' commands data, etc. can 
then simply “pass through the slave device to the relevant 
slave device resource. 

However, where the slave device can carry out some of the 
data processing functions normally carried out by the master 
device (e.g. because it has the Software or resources to do so, 
or the master device can or has programmed the slave device 
(e.g. as discussed above) to do so, e.g. by uploading appro 
priate software to the slave device to allow it to do so), the 
slave device itself could carry out some or all of the immedi 
ate operations normally carried out by the master device 
necessary to place the communications in a format Suitable 
for the hardware resources on the slave device. In such an 
arrangement, it would not then be necessary for the master 
device to carry out those functions, provided the slave device 
can accept communications in the appropriate format, which 
the present invention, as discussed above, facilitates. 

Indeed, in a preferred embodiment, the slave device can be 
programmed, preferably by a master device, to carry out one 
or more of the data processing functions (normally) carried 
out by a master device in relation to accesses to the slave 
device. For example, in the case of a graphics processing 
system, the master device could upload one or more graphics 
handling routines normally executed on the host processor to 
the slave device. 

These arrangements of the present invention where the 
slave device can be arranged to accept communications in 
different formats and/or programmed to carry out (additional) 
data processing functions, can be used, inter alia, to allow 
some or all of the “slave device' operation functions that 
would normally be carried out on the master device to instead 
be carried out on the slave device (subject to the slave device 
having Suitable resources, or being Suitably programmed, to 
carry out these functions). 

This would allow, for example, the offloading of some of 
the master device's normal slave device driver functions and 
other routines to the slave device, thereby reducing the pro 
cessing burden on the master device. The master device 
could, for example, spread the computing “workload 
between the slave device and master device based on the 
computing resources available on each device, by setting 
appropriately the communications protocol between the mas 
ter and slave. 

For example, where the slave device is a 3D graphics 
processing platform arranged as a guest platform in a host 
microprocessor System, such an arrangement would allow the 
slave 3D graphics processing platform to carry out one or 
more functions that would normally be carried out by the 
master host processor by allowing the slave graphics process 
ing platform interface to accept appropriate commands and 
data from the master host system. Such an arrangement could, 
in effect, be used to offload functions from the master host 
processor to the slave 3D graphics processing platform, 
thereby, for example, reducing the processing burden on the 
host processor and/or potentially improving the combined 
performance of the host processor and slave 3D graphics 
processing platform system. 

Thus a particularly preferred application of these arrange 
ments and embodiments of the present invention is to offload 
(transfer) slave device driver processing functions from a 
master device to the slave device. Thus the present invention 
also extends to the use of a slave device inaccordance with the 
present invention to offload slave device driver processing 
operations from a master device to the slave device. 

Such arrangements are particularly applicable where the 
slave device can be programmed, e.g. to set its communica 
tion protocol, by a master device, since then the master device 
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can itself set the communications protocol so to allow it to 
offload functions to the slave device (and program the slave 
device to carry out the appropriate data processing routines, if 
necessary), as it desires. 

It will be appreciated that in Such arrangements the slave 
device would be configured to accept given data and/or com 
mands from a master device and also then to carry out the 
relevant functions relating to those commands and data if it 
cannot already do so. 

Thus, according to a twenty-third aspect of the present 
invention, there is provided a method of configuring a slave 
device for a microprocessor System, which slave device com 
prises one or more internal processing units, the method 
comprising: 

programming a processing unit of the slave device proces 
Sor to accept selected data and/or commands from a master 
device; and 

programming a processing unit of the slave device to carry 
out one or more functions corresponding to the selected data 
and/or commands. 

Allowing the format of communications such as data and 
commands that the slave device can accept from a master 
device to be altered from a “native' readable form also facili 
tates, for example, allowing a master device to send appro 
priate slave device commands and data to the slave device 
using higher level (and hence more compact) descriptions of 
the data and commands, thereby reducing the bandwidth 
requirement on the communications link (e.g. bus) for that 
communication transfer. 

In these embodiments of the present invention, the inter 
face presented by the slave device can (subject to the slave 
device having Suitable resources to handle communications 
in the desired format) preferably be arranged to accept com 
mands and data at any desired immediate stage between 
receiving “native' readable slave hardware resource data 
(such as would be the case in existing slave device systems) 
(which the slave device would preferably then pass straight 
through to the relevant slave device resource unit), to receiv 
ing and accepting essentially raw or near raw (slave) device 
driver API calls (i.e. calls from applications running on or 
communicating with the master device for slave device 
resources that would normally be recognised and processed 
accordingly by a slave device hardware driver on the master 
device). 
Where the slave device of the present invention can accept 

communications from a master device that are not “native 
readable', then it will need to generate data that is readable by 
its native hardware resources from the communications, e.g. 
commands and/or data, received from the master device. This 
is preferably done by Software running on the (oran) internal 
processing unit or units of the slave device. 

It is believed that Such an arrangement may be new and 
advantageous in its own right. Thus, according to a twenty 
fourth aspect of the present invention, there is provided a 
slave device for a microprocessor System, comprising: 
means for coupling the slave device to a communications 

bus via which bus resources of the slave device may be 
accessed by a master device; and 

means for generating native readable data for use by 
resources of the slave device in response to commands and 
data received from a master device for slave device opera 
tions. 

According to a twenty-fifth aspect of the present invention, 
there is provided a method of operating a slave device for a 
microprocessor system, which slave device comprises: 
means for coupling the slave device to a communications bus 
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via which bus resources of the slave device may be accessed 
by a master device; the method comprising: 

the slave device generating native readable data for use by 
resources of the slave device in response to commands and 
data received from a master device for slave device opera 
tions. 

In Such arrangements where the slave device is a 3D graph 
ics processing platform, it will, inter alia, have to, if appro 
priate, generate (initial) data (Such as geometry data) for 
graphics primitives in response to the commands for 3D 
graphics to be displayed that it receives. 

Thus, according to a twenty-sixth aspect of the present 
invention, there is provided a 3D graphics processing plat 
form, comprising: 

a rasterisation module for rasterising graphics primitives 
for display on a display Screen; 

a rendering module for rendering the rasterised graphics 
primitives; and 

a processing module for generating data including at least 
geometry data representing graphics primitives to be raster 
ised and rendered in response to commands for 3D graphics to 
be displayed. 

According to a twenty-seventh aspect of the present inven 
tion there is provided a 3-D graphics enabled computer sys 
tem, comprising a host microprocessor and a 3D graphics 
processing platform that can communicate with each other, 
the host processor comprising: 
means for running or communicating with software appli 

cations that can require the display of 3D graphics; 
means for recognising calls for 3D graphics display from 

Software applications running on or communicating with the 
host microprocessor and for passing those calls to the 
3D-graphics processing platform; 

the 3D-graphics processing platform comprising: 
means for recognising calls for 3D graphics display sent by 

the host processor and for generating data representing graph 
ics primitives in response to Such calls; 

a rasterisation module for rasterising graphics primitives 
generated in response to the calls for 3D graphics display; and 

a rendering module for rendering the rasterised graphics 
primitives. 

In a particularly preferred embodiment, the slave device of 
the present invention is arranged so as to be able to accept raw 
or near raw (slave) device driver API calls. In such an arrange 
ment, for example, state and management of data would be 
held and done on the slave device, with the API calls to 
modify the state being forwarded by the master to the slave 
device. In effect, in Such an arrangement the slave device 
would present an interface to the master device that is effec 
tively equivalent to the interface that a slave device hardware 
driver on the master device would present to applications on 
or communicating with the master device requiring the slave 
device's resources, and would carry out (all the necessary) 
routines normally found in the slave device hardware driver. 
Most preferably, in this arrangement the master device is 

arranged to (and only needs to) recognise and pass (slave) 
device driver API commands (calls) to the slave device. The 
master device can have, for example, a slave device API 
client that recognises and passes slave device driver API calls 
to the slave device to do this. In Such an arrangement, rather 
than the master device acting upon commands from applica 
tions running on it or communicating with it for the “off 
loaded' function, it would simply pass those commands 
straight to the slave device processor, with the slave device 
then acting upon those commands instead. 

This arrangement is advantageous, because it effectively 
maximises the functions that are offloaded from the master 
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device to the slave device. Furthermore, as the master device 
“slave driver software need only contain functions to allow it 
to, for example, initially configure the slave device interface 
and then in use act as a simple tunnel interface forwarding 
calls for slave device resources from applications running on 
or communicating with the master device in an effectively 
(more or less) raw form, the slave device driver software that 
must be loaded onto the master device to control the slave 
device can be very simple and Small compared to existing 
slave device drivers, thereby allowing it to be ported to dif 
ferent operating systems and architectures more easily and at 
a lower cost. This facilitates, for example, using the slave 
device of the present invention with many different operating 
systems and architectures and adding it to existing systems 
without too much difficulty. It also removes the need for the 
master device to execute a “full slave device driver, thereby 
reducing the processing burden on the master device. 

In such an arrangement where the slave device is a 3D 
graphics processing platform, the master device would sim 
ply pass raw 3D graphics API calls directly to the slave device 
(Subject to conforming them to any communications bus pro 
tocol). 

Thus, according to a twenty-eighth aspect of the present 
invention, there is provided a 3D graphics enabled computer 
system comprising a host microprocessor and a 3D graphics 
processing platform that can communicate with each other, 
the host processor comprising: 

means for running or communicating with an application 
program that can require 3D graphics processing operations 
and that will issue 3D graphics API calls for 3D graphics 
processing operations; 

means for recognising a 3D graphics API call from an 
application program running on or communicating with the 
host processor and for communicating the 3D graphics API 
call to the 3D graphics processing platform; 

the 3D graphics processing platform comprising: 
means for receiving the 3D graphics API call from the host 

processor, and 
means for carrying out a 3D graphics processing operation 

in response thereto. 
According to a twenty-ninth aspect of the present inven 

tion, there is provided a method of operating a 3D graphics 
enabled computer system comprising a host microprocessor 
and a 3D graphics processing platform that can communicate 
with each other, the method comprising: 

the host processor: 
recognising a 3D graphics API call from an application 

program running on or communicating with the host proces 
sor and communicating the 3D graphics API call to the 3D 
graphics processing platform; 

the 3D graphics processing platform: 
receiving the 3D graphics API call from the host processor; 

and 
carrying out a 3D graphics processing operation in 

response thereto. 
In a particularly preferred arrangement of these aspects and 

embodiments of the present invention, the slave device is 
configured to be able to accept communications under two (or 
more) different communications protocols at the same time. 
In Such an arrangement, one of the protocols preferably 
allows forwarding data and commands from the master 
device straight to the slave device's resources (i.e. uses data, 
etc., in a native format that the slave device's resources are be 
able to understand and use without further conversion), with 
the other (or another) protocol using communication formats 
unreadable to the internal resources of the slave device (and 
thus demanding operations on it and more management by 
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the?an internal processor of the slave device). Most preferably 
the slave device is arranged such that it can recognise if it in 
fact receives native readable data from a master device, and 
then simply allow that data to “pass through to the relevant 
slave device resource, and such that if it does not receive 
native readable data from the master device, it will then gen 
erate native readable data from whatever data and commands 
it receives from the master device. 
The slave device of the present invention can be any such 

device that can provide “slave' resources for use by a master. 
Thus it could, for example, be in the form of an add-in card for 
a microprocessor, but it could also be a more complex device 
Such as a more general microprocessor System or CPU. In a 
particularly preferred embodiment the slave device is a 
graphics processing platform, preferably a 3D graphics pro 
cessing platform, and, indeed, the present invention extends 
to a graphics processing platform for a computer system 
having any one or more or all of the features discussed herein. 

In a particularly preferred embodiment, the slave device 
can also itself act as a master device, e.g. to access resources 
on other slaves in the system, for example that it can commu 
nicate with via the communications bus linking it to the 
master device. For example, it may be desirable for the slave 
device to be able to access (slave resource) memory associ 
ated with the master device, without needing to do so via 
processing units of the master device. Thus, the slave device 
preferably has bus mastering abilities. 
The master device can also be of any suitable type and may 

typically be or include a CPU of some form. As discussed 
above, the master device can provide slave resources acces 
sible to the slave device (or other master devices), as well as 
acting as a master in respect of the slave device's resources. 

It will be appreciated therefore that where the present 
application talks of “master” and “slave' devices, etc., that is 
in the context of the communications exchange between the 
devices at any given time and that, in particular the same 
device may be able to act as both master and slave, either at 
the same or different times. Thus references to a “slave' 
device do not preclude the slave device also being able to act 
as a “master” and Vice-versa. 
The master device could be a device external to the slave 

device or platform, Such as might typically be the case in a 
“host' and “guest' arrangement. However, the present inven 
tion is equally applicable where the master device is “inter 
nal', e.g. on-chip with the slave device. Generally speaking 
the present invention is particularly applicable where there is 
“logical separation between the master and slave, although 
there does not need to be “physical separation therebetween. 
The slave can also be arranged to respond to more than one 

master device. Such as both an external master device and one 
(or more) internal masters. In this case, each master device is 
preferably allocated its own part of the internal address space 
of the slave device (where internal addressing is used). 
The various functions of the slave device, such as the 

address mapping (translation) process, generating in Software 
responses to external accesses for which there are no appro 
priate internal resources available on the graphics processor, 
etc., are preferably carried out by one or more internal pro 
cessing units, such as an internal CPU, that the slave device 
includes for this purpose (which, as will be appreciated by 
those skilled in the art, may not be the only processing unit or 
units of the slave device). The processing unit that handles the 
address misses at least should be able to handle address miss 
signals generated by the slave device and respond appropri 
ately. It should therefore be able to handle interrupts but 
otherwise can be of any processing unit type (RISC, CISC, 
etc.). When an address miss occurs the processing unit pref 
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erably stops any work that it is currently doing and starts 
executing instructions for handling the address miss. These 
instructions are preferably part of the “trusted code' running 
on the processing unit, such as part of its operating system. 
The slave device preferably includes, as discussed above, 

an address translation unit, preferably in the form of a 
memory management unit (MMU), that carries out address 
mapping and recognises when an external access address has 
no corresponding internal address (i.e. is left unmapped), and 
signals that event to the appropriate internal processing unit 
of the slave device (preferably by an interrupt signal). Where 
the slave device can respond to more than one master device, 
the address translation unit could control and map accesses 
from all master devices, or only a selected number of them, 
Such as single master. For example, accesses from external 
masters could proceed via the address translation unit, but 
access from internal masters not do so. 
The slave device preferably also includes, as discussed 

above, a table lookaside buffer and/or one or more buffers into 
which read or write access data can be written together with 
any necessary control logic for managing those buffers. In 
one preferred embodiment these buffers are associated with 
the address translation unit of the slave device, although they 
could be provided elsewhere. Such as sovereign units on the 
slave device. 
The internal resources that the slave device makes avail 

able to a master device can be any suitable Such resources, 
Such as memory units (e.g. generic memory, frame buffer 
memory, etc.), processors (which may include Some addres 
sable resources for configuration, debugging, etc.), configu 
ration and command registers, status registers, input and out 
put buffers of active units, colour tables (for graphics 
resources), etc. Where the slave device is a 3D graphics 
processing platform, the slave resources could comprise, e.g., 
a rasterisation module and a rendering module, and/or other 
3D graphics operations modules, such as transformation 
modules, and/or lighting modules, etc. In Such arrangements, 
the slave device preferably provides as slave resources at least 
a rasterisation module for rastering graphics primitives for 
display on a display Screen, and a rendering module for ren 
dering the rasterised primitives. 
The slave device can be coupled to the communications bus 

for communicating with the master device by any Suitable 
means. In one preferred embodiment, the communications 
bus is coupled directly to the address translation unit, e.g., 
memory management unit, of the slave device (i.e. the 
address translation unit, e.g. MMU, can communicate 
directly on the (master-slave) communications bus). This 
may be appropriate where there is a single master device 
accessing the slave device via a single communications bus. 

In another preferred embodiment, the communications bus 
is not coupled directly to the address translation unit of the 
slave device, but is coupled to another unit of the slave device, 
which unit then preferably, interalia, interfaces between the 
communications bus and the address translation unit of the 
slave device. Most preferably the slave device includes a 
distinct unit that can be coupled to a communications bus (a 
bus frontend unit) and which interfaces between a (master 
slave) communications bus and internal units of the slave 
device. The bus “interfacing unit' should, e.g., forward 
accesses received from a master device over the communica 
tions bus with the master device to the appropriate internal 
units of the slave device. Such as the, e.g., address translation 
unit, e.g. memory management unit, of the slave device, for 
Subsequent processing. 

This type of arrangement may be desirable where it is 
envisaged that there may be more than one master accessing 
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the slave device, and in that case, the bus interfacing (fron 
tend) unit could operate to, e.g., couple plural external master 
devices using the same or different communications buses to 
the slave device. It could also, for example, be used to sepa 
rate internal masters on the slave device (and an internal slave 
communications bus) from external masters and an external 
(e.g. host) communications bus. 
Where a separate bus interfacing unit, e.g., bus frontend 

unit is used, and some resources of the slave device are to be 
provided as fixed, static addressed resources, then those 
fixed-address resources are preferably provided in the bus 
interfacing unit (e.g. bus frontend unit), with the bus interfac 
ing unit then making those resources directly available to a 
master device over the communications bus that links the 
master and bus interfacing unit (Such that Such access 
requests then do not have to proceed beyond the bus interfac 
ing unit to other units of the slave device). 
Where a separate bus interfacing unit, e.g. bus frontend 

unit, is provided, the storage locations, e.g., buffers for Stor 
ing read and write values, etc., when read and write values 
cause address misses could be provided in the bus interfacing 
unit, rather than, e.g., with the address translation unit (e.g. 
MMU) or another processing unit of the slave device. In that 
case, “per access' address miss handling using those storage 
locations would only be possible for access requests coming 
via the bus interfacing unit (e.g. from an external master 
device that communicates with the slave device via the bus 
interfacing unit). 
As will be appreciated from the above, in a particularly 

preferred embodiment of the present invention, the slave 
device will include, inter alia, a unit that is connectable to a 
communications bus over which a master device can then 
communicate with the slave device, a memory management 
unit (MMU) that will, inter alia, map addresses used by a 
master device to internal addresses of the slave device, read 
and write buffers, and a programmable internal processor 
(CPU), as well as other internal resources relating to, e.g., 3D 
graphics processing operations. 

It is believed that such an architecture for a slave device is 
new and advantageous in its own right. Thus, according to a 
thirtieth aspect of the present invention, there is provided a 
slave device for a microprocessor System, comprising: 
one or more internal resources; 
means for coupling the slave device to a communication 

bus via which the internal resources of the slave device may 
be accessed by a master device by addressing those resources 
via the bus; 

a memory management unit for mapping addresses used by 
a master device to access resources of the slave device to 
internal addresses to be used for those resources by the slave 
device; and 

a programmable processing unit for controlling the address 
mapping, and for generating a response to an access by a 
master device for which the slave device does not otherwise 
have a Suitable internal resource. 
The various units of the slave device, such as its slave 

resources, the address translation unit, storage buffers, con 
trolling processor(s), bus interfacing unit (if provided) etc., 
can be arranged within the slave device as desired. They 
preferably communicate with each other via an internal bus or 
buses of the slave device. They could, for example, be func 
tionally tightly connected, or, in alternative arrangements, be 
spread in a more distributed arrangement, perhaps then using 
more complex forms of communication between them. In one 
particularly preferred embodiment, the slave device is 
arranged on a single silicon platform, but that is not essential. 
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A slave device in accordance with the present invention 
will in particular, at least in its preferred embodiments, facili 
tate the alteration of the interface it presents to a master 
device, for example by providing the ability to dynamically 
map access addresses to be used by a master device to internal 
addresses for use by the slave device (thereby controlling 
what resources a master device can access at what addresses), 
together with the ability to generate a response in Software 
where the appropriate internal resource may not be available. 
In effect, the slave device can treat what the master device 
sends and sees as accesses to “physical addresses of the slave 
devices internal resources, as accesses to "virtual addresses 
that are subject to internal address conversion (mapping) and, 
if necessary, interrupts that generate Software responses. This 
gives the slave device control over the interface it presents to 
the master device. 

Thus, a particularly preferred application of a slave device 
in accordance with the present invention is that it allows the 
interface that the slave device presents to a master to be varied 
in use, even in master and slave arrangements where the 
master and slave are more 'separated’. Such as a 3D graphics 
processing platform and master host processor System. This 
contrasts with existing slave devices where the interface pre 
sented by the slave device is fixed. 

Thus, according to a thirty-first aspect of the present inven 
tion, there is provided a slave device for a microprocessor 
System, comprising: 
means for coupling the slave device to a communications 

bus for receiving signals via the bus from a master device for 
accessing resources on the slave device; and 

means for altering the interface the slave device presents to 
a bus coupling it to a master device. 

According to a thirty-second aspect of the present inven 
tion, there is provided a method of configuring a slave device 
for a microprocessor system, which slave device comprises 
means for coupling the slave device to a communications bus 
for receiving signals via the bus from a master device for 
accessing resources on the slave device; the method compris 
ing: 

altering the interface the slave device will present to the 
communications bus. 

According to a thirty-third aspect of the present invention, 
there is provided a computer system comprising a master 
device and a slave device that can communicate with each 
other, the master device comprising: 

means for communicating access requests for slave 
resources to the slave device; 

the slave device comprising: 
means for receiving the access requests from the master 

device, and means for altering the interface the slave device 
presents to the master device. 
The ability to alter the interface presented by the slave 

device to a master device means that, for example, as dis 
cussed above, the interface presented by the slave device can 
be varied to match the interface expected by given slave 
device hardware driver already existing on a given master 
device. Such an arrangement would mean, for example, that it 
would not be necessary to change the (entire) hardware driver 
ona host system when adding a slave device in accordance the 
present invention to that system, since the interface presented 
by the slave device in accordance with the present invention 
could be arranged to match the interface required for the 
hardware driver already present on the host system. In such a 
situation, the slave device of the present invention would, in 
effect, emulate the interface presented by the slave device for 
which the hardware driver is intended. 
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A slave device inaccordance with the present invention can 

therefore allow the reuse of a host system’s knowledge of a 
legacy (i.e. previously used) slave device interface, but with a 
new slave device (which could then, for example, provide 
enhanced functionality over the legacy device). 
A slave device in accordance with the present invention 

could also, for example, be used to emulate the functionality 
of older, existing slave devices without the need for a hard 
ware implementation of the older system (which may no 
longer exist, or may be complex to implement—with a slave 
device in accordance with the present invention, any com 
plexity can be moved to the software on the slave device 
where it will generally be easier to handle). 

Thus one particularly preferred use of a slave device in 
accordance with the present invention is to emulate a particu 
lar interface to be presented to a communications bus for 
connection to a master device (and in particular to emulate the 
interfaces expected by a given slave device hardware driver, 
i.e. provided by a given existing slave device). The present 
invention thus extends to the use of a slave device in accor 
dance with the present invention to emulate the interface 
presented to a communications bus (master device) by 
another microprocessor slave device arrangement, Such as a 
legacy hardware interface. In one preferred such embodiment 
a slave device inaccordance with the present invention is used 
to emulate the functionality of older slave device systems 
without actually requiring a hardware implementation of the 
older system. 
A slave device in accordance with the relevant aspects and 

embodiments of the present invention should be able to emu 
late any desired existing (or otherwise) slave device interface, 
subject to, for example, any physical communications bus 
constraints, and the ability of the programmable and process 
ing units (e.g. the CPU) on the slave device to create resources 
and responses within any time limits of the relevant master 
device. 

For example, a slave device in accordance with the present 
invention could be used to emulate PCI I/O requests to the 
slave device in software. This could be done by the slave 
device, as discussed above, recognising PCII/O requests (e.g. 
by transforming them to interrupts internally (e.g. by leaving 
the relevant access addresses unmapped)), and then generat 
ing a suitable response in Software, e.g. by running a program 
to interpret the attempted I/O request and produce an appro 
priate response. Additionally or alternatively, some or all PCI 
I/O request addresses could be mapped to appropriate 
resources of the slave device (where such resources exist). In 
a refinement of such an arrangement, the fixed resources that 
are common for all PCI devices could be allocated “fixed 
addresses' So that they don’t require internal address trans 
lations. 
Where the slave device is a (3D) graphics processing plat 

form, then the slave device could, for example, be used to 
implement a VGA “register level compatible system by 
using the PCI I/O emulation mechanism discussed above, 
together with a suitable interrupt handler and internal 
resource (Such as memory) address remapping (whether to 
redirect access requests to the appropriate internal resource 
(e.g. memory area) or to generate a software generated 
response to the access request) running on the slave device, to 
emulate a VGA “register level interface. 

Such a system could have several benefits over a true hard 
ware VGA implementation. For example, the complexity of 
the hardware implementation would be reduced (the com 
plexity is instead moved to the handler software). Further 
more, correcting bugs in the VGA compatibility software 
should be easier than correcting bugs in a VGA hardware 
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module would be, which could mean that correcting bugs in 
already deployed systems becomes feasible. 
A graphics processing platform in accordance with the 

present invention could also support and/or emulate, for 
example, interfaces presented by more recent 3D graphics 
processor designs. 
The ability to configure and customise the interface that the 

slave device presents to a master device also facilitates, for 
example, providing encryption and authentication functions 
across the interface to, for example, allow the slave device to 
validate any master device that attempts to access it and to 
secure any data transferred between the master and slave 
devices and stored on the slave device. 
As well as interface alternation and configuration as dis 

cussed above, a slave device in accordance with the present 
invention can be used in and for other applications, as desired. 
For example, where the slave device has a pool of similar 
resources with hot swap capabilities, it would be possible to 
use those resources in different quality of service enhancing 
configurations in a manner that is invisible to the master 
device. For example, a number of equal resources could, e.g., 
be configured for Voting with all accesses fed to all the equal 
resources, and the response given by the majority of the 
resources then being returned to the accessing master device. 
Furthermore, in Such an arrangement, a resource that fre 
quently gives a minority response could be taken as being 
faulty and hotswapped with a fresh unit. 

Another application would be for “failover, where a 
backup resource is always fed the same access as a primary 
resource, thereby allowing the backup resource to take over 
seamlessly in the event of failure of the primary resource 
(which could then be replaced without disrupting the slave's 
service). 
The way that a slave device in accordance with the present 

invention is implemented and operates in use can be selected 
as desired. As will be appreciated by those skilled in the art, it 
should include some software to initialise the slave device at 
startup. Such software is, as is known in the art, often referred 
to as “firmware'. This initialisation firmware (software) 
should be stored at the hardcoded memory addresses from 
which the internal processor will fetch instructions on power 
up which it will then execute, as is known in the art, and is 
preferably stored in some form of non-volatile memory on the 
slave device. 
The firmware that the slave device's processing unit or 

units executes on start up is preferably arranged to test and 
initialise all the modules and units on the slave device and to 
set up an interface for communications with a master device. 
The interface set up can take place as desired, but in a pre 
ferred embodiment is achieved by the firmware configuring 
the internal resources needed, setting up appropriate address 
mapping so that the internal resources of the slave device 
“appear on the desired addresses as seen from a master 
device, and emulating in Software any resources needed for 
the interface that are not otherwise available internally on the 
slave device (with the master access addresses that will be 
used by a master device to access those resources preferably 
being left unmapped to allow identification of those 
resources). 

It will be appreciated that in these arrangements, the slave 
device needs to configure at least one interface on start up to 
allow it to communicate with a master device, even if that is 
simply to allow the master device to then reprogram the slave 
device to reconfigure its interface. However, it would be pos 
sible for the slave device to set up plural interfaces on startup 
and indeed, it is preferred that it does so. Thus, the slave 
device could, and preferably does, have multiple simulta 
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neous interfaces (whether configured at start up or in use). In 
Such an arrangement, each interface preferably has no over 
lapping or conflicting resources with any of the other inter 
faces. 

In a particularly preferred embodiment where the slave 
device can Support plural simultaneous interfaces, the slave 
device is configured at start up to present a first, “basic’ 
interface (which, in the case of a 3D graphics processing 
platform could be a VGA interface) and a second interface 
whereby a master device can program the slave device to 
configure its interface (such as the interface emulation con 
figuration interface discussed above). The “basic interface 
preferably provides the master and slave with a smallest com 
mon denominator over which to communicate. The slave 
device is preferably configured to present also a third, more 
complex interface. Such as a more complex legacy interface. 
These arrangements help to, for example, increase the flex 
ibility and portability of the slave device. As these various 
interfaces can be set up and configured in Software, that 
reduces the hardware complexity of the slave device. 

Thus, according to a thirty-fourth aspect of the present 
invention, there is provided a method of configuring a slave 
device for a microprocessor System, which slave device com 
prises means for coupling the slave device to a communica 
tions bus via which bus resources of the slave device may be 
accessed by a master device, the method comprising: 

configuring the slave device to present two different inter 
faces to the communications bus. 
As will be appreciated from the above, when a master 

device makes an access request, a slave device in accordance 
with the present invention, at least in its preferred embodi 
ments, will see if the address used in the access request has 
been mapped to an internal address of the slave device, and if 
it has, pass the access request to that internal address. If the 
address used in the access request has not been so mapped, 
then the slave device will run Software to generate an appro 
priate response to the access request. 

Thus according to a thirty-fifth aspect of the present inven 
tion, there is provided a method of operating a master and 
slave device interface, comprising the slave device treating 
accesses from the master device to the slaves internal 
resources as accesses to virtual addresses that are Subject to 
mapping and for which some addresses used by the master 
device are left unmapped. 

According to a thirty-sixth aspect of the present invention, 
there is provided a slave device for a microprocessor System, 
comprising: 
means for mapping access addresses to be used by a master 

device to access internal resources on the slave device to 
internal addresses for use by the slave device for those 
resources; and 
means for generating a response in Software to an access 

request from a master device for which an appropriate inter 
nal resource is not available. 
As will be appreciated by those skilled in the art, the 

present invention also extends to computer and microproces 
sor Systems and master and slave arrangements incorporating 
a slave device in accordance with the present invention and 
including any or all of the features discussed above. 
As discussed above, a particularly preferred implementa 

tion of a slave device in accordance with the present invention 
is as a 3D graphics processing platform. Thus the present 
invention also extends to a 3D graphics processing platform 
incorporating any or all of the preferred features and aspects 
of the present invention. 
The methods in accordance with the present invention may 

be implemented at least partially using software e.g. com 
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puter programs. It will thus be seen that when viewed from 
further aspects the present invention provides computer soft 
ware specifically adapted to carry out the methods herein 
above described when installed on data processing means, 
and a computer program element comprising computer soft 
ware code portions for performing the methods hereinabove 
described when the program element is run on data process 
ing means. The invention also extends to a computer Software 
carrier comprising Such software which when used to operate 
a slave device for a microprocessor System or a master and 
slave arrangement comprising data processing means causes 
in conjunction with said data processing means said device or 
arrangement to carry out the steps of the method of the present 
invention. Such a computer software carrier could be a physi 
cal storage medium such as a ROM chip, CDROM or disk, or 
could be a signal Such as an electronic signal over wires, an 
optical signal or a radio signal Such as to a satellite or the like. 

It will further be appreciated that not all steps of the method 
of the invention need be carried out by computer software and 
thus from a further broad aspect the present invention pro 
vides computer Software and Such software installed on a 
computer Software carrier for carrying out at least one of the 
steps of the methods set out hereinabove. 
The present invention may accordingly suitably be embod 

ied as a computer program product for use with a computer 
system. Such an implementation may comprise a series of 
computer readable instructions either fixed on a tangible 
medium, Such as a computer readable medium, for example, 
diskette, CD-ROM, ROM, or hard disk, or transmittable to a 
computer system, via a modem or other interface device, over 
either a tangible medium, including but not limited to optical 
or analogue communications lines, or intangibly using wire 
less techniques, including but not limited to microwave, infra 
red or other transmission techniques. The series of computer 
readable instructions embodies all or part of the functionality 
previously described herein. 

Those skilled in the art will appreciate that such computer 
readable instructions can be written in a number of program 
ming languages for use with many computer architectures or 
operating systems. Further, Such instructions may be stored 
using any memory technology, present or future, including 
but not limited to, semiconductor, magnetic, or optical, or 
transmitted using any communications technology, present or 
future, including but not limited to optical, infrared, or micro 
wave. It is contemplated that such a computer program prod 
uct may be distributed as a removable medium with accom 
panying printed or electronic documentation, for example, 
shrink-wrapped software, pre-loaded with a computer sys 
tem, for example, on a system ROM or fixed disk, or distrib 
uted from a server or electronic bulletin board over a network, 
for example, the Internet or World WideWeb. 
A number of preferred embodiments of the present inven 

tion will now be described by way of example only and with 
reference to the accompanying drawings, in which: 

FIG. 1 shows schematically an exemplary host processor 
and dedicated 3D graphics processing platform arrangement; 

FIG. 2 shows schematically a preferred embodiment of the 
slave device arrangement in accordance with the present 
invention; 

FIG. 3 shows an alternative embodiment of a slave device 
arrangement in accordance with the present invention; and 

FIGS. 4a and 4b show schematically the division between 
host processor domain and slave graphics processor domain 
functions for a typical prior art 3D graphics-enabled micro 
processor System and for a 3D graphics-enabled micropro 
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cessor System using a slave 3D graphics processing platform 
in accordance with a preferred embodiment of the present 
invention. 

FIG. 2 shows schematically a first preferred embodiment 
of a slave device arrangement in accordance with the present 
invention. The slave device 20 is implemented as a platform 
that communicates with a host system 21 via a host commu 
nications bus 22. 
The host system 21 includes one (or more) processing units 

that can act as bus masters and send access requests for slave 
resources on the slave device 20 via the communications bus 
22. 
The host communications bus 22 can be any suitable Such 

bus. Thus it could, for example, comprise a shared general 
purpose bus such as a PCI bus, a special point-to-point bus 
Such as a HyperTransport bus, or a dedicated bus appropriate 
to the slave device in question (such as a dedicated graphic 
bus, such as an AGP (Accelerated Graphics Port) bus, where 
the slave device is a graphics processing platform), etc. 
The slave device platform 20 includes a memory manage 

ment unit 23, a programmable central processing unit 24 and 
one or more slave resources 25, all of which are in commu 
nication with each other and can exchange data with each 
other via an internal bus 26 of the slave device platform. The 
memory management unit 23 can also exchange interrupts 
and control signals with the central processing unit 24, and 
both the memory management unit 23 and the CPU 24 can act 
as bus masters. It would also be possible for the slave device 
platform to include further (bus) master devices if desired. 
The memory management unit 23 also further includes a table 
lookaside buffer 27, a read buffer 28 and a write buffer 29. 
The resources 25 that the slave device 20 makes available 

to a master device can be selected as desired and will depend 
on the actual slave device in question. They could include, for 
example, one or more of memory units (e.g. generic memory, 
frame buffer memory, etc.), processors (which may include 
Some addressable resources for configuration, debugging, 
etc.), configuration and command registers, status registers, 
input and output buffers of active units, colour tables (for 
graphics resources), etc. AS is known in the art, each internal 
resource 25 of the slave device 20 has its own true physical 
resource address which is used internally on the slave device 
to access that resource. 
The memory management unit 23 acts as an address trans 

lating device, and accepts requests with virtual addresses 
from the master device or devices on the host system 21, 
translates the virtual addresses used in the access requests to 
the “internal' physical addresses of the slave's resources and 
forwards the accesses to the appropriate physical resources 
25. The memory management unit 23 effectively separates 
the virtual world from the physical world. 
The address translation is carried out using page mapping 

techniques, as is known in the art, although other address 
translation techniques could be used if desired. The mapping 
granularity is set equal to the slave device's internal resource 
granularity, although again, other arrangements are possible. 
Mappings of address pages for the memory management 

unit 23 to use are stored in the Table Lookaside Buffer 27, as 
is known in the art. The slave device platform 20 also stores a 
larger set of mappings of address pages in its main memory, 
again as is known in the art. 
The memory management unit 23 is coupled to the hostbus 

22 and can communicate directly with the host system 21 on 
the hostbus 22. This means that only communications over 
the hostbus 22 pass via the memory management unit 23 and 
can hence use virtual addresses to access the slave device's 
resources 25. Thus there is only one “master” on the “virtual 
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side, the host system 21. This reduces the complexity of the 
address translation, etc., process, as the slave device does not 
need to manage several masters on the virtual side. However, 
it would be possible to have plural masters on the virtual side, 
if desired. For example, it may be preferred for all master 
devices to be on the virtual side so that they can all use virtual 
addressing. 
The controlling internal CPU 24 of the slave device plat 

form 20 can be of any type (e.g. RISC, CISC, etc.), so long as 
it is programmable and able to handle interrupts. In this 
embodiment, the internal CPU 24 of the slave device is fully 
programmable and is the controlling processor of the slave 
device 20. It may not be the only programmable processor of 
the slave device 20, but it is the processor that manages the 
memory management unit 23 and that receives interrupts 
generated by the memory management unit 23 (see below). 
The CPU 24 stores as part of its operating system trusted code 
that runs on the CPU 24 and contains instructions for handling 
an address miss interrupt from the memory management unit 
23. 
The write buffer 29 is a buffer into which the memory 

management unit 23 can write the write value received from 
a master on the host system 21 on an access when an address 
miss occurs in the memory management unit 23. The write 
buffer is of sufficient size to accommodate a complete write 
transaction (which will be defined by the host bus 22 com 
munications protocol over which the host master device 21 
has sent the access) so as to allow the write request to be 
handled after the address miss has been resolved without the 
need to involve the originating master device on the host 
system 21. 
The read buffer 28 provides a similar buffer facility for 

storing values relating to read requests that have generated an 
address miss. Again, the read buffer is of a sizeable to accom 
modate at least one complete read transaction (which will 
again be determined by the bus communications protocol). 
As well as the information discussed above that is stored in 

the write and read buffers when an address miss occurs, it may 
also be necessary to store additional information that the 
controlling CPU 24 may need to handle an access that has 
caused an address miss that the CPU 24 cannot obtain from 
other suitable sources. Such additional information, for 
example, may be “request data extracted from a request to 
give the controlling processor 24 enough information to 
action the request, and/or “response' data written by the 
controlling processor to make it possible for the memory 
management unit 23 to generate a bus correct answer to the 
access request. 

For example, it may be the case that the memory manage 
ment unit 23 does not itself record whether an address miss 
generating access request was a read or write request, but only 
serves the CPU 24 with the address causing the address miss. 
In that case it would be necessary for the type of request to 
also be stored in an appropriate buffer memory so that the 
CPU 24 can determine the type of access request that caused 
the address miss. 

Another situation in which additional information other 
than simply the read or write values may need to be stored 
could be where the master device(s) on the host system 21 can 
send access requests using a more complex protocol that, for 
example, Supports multiple read requests with out of order 
replies. In such an arrangement, each read request would 
normally be tagged with a request number that the reply must 
also be tagged with so that the requesting master device can 
distinguish between replies and match replies to its requests. 
In such a system, the CPU 24 would need to have access to the 
relevant read request tags to be able to provide appropriate 
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responses to the master device (and, e.g., associate the correct 
tag number with the reply to the read request to be sent to the 
master device). 

This additional information could be stored, for example, 
in the write and read buffers, as appropriate, or the memory 
management unit 23 could have a further buffer associated 
with it for storing this information. 

It will be appreciated that the various buffer memories of 
the slave device 20 can be arranged as desired, and could, for 
example, comprise separate memory devices, or different 
storage locations in the same memory device. 

In use of the slave device arrangement shown in FIG. 2, a 
master device on the host system 21 would, for example in 
response to an API call from an application running on the 
host system for a slave device resource or function, send an 
access request for the relevant slave resource to the slave 
device 20 over the host communications bus 22. That access 
request will identify the desired slave resource by using a 
virtual address for the relevant slave resource. The access 
request will be received and identified as such by the memory 
management unit 23 on the slave device 20, and the memory 
management unit 23 will then attempt to translate the virtual 
address used in the access request to the physical address of 
the appropriate slave resource 25 using the mappings of 
address pages stored in the Table Lookaside Buffer 27. 

If the memory management unit 23 is able to map the 
virtual address used in the access request to a slave resource 
25, it would then simply pass the access request to that 
resource and handle it in the appropriate manner. 

However, when the memory management unit 23 cannot 
find an address translation for the virtual address used in the 
master device's access request in the Table Lookaside Buffer 
27, it will send an address miss interrupt signal to the CPU 24 
which will then stop the work it is currently doing and start 
executing its stored instructions for handling the memory 
management unit address miss. In the case of a write request 
causing an address miss, the memory management unit 23 
will also write the write value (and any other necessary infor 
mation (which it will also do for a read request causing an 
address miss)) in the write request to the write buffer 29 (or 
any other buffer provided for that purpose). 
The memory management unit 23 then passes the handling 

of the access request over to the controlling CPU 24 which 
executes software to then resolve the address miss and handle 
the access request. The CPU 24 is programmed to be able to 
handle the access request causing the address miss in a num 
ber of different ways. 
When an address miss occurs, the CPU 24 first decides 

whether it can and wants to map a slave resource 25 to the 
virtual address used in the access request. It could do this, for 
example by loading a new mapping of an address page from 
the main address page mappings store to the Table Lookaside 
Buffer 27, or by configuring a new mapping of an address 
page and loading it into the Table Lookaside Buffer 27. Once 
the appropriate new mapping of an address page is loaded into 
the Table Lookaside Buffer 27, the controlling processor 24 
will then signal the memory management unit 23 to restart the 
access request using the new mapping of the address page 
(and any other stored data relating to the access request. Such 
as a write value stored in the write buffer 29 (in the case of a 
write request)). The restarted access request would then pro 
ceed as normal with it being passed to the appropriate (newly 
mapped) slave resource by the memory management unit 23. 
This arrangement will avoid the virtual address used in the 
access request causing address misses in future accesses to 
that virtual address. 
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Alternatively, the controlling processor 24 can decide to 
handle the access request that caused the address miss by 
itself without the mapping help of the memory management 
unit, i.e. on a per access' basis (since this arrangement will 
lead to a new address miss the next time the virtual address 
causing the address miss is requested by a master device on 
the host system 21). 

In this case, the CPU 24 could, for example, still identify a 
slave resource 25 to which the access request causing address 
miss can be applied, forward the access request to that 
resource, and then, where appropriate, collect a response 
from that resource and send it back to the master device on the 
host system 21 via the memory management unit 23 (but 
without loading any new mapping of an address page into the 
Table Lookaside Buffer 27). 

Alternatively, where, for example, the slave device 20 does 
not have the physical resource 25 requested in the access 
request (or a compatible physical resource), then the CPU 24 
is programmed to be able to handle the access request and 
generate any appropriate response thereto in Software run 
ning on the CPU 24. In this case, the software running on the 
CPU 24 will use whatever resources are available to it to 
create and/or emulate any response the accessing device 
expects. (This can be done since every access made over the 
hostbus 22 will follow a predefined communications protocol 
and so the software running on the slave device CPU 24 can 
be arranged to ensure that a response that adheres to that 
protocol will be generated, although, as will be appreciated 
by those skilled in the art, exactly how this is done will depend 
on the communications protocol being used and the resources 
25 available on the slave device 20). 
As discussed above, in the case of a write request that 

causes an address miss, the memory management unit 22 also 
writes the write value included in the write request in the write 
buffer 29 So that that value is available to the CPU 24 and 
memory management unit 23 for completing the write 
request. 

In the case of a read request causing an address miss, where 
the CPU 24 decides not to map a resource to the virtual 
address causing the address miss and then have the memory 
management unit 23 restart the request using the new map 
ping of an address page, the read value that is generated in 
response to the access request (either by the CPU 24 forward 
ing the request to a slave resource 25 or by Software running 
on the CPU 24) is written by the CPU24 into the read buffer 
28 to allow the memory management unit 23 to send that 
value to the master device on the host system 21 as a response 
to the read request. The actual transfer of the value or values 
in the read buffer over the hostbus 22 to the host system 21 
begins either on a signal from the controlling CPU 24 of the 
slave device 20, or commences automatically when the read 
buffer 28 is filled with a predetermined amount of data. 

It will be appreciated that in this embodiment of a slave 
device in accordance with the present invention, the various 
functional units that handle access requests and address 
misses are tightly connected. However, it would also be pos 
sible to provide the various functional units such as the 
memory management unit 23 and the read and write buffers 
28, 29, etc., in a more spread or distributed form and to use 
more complex forms of communication between them. For 
example, these various functional units could be provided as 
sovereign units, communicating via an appropriate internal 
bus or buses. The actual distribution of the functionality that 
is used will depend, for example, on the exact implementation 
of the slave device and any other Surrounding factors. 

FIG. 3 shows a second preferred embodiment of a slave 
device arrangement in accordance with the present invention. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

36 
The slave device arrangement shown in FIG. 3 basically 
includes the same components as the slave device arrange 
ment in FIG. 2. Such as a memory management unit 35, a 
controlling processor 34, and slave resources 36, all of which 
communicate with each other via internal buses 37, 38 of the 
slave device 31. 

However, rather than the memory management unit 35 
communicating directly on the host bus 32, a bus frontend 
interfacing unit 33 which interfaces between the hostbus 32 
and an internal bus 37 of the slave device 31 is provided. The 
memory management unit 35 then communicates with the 
external master device 30 via the internal bus 37 of the slave 
device and the bus frontend unit 33. 

This type of arrangement may be desirable where it is 
desired to, e.g., separate “internal” masters 39 on the slave 
device 31 from the hostbus 32. 
The bus frontend unit 33 in this embodiment also provides 

some static or “fixed’ address slave resources that can be 
accessed directly by an external master device 30 over the 
host communications bus 32 without the need to pass via 
other units or buses of the slave device 31. These resources 
are, as discussed above, resources that typically do not tend to 
change their access address over different slave device sys 
tems, such as low level configuration and legacy resources. 
The bus frontend unit 33 recognises accesses from the exter 
nal master device 30 addressed to the static resources that it 
provides and makes those resources available directly to the 
master device 30. 

For other accesses from the external master device 30, the 
bus frontend unit 33 forwards those accesses on the internal 
bus 37 of the slave device to the memory management unit 35, 
where they are then handled as discussed above. 
To do this the bus frontend unit 33 prepends an internal 

address which is the top address of a subset of the internal 
address space of the slave device designated for “external 
master address mapping to the address received in the access 
from the external master device 30 before forwarding the 
access on the internal bus 37 to the memory management unit 
35. This means that all access addresses from the external 
master device 30 will have the same address prefix when they 
are sent to the memory management unit 35. This allows the 
memory management unit 35 to distinguish and keep separate 
address mappings for the external master device 30 from 
mappings done for any other (internal) masters accessing the 
slave device's resources. It also allows the memory manage 
ment unit 35 still to retrieve the original address used by the 
external master device 30. 
To facilitate this, the internal address space on the internal 

bus 37 is larger than the address space available through the 
host communications bus 32. For example, if a 32-bit address 
space is available to the master device via the communica 
tions bus 32, and the internal bus 37 has a 64-bit address 
space, then the bus frontend unit 33 would prepend a 32-bit 
number to the address of the access from the master device 30 
before forwarding it on to the internal bus 37. 

In this embodiment, all accesses from “internal” masters 
on the slave device, including from the bus frontend 33 and 
CPU 34, are also handled by the memory management unit 
35. 

In the embodiment shown in FIG. 3, the various functional 
units that help to handle the access requests and address 
misses, such as the read and write buffers 40, 41, could still be 
associated with the memory management unit 35, or they 
could, for example, alternatively be moved from the memory 
management unit 35 to the bus frontend unit 33. In the latter 
case, handling of access requests in a manner that could or 
does require the use of the read and write buffers etc., (i.e. 
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per access' handling of such requests as discussed as above) 
would only be possible for access requests that pass via the 
bus frontend unit 33 (i.e. in the embodiment shown in FIG. 3, 
access requests from the external master device 30), and not 
from any master devices, such as those internal to the slave 
device 31, that may communicate directly with the memory 
management unit 35 via the slave device internal bus 37 and 
not via the bus frontend unit 33. 
The slave devices 20, 31 of these embodiments of the 

present invention are configured with the appropriate map 
pings of the address pages and Software routines to be able to 
handle access requests that cause address misses by appro 
priate programming of their controlling processors 24, 34. 
which programming is carried out by loading appropriate 
software into the CPU 24, 34 that will then control the slave 
device to operate accordingly. 
The software running on the CPU 24, 34 of the slave device 

20, 31 for this purpose will, for example, set for one or more 
of the resources on the slave device, the address or addresses 
that can be used by a master device to access that resource or 
those resources on the slave device. The mappings of address 
pages are configured so that the resources of the slave device 
effectively appear at the desired “virtual addresses as seen 
from a master device that will access the slave device via the 
host communications bus 22,32. The software will also leave 
out of the mappings of address pages (i.e. leave unmapped to 
internal slave resource addresses), any virtual addresses for 
which accesses are to be handled on a “per access' basis (e.g. 
because the slave device does not have the appropriate (or a 
compatible) resource), so that when a master device tries to 
access any of those resources, that causes an address miss so 
that the CPU 24, 34 can then run its software to handle the 
access request instead. The software loaded into the CPU 24, 
34 for this purpose will also take account of the expected 
communications protocol to be used over the hostbus 22.32, 
the resources 25, 36 available on the slave device 20, 31, and 
the desired relationship between the slave device and any 
master device accessing it, etc. 

The CPU 24, 34 of the slave device 20, 31 can be pro 
grammed in this way via a number of different routes. Firstly, 
the slave devices CPUs 24, 34 can themselves run an internal 
program that determines the, e.g. mappings of address pages, 
to set up, and then stores those mappings for use by the 
memory management unit 23, 35 of the slave device 20, 31. 
The CPUs 24, 34 determine the mappings of address pages 
required by analysing access patterns of the master device and 
configuring the mappings of address pages accordingly. 
The controlling CPUs 24, 34 of the slave devices 20, 31 can 

also be programmed to configure them in this way by an 
external (i.e. off-slave) device. The external device could be a 
master device that is in communication with the slave device 
20,31 via the hostbus 22.32, or any other suitable device that 
can communicate appropriately with the CPU 24, 34 on the 
slave device. In this case the slave device's controlling CPU is 
programmed by the external, e.g., master, device uploading to 
the slave device appropriate software that will run on the 
controlling CPU of the slave device, which software will then 
be executed and install itself on the controlling CPU 24, 34 of 
the slave device. 

Each slave device's CPU 24, 34 also includes firmware that 
marshals and controls what the programming and Software 
uploaded to the CPU 24, 34 (by a master device or otherwise) 
can do. This helps to retain the integrity of the slave device, 
and to counter, for example, any flawed or malicious Software 
that might be uploaded to the slave device's controlling CPU. 
Techniques such as the use of encryption, digital signatures, 
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and/or the testing of the new code in a virtual sandbox or cage 
are also used to enhance the security of the process. 
The controlling processors 24, 34 of the slave devices 20, 

31 can be repeatedly programmed to configure them in this 
way in use. When a new configuration program is uploaded to 
the controlling processing unit of the slave device, the new 
program replaces the whole or part of an or the existing 
configuration program running on the slave device. 
As discussed above, the ability to program the slave device 

to configure its handling of access requests means that the 
interface presented by the slave device to a master device can 
be varied in use, and setto, for example, emulate the interface 
presented to a master device by an existing slave device. In 
effect the configuration controlling CPU of the slave device 
can control the interface the slave device presents to a master 
device that attempts to access it. 
An example of the operation of a slave device arrangement 

in accordance with the present invention and using Such 
“interface control will now be described. The following 
embodiment is given in the context of the slave device being 
a 3D graphics processing platform configured for use on a 
modern PC (Personal Computer). However, as will be appre 
ciated by those skilled in the art, other arrangements are 
possible. 

In this embodiment, the slave device is equipped with some 
firmware, as is known in the art, to initialise it at start-up, 
which firmware is resident in non-volatile memory on the 
slave device platform at memory addresses that the internal 
processor of the slave device will fetch and start executing 
instruction from at power-up. This firmware operates to, inter 
alia, test and initialise all the modules on the slave device 
platform when it is executed on the internal processor of the 
slave device on power-up. 

This firmware also configures a number of bus interfaces 
for the slave device by programming the controlling proces 
Sor to configure address mappings, etc., as discussed above. 
In this embodiment, the firmware sets up three interfaces for 
the slave device, a “simple' graphics interface, a “complex' 
graphics interface, and an “interface emulation configura 
tion' interface. These interfaces are explained further below. 
Other arrangements are, of course, possible. These multiple 
simultaneous interfaces are arranged Such that they do not 
have any overlapping or conflicting resources with any of the 
other interfaces. 
The simple graphics interface that is set up is such as to 

make the 3D graphics platform usable on a computer host 
from start-up without the need for a complex 3D graphics 
driver. 
Where the 3D graphics platform is to be used on an IBM 

x86 PC system, the “simple' graphics interface is preferably 
compatible with a basic VGA interface. (As is known in the 
art, for personal computers the IBM VGA interface is the 
standard for an initial simple low-level graphics platform 
interface.) To make the interface so compatible, the firmware 
on the graphics platform sets up the interface to: present to the 
host a VGA compatible register level interface, give the host 
access to memory containing code the host will execute on 
start-up, and give the host access to memory containing code 
the host operating system or host applications can execute to 
control the graphics platform. Other facilities such as linear 
frame buffer access can also be provided to enhance compat 
ibility. 

For computer platforms other than the IBM x86 PC (such 
as Sun and Apple platforms), the simple graphics interface 
should be configured correspondingly. 
The 3D graphics platform is also configured on set-up to 

provide a more complex graphics interface. This is desirable 
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because while a simple graphics interface Such as the VGA 
interface can work well for start-up and simple operating 
systems, such a simple interface would not provide access to 
the full potential and resources of a modern 3D graphics 
processing platform. 

This more complex interface preferably extends the basic 
VGA interface with accesses to graphics platform specific 
resources. It can, for example, be a more complex legacy 
interface (i.e. a known, existing, more complex 3D graphics 
interface). 
The final interface that is set up at start-up by the firmware 

is the “interface emulation configuration' interface. This 
interface is relatively small and simple and arranged out of the 
way of the other interfaces and is arranged to allow a master 
device on the host system to program, e.g. to upload the 
relevant software to, the 3D graphics platform to set an inter 
face presented by the 3D graphics platform in use. This inter 
face emulation configuration interface allows the uploading 
of a new program to the controlling processor on the 3D 
graphics processing platform which program could, for 
example, replace the whole or part of the current interface 
configuration software running on the processor. 

This interface is configured by the firmware for a pre 
defined communications protocol via which the master will 
program the slave device. The master device on the host 
system will also require any necessary Software to allow it to 
communicate with the 3D graphics processing platform using 
this communications protocol. Such software can be added to 
the master device as desired, e.g. by loading it with the appro 
priate Software. 

To set an interface presented by the 3D graphics processing 
platform via the Interface Emulation Configuration Interface, 
the master device on the host system will upload software 
capable of running on the internal processor of the 3D graph 
ics platform to the graphics platform over the interface emu 
lation configuration interface. The uploaded software will 
then be executed on the 3D graphics processing platform and 
install itself as a new interface (for example a new complex 
interface) much like the start-up initialisation done by the 
firmware. 
The firmware on the 3D graphics processing platform is 

arranged to marshal what any uploaded software is allowed to 
do. This helps to retain the 3D graphics processing platforms 
integrity and reduce the risk of fraudulent or malicious Soft 
ware uploaded to the 3D graphics processing platform caus 
ing problems. 
The 3D graphics processing platform also implements 

techniques to try to ensure that the new program is safe to run. 
This could be done using techniques such as, for example, 
cryptography, digital signatures and/or testing the code in a 
virtual sandbox or cage. 
Where the interface presented by the 3D graphics process 

ing platform is being customised in this way, it would also, for 
example, be possible to add authentication and encryption 
across the interface to, for example, ensure that the master 
device accessing the 3D graphics processing platform has the 
credentials to do so and to secure any data that is transferred 
and stored. 

In this embodiment, as well as a master device being able to 
upload new interface Software to the 3D graphics processing 
platform, a master device can also extend the interface Soft 
ware with graphics handling routines normally executed on 
the master device by uploading those routines to the 3D 
graphics processing platform via the interface emulation con 
figuration interface. This would allow, for example, the 3D 
graphics processing platform to carry out some of the work 
that must be done between the point where the data for the 3D 
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graphics processing operation enters the master device driver 
Software through the Applications Programming Interface 
and the point where data is fed to the hardware resources on 
the 3D graphics processing platform. 

For example, all the 3D graphics processing and handling 
routines could be transferred to the 3D graphics platform with 
the master device driver software then being stripped downto 
contain only the necessary interface emulation configuration 
interface handling routines and a simple tunnel interface, 
Such that all calls from host applications to the Applications 
Programming Interface are then forwarded to the 3D graphics 
processing platform more or less in their raw form, with the 
3D graphics processing platform then doing all the 3D graph 
ics processing. 

FIGS. 4A and 4B show an example of such an arrange 
ment. 

FIG. 4A shows the typical division of graphics processing 
functions between a host system 40 and the slave graphics 
processor 41 in existing 3D graphics enabled systems. 

In Such an arrangement, the host system runs an application 
42 that when it requires 3D graphics operations sends a 3D 
graphics API call. The host system 40 includes a program 43 
that recognises the 3D graphics API calls from the application 
42. Those calls are then translated in the host system to 
hardware specific calls tailored for the graphics processing 
platform 41 by an appropriate program 44 and finally are 
adapted to the communications bus standard linking the host 
and graphics processing platform by a suitable program 45. 
The hardware specific calls are then transmitted to the graph 
ics processing platform 41. The graphics processing platform 
receives the hardware specific calls and runs a program 46 to 
unpack the data. It then carries out its various 3D graphics 
processing functions 47 and displays the graphics on a moni 
tor 48. 

FIG. 4B shows an alternative arrangement that would be 
possible in accordance with this preferred embodiment of the 
present invention in which a master device on the host system 
has uploaded graphics handling routines to the slave 3D 
graphics processing platform and in particular a program 44 
for translating 3D graphics API calls to hardware-specific 
commands for the graphics processing platform’s functional 
units (which can then be processed as before by the 3D 
graphics processing platform), so that the graphics process 
ing platform can accept raw 3D graphics API calls and act 
upon them. The host system 40 accordingly still runs appli 
cations 42 requiring 3D graphics operations and includes 
means 43 for recognising API calls from those applications. 
However, the host system 40 simply recognises the API calls 
and then passes those calls directly to the graphics processing 
platform 41 without further acting upon them (other than to 
adapt the API calls to the physical bus standard 45). The API 
calls are then translated to hardware-specific commands for 
the graphics processing platform’s functional units locally on 
the graphics processing platform 41. 

Thus, in this arrangement, rather than the host system 40 
acting on the API calls and translating them to appropriate 
hardware-specific calls for the graphics processing platform, 
the host simply passes the API calls straight to the graphics 
processing platform which then itself translates those API 
calls to hardware-specific calls. This offloads (transfers) 
graphics processing functions from the host system 40 to the 
graphics processing platform 41. 
When the 3D graphics processing platform configures and 

presents plural interfaces to a master device, the master 
device and 3D graphics processing platform may communi 
cate via different protocols across each interface. One inter 
face and protocol could, for example, allow forwarding of 
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data straight to the 3D processing platform slave device 
resources (since those resources would directly be able to 
understand their format), while another interface and protocol 
may have formats unreadable to the internal slave resources 
of the 3D graphics processing platform, thereby demanding 
more management by the internal processor or processors on 
the 3D graphics processing platform. 

It can be seen that in this embodiment, the 3D graphics 
processing platform will initially (at least) present a low 
level, legacy simple interface plus an interface to change the 
interface it presents to a master device. The low-level simple 
interface gives the master and slave platforms a Smallest 
common denominator over which to communicate. If the 
master device later wants to change the interface to something 
more powerful or complex, it can upload appropriate Software 
to do so using the interface emulation configuration interface 
such that then both the master device and the slave 3D graph 
ics processing platform have a matched set of software which 
can then communicate with each other across the interface. 
As the parts of the matched set of software (i.e. the part which 
is designated and transferred to the slave 3D graphics pro 
cessing platform and the other part which the master device 
runs on its processor) are matched, each part of the Software 
will know the communications protocol and what to expect 
from the other part across the interface. 

It should be noted that the slave device can itself (and 
usually will) have bus mastering abilities. Thus, the slave 
device platform may on its own be able to access other 
resources available over the hostbus, like the host memory, 
without going via the host processor. 

The invention claimed is: 
1. A slave device for use in a microprocessor system, com 

prising: 
means for coupling the slave device to a communications 

bus wherein resources of the slave device may be 
accessed by a master device issuing an access request for 
addressing those resources via the bus; 

translation means for storing relationships between 
addresses to be used by a master device to access the 
resources on the slave device and the internal addresses 
for those resources on the slave device; 

identifying means for attempting to identify, from the 
address used by said master device in said access request 
and the stored address relationships, a slave resource to 
which the access request applies; and 

means, when said identifying means cannot identify the 
slave resource to which the access request applies and 
when the access request by the master device is a write 
request having a value to be written to a resource, for 
storing on the slave device the address used by the mas 
ter device in the write request and the value in the write 
request that is to be written to the addressed resource. 

2. The slave device of claim 1, comprising means for deter 
mining the slave resource to which the address used by the 
master device in its write access request relates, and for writ 
ing the stored write value to that resource. 

3. The slave device of claim 1, comprising means for con 
Verting addresses to be used by a master device to access 
resources of the slave device to internal addresses to be used 
for those resources by the slave device. 

4. The slave device of claim 1, comprising means for asso 
ciating addresses expected to be used by a master device to 
access resources on the slave device with internal addresses 
for those resources for use by the slave device, wherein one or 
more of the addresses expected to be used by a master device 
are not associated with an internal address. 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

42 
5. The slave device of claim 1, further comprising means 

for handling accesses from a master device using software. 
6. The slave device of claim 1, wherein one or more 

resources of the slave device can be directly addressed by a 
master device. 

7. The slave device of claim 1, comprising means for allow 
ing a master device to program the slave device to configure 
the interface the slave device presents to the communications 
bus. 

8. The slave device of claim 1, further comprising means 
for generating native readable data for use by resources of the 
slave device in response to commands and data received from 
a master device for slave device operations. 

9. A graphics processing platform including a slave device 
as claimed in claim 1. 

10. The slave device of claim 1, comprising at least one of: 
means for determining the slave resource to which the 

address used by the master device in the write request 
relates and writing the stored value to that resource; and 

means for using software to handle the write request using 
the stored value. 

11. The slave device of claim 1, comprising means for 
handling the write request using the stored value without 
storing on the slave device for use with future accesses by the 
master device the identity of the slave resource to which the 
address used by the master device in the write request relates. 

12. A slave device for use in a microprocessor system, 
comprising: 
means for coupling the slave device to a communications 

bus wherein resources of the slave device may be 
accessed by a master device issuing an access request for 
addressing those resources via the bus; 

translation means for storing relationships between 
addresses to be used by a master device to access the 
resources on the slave device and the internal addresses 
for those resources on the slave device; 

identifying means for attempting to identify, from the 
address used by said master device in said access request 
and the stored address relationships, a slave resource to 
which the access request applies; and 

means, when said identifying means cannot identify the 
slave resource to which the access request applies and 
when the access request by the master device is a read 
request, for generating a response to the read request and 
for returning the response to the master device without 
storing an address relationship between the identity of 
the slave resource to which the address used by the 
master device in the read request and the internal address 
of a slave resource on the slave device for use with future 
accesses by the master device. 

13. The slave device of claim 12, comprising means for 
storing on the slave device the value that is to be returned to 
the master device in response to the read request. 

14. The slave device of claim 12, wherein said means for 
generating a response to the read request for returning to the 
master device without storing for use with future accesses by 
the master device the identity of the slave resource to which 
the address used by the master device in the read request 
relates comprises at least one of: 
means for determining the slave resource to which the 

address used by the master device in the read request 
relates and generating a response to the read request for 
returning to the master device without storing on the 
slave device for use with future accesses by the master 
device the identity of the slave resource to which the 
address used by the master device in the read request 
relates; and 
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means for using software to handle the read request and to 
generate a response to the read request for returning to 
the master device without storing on the slave device for 
use with future accesses by the master device the identity 
of the slave resource to which the address used by the 5 
master device in the read request relates. 

15. The slave device of claim 12, comprising means for 
storing on the slave device the address used by the master 
device in the read request and the value that is to be returned 
to the master device in response to the read request. 

16. A method of operating a slave device for use in a 
microprocessor System, which slave device can be coupled to 
a communications bus wherein resources of the slave device 
may be accessed by a master device issuing an access request 
for addressing those resources via the bus, and comprises 
translation means for storing relationships between addresses 
to be used by a master device to access the resources on the 
slave device and the internal addresses for those resources on 
the slave device and identifying means for attempting to 20 
identify, from the address used by said master device in said 
access request and the stored address relationship, a slave 
resource to which the access request applies, the method 
comprising the steps of 

identifying when the identifying means cannot identify the 25 
slave resource to which the access request applies; and 

when said identifying means cannot identify the slave 
resource, and when the access request by the master 
device is a write request for a value to be written to a 
resource, storing the address used by the master device 30 
in the write request and the value in the write request that 
is to be written to the addressed resource. 

17. The method of claim 16, comprising the slave device 
determining the slave resource to which the address used by 
the master device in its write access request relates, and 35 
writing the stored write value to that resource. 

18. The method of claim 16, comprising the slave device 
converting addresses used by a master device to access 
resources of the slave device to internal addresses to be used 
for those resources by the slave device. 40 

19. The method of claim 16, comprising the slave device 
handling an access from a master device using Software. 

20. The method of claim 16, comprising the slave device 
allowing a master device to address one or more resources of 
the slave device directly. 45 

21. The method of claim 16, comprising the slave device 
generating native readable data for use by resources of the 
slave device in response to commands and data received from 
a master device for slave device operations. 

22. The method of claim 16, comprising altering, for one or 50 
more of the resources on the slave device, the address or 
addresses that can be used by a master device to access that 
resource or those resources on the slave device. 
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23. A computer readable storage medium storing computer 

software code for performing the method of claim 16 when 
the Software is run on data processing means. 

24. The method of claim 16, comprising at least one of: 
the slave device determining the slave resource to which 

the address used by the master device in the write request 
relates and writing the stored value to that resource; and 

the slave device using software to handle the write request 
using the stored value. 

25. The method of claim 16, comprising the slave device 
handling the write request using the stored value without 
storing on the slave device for use with future accesses by the 
master device the identity of the slave resource to which the 
address used by the master device in the write request relates. 

26. A method of operating a slave device for use in a 
microprocessor System, which slave device can be coupled to 
a communications bus wherein resources of the slave device 
may be accessed by a master device issuing an access request 
for addressing those resources via the bus, and comprises 
translation means for storing relationships between addresses 
to be used by a master device to access the resources on the 
slave device and the internal addresses for those resources on 
the slave device and identifying means for attempting to 
identify, from the address used by said master device in said 
access request and the stored address relationships, a slave 
resource to which the access request applies, the method 
comprising the steps of 

identifying when the identifying means cannot identify the 
slave resource to which the access request applies; and 

when said identifying means cannot identify the slave 
resource, and when the request by the master device is a 
read request, generating a response to the read request 
for returning to the master device without storing on the 
slave device for use with future accesses by the master 
device an address relationship between the address used 
by the master device in the read request and the internal 
address of a slave resource. 

27. The method of claim 26, comprising the slave device 
storing the value that is to be returned to the master device in 
response to the read request. 

28. A computer readable storage medium storing computer 
software code for performing the method of claim 26 when 
the Software is run on data processing means. 

29. The method of claim 26, wherein the slave device 
generates a response to the read request by at least one of: 

determining the slave resource to which the address used 
by the master device in the read request relates; and 

using Software to handle the read request. 
30. The method of claim 26, comprising the slave device 

storing the address used by the master device in the read 
request and the value that is to be returned to the master device 
in response to the read request. 
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