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METHOD AND SYSTEM FOR AUTOMATIC OBJECT-AWARE VIDEO OR AUDIO

REDACTION

FIELD OF THE INVENTION

The present invention relates generally to the field of video and audio processing, and more

particularly to automatic object-aware video and audio editing.

BACKGROUND OF THE INVENTION

Prior to the background of the invention being set forth, it may be helpful to provide definitions of

certain terms that will be used hereinafter.

The term “video redaction” and “audio redaction” as used herein is as the removal of at least some

of the content of a video or audio respectively, usually but not necessarily, due to privacy reasons.

The term “object” as used herein is defined as either visual or acoustic appearance of a real-life

object in a video, or any descriptor of the object such as attributes or features associated with it.

Thus, in the context discussed herein, while object is confined to the content of a video and sound,

it may include both the data itself and the meta data describing it.

The term “similarity” or “similar” as used herein in the context of objects is defined as a level of

similarity between two objects. Usually, but not necessarily such measures are in some sense the

inverse of distance metrics: they take on large values for similar objects and either zero or a

negative value for very dissimilar objects.

Video cameras play an important role in keeping our daily lives safe. However, there are situations

where cameras are not used due to resistance of people who do not want some people or objects

to be recorded. For example, consider a kindergarten where most parents would like to install

cameras to watch over their children, but a minority of parents do not approve these cameras. The

ability to create a redacted video, where the children of those disapproving parents are removed,

could resolve this issue. In this context, Redaction can mean the removal of selected objects that

were recorded in the video, removal of sounds related to these objects, or remove references to

these objects from any meta-data related to this video, or to change the video and the sound such

that the identity of objects cannot be recovered. The ability to create a redacted video as above

could satisfy both those that want to install the cameras and those who do not want their children

to be recorded in the video. In another example, cameras installed at homes may exclude from the

recorded video the residents of this home. This will allow only recording of intruders and guests,



while giving the home residents the privacy they want. In other examples, the redacted video may

exclude people in indecent situations, exclude children, and the ke.

In addition to removing objects from the original video, when cameras record also sound it may

also be desirable to remove specific sounds. One example is to remove the sounds associated with

the removed objects. Another example is to remove human speech from the soundtrack of the

video, while keeping other sounds, in order to avoid eavesdropping and wiretapping concerns.

However. There may be other sounds that may be removed for different purposes. In some cases,

it may be desirable to remove normal background sounds, like traffic or machinery sounds, in

order to better hear the foreground sounds. In other cases, it may be required to remove only voices

of children.

SUMMARY OF THE INVENTION

According to some embodiments of the present invention, a method of automatic video redaction

is provided herein. The method may include the following steps: obtaining an input video;

obtaining at least one prespecified object, being a visual or an acoustic object or a descriptor

thereof; analyzing the input video, to detect a matched object, being an object having descriptors

similar to the descriptors of the at least one prespecified object; and generating a redacted video,

comprising the input video, by removing or replacing the matched objects therefrom.

According to other embodiments of the present invention, a system for automatic video redaction

is provided herein, the system may include: a computer memory configured to: obtain an input

video; obtain at least one prespecified object, being a visual or an acoustic object or a descriptor

thereof; and a computer processor configured to: analyze the input video, to detect a matched

object, being an object having descriptors similar to the descriptors of the at least one prespecified

object; and generate a redacted video, comprising the input video, by removing or replacing the

matched objects therefrom.

According to other embodiments of the present invention, a non-transitory computer readable

medium for automatic video redaction, the computer readable medium may include a set of

instructions that when executed cause at least one computer processor to: obtain an input video;

obtain at least one prespecified object, being a visual or an acoustic object or a descriptor thereof;

analyze the input video, to detect a matched object, being an object having descriptors similar to

the descriptors of the at least one prespecified object; and generate a redacted video, comprising

the input video, by removing or replacing the matched objects therefrom.



BRIEF DESCRIPTION OF THE DRAWINGS

The subject matter regarded as the invention is particularly pointed out and distinctly claimed in

the concluding portion of the specification. The invention, however, both as to organization and

method of operation, together with objects, features, and advantages thereof, may best be

understood by reference to the following detailed description when read with the accompanying

drawings in which:

Figure 1A is a block diagram illustrating non-limiting exemplary architecture of a system

accordance with embod iments of the present invention;

Figure IB is a block diagram illustrating non-limiting exemplary architecture of another system

accordance with embod iments of the present invention;

Figure 1C is a block diagram illustrating non-limiting exemplary architecture of another system

accordance with embod iments of the present invention;

Figure ID is a block diagram illustrating non-limiting exemplary architecture of yet another

system accordance with embod iments of the present invention;

Figure 2A is a high-level flowchart illustrating a non-limiting exemplary method in accordance

with some embodiments of the present invention;

Figure 2B is a high-level flowchart illustrating another non-limiting exemplary method in

accordance with some embod iments of the present invention;

Figure 2C is a high-level flowchart illustrating another non-limiting exemplary method in

accordance with some embod iments of the present invention;

Figure 2D is a high-level flowchart illustrating yet another non-limiting exemplary method in

accordance with some embod iments of the present invention; and

[0001] Figure 3 is a block diagram illustrating non-limiting exemplary architecture of yet another

system accordance with some embodiments of the present invention.

It will be appreciated that for simplicity and clarity of illustration, elements shown in the figures

have not necessarily been drawn to scale. For example, the dimensions of some of the elements

may be exaggerated relative to other elements for clarity. Further, where considered appropriate,



reference numerals may be repeated among the figures to indicate corresponding or analogous

elements.

DETAILED DESCRIPTION OF THE INVENTION

In the following description, various aspects of the present invention will be described. For

purposes of explanation, specific configurations and details are set forth in order to provide a

thorough understanding of the present invention. However, it will also be apparent to one skilled

in the art that the present invention may be practiced without the specific details presented herein.

Furthermore, well known features may be omitted or simplified in order not to obscure the present

invention.

Unless specifically stated otherwise, as apparent from the following discussions, it is appreciated

that throughout the specification discussions utilizing terms such as “processing”, “computing”,

“calculating”, “determining”, or the like, refer to the action and/or processes of a computer or

computing system, or similar electronic computing device, that manipulates and/or transforms data

represented as physical, such as electronic, quantities within the computing system's registers

and/or memories into other data similarly represented as physical quantities within the computing

system's memories, registers or other such information storage, transmission or display devices.

Figure 1A is a block diagram illustrating non-limiting exemplary architecture of a system 100A

accordance with embodiments of the present invention. System 100A for automatic video

redaction may include: a computer memory 110 configured to obtain an input video 10 and further

obtain at least one prespecified object 12, being a visual or an acoustic object or a descriptor 14

associated with objects. System 100A may further include a computer processor 120 configured

to analyze the input video, possibly using a video analysis module 122, to detect at least one

matched object 22, being an object having descriptors similar to the descriptors of the at least one

prespecified object 12. Computer processor 120 may be further configured to generate a redacted

video 130 which includes input video 10, by removing or replacing the at least one object 22

therefrom. System 100A may optionally include a data storage 150 configured to store redacted

video 140.

Figure IB is a block diagram illustrating non-limiting exemplary architecture of another system

accordance with embodiments of the present invention. System 100B for automatic video

redaction, given a unique object, may include: a computer memory 110 configured to obtain an

input video 10 and further obtain at least one unique object 12B, being a visual or an acoustic

representation or incarnation of an object or a descriptor 14B associated with unique object 12B.



System 100B may include a user interface 112 through which unique object 12B or descriptor

14B may be uploaded or obtained. System 100B may further include a computer processor 120

configured to analyze the input video, possibly using a video analysis module 122, to detect at

least one matched object 22, being an object having at least one descriptor similar to the descriptors

of the at least one unique object 12B. Computer processor 120 may be further configured to

generate a redacted video 130 which includes input video 10, by removing or replacing the at least

one object 22B therefrom. System 100B may optionally include a data storage 150 configured to

store redacted video 140.

Figure 1C is a block diagram illustrating non-limiting exemplary architecture of another system

accordance with embodiments of the present invention. System 100C for automatic video

redaction, for removing specific sounds or acoustic portions from a soundtrack of an input video,

may include: a computer memory 110 configured to obtain an input video 10 which includes a

soundtrack 16 and further obtain at least one prespecified object 12C, being a visual or an acoustic

object or a descriptor associated with an object. System 100C may further include a computer

processor 120 configured to analyze the input video, possibly using a video analysis module 122,

to detect at least one matched object 22C, containing at least a sound/acoustic portion 26C of the

soundtrack, being associated with descriptors similar to the descriptors of the at least one

prespecified object 12C Computer processor 120 may be further configured to generate a redacted

video 130 which includes input video 10, by removing or replacing the at least one object 22C and

specifically sound/acoustic portion 26C of the soundtrack, therefrom. System 100C may

optionally include a data storage 150 configured to store redacted video 140.

Figure ID is a block diagram illustrating non-limiting exemplary architecture of yet another

system accordance with embod iments of the present invention. System 100D for automatic video

redaction, for input video stream, may include: a computer memory 110 configured to obtain an

input video stream 10D (being an endless video streamed continuously) and further obtain at least

one prespecified object 12, being a visual or an acoustic object or a descriptor 14 associated with

objects. System 100D may further include a computer processor 120 configured to analyze input

video stream 10D, possibly using a video analysis module 122, to detect at least one matched

object 22, being an object having descriptors similar to the descriptors of the at least one

prespecified object 12. Computer processor 120 may be further configured to generate a redacted

video 130 which includes input video stream 10D, by removing or replacing the at least one object

22 therefrom. System 100D may optionally include a data storage 150 configured to store redacted

video 140.



Figure 2A is a high-level flowchart illustrating non-limiting exemplary method in accordance with

some embodiments of the present invention. Method 200A for automatic video redaction is

provided herein. Method 200A may include the following steps: obtaining an input video 210;

obtaining at least one prespecified object, being a visual or an acoustic object or a descriptor

thereof 220; analyzing the input video, to detect a matched object, being an object having

descriptors similar to the descriptors of the at least one prespecified object 230; and generating a

redacted video, comprising the input video, by removing or replacing the matched objects

therefrom 240.

Figure 2B is a high-level flowchart illustrating another non-limiting exemplary method in

accordance with some embod iments of the present invention. Method 200B for automatic video

redaction is provided herein. Method 200B may include the following steps: obtaining an input

video 210B; obtaining, possibly via a user interface, at least one unique object, being a visual or

an acoustic incarnation of said unique object or a descriptor thereof 220B; analyzing the input

video, to detect a matched object, being an object having descriptors similar to the descriptors of

the at least one unique object 230B; and generating a redacted video, comprising the input video,

by removing or replacing the matched objects therefrom 240B.

Figure 2C is a high-level flowchart illustrating another non-limiting exemplary method in

accordance with some embod iments of the present invention. Method 200C for automatic video

redaction is provided herein. Method 200C may include the following steps: obtaining an input

video containing a soundtrack 210C; obtaining at least one prespecified object, being a visual or

an acoustic object or a descriptor thereof 220C; analyzing the input video, to detect at least one

matched object, containing at least a portion of the soundtrack being associated with descriptors

similar to the descriptors of the at least one prespecified object 230C; and generating a redacted

video, comprising the input video, by removing or replacing the matched objects therefrom 240C.

Figure 2D is a high-level flowchart illustrating yet another non-limiting exemplary method in

accordance with some embod iments of the present invention. Method 200D for automatic video

redaction is provided herein. Method 200D may include the following steps: obtaining an input

video 210D; obtaining, via a user interface, at least one unique object, being a visual or an acoustic

incarnation of said unique object or a descriptor thereof 220D; analyzing the input video, to detect

a matched object, being an object having descriptors similar to the descriptors of the at least one

unique object 230D; and generating a redacted video, comprising the input video, by removing or

replacing the matched objects therefrom 240D.



According to some embodiments of the present invention, the system can also be set up such that

a person visible in the input video may be able to control the redaction process by making visual

signs (like waving hands) or by making some sounds (clapping hands) or saying some predefined

words. Such signals can serve as an input to the object or sound removal process and can also be

used to train the system to recognize which objects or sounds to remove.

For the sake of simplicity, described herein in detail objects that should be excluded from the

redacted video. It is clear that it is also possible to do the opposite and describe only the objects

that should be included in the redacted video. Objects that will not be similar to the include

descriptions will be excluded. Also, the descriptions can include some objects to be excluded, and

some objects to be included. In this case an input object should be compared to the “include”

descriptors, to the “exclude” descriptors, and the particular decision whether to include or to

exclude this object will be determined by its similarities to the two different groups.

Object Extraction

According to some embodiments of the present invention, the task of removing selected objects

from video can use a preliminary stage in which objects are detected and tracked in the original

video. In some implementation the scene background model can be learned and moving objects

can be extracted by their difference from the background model. Such background subtraction

methods are applicable as long as the recording camera is static. Other object detection methods,

such as Faster-RCNN or SSD, can be applied over the input video frames, providing bounding box

locations of the objects in the scene. Such methods can work also when the camera is moving,

such as video from a handheld camera, vehicle mounted camera, or wearable cameras. Pixel level

object masks can be computed using instance segmentation methods such as Mask-RCNN. These

methods are applicable also for video frames recorded by a moving camera. Multiple object

tracking methods can connect the detections of each individual object in different video frames,

based on appearance and motion similarity. All previously described methods enable the

computation of trajectories of scene objects. Each trajectory can be comprised from detections of

an objects in a sequence of frames. At each frame the object can be designated by some point on

the object, or by a bounding box of the object, or by a pixel map forming a mask having the shape

of the object in this frame. Any of the existing methods for background subtraction, moving object

segmentation, and objects tracking, known by people skilled in the art, is possible. The results after

applying these methods is a “tube” representing a single object: a sequence of locations of this

object in successive video frames.



Object description and matching

Objects to be excluded from the redacted video should be described before the redaction takes

place. This description can take several forms:

• Giving one or more pictures or videos showing this object

• Giving descriptions of the objects, for example being a car or a person. Descriptions

can even be more specific, and include some specific attributes of a car (e.g. plate

number, color, model), or some specific attributes of a person (e.g. gender, age, hair

color and length, dress description and color, accessories, e.g. glasses, backpack,

etc.)

• Giving descriptors of objects that may not have clear semantic meaning such as

descriptors generated by a descriptor generating process e.g. a Neural Network.

According to some embodiments of the present invention, images, videos, and descriptions of

excluded objects can be created from information available in advance. Alternatively, some

information can be obtained by watching the recorded video or being in the scene while it is being

recorded and giving indications which objects should be excluded (or included) in the redacted

video.

Given the above object descriptions, determining if the scene includes objects that match a certain

description can be done in several ways. One approach is to use a detector to detect only the desired

objects, such as a person detector if we wish to remove people, or a car detector if we wish to

remove cars. Another approach is to detect a larger set of objects, and for each object detected in

the input video, we can measure the similarity of its appearance, or the similarity of its description,

or the similarity of its movements, to their appearance or features or movements as given. One

example for computing similarity between objects is object re-identification known in the art. But

many other methods exist for measuring similarity, known to every person skilled in computer

vision.

According to some embodiments of the present invention, another approach is to give a set of

descriptors representing the objects. The attributes of input objects can be extracted and compared

to the attributes given in the object description. It should be mentioned that attributes do not

necessarily have to be meaningful, and can also be attributes, extracted by a mathematical process,

that have no direct meaning. Such attributes are extracted, for example, using neural networks.

Attributes can also be from different modalities, e.g., can be sound attributes in addition to

appearance attributes.



According to some embodiments of the present invention, the attributes of the objects extracted

from the input video are compared to the given object description, and each matching object is

marked as such. The similarity between the input object and the given description can either be

binary (yes/no) or can be a continuous similarity measure describing the level of similarity. By

way of a non-limiting example, “0” will indicate non-similar objects, “1” will indicate very similar

objects, and values in between represent intermediate levels of similarity. This will allow to add a

confidence measure to the redaction process. For example, in one case we may wish to exclude

only objects having a high similarity of “1”, and in another case we may wish to exclude also

objects having a lower similarity level, say of 0.5 and above.

This confidence measure can also be used when description is given for both “include” objects

and “exclude” objects. In this case an input object should be compared to the “include” descriptors,

to the “exclude” descriptors, and the particular decision whether to include or to exclude this object

will be determined by the certainties of its similarities to the two different groups.

Object removal

According to some embodiments of the present invention, after detection of the input objects, they

are matched to the given object descriptors. Each object can be labeled as a matching object or a

non-matching object. When the object descriptors describe objects to be excluded, at least one

appearance of a matching object should be excluded from the redacted video. When the object

descriptors describe objects to be included, matching objects should be included in the redacted

video, and at least one appearance of a non-matching object should be excluded in the redacted

video. Given the input video and the list of objects to be excluded in the redacted video, one

possible process to create the redacted video is as described hereinafter.

According to some embodiments of the present invention, every frame is copied from the input

video to the redacted video. During this process, each pixel in each frame is examined whether its

location falls within the area of an excluded object in this frame. Pixels that are part of an excluded

object will be marked as excluded. The color values at excluded pixels will not be the original

color value, as we do not want the original object to be included. Instead, the color values are

replaced. Replacing the color or each such pixel by some predetermined color is possible, making

every object exclusion clearly noticeable. This may even be unpleasant to watch. Other

possibilities to compute the color value for the excluded pixels include:

Replacing a removed object by a background



According to some embodiments of the present invention, relevant “tubes” for exclusion can be

replaced in the output video with background color values, taken from the background model, or

with patches of related background taken from other frames. If desired, replacing background

colors may be modified somewhat to differentiate them from true backgrounds. It should be noted

that in some cases removed objects may occlude another moving foreground object. In this case

we do not want to replace the removed objects with a background, and instead the removed object

may be replaced by a synthetically generated appearance of the occluded object. It is possible that

the object removal process will eliminate the removed objects, many times not leaving a trace that

will indicate that such an object existed.

Replacing removed object by an icon

According to some embodiments of the present invention, excluded objects can be replaced with

masks, for example an icon, which is a unique mask for each identity. For example, replace all

occurrences of person A with green mask and all occurrences of person B with red mask. This

method removes the actual identity of the masked persons, but still allow to understand all the

actions which the “green person” did. Another option is to use a unique avatar instead of a mask.

Alternatively, all removed persons can be replaced by an icon representing a person, all removed

cars will be replaced by a car icon, etc. This process will allow to see the existence of an object,

but not its exact activity and its identity.

Degraded image

According to some embodiments of the present invention, blurring, adding noise, contract

reduction, or any other degradation, can be applied to the selected object or parts of it. The

degraded object is inserted into the redacted video instead of the original appearance of this object.

Sound Analysis

According to some embodiments of the present invention, video redaction can also be done on the

soundtrack, when a soundtrack is included in the original video. Examples for possible sound

analysis modules that can be used in this system are Speaker Recognition, Speech recognition, and

Sound Classification. These modules can provide one or more of the following information: (1) In

case of speech, the speaker’s identity or a feature vector from intermediate levels of the speaker

recognition network; (2) A speech transcript generated from the recorded speech, or a feature

vector of intermediate levels from the speech recognition system; (3) The scene activity



classification as computed from the recorded sounds, or (4) a feature vector of intermediate levels

from the sound classification system.

According to some embodiments of the present invention, sounds and objects to be removed can

be identified either by a particular activity of the source, e.g. vehicle sound, or the voice of a certain

person, or by listening to spoken sounds by a user and following a predefined action. For example,

a certain sound or word or sentence spoken heard by the microphone can stop recording for a

certain period or remove certain sounds or objects.

Sound Removal

According to some embodiments of the present invention, once a sound that should be removed

has been detected, it should be removed from the soundtrack. This can be done using traditional

sound processing methods, building filters that remove the desired sounds, and the like.

Figure 3 is a block diagram illustrating non-limiting exemplary architecture of system

implementing sound removal in accordance with some embodiments of the present invention.

System 300 may include a computer memory 110 configured to obtain a video 10 and sound

descriptors 20 indicating sounds that need to be removed from the video. System 300 may include

a computer processor 120 configured to obtain the original soundtrack 30 of video 10 and apply

one or more sound analysis modules 310 which may include speaker recognition, speech

recognition, and sound classification. The output of sound analysis modules 310 may be used to

generate a filter 320 that when applied to the original soundtrack 30, the sounds or speech that has

been detected by sound analysis modules 310 and based on sound descriptors 20, are removed,

resulting in a redacted soundtrack 330 that does not contain the undesirable sounds or speech.

Operative Options

According to some embodiments of the present invention, after the proposed process, we have two

videos: (i) The original video and (ii) the redacted video missing some selected objects or selected

sounds. Following this stage, several options are possible:

• The input video is removed and is not recorded in a long-term storage.

• Both input and redacted videos are recorded, but access to the input video is given only to

higher authorities (e.g. by a court order, etc.). One possibility is that the redacted video will

be available to a large group of users, while the original video could be accessed by a

smaller group of privileged users.



Many video analytics software generate metadata including the set of detected objects or the

sounds. In such cases, it is possible to create a redacted metadata where the set of objects does not

include the excluded objects, and the sound features will not include the features of the removed

sounds.

Some embodiments of the present invention cover video analytics processes, that instead of being

applied on the input video will be applied on the redacted video. For example, video synopsis can

be applied on the redacted video, showing only non-excluded objects. When this is done, the step

of the generation of the redacted video may be skipped, if only the analytics products are needed.

This invention covers all kinds of video, and while the examples are given from surveillance video,

it can also cover any other video, such as video recorded by wearable cameras.

Embodiments of the present invention are not limited to the removal of objects by cropping the

input video in space and/or in time, for example removing from the video all periods where a

designated object is visible or heard or cropping frames to exclude regions where a designated

object is visible. Such cropping, while it may remove the desired objects, will likely remove many

other objects as well. Our invention aims at removing the desired objects, while keeping in the

redacted video all other objects. In many cases, this goal cannot be achieved by temporal or spatial

cropping.

Embodiments of the present invention provide several useful applications that can be implemented

in video recorded by a wearable camera, and in particular applications that use both the audio and

the visual information in the recorded video.

Audio-Visual Analysis of Video from Surveillance Cameras

According to some embodiments of the present invention, useful applications that can be

implemented in video viewed by surveillance cameras have been provided, and in particular

applications that use both the audio and the visual information in the video.

Many surveillance cameras have microphones, and in that case, sound can be heard when watching

the live video from these cameras. However, Sound recording is prohibited in many locals under

many circumstances, where regulations prohibit eavesdropping and wiretapping.

According to some embodiments of the present invention, it would be possible to equip

surveillance cameras with facilities that could perform sound analysis in real time, and the results

of this analysis will be transmitted or stored as metadata together with the video. This audio



analysis could be performed on camera, at the video recording system, or anywhere between the

camera and the video recorder. This will enable video indexing and situation awareness based on

sound meta data together with the visual information.

According to some embod iments of the present invention, a non-exhaustive list of possible

metadata that can be used: (1) A verbal transcript of a conversation; (2) The identity of people

whose voice is heard. (3) A feature vector generated by a Neural Network or any other voice

processing system.

According to some embodiments of the present invention, many Network Video Recorder (NVR)

systems that record video from surveillance cameras do not record the audio part due to legal

restrictions on eavesdropping and wiretapping. However, sound information can have critical

contributions to the understanding of the scene, and the understanding the activity occurring in the

scene.

Embodiments of the present invention suggest a method to use the benefits of the sound

information, while avoiding the legal implications associated with wiretapping. This can be done

by extracting, in real time, useful sound features, and only those features will be recorded as meta

data together with the video. This metadata can later be used, either alone or together with the

visual information, to understand the activities around the camera.

Following below are several useful features that can be extracted from the sound in the captured

video.

Speech Analysis

According to some embod iments of the present invention, when a video from surveillance cameras

include speech, speech recognition methods can be used to create a transcript. After such analysis,

relevant dialogues can be found in the video based on queries. Also, speaker identification can be

performed on heard voices. Queries can include the speaker’s identity, or the verbal contents of

the conversations. Alerts can be initiated based on the identity of the speaker or the contents of the

speech. Two cases are important in particular:

• Performing speech recognition on the original or the cleaned voice of people seen in the

video. A transcript of the spoken words can be generated, and these words can be stored as

meta-data. With such a transcript, the video can be searched more efficiently, and alerts

can be set for specific verbal content. Microphone array methods are possible as well.



• Transcript can be made of other voices heard in the soundtrack, even if speaking person is

not visible. The transcript can be attached to a speech signature of a person, such as the

one generated by a speaker recognition system, so that re-identification of other speech by

same person can be done, either in same camera or in other cameras.

Person Recognition

Face recognition can recognize the people visible in the camera. In addition, person recognition

through voice analysis can help improve face recognition results in case of poor image quality, or

for people not seen on camera but only heard on microphone.

Even when the heard voices cannot be recognized, the number of people heard can be estimated

as stored in the metadata, and the speech signatures of the heard people can be stored for possible

future matching with voices heard in other situations.

Audio-Visual Scene Understanding and Activity Recognition

Audio-visual event recognition using all modules - visible objects and sound, can increase the

accuracy of the determination of the activity in the scene. As an example, running people, and

passing cars or trucks, have characteristic sounds that can be used to improve activity recognition

as computed from computer vision. Other events of interests that have characteristic sounds

include road accidents, gunshots, blowing wind, falling rain, etc.

Audio-visual scene understanding can be performed, classifying the activities and objects visible

and/or heard on the video. Some events may only be visible with no generated sound, such as a

person drawing a gun. Other events can be audio only, such as a faraway gunshot or a blowing

wind, and some events can combine both vision and sound analysis, such as crowd voices, traffic

sounds, etc. The existence of such events and objects can be recorded as meta-data for possible

video search.



Sound based metadata can be computed from sound classification methods. The meta data can

either be the final classification achieved by such systems in the last level of the neural network,

or a vector of activation levels at some intermediate levels of the network.

System Description

According to some embodiments of the present invention, the heart of the system is a meta-data

module, which takes as input the sound information and generates metadata that can be used for

scene analysis, either in real time of for a later processing. Since the recording of voice may not

be allowed, the sound analysis module can be installed as a component at the video camera or at

the video recorder. The video camera will include both a video sensor that captures the video

frames, and at least one microphone that captures the sound.

Audio Metadata Module

According to some embodiments of the present invention, the audio metadata module will take as

input the sound information generated by one or more microphones. This can be an analog sound

directly from the microphone, or a digital sound after the sound sensor has been digitized and

encoded. The module, implemented using a computing device and embedded software, will run

several analysis modules on the sound.

According to some embodiments of the present invention, three sample modules can be Speaker

Recognition, Speech recognition, and Sound Classification. This module can have as output one

or more of the following: (1) the speaker’s identity or a feature vector from intermediate levels of

the speaker recognition network; (2) A speech transcript generated from the heard speech or a

feature vector of intermediate levels from the speech recognition system; (3) The scene activity

classification, or (4) a feature vector of intermediate levels from the sound classification system.

On-Camera System

According to some embodiments of the present invention, the camera may have a normal path that

combines the audio and the frames, encodes them into a regular video stream (e.g. H.264) that can

be transmitted and played remotely. Alternatively, the camera may transmit a video stream

consisting of the video frames only with no sound.

In addition to the above, the audio from the microphone will be sent to a local audio metadata

module, which will generate the required meta-data, this metadata will be transmitted from the

camera either as part of the video stream, or on a separate stream.



Network Video Recording (NVR) System

According to some embodiments of the present invention, the audio metadata system may also be

installed at the Video recording system. In this case it is assumed that the video camera transmits

a video having both video frames and sound. This video, including both video frames and sound,

will be received by the NVR. The NVR can extract the audio from the video stream and send it to

the audio metadata module for processing. The NVR may store the video without the audio

component but may also store the associated metadata generated from the sound.

Handling Speech in Audio Recording

One of the biggest issues in audio recording are the laws against eavesdropping and wiretapping.

Because of these issues many surveillance cameras do not have microphones, and even those that

do have microphones - the sound is not recorded together with the video.

One possible approach mentioned above is to handle this issue is to compute features of the sound,

e.g. using neural networks, and use or store these features as metadata instead of recording or

transmitting the sound.

Another approach, described herein, is to leave the soundtrack as sound. However, in order to

avoid eavesdropping and wiretapping, it is proposed to mask the speech in a way that the speech

will not be intelligible, while the other interesting sounds could still be recognized. Such other

interesting sounds include gunshots, shouting, breaking glass, accidents, and the like.

There are several ways to make voice unintelligible in a soundtrack:

• Perform voice activity detection on the soundtrack and erase the soundtrack in all periods

when a human voice is detected. This activity will erase all sounds, both human voices and

other sounds, in the periods that include a human voice.

• Remove people voices from the sound, while keeping other concurrent sounds. Most

approaches describe methods to get a clean voice by removing background sounds. Other

approaches were used to remove vocals from songs. Similar methods can be used to

remove voice from the soundtrack. This approach will keep all sounds when no human

voice is heard. In periods that include a human voice, only the human voice is removed,

while keeping other sounds.

• Garble the sound in a way that human voice will become unintelligible, while features of

other sounds could still be computed. This is possible because speech understanding



requires long term tracking of sounds, while understanding of other sounds, like gunshots

or accidents, is very local in time. One possible approach is dividing the sound into short

segments in random and reordering these segments. Short term sounds like gunshots or

breaking glass could be spotted, while understanding of complete words or sentences will

be impossible.

Scene Understanding using Sound Analysis in Surveillance Video

Powerful and simple indications to the classification and importance of an event can be derived

from sound. A gunshot, breaking glass, yelling, crying - all can be classified from sound, and

indicate activities that should be exam ned.

In locations covered by surveillance cameras, such as cities, airports, shops, and many more, only

a few observers are watching the videos. In such cases sounds can be important in determining

important events, and in particular help determine which videos should be examined by the

observers, generating appropriate alerts.

Unfortunately, due to eavesdropping, wiretapping, and privacy laws, many surveillance cameras

are not equipped with microphones, and even when microphones are available their use is very

limited. The possibility that the microphones will capture and record a conversation between

people may risk some sound analysis activities to be considered illegal.

In order to improve the analysis of video footage obtained from surveillance cameras it is proposed

equip most surveillance cameras with microphones, and in order to abide by all legal restrictions

perform the following processing: (1) Separate the video frames from the soundtrack, and process

and/or record a silent video. (2) Divide the sound into short temporal fragments of one second or

less each. (3) Analyze the sound in each fragment, yielding features from which the type of sound

can be derived, but the content of a conversation or the identity of speakers cannot be extracted.

These features can be saved or further processed. The original sound fragments that include human

voice, as detected by Voice Activity Detection, will be discarded. (4) Process the features

computed in (3) to determine the types of sound: gunshot, breaking glass, yelling, crying, etc. It is

possible that the features computed in (3) will include the final sound classification, in which case

stage (4) can be skipped. (5) Use the results of the processing in (4) to improve scene

understanding, provide alerts, and the like.



Emotion Recognition and Detection of Deceit

Methods exist for the determination of emotion from the voice and from the facial expressions of

a person. Of particular interest is the determ ination of stress, which can be used as an indication

for deception. A wearable camera records a video having both audio and video

frames, and therefore the emotion of a person can be computed from both the frames showing the

facial expression and the audio recording the voice.

In this patent application we will refer to the wearer of a wearable camera as an “officer”. It should

be understood that this can be a police officer, any other first responder, or anyone else using a

wearable camera. In addition, while we will mainly refer to the emotional state of stress, indication

possible deceit, it should be understood than other emotional states can be computed such as

happiness, sadness, and the like.

Emotion Computation using video from a wearable camera can be important in many cases. For

example, on many occasions, officers use wearable cameras, and an officer can be given

indications whether the person he talks to is telling the truth or is trying to deceive him.

While emotion computation is not foolproof, it can give the officer a tool to help him set his

priorities during stressful and time sensitive situations.

Methods for determination of emotion and stress from facial expressions and from voice are known

in the art. In some embodiments, computer methods may be introduced to use both the audio and

the visual information in a video for deception detection in courtroom videos.

However, Wearable video poses many more challenges compared to courtroom video, and will

need the following additional steps in order to be effective:

• Wearable video is very unstable, and stabilization of the camera motions will very likely be

needed in addition to the face tracking done in stationary cameras.

• The audio channel is very noisy, much noisier than the audio recorded in sterile

environments like a courtroom. Methods for the separation of the voice of a visible speaker

from the background noise are needed. While there exist noise cleaning methods that use

the soundtrack only, and do not use the video frames, in case the soundtrack includes

multiple voices it may be difficult to isolate the voice of the person of interest. In the case

of a wearable camera we may determine the face of the person of interest to be the face that



is closest to the center of the frame most of the time and use audio-visual methods to clean

the voice of that person.

It should be mentioned that multi-microphone methods exist for speech enhancement and

recognition, using beamforming to direct the sensitivity of the microphones to a particular place

in space. Video frames showing the face of a person of interest may help when the person of

interest is visible. When the officer can wear additional microphones, either on the camera itself,

or in other locations, such beamforming can be used in addition to single microphone methods.

Architecture

According to some embodiments of the present invention, a system for audio-visual determination

of emotion in wearable cameras will have the following components: (1) A video capture device,

capturing both audio and video frames. The method will be effective when the video camera

captures both the video frame showing the face of the person of interest, as well as the soundtrack

capturing the voice of this person. (2) An optional display unit, displaying the recorded video to

the officer. This unit may have an optional pointing device such as a touch screen. (3) A storage

unit to store the captured video. (4) An optional transmission unit to transmit the video to a remote

server. (5) A software module, running on a local computing device or on a remote server,

determining the emotion from captured video. (6) An indicator that can inform the officer, or any

other person, of the computation results, e.g. whether the person of interest is telling the truth or

may be deceiving, or any other emotional state of the person of interest.

Emotion Determination Component

According to some embodiments of the present invention, the software module (5) above may

include the following components: (5.1) A video decoder, reading the video and placing it in

memory. (5.2) An optional video stabilization component, stabilizing the effects of the unstable

camera. (5.3) A face tracking module, extracting the face of the person of interest from the video.

In case multiple faces are visible, this module will determine the person of interest. A possible

approach can indicate the person of interest as the person whose face is closest to the center of the

video frames most of the time. Alternatively, the largest face may be selected, as the largest face

indicates that this person is closest to the camera. Alternatively, the officer can use the optional

video display (2) to point to the person of interest using some pointing device such as a touch

screen. (5.4) An optional voice cleaning module, separating the person's voice from the

background noise. This module will preferable get as input both the tracked face and the

soundtrack and will output a clean voice. Alternatively, the voice cleaning may be performed using



the soundtrack only. (5.5) An emotion determination module, getting as input the tracked face and

the clean voice, and determine the emotional status of the person of interest. It may be possible to

combine modules 5.4 and 5.5 such that a combined module will perform both voice cleaning and

emotion determination in an end-to-end fashion.

Deployment Options

Many wearable cameras used by officers are connected to a wearable computing device that

controls additional functions such as radio communications. Some embodiments of the present

invention can be installed as a software on such a computing device, already worn together with

the camera. In such a case the officer may get indication in real time, maybe after a slight delay,

of some emotional status of the person he may be engaged with. When the wearable camera does

not have a computing device, several options are possible:

• Video can be transmitted to a central server. Video processing can be done on the server,

and results can be transmitted back to the officer. This can be done either in real time, or

maybe after some substantial delay, depending of the nature of the communications and

the availability of the server.

• A wearable processing unit can be added to the first responder, such that computing will

be done locally. Such computation may be done even when communications is down.

According to some embodiments of the present invention in all cases it is possible that the video

will only be recorded by the officer and processed later on a server after the video is uploaded to

the server either by wireless transmission from the field of by other methods when the officer gets

back to the station.

Additional Applications for wearable cameras

According to some embodiments of the present invention additional applications for wearable

cameras are proposed. Some applications are possible for those cameras that have the functionality

to determine the person of interest in the video as described in step 5.3 above and can perform

noise cleaning to the voice of that person. Other functionalities are possible for any wearable

camera. These functionalities can be performed in real time or at a later time, either locally or on

a remote server:

Creating a Transcript of Heard Speech



When a video from wearable cameras include speech, speech recognition methods can be used to

create a transcript according to some embodiments of the present invention. After such analysis,

relevant dialogues can be found in the video based on queries that can include the speaker’s

identity or the contents of the conversations. Three cases are important in particular:

• Performing speech recognition on the original or cleaned voice of the person of interest,

cleaning performed according to step 5.4. A transcript of the spoken words can be

generated, and these words can be stored as meta-data. With such a transcript, the video

can be searched more efficiently. Microphone array methods are possible as well.

• As the officer wearing the camera is known most of the time, methods can be trained in

advance to clean also the officer's own voice, even though he is not visible on the video. A

transcript of the officer words can also be prepared and stored as meta-data.

• Transcript can be made of other voices heard in the soundtrack, even if they are neither

visible nor the voice of the officer. The transcript can be attached to a speech signature of

a person, so that re-identification of more speech by same person can be done, either in

same camera or in other situations.

Activity Recognition of Officer

According to some embodiments of the present invention, audio-visual recognition of the officer's

activity can be performed. Method to recognize the wearer activity based on camera motion and

visible objects exist, as well as audio-visual event recognition. Using all modules - camera motion,

visible objects, and sound, can increase the accuracy of the determination of the officer's activity.

As an example, Running, walking, horse riding, and driving a car have characteristic sounds that

can be used to improve activity recognition as computed from camera motion visible in the video.

Audio-Visual Scene Understanding

According to some embodiments of the present invention, audio-visual scene understanding can

be performed, classifying the activities and objects visible and/or heard on the video. Some events

may be visible only, such as a person drawing a gun, other events can be audio only, such as a

gunshot heard, and some events can combine both vision and sound analysis, such as someone

playing a musical instrument. Audio-based scene analysis can be combined with the vision-based

scene analysis. The existence of such events and objects can be recorded as meta-data for possible

video search.

Audio-Visual People Recognition



According to some embodiments of the present invention, face recognition can recognize the

people visible in the camera. In addition, person recognition through voice analysis can help

improve face recognition in case of poor image quality, or for people not seen on camera but only

heard on microphone. Even when the heard voices cannot be recognized, the number of people

heard can be estimated as stored in the metadata, and the speech signature of the heard people can

be stored for possible future matching with voices heard in other situations.

Correspondence with Surveillance Cameras

According to some embodiments of the present invention, it may be possible to perform

correspondences between the wearable camera and surveillance cameras, static cameras or on

drowns, possibly by computing their mutual geometry. This can give the following functionality:

• An officer can request to see a surveillance video showing his environment for a better

understanding of the situation.

• A central control room will be able to select and view all videos, both surveillance and

wearable, watching a desired activity, for better understanding of the situation.

Alerts

According to some embodiments of the present invention, the results of Scene Understanding and

People Recognition discussed herein may be used for alerts, either to the officer wearing the

camera or the central control room monitoring the situation.

Alerts can also be given to the officer based by information from other nearby wearable cameras

or from nearby surveillance cameras, as will be found necessary by the control room. This can be

done either by a decision of an operator, of some kind of a computerized control that will forward

alerts to nearby cameras.

Legal framework and challenges.

The proposed technical solution needs to address various legal challenges administrated by the

relevant law in force. By way of a non-limiting example, a legal opinion provided to the Applicant

focusing on the relevant law in Israel teaches: “Two Israeli laws govern the matter. The first is the

Wiretapping Law and the second is the Protection of Privacy Law. In the context of the

Wiretapping Law, as long as each sound being processed is of short enough interval so as not to



be intelligible as part of a conversation and as long as no recording is made of the sounds, the

approach described below would not violate the Wiretapping Law. We do not believe that

detecting the existence of a conversation and providing non-unique description of speakers such

as gender, age and mental status violates the provisions of the Wiretapping Law. Further, since

none of the data that will be collected can be used to identify a specific person, most of the

provisions of the Protection of Privacy Law do not apply. However, the Israeli Privacy Protection

Agency has opined that systems that provide sound surveillance should be subject to the same

limitations as systems that provide confidential video surveillance. Since it is anticipated that the

sound surveillance will be coupled with video surveillance, that should not add any additional level

of regulation above the regulations already being fulfilled by the video surveillance systems.”

Improved Scene Understanding

Improved scene understanding, using the sound analysis features as described in the previous

section, can be used for the following:

• Create sound-based alerts, e.g. for gunshots or breaking glass or yelling.

• Display the relevant videos based on the generated alerts.

• Combine information from multiple sources, either audio or video, for example, compute

the location of a gunshot by analysis of the sound as recorded in several locations

Even though this document discusses sound processing, we should remember that video

processing can provide more information about the scene. The information from both the sound

and the video can be combined to improve understanding. For example, a running person may not

indicate a video as important, but this can change if a gunshot or breaking glass were heard as well

in the soundtrack of this or a neighboring camera.

From Cameras to Video Analytics

The addition of legal audio analysis to surveillance cameras requires a collaboration between

makers of cameras, VMS systems, and analytics. Such a collaboration can create an end to end

ecosystem that will have much more accurate recognition of critical events, events that generate a

unique sound (gunshots, breaking glass, yelling, and the like). In a few years from now, why should

anyone installing a new video surveillance system consider a system that does not have audio

analysis?

Technical Issues



In order to preserve privacy, no third party should gain access to the sound as it is communicated

between the microphone and the processor performing the sound analysis. Such communication

should be done using a secure channel or be encrypted if done over non-secure networks. This

privacy protection should be in effect when the sound processing is performed inside the camera

or in a remote location.

Locating noise pollutions

Advantageously, embodiments of the present invention may enable municipalities or other

authorities the ability to measure and track noise pollution. Together with the cameras, the sources

of the noise pollution can be tracked. The source of the noise pollution may be a car with a

defective exhaust system, people getting in or leaving a party and the like.

Possible Extensions

Anyone skilled in the art can recognize that sound descriptors are not limited to frequencies that

can be heard by people but can be applied to all frequencies captured by the microphones. Such

descriptors can be used to identify multiple possible events, such as identify vehicle type by sound

of engine, detect gender and age of speakers, detect the language spoken, etc. Many sound

generating events of any kind can be classified and recognized by appropriate sound descriptors.

Of course, alerts can be generated when any sound is heard at hours that are supposed to be

complete quiet, such as after working hours.

In addition, the proposed privacy preserving processing proposed in this document can be done

either by stand-alone microphones, or by microphones that are providing the soundtrack to video

cameras.

Embodiments of the invention may be carried out by a computing system. For example, a

processor, operatively connected to a memory holding data and software, code, or instructions,

may be configured or programmed by the software, code or instructions to carry out embodiments

of the present invention. More than one such processor or computing system may be use.

It should be noted that all methods according to embodiments of the present invention may be

stored as instructions in a computer readable medium to cause processors, such as central

processing units (CPU) to perform the method. Additionally, the method described in the present

disclosure can be stored as instructions in a non-transitory computer readable medium, such as



storage devices which may include hard disk drives, solid state drives, flash memories, and the

like. Additionally, non-transitory computer readable medium can be memory units.

In order to implement the method according to embodiments of the present invention, a computer

processor may receive instructions and data from a read-only memory or a random-access memory

or both. At least one of aforementioned steps is performed by at least one processor associated

with a computer. The essential elements of a computer are a processor for executing instructions

and one or more memories for storing instructions and data. Generally, a computer will also

include, or be operatively coupled to communicate with, one or more mass storage devices for

storing data files. Storage modules suitable for tangibly embodying computer program instructions

and data include all forms of non-volatile memory, including by way of example semiconductor

memory devices, such as EPROM, EEPROM, and flash memory devices and also magneto-optic

storage devices.

As will be appreciated by one skilled in the art, aspects of the present invention may be embodied

as a system, method or computer program product. Accordingly, aspects of the present invention

may take the form of an entirely hardware embodiment, an entirely software embodiment

(including firmware, resident software, micro-code, etc.) or an embodiment combining software

and hardware aspects that may all generally be referred to herein as a “circuit,” “module” or

“system.” Furthermore, aspects of the present invention may take the form of a computer program

product embodied in one or more computer readable medium(s) having computer readable

program code embodied thereon.

Any combination of one or more computer readable medium(s) may be utilized. The computer

readable medium may be a computer readable signal medium or a computer readable storage

medium. A computer readable storage medium may be, for example, but not limited to, an

electronic, magnetic, optical, electromagnetic, infrared, or semiconductor system, apparatus, or

device, or any suitable combination of the foregoing. More specific examples (a non-exhaustive

list) of the computer readable storage medium would include the following: an electrical

connection having one or more wires, a portable computer diskette, a hard disk, a random access

memory (RAM), a read-only memory (ROM), an erasable programmable read-only memory

(EPROM or Flash memory), an optical fiber, a portable compact disc read-only memory (CD-

ROM), an optical storage device, a magnetic storage device, or any suitable combination of the

foregoing. In the context of this document, a computer readable storage medium may be any

tangible medium that can contain or store a program for use by or in connection with an instruction

execution system, apparatus, or device.



Program code embodied on a computer readable medium may be transmitted using any appropriate

medium, including but not limited to wireless, wireline, optical fiber cable, RF, etc., or any suitable

combination of the foregoing.

Computer program code for carrying out operations for aspects of the present invention may be

written in any combination of one or more programming languages, including an object-oriented

programming language such as Java, Smalltalk, JavaScript Object Notation (JSON), C++ or the

like and conventional procedural programming languages, such as the "C" programming language

or similar programming languages. The program code may execute entirely on the user's computer,

partly on the user's computer, as a stand-alone software package, partly on the user's computer and

partly on a remote computer or entirely on the remote computer or server. In the latter scenario,

the remote computer may be connected to the user's computer through any type of network,

including a local area network (LAN) or a wide area network (WAN), or the connection may be

made to an external computer (for example, through the Internet using an Internet Service

Provider).

Aspects of the present invention are described above with reference to flowchart illustrations

and/or portion diagrams of methods, apparatus (systems) and computer program products

according to embodiments of the invention. It will be understood that each portion of the flowchart

illustrations and/or portion diagrams, and combinations of portions in the flowchart illustrations

and/or portion diagrams, can be implemented by computer program instructions. These computer

program instructions may be provided to a processor of a general purpose computer, special

purpose computer, or other programmable data processing apparatus to produce a machine, such

that the instructions, which execute via the processor of the computer or other programmable data

processing apparatus, create means for implementing the functions/acts specified in the flowchart

and/or portion diagram portion or portions.

These computer program instructions may also be stored in a computer readable medium that can

direct a computer, other programmable data processing apparatus, or other devices to function in

a particular manner, such that the instructions stored in the computer readable medium produce an

article of manufacture including instructions which implement the function/act specified in the

flowchart and/or portion diagram portion or portions.

The computer program instructions may also be loaded onto a computer, other programmable data

processing apparatus, or other devices to cause a series of operational steps to be performed on the

computer, other programmable apparatus or other devices to produce a computer implemented



process such that the instructions which execute on the computer or other programmable apparatus

provide processes for implementing the functions/acts specified in the flowchart and/or portion

diagram portion or portions.

The aforementioned flowchart and diagrams illustrate the architecture, functionality, and operation

of possible implementations of systems, methods and computer program products according to

various embodiments of the present invention. In this regard, each portion in the flowchart or

portion diagrams may represent a module, segment, or portion of code, which comprises one or

more executable instructions for implementing the specified logical function(s). It should also be

noted that, in some alternative implementations, the functions noted in the portion may occur out

of the order noted in the figures. For example, two portions shown in succession may, in fact, be

executed substantially concurrently, or the portions may sometimes be executed in the reverse

order, depending upon the functionality involved. It will also be noted that each portion of the

portion diagrams and/or flowchart illustration, and combinations of portions in the portion

diagrams and/or flowchart illustration, can be implemented by special purpose hardware-based

systems that perform the specified functions or acts, or combinations of special purpose hardware

and computer instructions.

In the above description, an embod iment is an example or implementation of the inventions. The

various appearances of "one embodiment,” "an embodiment" or "some embodiments" do not

necessarily all refer to the same embodiments.

Although various features of the invention may be described in the context of a single embodiment,

the features may also be provided separately or in any suitable combination. Conversely, although

the invention may be described herein in the context of separate embodiments for clarity, the

invention may also be implemented in a single embodiment.

Reference in the specification to "some embodiments", "an embodiment", "one embodiment" or

"other embodiments" means that a particular feature, structure, or characteristic described in

connection with the embod iments is included in at least some embodiments, but not necessarily

all embodiments, of the inventions.

It is to be understood that the phraseology and terminology employed herein is not to be construed

as limiting and are for descriptive purpose only.

The principles and uses of the teachings of the present invention may be better understood with

reference to the accompanying description, figures and examples.



It is to be understood that the details set forth herein do not construe a limitation to an application

of the invention.

Furthermore, it is to be understood that the invention can be carried out or practiced in various

ways and that the invention can be implemented in embodiments other than the ones outlined in

the description above.

It is to be understood that the terms “including”, “comprising”, “consisting” and grammatical

variants thereof do not preclude the addition of one or more components, features, steps, or integers

or groups thereof and that the terms are to be construed as specifying components, features, steps

or integers.

If the specification or claims refer to "an additional" element, that does not preclude there being

more than one of the additional elements.

It is to be understood that where the claims or specification refer to "a" or "an" element, such

reference is not to be construed that there is only one of that elements.

It is to be understood that where the specification states that a component, feature, structure, or

characteristic "may", "might", "can" or "could" be included, that particular component, feature,

structure, or characteristic is not required to be included.

Where applicable, although state diagrams, flow diagrams or both may be used to describe

embodiments, the invention is not limited to those diagrams or to the corresponding descriptions.

For example, flow need not move through each illustrated box or state, or in exactly the same order

as illustrated and described.

Methods of the present invention may be implemented by performing or completing manually,

automatically, or a combination thereof, selected steps or tasks.

The term "method" may refer to manners, means, techniques and procedures for accomplishing a

given task including, but not limited to, those manners, means, techniques and procedures either

known to, or readily developed from known manners, means, techniques and procedures by

practitioners of the art to which the invention belongs.

The descriptions, examples, methods and materials presented in the claims and the specification

are not to be construed as limiting but rather as illustrative only.



Meanings of technical and scientific terms used herein are to be commonly understood as by one

of ordinary skill in the art to which the invention belongs, unless otherwise defined.

The present invention may be implemented in the testing or practice with methods and materials

equivalent or similar to those described herein.

Any publications, including patents, patent applications and articles, referenced or mentioned in

this specification are herein incorporated in their entirety into the specification, to the same extent

as if each individual publication was specifically and individually indicated to be incorporated

herein. In addition, citation or identification of any reference in the description of some

embod iments of the invention shall not be construed as an admission that such reference is

available as prior art to the present invention.



CLAIMS

1. A method of automatic video or audio redaction, the method comprising:

obtaining an input video;

obtaining at least one prespecified object, being a visual or an acoustic object or a

descriptor thereof;

analyzing the input video, to detect a matched object, being an object having descriptors

similar to the descriptors of the at least one prespecified object; and

generating a redacted video by removing or replacing the matched objects therefrom.

2. The method according to claim 1, wherein the at least one prespecified object is a visual or

acoustic representation of a unique real-life object.

3. The method according to claim 2, wherein said replacing comprises replacing the matched

object with an alternative visual or acoustic representation thereof.

4. The method according to claim 3, wherein said alternative visual or acoustic representation

comprises a preselected icon or sound.

5. The method according to claim 3, wherein said alternative visual or acoustic representation

comprises a degraded visual or acoustic representation thereof.

6. The method according to claim 2, wherein said descriptor includes sounds associated with

the object, wherein said removing comprises a removal of the said sounds associated with the

object.

7. The method according to claim 2, further comprising storing said redacted video on a

computer data storage.

8. The method according to claim 2, wherein said obtaining of the input video, said obtaining

of the at least one prespecified object, said analyzing, and said generating are carried out without

storing said input video on a computer data storage.

9. The method according to claim 1, wherein the input video is an endless input video stream

being streamed continuously.



10. The method according to claim 9, wherein said replacing comprises replacing the matched

object with an alternative visual or acoustic representation thereof.

11. The method according to claim 10, wherein said alternative visual or acoustic

representation comprises a preselected icon or sound.

12. The method according to claim 10, wherein said alternative visual or acoustic

representation comprises a degraded visual or acoustic representation thereof.

13. The method according to claim 9, wherein said descriptor includes sounds associated with

the object, wherein said removing comprises a removal of the said sounds associated with the

object.

14. The method according to claim 9, further comprising storing said redacted video on a

computer data storage.

15. The method according to claim 9, wherein said obtaining of the input video, said obtaining

of the at least one prespecified object, said analyzing, and said generating are carried out without

storing said input video on a computer data storage.

16. A system for automatic video or audio redaction, the system comprising:

a computer memory configured to:

obtain an input video;

obtain at least one prespecified object, being a visual or an acoustic object or a

descriptor thereof; and

a computer processor configured to:

analyze the input video, to detect a matched object, being an object having

descriptors similar to the descriptors of the at least one prespecified object; and

generate a redacted video by removing or replacing the matched objects therefrom.

17. The system according to claim 16, wherein the at least one prespecified object is a visual

or acoustic representation of a unique real-life object.

18. The system according to claim 16, wherein the input video is an endless input video stream

being streamed continuously.



19. A non-transitory computer readable medium for automatic video or audio redaction, the

computer readable medium comprising a set of instructions that when executed cause at

least one computer processor to:

obtain an input video;

obtain at least one prespecified object, being a visual or an acoustic object

or a descriptor thereof;

analyze the input video, to detect a matched object, being an object having

descriptors similar to the descriptors of the at least one prespecified object; and

generate a redacted video by removing or replacing the matched objects

therefrom.

20. The non-transitory computer readable medium according to claim 19, wherein the at least

one prespecified object is a visual or acoustic representation of a unique real-life object.
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