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(57) ABSTRACT 

A method for processing of processor executable tasks and a 
processor readable medium having embodied therein proces 
Sor executable instructions for implementing the method are 
disclosed. A system for distributing processing work amongst 
a plurality of distributed processors is also disclosed. A task 
generated with a local node is divided into one or more 
Sub-tasks. An optimum number of nodes X on which to pro 
cess the Sub-tasks is determined If X is greater than one a 
determination is made to either (1) execute the task at the local 
node with the processor unit, (2), distribute the task among 
two or more local node processors, (3) distribute the task to 
one or more of the distributed nodes accessible to the local 
node over a LAN, or (4) distribute the task to one or more of 
the distributed nodes that are accessible to the local node over 
a WAN. 
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SUB-TASK PROCESSOR DISTRIBUTION 
SCHEDULING 

CLAIM OF PRIORITY 

0001. This application is a continuation and claims the 
priority benefit of commonly-assigned, co-pending U.S. 
patent application Ser. No. 1 1/459,301 entitled “SUB-TASK 
PROCESSOR DISTRIBUTION SCHEDULING to John P. 
Bates and Payton R. White, filed Jul. 21, 2006, the entire 
disclosures of which are incorporated herein by reference. 

FIELD OF THE INVENTION 

0002 Embodiments of the present invention are related to 
distributed computing and more particularly to distribution of 
computing tasks among multiple processors. 

BACKGROUND OF THE INVENTION 

0003. A major advance in electronic computation has been 
the development of systems that can perform multiple opera 
tions simultaneously. Such systems are said to perform par 
allel processing. Many computation tasks can be regarded as 
interdependent sub-tasks. Often, Some of these Sub-tasks may 
be implemented by parallel processing by distributing the 
tasks amongst local or remote processors. 
0004. It is within this context that embodiments of the 
present invention arise. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0005. The teachings of the present invention can be readily 
understood by considering the following detailed description 
in conjunction with the accompanying drawings, in which: 
0006 FIG. 1 is a block diagram of a distributed processing 
system according to an embodiment of the present invention. 
0007 FIG. 2 is a flow diagram of a method according to an 
embodiment of the present invention. 
0008 FIG. 3 is a graph depicting plots of effective execu 
tion time versus number of processors for determination of 
whether or not to distribute a task according to an embodi 
ment of the present invention. 
0009 FIG. 4 is a block diagram depicting distributed pro 
cessing cost determination using a look-up table model 
according to an embodiment of the present invention. 
0010 FIG. 5 is a block diagram depicting distributed pro 
cessing cost determination using a liquid capital market 
model according to an embodiment of the present invention. 

DESCRIPTION OF THE SPECIFIC 
EMBODIMENTS 

0011 Although the following detailed description con 
tains many specific details for the purposes of illustration, 
anyone of ordinary skill in the art will appreciate that many 
variations and alterations to the following details are within 
the scope of the invention. Accordingly, the exemplary 
embodiments of the invention described below are set forth 
without any loss of generality to, and without imposing limi 
tations upon, the claimed invention. 
0012 Embodiments of the present invention may be 
understood by reference to FIG. 1 and FIG. 2. FIG. 1 depicts 
an example of S system 100 that may implement embodi 
ments of the present invention. FIG. 2 depicts a flow diagram 
of a method 200 that may be implemented, e.g., using the 
system 100 of FIG. 1. The system 100 generally includes a 
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local processor node 102 that is operably coupled to one or 
more other processors referred to herein as distributed nodes. 
The processor node 102 generally includes one or more indi 
vidual processor units 104 and may include a memory 106. 
By way of example, and without loss of generality, the pro 
cessor units 104 may include one or more cell processor units. 
Each cell processor unit may include a power processing unit 
PU and one or more synergistic processor units SPU. Each 
SPU may have an associated local memory. Each of the 
processor units 104 may be regarded as a node. Similarly, 
each of the processor elements within a processor unit 104, 
e.g., the PU and SPUs may be regarded as nodes. The PU and 
SPUs may be connected to each other through a bus 108. 
0013 The processor unit 104 may exchange data and/or 
instructions with locally distributed nodes such as other pro 
cessor units 104 within the local node 102, e.g., through an 
input/output (I/O) element 110 and a data bus 112 sometimes 
referred to as a “blade’. The processor units 104 may com 
municate with other locally distributed processor nodes 103 
through the I/O element 110 and a local data bus 114, such as 
a peripheral component interconnect (PCI) or PCI express 
(PCIE) data bus. The local processor nodes 103 may include 
multiple processor units 105, an I/O element 107 and internal 
data bus 109. The processor units 104 in the local processor 
node 102 may communicate with remotely distributed pro 
cessor nodes 116 via a network interface 118 coupled to the 
I/O element 110 and one or more networks 120. Each 
remotely distributed processor node 116 may include mul 
tiple processors 117, which may be configured as described 
above. 

0014. The networks 120 may include one or more local 
area networks and/or one or more wide area networks. As 
used herein, a local area network (LAN) refers to a computer 
network that spans a relatively small area, e.g., a single build 
ing or group of buildings. Each node (individual device) in a 
LAN typically has one or more processors with which it 
executes programs. Each node may also be able to access data 
and devices anywhere on the LAN. A LAN may be connected 
to other LANs over any distance, e.g., via telephone lines or 
radio waves. A system of LANs connected in this way is 
referred to as a wide-area network (WAN). The Internet is an 
example of a WAN. Any suitable architecture may be used to 
implement such networks, e.g., client/server or peer-to-peer 
architecture. In a peer-to-peer (P2P) architecture, each node 
has equivalent capabilities and responsibilities. This differs 
from client/server architectures, in which some nodes are 
dedicated to serving the others. 
00.15 Each processor unit 104 may operate by executing 
coded instructions 122. The coded instructions 122 may be 
broken down into a set of tasks. Many processing tasks that 
are to be executed by the local processor node 102 (or a 
processor unit 104 within the local processor node 102) may 
be further broken down into interdependent sub-tasks. The 
Sub-tasks may be executed in parallel. The coded instructions 
122 may include a distributed scheduler distributes the sub 
tasks amongst multiple processors that are accessible to the 
local node 102. The distributed scheduler may be imple 
mented inhardware, Software, firmware or some combination 
of two or more of these. A key task for the distributed sched 
uler is to determine whether and how to distribute the sub 
tasks amongst available processing resources. 
0016. The determination of the number of nodes X may be 
based on a vector of resource quantities that describes both 
resource availability and the characteristics of the request. 



US 2010/0235845 A1 

Such a vector may include parameters such as processor 
cycles, memory space, storage (e.g., hard disk) space and 
network bandwidth required to process the task. Estimates for 
the availability of distributed nodes may be made by middle 
ware. Instantaneous, average, and expected utilization may 
be taken into account. Applications may make rough esti 
mates of resources required by its tasks. 
0017. The flow diagram of FIG. 2 illustrates one method 
200 among others for distributing processing tasks. Param 
eters relating to the vector of resource quantities may be 
collected as indicated at block 202. For example, the code 122 
may include a resource overlay routine that runs in the back 
ground of an application and collects information on param 
eters relevant to determining whether and how to distribute 
processing tasks. Such parameters may include, but are not 
limited to execution times of tasks on a given node, size of 
data to be divided among Sub-tasks, size of code or data 
needed by every Sub-task, size of output data produced by a 
task, outgoing and incoming bandwidths for one or more 
nodes, round-trip message times to distributed nodes, proces 
sor availability, processor usage. 
0018. The parameters may optionally be stored at block 
204 in a parameter table 205, which may be stored in a 
memory accessible by the local node 102. For example the 
parameter table 205 may be part of a database DB stored in 
the main memory 106 of the local node 102. The parameter 
table 205 may be updated from time to time as conditions 
change while waiting for new tasks. When the local processor 
node 102 generates a new task, as indicated at block 206, a 
determination is made whether or not to distribute processing 
of the task. Specifically, the task may be divided into one or 
more Sub-tasks, as indicated at block 208. An optimum num 
ber of nodes X on which to process the one or more sub-tasks 
may then be determined, as indicated at block 210. The num 
ber of nodes X may be based at least partly on parameters 
relating to processing the sub-tasks at nodes accessible by the 
local node, e.g., parameters stored in the parameter table 205. 
It is noted that many tasks may involve multiple sub-tasks of 
the same kind, e.g., same input data and code. It is also noted 
that the resources and parameters may change over time. Thus 
it may be useful to return to block 202 to re-collect the 
parameters. This can provide a check as to whether the 
resources and/or parameters have changed before determin 
ing at block 210 the optimum number of nodes x for the next 
Sub-task of the same kind. 

0019 Based on the value of X, a determination may be 
made at block 212 whether to process the task at the local 
node 104 or distribute the task to one or more distributed 
nodes accessible by the local node. Where distribution does 
not make sense, e.g., where X=1, local processing is faster and 
local processing resources are available, the task may be 
processed locally, as indicated at block 214. 
0020. If at block 212 it is determined that distribution 
makes sense, e.g., if x>1 and/or other criteria are satisfied, the 
tasks (or sub-tasks) may be allocated for processing at one or 
more distributed nodes. The nature of the distribution may 
depend on the value of X and the number of nodes available. 
For example, if X nodes are available the task (or sub-tasks) 
may be sent to X distributed nodes for processing, as indicated 
at block 216. If fewer than X nodes are available the task may 
be split to available nodes, as indicated at block 218. For 
example, Suppose it is determined that X-20 nodes are opti 
mal for processing a particular task and only ten are available. 
In Such a case, the task may be split into two portions. Half of 
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the work may be assigned to the ten available nodes and the 
remainder may be assigned to other nodes as they become 
available. 

0021 Determining whether and how to distribute tasks 
often depends on the bandwidth available for transmission of 
data to a distributed node. The available bandwidth may 
depend on the nature of the data transmission path. For 
example, each of the data busses 108, 112, 114 and the net 
works 120 connected to the local node 104 may have different 
bandwidths. As used herein, the term bandwidth generally 
refers to a rate of transfer of information in a given amount of 
time. Bandwidths for digital data are typically expressed in a 
number of bits or bytes per second. By way of example, in a 
cell processor, the bandwidth for data transfers between the 
SPUs may be as high as about 100 gigabytes per second 
(GByte/s). Bandwidth for data transfers from an SPU to the 
memory 106 may be as high as about 20 GByte?s. Data 
transfers between cells over a “blade' may have a bandwidth 
of about 30 GByte/s. The local bus 112, e.g., PCIE, may have 
abandwidth of 20 GByte?s. LAN bandwidths may range from 
about 10 megabytes per second (MByte/s) to about 10 GByte/ 
S. Bandwidths for a WAN, such as the Internet, may range 
from about 128 kilobytes per second (KByte/s) to about 10 
MByte/s. 
0022. The determination of whether to distribute tasks at 
block 212 and how to distribute tasks at block 216 may also 
depend on the type of task involved. Many different types of 
data processing tasks and Sub-tasks may be implemented by 
distributed computing according to embodiments of the 
present invention. Each sub-tasks may be characterized by a 
Sub-task type that distinguishes one type of Sub-task from 
another and/or provides information for determining the opti 
mum number of nodes X and or how to distribute the task or 
Sub-task amongst accessible nodes. Such task and Sub-task 
types include, but are not limited to Complex start-to-finish 
tasks, Divisible-by-N tasks, Intercommunicative persistent 
tasks, and Stateless persistent tasks or services. 
0023. In Complex start-to-finish tasks a static task file 
describes how tasks depend on each other and their required 
data/code. An optimal number of processors may be statically 
determined from the task file. One option for doing this is to 
statically determine an optimal distribution of tasks. Another 
option is to dynamically execute tasks by treating the allo 
cated processors as a thread pool. As processors finish tasks, 
they notify a task master and wait for the next task. Code and 
data resources may be pre-fetched, e.g., if the size in bytes is 
known, and the destination node's bandwidth is known. In the 
absence of an estimate of the execution time of each sub-task, 
pre-fetching may be done for all sub-tasks at a start time for 
the task. 

0024 Divisible-by-N tasks are tasks that can be divided up 
as much as there are available resources. Equations for the 
optimal number of nodes N to use for executing such tasks 
may be derived if the one-node-execution-time is known for 
the task. Factors such as bandwidth and distribution method 
(linear/server vs. logarithmic/P2P) may be taken into account 
in the equation. Divisible-by-N tasks may fall into a number 
of different task types. For example, in one type of task, the 
same data is sent to all nodes. Ray tracing tasks are an 
example of this task type. In another task type a piece of data 
sent to each node. The SETI (search for extra-terrestrial intel 
ligence) project is an example of this task type. In divisible 
by-N tasks, each allocated task is initialized with its unique 
index in the range of 0, N), and N is the actual number of 
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allocated processors. The required data for each task is dis 
tributed in some suitable manner. Note that parallel sub-tasks 
of complex hierarchical tasks might fit into this category. 
0025. In intercommunicative persistent tasks (sometimes 
also referred to as persistent interactive tasks) as many pro 
cessors as there are tasks are allocated. The tasks begin 
executing and communicating freely. Complex hierarchical 
tasks may execute in this environment by pre-allocating all 
Sub-tasks and passing messages to progress through the 
execution stages. As long as parallel tasks are allocated to 
different nodes/processors, the same (if not better) perfor 
mance may be achieved. Servers and game objects are a few 
examples, among others, of intercommunicative persistent 
tasks. 
0026 Stateless persistent tasks or services are global func 
tions that have inputs and outputs, but no state. Such tasks are 
generic, so they may be redundantly duplicated on multiple 
nodes to load balance. Stateless persistent tasks may be 
executed on any available node. Certain distributed schedul 
ing implications are present with this type of task. For 
example, in determining at block 210 how many nodes X to 
distribute the task to and/or how to distribute the taskatblocks 
216, 218, it may be useful to know how the task spawns new 
copies when it gets overloaded. In addition, factors such as 
usage percent and locality may be useful for determining how 
to distribute the task at blocks 216, 218. 
0027 Processing tasks, including those listed above, may 
be further categorized into one of two categories: one time 
tasks and persistent tasks. One-time tasks use all or nearly all 
resources of a processor for some amount of time, which may 
be estimated by the application. Persistent tasks, by contrast, 
use on average less than all resources of a processor for an 
unknown amount of time. Persistent tasks may be character 
ized by bursty processor usage, which is often based on mes 
sage traffic. 
0028 Appropriate distribution of sub-tasks may utilize 
unused processor resources throughout a WAN. Such as the 
Internet. Such use of available resources may be imple 
mented, e.g., within the context of computer gaming to 
enhance a game experience, serve shared-space objects, 
trans-code media streams, or serve a game in the traditional 
client-server model. Designing a deployable framework that 
can Support these use cases is a non-trivial task. For example, 
it is desirable for such a framework to be scalable, decentral 
ized, secure, cheat-proof, and economically sound. Unfortu 
nately, there are some common problems with existing dis 
tributed computing frameworks. Most such frameworks 
utilize a centralized core or are designed for “infinite work 
pile tasks such as the search for extra-terrestrial intelligence 
(SETI). 
0029. Execution time estimates (and other resource usage 
estimates) may be required in order to determine the number 
of processor nodes X at block 210 and to determine if a 
particular task should be allocated locally, on a local are 
network (LAN), or on a wide area network (WAN), e.g., at 
block 216. Precise automatic estimates may be difficult, if not 
impossible, to obtain. Run-time averages and/or static code 
analysis may generally only be useful for determining the 
execution time of constant-time algorithms (O(c)). In addi 
tion, computationally-intensive tasks that are Suitable for par 
allel execution are not often composed of constant-time algo 
rithms and are more often composed of variable-length 
algorithms. The execution time of Such variable-length algo 
rithms may depend on input-parameter values which are not 
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available until run-time. The execution-time of a given func 
tion may be predicted by a second function that computes 
resource requirements based on input-parameters. However, 
the second function may cause a significant amount of over 
head, because it would have to be executed many times during 
run-time for every new set of parameters to a function. The 
efficiency of the distributed computing depends roughly on 
the accuracy of the processor-usage estimates. 
0030. In embodiments of the present invention it may also 
be desirable to consider other measures of available processor 
power when determining when and how to distribute multiple 
tasks or sub-tasks at blocks 212-216. For one-time tasks, the 
execution time may be a useful measure when determining 
available processing power in a homogeneous computing 
environment. In a heterogeneous environment, the number of 
cycles would be more useful. For persistent tasks, it may be 
more useful to know the percentage of CPU usage over time 
(or cycles per second in a heterogeneous environment). 
Therefore, the processor usage value may have to be inter 
preted alongside the task type. 
0031. A significant threshold question at block 212 is 
whether to distribute processing tasks or not to distribute it. 
Many tasks may be visualized as a group of two or more 
interdependent Sub-tasks. Often, Some of the sub-tasks may 
be executed in parallel. Given several available options for 
processing a particular task it is useful for a distributed Sched 
ulerto decide whether the sub-tasks should be (1) executed on 
a single local node processors, (2) distributed among multiple 
local node processors, (3) distributed on a LAN, (4) distrib 
uted on a WAN, or (5) distributed in some other way. There is 
a sliding scale from local node to LAN to WAN. A number of 
factors may be used to help determine where a particular task 
lies on this scale. 
0032. One factor that may be considered in determining 
whether to distribute at block 212 is the execution time for 
each parallel sub-task. The execution time for each parallel 
Sub-task refers to the time it takes to execute each sub-task on 
a single processor of a given type. The execution time gener 
ally depends on the nature of the sub-task and the type of 
processor used to execute the Sub-task. If each parallel Sub 
task has a long execution time it may be more appropriate to 
distribute such sub-tasks over a WAN. By contrast, short 
execution time sub-tasks may be more suitable for distribu 
tion amongst processors available at a local node. 
0033. Another factor to consider is the number of sub 
tasks to be executed. If there are a large number of sub-tasks 
it may be more appropriate to distribute them over a WAN. If 
there are only a few (particularly with short execution times) 
it may be more appropriate to distribute them to processors 
available at a local node. 

0034. An additional factor to consider is the amount of 
synchronous interaction between the parallel Sub-tasks. As 
used herein, synchronous interaction generally refers to a 
blocking communication between the Sub-tasks. For 
example, a first task may send a message to second task and 
wait for a reply from the second task before continuing any 
computation. If there is a significant amount of synchronous 
interaction between parallel sub-tasks it may be more appro 
priate to distribute the parallel sub-tasks over processors 
available at a local node. 
0035) If there is a relatively small amount of synchronous 
interaction between parallel Sub-tasks (or none at all) it may 
be more appropriate to distribute the parallel sub-tasks over a 
WAN. A number of factors may determine whether a given 



US 2010/0235845 A1 

amount of synchronous interaction is “significant’ or “rela 
tively small'. For example, synchronous interaction may be 
significant if sub-tasks are spending more time waiting for 
synchronous replies from other sub-tasks than they are spend 
ing on computation, performance may be enhanced by reduc 
ing the communication latency between them. Communica 
tion latency may be reduced, e.g., by distributing the Sub 
tasks over a LAN instead of a WAN or over a local node 
instead of a LAN. 
0.036 Yet another factor to consider is the amount of data 
needed for each sub-task, e.g., the size of input data and/or 
binary code to be utilized by the sub-task. Where each sub 
task requires a significant amount of data it may be more 
appropriate to distribute the parallel sub-tasks amongst pro 
cessors at a local node. Where each Sub-tasks requires rela 
tively little data it may be more appropriate to distribute the 
sub-tasks over a WAN. 
0037. To determine the number of nodes x at block 210 
and/or distribute the tasks or sub-tasks at blocks 216, 218 it is 
often desirable to obtain estimates for task execution times 
and data requirements in order to assure better performance 
through distributed computing. Without such estimates, dis 
tributed computation may degrade the performance of a task 
(compared to executing the task locally). 
0038 According to embodiments of the present invention, 
equations may be derived to determine an optimal number of 
nodes X on which to execute a given task at block 210 for 
many types of parallel computing tasks. Derivation of Such 
equations may involve determining an effective execution 
time (EET) interms of the number of processor nodes (x). The 
equations may also consider additional variables, including: 

0039 ET. representing the execution time of all tasks on 
one node. 

0040 TS: representing a total size of data which is 
divided among Sub-tasks. 

0041 CS: representing a constant sized data needed by 
every Sub-task (ex: code size). 

0042 RS: representing a total size of output data pro 
duced by the tasks. 

0043 BW BW: respectively representing outgoing 
and incoming bandwidths for all processor nodes. 

0044 RTT. representing a round-trip message time to 
processor node. 

0045. These quantities may be obtained as part of the 
collection of parameters at block 202 and may be stored in the 
parameter table 205. 
0046 According to an embodiment of the invention, the 
effective execution time EET in terms of number of processor 
nodes X may be approximated by: 

f(x, TS, CS) ET RS - - - - - - - RTT 
BW, x BW 

Equation 1 
EET as 

0047. The first term on the right hand side of Equation 1 
represents the time it takes for all processor nodes to receive 
the data needed to start execution. The second term represents 
the time required to execute a single Sub-task. The third term 
represents the time required to send the results of the sub 
tasks back to the Source. 
0048. By way of example, the expression f(x, TS, CS) in 
the first term of Equation 1 may be a distribution metric that 
calculates how much data is sent serially before every pro 
cessor node begins executing. Data may be distributed either 
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linearly (f), where the source node sends the data to all 
processor nodes, or logarithmically (f), where the Source 
node is the root of a binary distribution tree. The expression 
f(x, TS, CS) may take on the form 

f=CSx+TS Equation 2 

if the data is distributed linearly. Alternatively, the expression 
f(x, TS, CS) may take on the form: 

TS-2T.S. logy 2TS 
X x2 

Eduation 3 f = CS. logy +2TS + quation 

if the data is distributed logarithmically. 
0049 According to embodiments of the present invention 
the expression f(x, TS, CS) may preferably be in the form of 
a function f, that is a hybrid of the linear form f of Equation 2 
and the logarithmic form fof Equation 3. It is generally more 
efficient to send out TS data (which is divided among all 
processor nodes) linearly. Furthermore, it is usually more 
efficient to send out the CS data logarithmically. Thef, equa 
tion sends the entire CS data each step. The timing may be 
improved if an infinitesimally small piece of CS data is sent 
each step. Then, the time it takes to distribute the entire 
amount of data becomes limited mostly by the RTT. The 
hybrid distribution function f, may take on the form: 

CS+TS + B W, RTT. log(x + 1) TSs CS Equation 4 
fi, (h) = CS -- T.S. 2CS + 

"BW.RTT. log(x + 1)) 

0050. When TS-CS, it is most efficient to have the source 
node help distribute the CS data logarithmically, and when 
that is complete, divide and send out TS data to all peers. 
When TS>CS, it is more efficient to distribute CS and TS data 
in parallel. The max function in the lower expression on the 
right hand side of Equation 4 above describes the parallel 
process of sending the CS out logarithmically and the TS out 
linearly. The max function returns the maximum of CS+TS 
and 2CS+BWRTT log(x+1). The execution phase cannot 
start until both CS and TS data is received by processor 
nodes—hence the use of the max function. 
0051. As an example, consider a distributed ray-tracing 
task, where all nodes need the same scene data. CS is large, 
and TS is effectively zero, so the equation for EET is: 

CS ET RS Equation 5 
EET as -- RTTog(+ - - - - RTT 

9 X BW, 

0.052 To find an equation for the optimal number of nodes 
on which to execute the task one may calculate the number of 
nodes X for which EET is the smallest). To determine this 
value of X, one may take a derivative of Equation 5 for EET 
with respect to X, and then find the value of X for which 
EET=0. 

RTT ET 

X' log2 - - 
EET as Equation 6 
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0053 Which yields: 

--- ET. log2 Equation 7 
* RTT 

0054 For realistic tasks, there may be a maximum pos 
sible number of task subdivisions. However, if the computed 
optimal number of execution nodes ends up being greater 
than the maximum possible Subdivisions, the scheduler can 
simply allocate the maximum. Based on these results, Small, 
equal-length, equal-size tasks are best Suited for distributed 
computing. This is because the scheduler can determine the 
optimal number of nodes based on the total execution time 
and total data size, and then distribute the small tasks evenly 
among the chosen processor nodes. 
0055 Determining the optimum number of nodes X at 
block 210 and/or determining whether to distribute at block 
212 and/or determining the allocation of tasks or sub-tasks to 
distributed nodes at block 216 may involve consideration of 
additional metrics beyond the parameters discussed above. 
For example, Such additional metrics include determining a 
cost of processing the Sub-tasks. Determining the cost may 
involve determining a cost per node for executing the tasks on 
X nodes. The cost per node may depend on a number of 
factors, including amounts of bandwidth and/or execution 
time used on each distributed node. In addition the cost per 
node may depend on the cost per node is based on one or more 
of the number of nodes X, a desired quality of service, an 
amount of constant sized data, a cost of transmission and a 
cost of usage. All these factors may be taken into account 
when taking the cost of distributed processing into account. 
0056 FIG. 3 illustrates numerical examples of whether to 
distribute or not to distribute. Specifically, the solid plot in 
FIG. 3 depicts a graph of EET versus X for the following 
values of parameters: 

0057 ET=5 seconds 
0.058 TS=1 KByte 
0059 CS=1 KByte 
0060 RS=10 KBytes 
0061 BW =30 KBytes/s 
0062 BW =400 KBytes/s. 
0063 RTT=0.2 seconds. 

0064. As can be seen from the solid plot in FIG. 3, the 
processing time for X=1 processor is 5 seconds and a mini 
mum EET of about 1.4 seconds is obtained for distributed 
processing using X=17 processors. In this example, based on 
the significantly shorter EET for 17 processors it makes sense 
to distribute. 
0065. The dashed plot in FIG. 3 depicts a graph of EET 
versus X for the following values of parameters: 

0066 ET=5 seconds 
0067 TS=100 KBytes 
0068 CS=0 KByte 
0069. RS=10 KBytes 
0070 BW =30 KBytes/s 
(0071 BW =400 KBytes/s. 
0072 RTT=0.2 seconds. 

0073. As can be seen from the dashed plot in FIG. 3, the 
processing time for X=1 processor is 1 second the minimum 
EET. Even on 100 nodes, the next best EET value is 3.5 
seconds. In this example, based on the significantly longer 
EET for any number of processors greater than 1 it makes 
sense not to distribute the task. 
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0074. It is possible that costs for distributed processing 
may vary based on who is providing the resources for pro 
cessing. Owners of Such resources may reasonably be 
expected to be compensated for making them available. The 
amount of Such compensation may vary from provider to 
provider. Thus, it is useful for users of distributed processing 
resources to be able to determine the cost of using Such 
resources. FIG. 4 depicts one possible model 300 for deter 
mining the costs of using remotely distributed resources. In 
the model 300 user nodes 302 and provider nodes 304 are 
connected over a network 306. Owners of the provider nodes 
304 may post their available resources and corresponding 
costs on a look-up table 308 that is accessible over the net 
work 306. By way of example, the look-up table 308 may be 
stored in the memory of a node connected to the network 306. 
The user nodes 302 may find out what processing resources 
available and for what cost by consulting the look-up table 
3O8. 

0075. In an alternative model 400 shown in FIG. 5, user 
nodes 402 and provider nodes 404 may interact via a network 
406 with a liquid capital market 408. The user nodes 402 may 
submit task requests 410 to the liquid capital market 408 for 
listing. The liquid capital market 408 may list each task 
request 410, e.g., on a website that is accessible to other user 
nodes 402 and provider nodes 404. Each task request 410 may 
include information about a task that the user node 402 wishes 
to distribute amongst available providers. Such information 
may include various parameters discussed above. The task 
requests 410 may also include a price that an operator of the 
user node is willing to pay for use of resources on provider 
nodes. Such a price may be stated, e.g., in terms of currency 
or resources the node operator is willing to relinquish in 
exchange for use of the provider node's resources. Provider 
nodes 404 may submit bids 412 on task requests 410 listed on 
the liquid capital market 408. User node operators and pro 
vider node operators may then come to an agreement on 
resources to be provided and the price for those resources 
through a process of open and competitive bidding. 
0076. In alternative embodiments consideration of addi 
tional metrics may involve determining whether a proposed 
distribution of Sub-processing tasks is consistent with one or 
more user defined policies. For example, if a user wants to 
execute sub-tasks only in the state of California, then this user 
defined policy may be applied to a resource selection metric 
to cull resources provided from other states. 
0077. Additional considerations may enter into the deter 
mination of how to distribute processing tasks at blocks 216, 
218. For example, data transmission and processing times 
may be greatly reduced if code and/or data needed for per 
forming a given task or sub-tasks are already present in the 
cache of a distributed node. As used herein, the term cache 
generally refers to a region of high speed storage (e.g., static 
random access memory (SRAM)) associated with a particular 
processor or node. A cache is commonly used to store data 
and/or instructions that are frequently used. To facilitate dis 
tribution of tasks it may therefore be desirable to determine 
the contents of caches associated with one or more distributed 
nodes to determine if and/or data needed for processing a task 
or sub-task is present. Tasks and/or Sub-tasks may then be 
preferentially distributed at block 216 or block 218 to nodes 
having the needed code and/or data. 
(0078 While the above is a complete description of the 
preferred embodiment of the present invention, it is possible 
to use various alternatives, modifications and equivalents. 
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Therefore, the scope of the present invention should be deter 
mined not with reference to the above description but should, 
instead, be determined with reference to the appended claims, 
along with their full scope of equivalents. Any feature 
described herein, whether preferred or not, may be combined 
with any other feature described herein, whether preferred or 
not. In the claims that follow, the indefinite article 'A', or 
An' refers to a quantity of one or more of the item following 

the article, except where expressly stated otherwise. The 
appended claims are not to be interpreted as including means 
plus-function limitations, unless such a limitation is explic 
itly recited in a given claim using the phrase “means for.” 
What is claimed is: 
1. A method for processing of processor executable tasks, 

comprising: 
generating a task with a local node, wherein the local node 

includes one or more processor units operably coupled 
to one or more distributed nodes; 

dividing the task into one or more sub-tasks; 
determining an optimum number of nodes X on which to 

process the one or more sub-tasks, wherein X is based at 
least partly on parameters relating to processing the 
Sub-tasks at nodes accessible by the local node; and 

if X is greater than one, based on the value of X, making a 
determination as to whether to (1) execute the task at the 
local node with the processor unit, (2), distribute the task 
among two or more local node processors, (3) distribute 
the task to one or more of the distributed nodes acces 
sible to the local node over a LAN, or (4) distribute the 
task to one or more of the distributed nodes that are 
accessible to the local node over a WAN; and 

implementing (1), (2), (3), or (4) with the local node 
according to the determination. 

2. The method of claim 1, further comprising distributing 
the Sub-tasks to X nodes for processing. 

3. The method of claim 2, further comprising retrieving 
output data for the sub-tasks from the X nodes. 

4. The method of claim 1, further comprising collecting the 
parameters relating to processing the Sub-tasks. 

5. The method of claim 4, further comprising storing the 
parameters in a data storage medium that is accessible by the 
local node. 

6. The method of claim 4, wherein the parameters include 
one or more of a number of available nodes, data transfer rates 
between the local node and one or more distributed nodes, 
round trip times between the local node and one or more 
distributed nodes, a number processor cycles for each Sub 
task, an amount of memory space required for each sub-task, 
an amount of storage space required for each Sub-tasks, and a 
network bandwidth available for transmitting data related to 
the Sub-tasks. 

7. The method of claim 1 wherein determining the opti 
mum number of nodes X is based on a minimum effective 
execution time (EET) for the task. 

8. The method of claim 7 wherein the EET is calculated by 
a formula of the type: 

f(x, TS, CS) ET RS 
- - - - - - - - RTT. 

BW, x BW 
EET as 

where ET represents an execution time of all sub-tasks on 
one node, 
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TS represents a total size of data which is divided among 
the Sub-tasks, 

CS represents a constant sized data needed by each Sub 
task, 

RS represents a total size of output data produced by the 
tasks 

BW, BW, respectively represent outgoing and incoming 
bandwidths for all nodes, and 

RTT represents a round-trip message time from the local 
node to a distributed node. 

9. The method of claim 1 wherein X is based on an execu 
tion time of all tasks on one node (ET) and a round-trip 
message time (RTT) from the local node to a distributed node. 

10. The method of claim 9 wherein the determination of X 
is based on a ratio of ET to RTT. 

11. The method of claim 1 wherein determining the opti 
mum number of nodes X includes a consideration of addi 
tional metrics. 

12. The method of claim 11 wherein the consideration of 
the additional metrics include determining a cost of process 
ing the Sub-tasks. 

13. The method of claim 12 wherein determining the cost 
of processing the Sub-tasks includes determining a cost per 
node. 

14. The method of claim 13 wherein determining the cost 
per node includes determining an amount of bandwidth or 
execution time used on each distributed node. 

15. The method of claim 13 wherein determining the cost 
per node is based on one or more of the number of nodes X, a 
desired quality of service, an amount of constant sized data, a 
cost of transmission and a cost of usage. 

16. The method of claim 13 wherein determining a cost of 
processing the Sub-tasks includes obtaining a cost from a 
look-up table of costs from providers. 

17. The method of claim 13 wherein determining a cost of 
processing the sub-tasks includes the use of a liquid capital 
market in which providers bid for customers. 

18. The method of claim 11 wherein the additional metrics 
include one or more user defined policies. 

19. The method of claim 1 wherein each sub-tasks is char 
acterized by a sub-task type, wherein the Sub-task type dis 
tinguishes one type of sub-task from another and/or provides 
information for determining the optimum number of nodes X. 

20. The method of claim 1, further comprising determining 
the contents of caches associated with one or more distributed 
nodes. 

21. The method of claim 20, further comprising preferen 
tially distributing Sub-tasks to nodes having code and/or data 
needed for processing the Sub-task. 

22. A system for distributing processing work amongst a 
plurality of distributed nodes, the system comprising: 

a local node connected to the plurality of distributed nodes, 
wherein the local node includes one or more processor 
units: 

processor executable instructions embodied in a processor 
readable storage medium for execution by the one or 
more processor units, the instructions including: 
one or more instructions for generating a task with the 

local node: 
one or more instructions for dividing the task into one or 
more sub-tasks: 

one or more instructions for determining an optimum 
number of nodes X on which to process the one or 
more sub-tasks, wherein X is based at least partly on 
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parameters relating to processing the sub-tasks at 
nodes accessible by the local node; and 

one or more instructions for determining, if X is greater 
than 1, based on the value of X, making a determina 
tion as to whether to (1) execute the task at the local 
node with the processor unit, (2), distribute the task 
among two or more local node processors, (3) distrib 
ute the task to one or more of the distributed nodes that 
are accessible to the local node over a LAN, or (4) 
distribute the task to one or more of the distributed 
nodes that are accessible to the local node over a 
WAN; and 

one or more instructions for implementing (1), (2), (3), 
or (4) with the local node according to the determina 
tion. 

23. The system of claim 22, further comprising a memory 
coupled to the local node. 

24. The system of claim 23, further comprising informa 
tion relating to the parameters stored in the memory. 

25. The system of claim 22 wherein the parameters include 
one or more of a number of available nodes, data transfer rates 
between the local node and one or more other nodes, round 
trip times between the local node and one or more other 
nodes, a number processor cycles for each Sub-task, an 
amount of memory space required for each sub-task, an 
amount of storage space required for each sub-tasks, and a 
network bandwidth available for transmitting data related to 
the Sub-tasks. 

26. The system of claim 22, wherein the processor execut 
able instructions further include an instruction for collecting 
the parameters from the distributed nodes. 

27. The system of claim 26, further comprising a memory 
coupled to the local node, the processor executable instruc 
tions including one or more instructions for storing the 
parameters in the memory. 

28. The system of claim 27, wherein the processor execut 
able instructions include one or more instructions for updat 
ing the parameters in the memory. 

29. The system of claim 22, wherein the processor execut 
able instructions include one or more instructions for deter 
mining X based on a minimum effective execution time 
(EET). 

30. The system of claim 29 wherein the EET is calculated 
by a formula of the type: 

f(x, TS, CS) ET RS 
- - - - - - - RTT. EET as 

BW, x BW 

where ET represents an execution time of all tasks on one 
node, 
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TS represents a total size of data which is divided among 
the Sub-tasks, 

CS represents a constant sized data needed by each Sub 
task, 

RS represents a total size of output data produced by the 
tasks 

BW, BW, respectively represent outgoing and incoming 
bandwidths for all processor nodes, and 

RTT represents a round-trip message time from the local 
node to a node accessible by the local node. 

31. The system of claim 22 wherein X is based on an 
execution time of all tasks on one node (ET) and a round-trip 
message time (RTT) from the local node to a node accessible 
by the local node. 

32. The system of claim 31 wherein the determination of X 
is based on a ratio of ET to RTT. 

33. The system of claim 22 wherein X is based on one or 
more additional metrics. 

34. The system of claim 33 wherein the additional metrics 
include a cost of processing the Sub-tasks and/or one or more 
user-defined policies. 

35. The system of claim 22 wherein each sub-tasks is 
characterized by a sub-task type, wherein the Sub-task type 
distinguishes one type of Sub-task from another and/or pro 
vides information for determining the optimum number of 
nodes X. 

36. A processor readable storage medium having embodied 
therein processor executable instructions for implementing a 
method for processing of processor executable tasks, the 
instructions including: 

one or more instructions for generating a task with a local 
node, wherein the local node includes one or more pro 
cessor units; 

one or more instructions for dividing the task into one or 
more sub-tasks; 

one or more instructions for determining an optimum num 
ber of nodes X on which to process the one or more 
Sub-tasks, wherein X is based at least partly on param 
eters relating to processing the Sub-tasks at nodes acces 
sible by the local node; and 

one or more instructions for determining, if X is greater 
than 1, based on the value ofx, whether to (1) execute the 
task at the local node with the processor unit, (2), dis 
tribute the task among two or more local node proces 
sors, (3) distribute the task to one or more of the distrib 
uted nodes that are accessible to the local node over a 
LAN, or (4) distribute the task to one or more of the 
distributed nodes that are accessible to the local node 
over a WAN; and 

one or more instructions for implementing (1), (2), (3), or 
(4) with the local node according to the determination. 
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