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(57) ABSTRACT 

Human body motion is represented by a skeletal model 
derived from image data of a user. The model represents joints 
and bones and has a rigid body portion. The sets of body data 
are scaled to a predetermined number of sets for a number of 
periodic units. A body-based coordinate 3-D reference sys 
tem having a frame of reference defined with respect to a 
position within the rigid body portion of the skeletal model is 
generated. The body-based coordinate 3-D reference system 
is independent of the camera's field of view. The scaled data 
and representation of relative motion within an orthogonal 
body-based 3-D reference system decreases the data and sim 
plifies the calculations for determining motion thus enhanc 
ing real-time performance for multimedia applications con 
trolled by a user's natural movements. 
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SCALABLE REAL-TIME MOTION 
RECOGNITION 

BACKGROUND 

0001. In the past, computing applications such as com 
puter games and multimedia applications used controls to 
allow users to manipulate game characters or other aspects of 
an application. Typically Such controls are input using, for 
example, controllers, remotes, keyboards, mice, or the like. 
More recently, computer games and multimedia applications 
have begun employing cameras and Software gesture recog 
nition engines to provide a human computer interface 
(“HCI) or natural user interface (“NUI). With HCI or NUI, 
user motions are detected, and some motions or poses repre 
sent gestures which are used to control game characters (e.g., 
a user's avatar) or other aspects of a multimedia application. 
0002. In a natural user interface, an image capture device 
captures images of the user's motions in its field of view. The 
field of view can be represented as a finite Euclidean three 
dimensional (3-D) space. A user can be performing a gesture 
with a body part but the user also tends to move around in the 
field of view of the capture device. A person extending her 
arm as a gesture while dancing about the room will generate 
a motion trajectory that will require more processing to 
decouple the arm action from the effect of the dancing 
motion. Additionally, users perform gestures at different 
speeds, providing another factor for which to account in ges 
ture determination. Furthermore, the gesture recognition and 
Subsequent responsive action need to be done in real-time and 
processed within the frame rate of the NUI system. 

SUMMARY 

0003 Technology is presented for scalable, real-time 
motion recognition of a human body motion based on a skel 
etal model derived from image data of a user. The skeletal 
model represents the human body as a model of joints and 
bones and having a rigid body portion. Sets of skeletal data 
representing motion in terms of the human skeletal model are 
received which are defined in a camera-based three-dimen 
sional (3-D) coordinate reference system. A camera-based 
3-D reference system has a frame of reference defined with 
respect to an origin in a camera's field of view. 
0004 Technology is further presented for temporal scal 
ing the received skeletal data by synchronizing the sets of 
skeletal data to a predetermined number of sets for a number 
of periodic units. An example of a periodic unit is a repetitive 
beat of music. It is contemplated that the periodic unit may 
have a constant or variable frequency. 
0005. In embodiments, the camera-based 3-D reference 
system may be spatially transformed to a body-based coordi 
nate 3-D reference system having a frame of reference 
defined with respect to a position within the rigid body por 
tion of the skeletal model. The body-based coordinate 3-D 
reference system is independent of the camera's field of view. 
0006 For each set in the temporal scaled, spatial trans 
formed skeletal data sets, the system determines motion of at 
least one body part using the rigid body-based 3-D reference 
system. Furthermore, gesture recognition is performed based 
on motion represented with respect to the body-based 3-D 
reference system. 
0007. This Summary is provided to introduce a selection 
of concepts in a simplified form that are further described 
below in the Detailed Description. This Summary is not 
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intended to identify key features or essential features of the 
claimed Subject matter, nor is it intended to be used as an aid 
in determining the scope of the claimed Subject matter. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0008. The systems, methods, and computer readable stor 
age media for scalable real-time motion recognition based on 
skeletal data in accordance with this specification are further 
described with reference to the accompanying drawings. 
0009 FIG. 1A illustrates an example embodiment of a 
target recognition, analysis, and tracking system with which 
a user is interacting, and in which technology embodiments 
for Scalable real-time motion recognition can operate. 
0010 FIG.1B illustrates embodiments of a camera field of 
view and a 3-D orthogonal coordinate reference system 
defined within the field of view. 
0011 FIG. 1C illustrates an example of a visually distinc 
tive indicator providing feedback to a user on his perfor 
aCC. 

0012 FIG. 2 illustrates an example embodiment of a cap 
ture device that may be used in an embodiment of a target 
recognition, analysis, and tracking system. 
0013 FIG. 3A illustrates an example embodiment of a 
computing environment that may be used to recognize human 
body motion in a target recognition, analysis, and tracking 
system. 
0014 FIG. 3B illustrates another example embodiment of 
a computing environment that may be used to recognize 
human body motion in a target recognition, analysis, and 
tracking system. 
0015 FIG. 4 illustrates an example of a skeletal model of 
a user that can be used by one or more embodiments. 
0016 FIG. 5 is a flowchart of an embodiment of a method 
for Scalable real-time gesture recognition. 
(0017 FIGS. 6A and 6B respectively illustrate an example 
of a captured set of frames and an example of a scaled set of 
frames. 
0018 FIG. 7 illustrates an example of a skeletal model 
including a rigid body portion that can be used by one or more 
embodiments. 
0019 FIG. 8 illustrates an example of a camera-based 3-D 
reference system and an example of a body-based 3-D refer 
ence system. 
0020 FIG. 9 illustrates an example of a camera-based 3-D 
reference system superimposed with a body-based 3-D ref 
erence system with three angles for transforming between 
them. 
0021 FIG. 10 illustrates an example of a skeletal model 
including a rigid body portion in which a body-based 3-D 
orthogonal coordinate system is translated from the origin 
within the rigid body to another joint within the rigid body. 
0022 FIG. 11 is a flowchart of an embodimentofa method 
for representing motion of a joint in the set of first degree 
joints attached to the rigid body portion. 
0023 FIG. 12A illustrates an example of another transla 
tion of a body-based 3-D coordinate system having an origin 
in the rigid body portion to at a first-degree joint in a set of the 
scaled skeletal data for determining motion of a second 
degree joint. 
0024 FIG.12B illustrates an example of a 3-D orthogonal 
coordinate system centered at a first degree joint which is 
used for determining motion of a second degree joint attached 
to a common bone. 
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0025 FIG. 13 is a flowchart of an embodiment of a method 
for representing motion of a joint in the set of second degree 
joints. 
0026 FIG. 14 shows a block diagram of a gesture recog 
nition engine embodiment. 
0027 FIG. 15 shows a flowchart of the operation of the 
gesture recognition engine of FIG. 14. 

DETAILED DESCRIPTION 

0028. Referring initially to FIG. 1A, the hardware for 
implementing the present technology includes a target recog 
nition, analysis, and tracking system 10 which may be used to 
recognize, analyze, and/or track a human target Such as the 
user 18. Embodiments of the target recognition, analysis, and 
tracking system 10 include a computing environment 12 for 
executing a gaming or other application, and an audiovisual 
device 16 for providing audio and visual representations from 
the gaming or other application. The system 10 further 
includes a capture device 20 for capturing positions and 
movements performed by the user, which the computing envi 
ronment receives, interprets and uses to control the gaming or 
other application. Each of these components is explained in 
greater detail below. 
0029. As shown in FIG. 1A, in an example embodiment, 
the application executing on the computing environment 12 
may be a game with real time interaction Such as a boxing 
game that the user 18 may be playing. For example, the 
computing environment 12 may use the audiovisual device 16 
to provide a visual representation of a boxing opponent 19 to 
the user 18. The computing environment 12 may also use the 
audiovisual device 16 to provide a visual representation of a 
player avatar 21 that the user 18 may control with his or her 
movements. For example, the user 18 may throw a punch in 
physical space to cause the player avatar 21 to throw a punch 
in game space. Thus, according to an example embodiment, 
the computer environment 12 and the capture device 20 of the 
target recognition, analysis, and tracking system 10 may be 
used to recognize and analyze the punch of the user 18 in 
physical space Such that the punch may be interpreted as a 
game control of the player avatar 21 in game space. 
0030. Other movements by the user 18 may also be inter 
preted as other controls or actions, such as controls to bob. 
weave, shuffle, block, jab, or throw a variety of different 
power punches. FIG. 1B illustrates embodiments of a camera 
field of view 17 and a 3-D orthogonal coordinate reference 
system defined within the field of view. In this example, user 
18 is interacting with a dance exercise application in which 
the user is dancing to music. The movements of user 18 are 
captured by the capture device 20, which, in conjunction with 
computing environment 12, animates and controls the move 
ments of an avatar on a display just like in the boxing 
example. Some of his movements may be gestures. 
0031. The origin of a 3-D orthogonal coordinate reference 
system is depicted in the center of the camera's 20 field of 
view which is located between the user 18 and his arm chair 
23. A skeletal model as discussed below is derived from each 
captured image frame, and initially the skeletal model is 
represented in this camera-based coordinate system. This 
coordinate system is called camera-based because the posi 
tion of the camera determines the field of view and the space 
is characterized using planes and normals defined with 
respect to the camera. The camera-based reference system is 
fixed. It does not move with the user. 
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0032 FIG. 1C illustrates an example of a visually distinc 
tive indicator 11 displayed to a user on the user's avatar 21 on 
audiovisual device 16 providing feedback to the user 18 on his 
performance. His right leg of avatar 21 is highlighted 11 on 
the audiovisual device 16 to provide visual feedback that the 
user's leg lift with his right leg is not meeting a standard, for 
example height, of a leg lift gesture of a model or the average 
performed by others using the dance exercise game. 
0033 Suitable examples of a system 10 and components 
thereofare found in the following co-pending patent applica 
tions, all of which are hereby specifically incorporated by 
reference: U.S. patent application Ser. No. 12/475,094, 
entitled “Environment and/or Target Segmentation, filed 
May 29, 2009: U.S. patent application Ser. No. 12/511,850, 
entitled “Auto Generating a Visual Representation.” filed Jul. 
29, 2009; U.S. patent application Ser. No. 12/474,655, 
entitled “Gesture Tool” filed May 29, 2009; U.S. patent 
application Ser. No. 12/603,437, entitled “Pose Tracking 
Pipeline.” filed Oct. 21, 2009: U.S. patent application Ser. No. 
12/475,308, entitled “Device for Identifying and Tracking 
Multiple Humans Over Time.” filed May 29, 2009, U.S. 
patent application Ser. No. 12/575,388, entitled “Human 
Tracking System.” filed Oct. 7, 2009; U.S. patent application 
Ser. No. 12/422,661, entitled “Gesture Recognizer System 
Architecture.” filed Apr. 13, 2009; U.S. patent application 
Ser. No. 12/391,150, entitled “Standard Gestures, filed Feb. 
23, 2009; and U.S. patent application Ser. No. 12/474,655, 
entitled “Gesture Tool” filed May 29, 2009. 
0034 FIG. 2 illustrates an example embodiment of the 
capture device 20 that may be used in the target recognition, 
analysis, and tracking system 10. Further details relating to a 
capture device for use with the present technology are set 
forth in one or more of the above co-pending patent applica 
tions. However, in an example embodiment, the capture 
device 20 may be configured to capture video having a depth 
image that may include depth values via any Suitable tech 
nique including, for example, time-of-flight, structured light, 
Stereo image, or the like. According to one embodiment, the 
capture device 20 may organize the calculated depth infor 
mation into “Zlayers, or layers that may be perpendicular to 
a Z axis extending from the depth camera along its line of 
sight. 
0035. As shown in FIG. 2, the capture device 20 may 
include an image camera component 22. According to an 
example embodiment, the image camera component 22 may 
be a depth camera that may capture the depth image of a 
scene. The depth image may include a two-dimensional (2-D) 
pixel area of the captured scene where each pixel in the 2-D 
pixel area may representalength in, for example, centimeters, 
millimeters, or the like of an object in the captured scene from 
the camera. 

0036. As shown in FIG. 2, according to an example 
embodiment, the image camera component 22 may include 
an IR light component 24, a three-dimensional (3-D) camera 
26, and an RGB camera 28 that may be used to capture the 
depth image of a scene. For example, in time-of-flight analy 
sis, the IR light component 24 of the capture device 20 may 
emit an infrared light onto the scene and may then use sensors 
(not shown) to detect the backscattered light from the surface 
of one or more targets and objects in the scene using, for 
example, the 3-D camera 26 and/or the RGB camera 28. 
0037 According to another embodiment, the capture 
device 20 may include two or more physically separated 
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cameras that may view a scene from different angles, to 
obtain visual stereo data that may be resolved to generate 
depth information. 
0038. The capture device 20 may further include a micro 
phone 30. The microphone 30 may include a transducer or 
sensor that may receive and convert Sound into an electrical 
signal. According to one embodiment, the microphone 30 
may be used to reduce feedback between the capture device 
20 and the computing environment 12 in the target recogni 
tion, analysis, and tracking system 10. Additionally, the 
microphone 30 may be used to receive audio signals that may 
also be provided by the user to control applications such as 
game applications, non-game applications, or the like that 
may be executed by the computing environment 12. 
0039. In an example embodiment, the capture device 20 
may further include a processor 32 that may be in operative 
communication with the image camera component 22. The 
processor 32 may include a standardized processor, a special 
ized processor, a microprocessor, or the like that may execute 
instructions for receiving the depth image, determining 
whether a Suitable target may be included in the depth image, 
converting the Suitable target into a skeletal representation or 
model of the target, or any other Suitable instruction. 
0040. The capture device 20 may further include a 
memory component 34 that may store the instructions that 
may be executed by the processor 32, images or frames of 
images captured by the 3-D camera or RGB camera, or any 
other Suitable information, images, or the like. According to 
an example embodiment, the memory component 34 may 
include random access memory (RAM), read only memory 
(ROM), cache, Flash memory, a hard disk, or any other suit 
able storage component. As shown in FIG. 2, in one embodi 
ment, the memory component 34 may be a separate compo 
nent in communication with the image camera component 22 
and the processor 32. According to another embodiment, the 
memory component 34 may be integrated into the processor 
32 and/or the image camera component 22. 
0041 As shown in FIG. 2, the capture device 20 may be in 
communication with the computing environment 12 via a 
communication link36. The communication link 36 may be 
a wired connection including, for example, a USB connec 
tion, a Firewire connection, an Ethernet cable connection, or 
the like and/or a wireless connection such as a wireless 802. 
11b, g, a, or n connection. According to one embodiment, the 
computing environment 12 may provide a clock to the capture 
device 20 that may be used to determine when to capture, for 
example, a scene via the communication link36. 
0042 Additionally, the capture device 20 may provide the 
depth information and images captured by, for example, the 
3-D camera 26 and/or the RGB camera 28, and a skeletal 
model that may be generated by the capture device 20 to the 
computing environment 12 via the communication link36. A 
variety of known techniques exist for determining whether a 
target or object detected by capture device 20 corresponds to 
a human target. Skeletal mapping techniques may then be 
used to determine various spots on that user's skeleton, joints 
of the hands, wrists, elbows, knees, neck, ankles, shoulders, 
and where the pelvis meets the spine. Other techniques 
include transforming the image into a body model represen 
tation of the person and transforming the image into a mesh 
model representation of the person. 
0043. The skeletal model may then be provided to the 
computing environment 12 Such that the computing environ 
ment may track the skeletal model and render an avatar asso 
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ciated with the skeletal model. The computing environment 
may further determine which controls to perform in an appli 
cation executing on the computer environment based on, for 
example, gestures of the user that have been recognized from 
the skeletal model. For example, as shown, in FIG. 2, the 
computing environment 12 may include a gesture recognition 
engine 190. The gesture recognition engine 190 is explained 
hereinafter, but may in general include a collection of gesture 
filters, each comprising information concerning a gesture that 
may be performed by the skeletal model (as the user moves). 
The data captured by the cameras 26, 28 and device 20 in the 
form of the skeletal model and movements associated with it 
may be compared to the gesture filters in the gesture recog 
nition engine 190 to identify when a user (as represented by 
the skeletal model) has performed one or more gestures. 
Those gestures may be associated with various controls of an 
application. Thus, the computing environment 12 may use the 
gesture recognition engine 190 to interpret movements of the 
skeletal model and to control an application based on the 
moVementS. 

0044 FIG. 3A illustrates an example embodiment of a 
computing environment that may be used to interpret one or 
more gestures in a target recognition, analysis, and tracking 
system. The computing environment Such as the computing 
environment 12 described above with respect to FIGS. 1A-2 
may be a multimedia console 100. Such as a gaming console. 
As shown in FIG. 3A, the multimedia console 100 has a 
central processing unit (CPU) 101 having a level 1 cache 102, 
a level 2 cache 104, and a flash ROM 106. The level 1 cache 
102 and a level 2 cache 104 temporarily store data and hence 
reduce the number of memory access cycles, thereby improv 
ing processing speed and throughput. The CPU 101 may be 
provided having more than one core, and thus, additional 
level 1 and level 2 caches 102 and 104. The flash ROM 106 
may store executable code that is loaded during an initial 
phase of a boot process when the multimedia console 100 is 
powered ON. 
0045. A graphics processing unit (GPU) 108 and a video 
encoder/video codec (coder/decoder) 114 form a video pro 
cessing pipeline for high speed and high resolution graphics 
processing. Data is carried from the GPU 108 to the video 
encoder/video codec 114 via a bus. The video processing 
pipeline outputs data to an A/V (audio/video) port 140 for 
transmission to a television or other display. A memory con 
troller 110 is connected to the GPU 108 to facilitate processor 
access to various types of memory 112. Such as, but not 
limited to, a RAM. 
0046. The multimedia console 100 includes an I/O con 
troller 120, a system management controller 122, an audio 
processing unit 123, a network interface controller 124, a first 
USB host controller 126, a second USB host controller 128 
and a front panel I/O subassembly 130 that are preferably 
implemented on a module 118. The USB controllers 126 and 
128 serve as hosts for peripheral controllers 142(1)-142(2), a 
wireless adapter 148, and an external memory device 146 
(e.g., flash memory, external CD/DVD ROM drive, remov 
able media, etc.). The network interface 124 and/or wireless 
adapter 148 provide access to a network (e.g., the Internet, 
home network, etc.) and may be any of a wide variety of 
various wired or wireless adapter components including an 
Ethernet card, a modem, a Bluetooth module, a cable modem, 
and the like. 
0047 System memory 143 is provided to store application 
data that is loaded during the boot process. A media drive 144 
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is provided and may comprise a DVD/CD drive, hard drive, or 
other removable media drive, etc. The media drive 144 may 
be internal or external to the multimedia console 100. Appli 
cation data may be accessed via the media drive 144 for 
execution, playback, etc. by the multimedia console 100. The 
media drive 144 is connected to the I/O controller 120 via a 
bus, such as a Serial ATA bus or other high speed connection 
(e.g., IEEE 1394). 
0048. The system management controller 122 provides a 
variety of service functions related to assuring availability of 
the multimedia console 100. The audio processing unit 123 
and an audio codec 132 form a corresponding audio process 
ing pipeline with high fidelity and stereo processing. Audio 
data is carried between the audio processing unit 123 and the 
audio codec 132 via a communication link. The audio pro 
cessing pipeline outputs data to the A/V port 140 for repro 
duction by an external audio player or device having audio 
capabilities. 
0049. The front panel I/O subassembly 130 supports the 
functionality of the power button 150 and the eject button 
152, as well as any LEDs (light emitting diodes) or other 
indicators exposed on the outer Surface of the multimedia 
console 100. A system power supply module 136 provides 
power to the components of the multimedia console 100. A 
fan 138 cools the circuitry within the multimedia console 100. 
0050. The CPU 101, GPU 108, memory controller 110, 
and various other components within the multimedia console 
100 are interconnected via one or more buses, including serial 
and parallel buses, a memory bus, a peripheral bus, and a 
processor or local bus using any of a variety of bus architec 
tures. By way of example, such architectures can include a 
Peripheral Component Interconnects (PCI) bus, PCI-Express 
bus, etc. 
0051. When the multimedia console 100 is powered ON, 
application data may be loaded from the system memory 143 
into memory 112 and/or caches 102,104 and executed on the 
CPU 101. The application may present a graphical user inter 
face that provides a consistent user experience when navigat 
ing to different media types available on the multimedia con 
sole 100. In operation, applications and/or other media 
contained within the media drive 144 may be launched or 
played from the media drive 144 to provide additional func 
tionalities to the multimedia console 100. 

0052. The multimedia console 100 may be operated as a 
standalone system by simply connecting the system to a tele 
vision or other display. In this standalone mode, the multime 
dia console 100 allows one or more users to interact with the 
system, watch movies, or listen to music. However, with the 
integration of broadband connectivity made available 
through the network interface 124 or the wireless adapter 148, 
the multimedia console 100 may further be operated as a 
participant in a larger network community. 
0053. When the multimedia console 100 is powered ON, a 
set amount of hardware resources are reserved for system use 
by the multimedia console operating system. These resources 
may include a reservation of memory (e.g., 16 MB), CPU and 
GPU cycles (e.g., 5%), networking bandwidth (e.g., 8 kbs), 
etc. Because these resources are reserved at System boot time, 
the reserved resources do not exist from the application's 
V1eW. 

0054. In particular, the memory reservation preferably is 
large enough to contain the launch kernel, concurrent system 
applications and drivers. The CPU reservation is preferably 
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constant such that if the reserved CPU usage is not used by the 
system applications, an idle thread will consume any unused 
cycles. 
0055 With regard to the GPU reservation, lightweight 
messages generated by the system applications (e.g., popups) 
are displayed by using a GPU interrupt to schedule code to 
render popup into an overlay. The amount of memory 
required for an overlay depends on the overlay area size and 
the overlay preferably scales with screen resolution. Where a 
full user interface is used by the concurrent system applica 
tion, it is preferable to use a resolution independent of the 
application resolution. A scaler may be used to set this reso 
lution Such that the need to change frequency and cause a TV 
resynch is eliminated. 
0056. After the multimedia console 100 boots and system 
resources are reserved, concurrent system applications 
execute to provide system functionalities. The system func 
tionalities are encapsulated in a set of system applications that 
execute within the reserved system resources described 
above. The operating system kernel identifies threads that are 
system application threads versus gaming application 
threads. The system applications are preferably scheduled to 
run on the CPU 101 at predetermined times and intervals in 
order to provide a consistent system resource view to the 
application. The scheduling is to minimize cache disruption 
for the gaming application running on the console. 
0057 When a concurrent system application requires 
audio, audio processing is scheduled asynchronously to the 
gaming application due to time sensitivity. A multimedia 
console application manager (described below) controls the 
gaming application audio level (e.g., mute, attenuate) when 
system applications are active. 
0.058 Input devices (e.g., controllers 142(1) and 142(2)) 
are shared by gaming applications and system applications. 
The input devices are not reserved resources, but are to be 
Switched between system applications and the gaming appli 
cation such that each will have a focus of the device. The 
application manager preferably controls the Switching of 
input stream, without knowledge of the gaming application's 
knowledge and a driver maintains state information regarding 
focus switches. The cameras 26, 28 and capture device 20 
may define additional input devices for the console 100. 
0059 FIG. 3B illustrates another example embodiment of 
a computing environment 220 that may be the computing 
environment 12 shown in FIGS. 1A-2 used to interpret one or 
more gestures in a target recognition, analysis, and tracking 
system. The computing system environment 220 is only one 
example of a Suitable computing environment and is not 
intended to Suggest any limitation as to the scope of use or 
functionality of the presently disclosed subject matter. Nei 
ther should the computing environment 220 be interpreted as 
having any dependency or requirement relating to any one or 
combination of components illustrated in the exemplary oper 
ating environment 220. In some embodiments, the various 
depicted computing elements may include circuitry config 
ured to instantiate specific aspects of the present disclosure. 
For example, the term circuitry used in the disclosure can 
include specialized hardware components configured to per 
form function(s) by firmware or switches. In other example 
embodiments, the term circuitry can include a general pur 
pose processing unit, memory, etc., configured by Software 
instructions that embody logic operable to perform function 
(s). In example embodiments where circuitry includes a com 
bination of hardware and Software, an implementer may write 
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Source code embodying logic and the Source code can be 
compiled into machine readable code that can be processed 
by the general purpose processing unit. Since one skilled in 
the art can appreciate that the state of the art has evolved to a 
point where there is little difference between hardware, soft 
ware, or a combination of hardware/software, the selection of 
hardware versus software to effectuate specific functions is a 
design choice left to an implementer. More specifically, one 
of skill in the art can appreciate that a Software process can be 
transformed into an equivalent hardware structure, and a 
hardware structure can itself be transformed into an equiva 
lent software process. Thus, the selection of a hardware 
implementation versus a software implementation is one of 
design choice and left to the implementer. 
0060. In FIG. 3B, the computing environment 220 com 
prises a computer 241, which typically includes a variety of 
computer readable media. Computer readable media can be 
any available media that can be accessed by computer 241 and 
includes both volatile and nonvolatile media, removable and 
non-removable media. The system memory 222 includes 
computer storage media in the form of Volatile and/or non 
volatile memory such as ROM 223 and RAM 260. A basic 
input/output system 224 (BIOS), containing the basic rou 
tines that help to transfer information between elements 
within computer 241. Such as during start-up, is typically 
stored in ROM 223. RAM 260 typically contains data and/or 
program modules that are immediately accessible to and/or 
presently being operated on by processing unit 259. By way 
of example, and not limitation, FIG. 3B illustrates operating 
system 225, application programs 226, other program mod 
ules 227, and program data 228. 
0061 The computer 241 may also include other remov 
able/non-removable, Volatile/nonvolatile computer storage 
media. By way of example only, FIG. 3B illustrates a hard 
disk drive 238 that reads from or writes to non-removable, 
nonvolatile magnetic media, a magnetic disk drive 239 that 
reads from or writes to a removable, nonvolatile magnetic 
disk 254, and an optical disk drive 240 that reads from or 
writes to a removable, nonvolatile optical disk 253 such as a 
CD ROM or other optical media. Other removable/non-re 
movable, Volatile/nonvolatile computer storage media that 
can be used in the exemplary operating environment include, 
but are not limited to, magnetic tape cassettes, flash memory 
cards, digital versatile disks, digital video tape, Solid state 
RAM, solid state ROM, and the like. The hard disk drive 238 
is typically connected to the system bus 221 through a non 
removable memory interface Such as interface 234, and mag 
netic disk drive 239 and optical disk drive 240 are typically 
connected to the system bus 221 by a removable memory 
interface, such as interface 235. 
0062. The drives and their associated computer storage 
media discussed above and illustrated in FIG. 3B, provide 
storage of computer readable instructions, data structures, 
program modules and other data for the computer 241. In 
FIG. 3B, for example, hard disk drive 238 is illustrated as 
storing operating system 258, application programs 257. 
other program modules 256, and program data 255. Note that 
these components can either be the same as or different from 
operating system 225, application programs 226, other pro 
gram modules 227, and program data 228. Operating system 
258, application programs 257, other program modules 256, 
and program data 255 are given different numbers here to 
illustrate that, at a minimum, they are different copies. A user 
may enter commands and information into the computer 241 
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through input devices such as a keyboard 251 and a pointing 
device 252, commonly referred to as a mouse, trackball or 
touch pad. Other input devices (not shown) may include a 
microphone, joystick, gamepad, satellite dish, Scanner, or the 
like. These and other input devices are often connected to the 
processing unit 259 through a user input interface 236 that is 
coupled to the system bus, but may be connected by other 
interface and bus structures, such as a parallel port, game port 
or a universal serial bus (USB). The cameras 26, 28 and 
capture device 20 may define additional input devices for the 
console 100. A monitor 242 or other type of display device is 
also connected to the system bus 221 via an interface, such as 
a video interface 232. In addition to the monitor, computers 
may also include other peripheral output devices such as 
speakers 244 and printer 243, which may be connected 
through an output peripheral interface 233. 
0063. The computer 241 may operate in a networked envi 
ronment using logical connections to one or more remote 
computers, such as a remote computer 246. The remote com 
puter 246 may be a personal computer, a server, a router, a 
network PC, a peer device or other common network node, 
and typically includes many or all of the elements described 
above relative to the computer 241, although only a memory 
storage device 247 has been illustrated in FIG. 3B. The logi 
cal connections depicted in FIG. 3B include a local area 
network (LAN) 245 and a wide area network (WAN)249, but 
may also include other networks. Such networking environ 
ments are commonplace in offices, enterprise-wide computer 
networks, intranets and the Internet. 
0064. When used in a LAN networking environment, the 
computer 241 is connected to the LAN 245 through a network 
interface or adapter 237. When used in a WAN networking 
environment, the computer 241 typically includes a modem 
250 or other means for establishing communications over the 
WAN 249, such as the Internet. The modem 250, which may 
be internal or external, may be connected to the system bus 
221 via the user input interface 236, or other appropriate 
mechanism. In a networked environment, program modules 
depicted relative to the computer 241, or portions thereof, 
may be stored in the remote memory storage device. By way 
of example, and not limitation, FIG. 3B illustrates remote 
application programs 248 as residing on memory device 247. 
It will be appreciated that the network connections shown are 
exemplary and other means of establishing a communications 
link between the computers may be used. 
0065 FIG. 4A depicts an example skeletal mapping of a 
user that may be generated from the capture device 20. In this 
embodiment, a variety of joints and bones are identified: each 
hand 402, each forearm 404, each elbow 406, each bicep 408, 
each shoulder 410, each hip 412, each thigh 414, each knee 
416, each foreleg 418, each foot 420, the head 422, the mid 
spine 424, the top 426 and the bottom 428 of the spine, and the 
waist 430. Where more points are tracked, additional features 
may be identified, such as the bones and joints of the fingers 
or toes, or individual features of the face, such as the nose and 
eyes. It is understood that one or more of the points shown in 
FIG. 4A may be omitted and/or others may be added. More 
over, a skeletal mapping is one example of a computer model 
of a user, and other computer models are contemplated. 
0.066 Each of the points in FIG. 4A may be described in 
3-dimensional Cartesian space by an x, y and Z coordinate in 
a frame of reference with respect to the capture device 20 
(camera space). One consequence of this is that any absolute 
motion of a joint in this reference frame needs to be com 
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puted. For example, referring again to FIG. 1B if the user 18 
is moving in the frame of reference with his hand 18a straight 
down and stationary with respect to his body, that hand is 
nonetheless moving in camera spaceframe of reference. Time 
and processor resources are required to determine its move 
ment in camera space relative to a prior frame. 
0067. It is an aspect of the present technology to conform, 
or transform, the frame of reference of body parts from cam 
era space where absolute motion is measured to a frame of 
reference where motion is measured relative to an “upstream” 
joint. This frame of reference is referred to as a body space or 
body frame of reference. In one embodiment, an upstream 
joint is the next adjacent joint closer to the torso. So the 
upstream joint of the wrist is the elbow, and the upstream joint 
of the elbow is the shoulder; the upstream joint of the ankle is 
the knee, and the upstream joint of the knee is the hip. 
0068 Rigid-body transformation (e.g., translation and 
rotation) from the camera frame of reference to the body 
frame of reference provides the same information as to joint 
position, but does so in more efficient and low entropy man 
ner. Continuing with the above example where the user is 
moving through the field of view with his hand 18a stationary 
at his side, while moving in absolute (camera) space, the 
user's hand is not moving relative to its upstream joint. Thus, 
tracking the user's hand in body space simplifies joint track 
ing from frame to frame. In general, tracking movement of 
joints relative to other joints results in Smaller search space 
and data set, and faster processing and gesture recognition as 
explained below. It is a representation which is invariant to the 
group of similarity transformations (scaling, rotation, trans 
lation) in 3D. 
0069. As is also explained below, another aspect of the 
present technology is to treat the torso, including the shoul 
ders and hips, as a rigid body. This good approximation 
allows the torso to be described with three angles, described 
below, relative to camera space, simplifying skeletal tracking 
0070 An embodiment of the present technology will now 
be explained with reference to the flowchart of FIG. 5. The 
method may be performed by Software executing on one or 
more processors such as the processor 32 of capture device 
20, the CPU 101 (FIG. 3A) or the processing unit 299 (FIG. 
3B) of the computing environment 12 for a target recognition, 
analysis tracking and tracking system 10. 
0071 Frames of skeletal model data are received in step 
502 from capture device 20 representing a human body in a 
three-dimensional space with respect to the fixed camera 
based 3-D coordinate reference system. Optionally, the size 
of bones in the sets of skeletal data are normalized 504. In 
particular, different users may be of different sizes, with limbs 
and torsos of different sizes. In step 504, the distances mea 
Sured between joints for a given user are normalized to a 
standard length for Such distances. This can be done on the 
received skeletal model data or on the scaled skeletal data 
sets. In embodiments, the normalization of the size of bones 
in step 506 may be omitted. 
0072. One goal of the present system is to identify move 
ments, such as dance movements of a user when dancing to 
music played by an application running on computing envi 
ronment 12. The present system makes use of the fact that 
movements, such as dance movements, are typically repeti 
tive. There are basic movements at each beat of the music, 
with a combination of these basic movements forming a 
multi-beat motion that itself repeats. Thus, a user may repeat 
a given movement once per beat of music, or sets of beats. As 
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the music speeds up, the user tends to move faster. As the 
music slows down, the user tends to move slower. The result 
is that the movements a user tends to make repeat every beat, 
or predefined number of beats. Accordingly, the present sys 
tem analyzes repetitive movements over a period not based in 
time, but rather based on the beat of the music (or other 
periodic unit of measurement). 
0073. In particular, in step 506, software executing in the 
system normalizes the number of frames of skeletal data to a 
periodic unit of measurement to provide normalized skeletal 
data sets. An example of a periodic unit of measure is a 
predefined number of beats in music. By normalizing the 
number of frames to the beat of music, or some other periodic 
unit of measurement, the present system is able to normalize 
repetitive user movements to a fixed period, independent of 
time. For music having a faster beat, the number of frames in 
the period over which a user completes one cycle of move 
ment will be faster. For music having a slower beat, the 
number of frames in the period over which a user completes 
a cycle of movement will be slower. However, the period itself 
is independent of time. 
0074 The beat of the music and how it changes in a piece 

is predetermined generally, but it can be detected as well 
using music Software if necessary. By using beats as a refer 
ence, rather than time, gestures can be recognized indepen 
dently of the speed at which they are made. Normalizing the 
number of frames to a beat or other period simplifies calcu 
lations in real-time gesture recognition by making it easier to 
identify repetitive movements within repetitive fixed periods. 
This information may for example be used to identify ges 
tures or specific movements, such as dance movements, as 
explained below with respect to FIGS. 14 and 15. 
(0075 FIGS.6A and 6B illustrate an example of a captured 
set of skeletal data frames derived from received frames of 
images captured by the capture device 20, referred to as 
skeletal data frames, and a scaled set of skeletal data frames 
respectively. In this illustrative example, the periodic unit is a 
beat, and the number of repeating units is 8 beats for a repeat 
ing period, called a beat period in this example. 
0076 For a selected number of periodic units in a repeat 
ing period, a number of frames is determined. For example, 
the number of frames can be the number of frames captured in 
a repeating period based on the frame rate of the capture 
device 20. In this example, the beat period is 8 beats, and the 
normalized number of frames for the beat period is 120. At a 
frame rate for the image capture device 20 of 30 frames per 
second, and a beat rate of 0.5 seconds, there are 8 beats every 
4 seconds and 120 frames in 4 Seconds. Based on knowledge 
of system parameters in the system 10, the start of the repeat 
ing period is synchronized with the start of the frame capture. 
0077. However, some frames are dropped like skipped 
frames 604 and 614 in FIG. 6A. The image capture device 20 
did not capture an image or occlusion of the user occurred so 
that a skeleton was not generated for that frame. Skeleton data 
for the other frames, 602, 606–612 and 616-618 was captured. 
0078. In order to have 120 frames of data with skeletons, a 
frame is interpolated for each dropped frame. In one example, 
data for a frame can be interpolated from the frames which 
came before and after the dropped frame. A frame typically 
has a time stamp which indicates its place in a Succession of 
frames. For example, interpolated frame 604i is generated 
based on the skeleton data of frames 602 and 606, and inter 
polated frame 614i is generated based on the skeleton data of 
frames 612 and 616. For example, an elbow joint may have 
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moved from one position in three-dimensional space inframe 
602 to another in frame 606. Interpolated frame 604i may 
represent a halfway point for the elbow joint between the two 
positions. In this example, missing frames are interpolated to 
produce the exemplar set of scaled skeletal data. 
0079. In general, the present system captures information 
relating to the position of a skeleton, over the predefined 
repeating period discussed above, and determines whether 
the user is performing a known movement over that period. In 
order to reduce the data required for this analysis, the frame of 
reference is transformed to a body-based frame of references, 
where movement of body parts relative to each other, and not 
the field of view as a whole, are considered. Once the body 
based frame of reference is defined, positions of joints relative 
to each other are measured for each frame. This position and 
angle information may then be compared against stored infor 
mation to identify whether the user is performing some 
known movement. Each of these operations is explained 
below. 
0080. In step 508, software executing in the capture device 
20 or the computing environment 12 or both generates a 
body-based coordinate 3-D reference system having a frame 
of reference defined with respect to a position within a rigid 
body portion of a skeletal model. As indicated above and as 
shown in FIG. 7, the present technology models a group of 
joints as a single rigid body 432. In one embodiment, the 
joints in the rigid body 432 include the neck joint 426, the two 
shoulder joints 410a and 410b, the mid-spine 424 and lower 
spine 428 joints, and the hip joints 412a and 412b. It is 
understood that the rigid body portion 432 may include fewer 
joints, or additional joints, in further embodiments. 
0081. The joints in the rigid body have little or no relative 
motion with respect to each other and, as such, are treated as 
a single rigid body by the present technology. Joints within 
the torso in reality do move, but the motion is to a much lesser 
extent than for a knee or a hand. The rigid body portion 432 
shown in the model of FIG. 7 can be treated as a single block 
representing the user's body position in the camera-based 3-D 
coordinate system for the camera's field of view 17. If the user 
18 moves left or right, forward or backward, historso does as 
well and can be treated as a single unit, or rigid body. Torso 
data is robust in that data detected for the torso has a high 
probability of accuracy even when the data is very noisy. 
0082 Because the torso can be treated as a rigid body, 
principal component analysis (PCA) can be used to define an 
orthogonal 3-D coordinate system having the user's body as 
the frame of reference. PCA is mathematically defined as an 
orthogonal linear transformation that transforms the data to a 
new coordinate system such that the greatest variance by any 
projection of the data comes to lie on the first coordinate axis 
(called the first principal component), the second greatest 
variance on the second coordinate, and the third axis is the 
cross-product of the first two axes. 
0083 FIG. 8 illustrates an example of a fixed camera 
based 3-D reference system.5 and an example of a body-based 
3-D reference system 800. In this example, the a-axis is the 
axis of maximum variability, the length of the spine in FIG. 
4B, the b-axis the axis of next most variability, the axis from 
shoulder to shoulder, and the c-axis the cross product of axes 
a and b, a ray out from the chest of a user. The orientation of 
the a, b, c system 800 varies within the camera-based refer 
ence system 5. 
I0084. In step 508, the system 10 performs PCA on data 
points, the shoulders, neck, spine joints, and hip joints (seven 
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joints), of the rigid body portion 432 of the skeletal model 400 
to obtain axes of an orthogonal coordinate system defined 
with respect to the rigid body portion. For each frame, the 
capture device 20 or the computing environment 12 or both 
together return a skeletal data set representing the position of 
the user in the body-based reference frame. 
I0085 FIGS. 7 and 8 show examples of a body-based 3-D 
coordinate reference system embodiment 800 having an ori 
gin (0,0,0) at the neck 426 (labeled in FIG. 7), with an a-axis 
extending along the spine, a b-axis extending across the 
shoulders and orthogonal to the a-axis, and a c-axis orthogo 
nal to the plane formed by thea and b axes and representing 
motion in and out of that plane. The positive c-axis extends 
from the neck out of the page. It is understood that the origin 
may be positioned at locations within the rigid body 432 other 
than the neck joint 426. 
I0086. The vectors a, b and c determined by PCA will be 
based on the user position relative to the camera. Computing 
the vectors a, b and c over the torso by PCA provides an 
orientation of the torso with respect to Cartesian space. 
Depending on where the capture device 20 is, the vectors a,b 
and/or c will have a different orientation. 

I0087. In embodiments, the next step (510) in the process 
involves describing the rigid body-based vectors a, b and c in 
terms of the camera-based 3-D coordinate system for each 
frame of the scaled skeletal data. While this may be done by 
a variety of methods, in one example explained below, Euler 
angles may be used for this transformation. In one example, 
the type of Euler angles used are pitch, yaw and roll, also 
known as Tait-Bryan angles. Other types of Euler angles may 
be used in further embodiments. Another possible method for 
this transformation beside Euler angles is a direction of 
cosines approach. 
I0088 FIG. 9 illustrates the coordinate systems 5 and 800 
Superimposed on each other with three Euler angles for trans 
forming between them for a given skeletal data frame. Euler 
angles can be used to represent the spatial orientation of any 
coordinate system, such as that for a rigid body vectors a, b, c, 
as a composition of rotations from a frame of reference coor 
dinate system, such as the camera-based reference system X, 
y, Z. In the example of FIG.9, the intersection of thexy and the 
be coordinate planes is vector (N) which is a line perpendicu 
lar to both the Z and a-axis, sometimes referred to as the line 
of nodes. Alpha a is the angle between the X-axis and the 
vector N. Beta B is the angle between the Z-axis and the a-axis. 
Gamma Y is the angle between the vector N and the c-axis. In 
other examples, the angles could be between other axes pair 
ings just as long as the transformation angles represent con 
sistent pairings. 
I0089. A composition of rotations is composing three rota 
tions, each around a single axis. In this way, Euler angles can 
be used to represent the relative orientation of the body based 
coordinate system to the camera-based coordinate system. 
For each rotation, Euler rotations are defined as the movement 
obtained by changing one of the Euler angles while leaving 
the other two constant. Euler rotations are expressed in terms 
of the camera-based coordinate system, the body based coor 
dinate system and intermediate coordinate reference systems. 
There are also a number of valid known sequences of rota 
tions. The axis selected for the start of rotation is arbitrary, but 
it cannot be used twice in Succession. For example, using 
these mixed axes of rotation, the first angle moves the line of 
nodes around the fixed axis Z, the second rotates around the 
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vector N, and the third one is an intrinsic rotation around an 
axis fixed in the body that moves, in this example axis c. 
0090. Additional information on transformation between 
coordinate systems using Euler angles is provided at http:// 
en.wikipedia.org/wiki/Euler angles and http://www.aoe.vt. 
edu/-durham/AOE5214/ChO3.pdf. Ch. 3 Coordinate System 
Transformations, pp. 23-39, which sources of this informa 
tion are incorporated by reference herein in their entirety. It is 
understood that transformations between camera-based 3-D 
space and body-based 3-D space may be made by a variety of 
other known transformation matrices and equations. For 
example, the orientation of a rigid body can be represented by 
an orientation matrix, which includes, in its three columns, 
the Cartesian coordinates of three points. These points are 
used to define the orientation of the axes of the local system; 
they are the tips of three unit vectors aligned with those axes. 
0091. With each set of capture data, e.g., each frame of the 
scaled skeletal data, the three Euler angles are transformation 
angles which can be used to represent the position of the rigid 
body torso in terms of the camera-based orthogonal 3-D 
coordinate system 5 in order to determine motion of the torso. 
For example, this determination can tell if a user is standing 
sideways or is twisting historso. The Software executing on a 
processor in the target recognition, analysis, and tracking 
system 10 determines a Euler transformation angle C. B. Y 
between each axis of the rigid body coordinate system and an 
axis of the fixed camera-based coordinate system, and these 
three angles form part of a motion determination data set for 
each scaled data set. 

0092. With the definition of the torso in terms of the cam 
era-based orthogonal 3-D coordinate system 5, for example 
by Euler angles as described above, the torso is now defined 
independently of the camera position. The next step (512) is 
to describe the positions of first degree and second degree 
joints extending from the torso. In particular, if the location of 
a joint is known with respect to the torso, and the torso's 
location is known with respect to the fixed camera-based 3-D 
coordinate system, the absolute motion of the joint, for 
example an elbow, can be represented in terms of the relative 
motion of the joint with respect to the torso, and the motion of 
torso with respect to the camera-based 3-D reference system. 
0093. Referring again to FIG. 7, the first degree joints are 
those which are one joint away from the rigid torso (elbow 
joints 406 and knee joints 416), as indicated by circles in FIG. 
7. These first degree joints may be thought of as being 
anchored to the rigid body by a constant bone length. The 
second degree joints are those which are one joint away from 
the first degree joints (wrist joints 402 and ankle joints 420), 
as indicated by squares in FIG. 7. These second degree joints 
may be thought of as being anchored to the first degree joints 
by a constant bone length. In one example, the skeletal model 
of FIG. 7 can be thought of as a tree structure in which the 
rigid body torso is the base of the tree, and the user's arms, 
legs and head forming branches extending from the base of 
the tree. 

0094 FIG. 10 illustrates an example in which a body 
based 3-D orthogonal coordinate system of a skeletal model 
including a rigid body portion is translated from the origin 
within the rigid body to another joint within the rigid body. 
For a joint in the set of first degree joints, the joint in the rigid 
body to which it is attached is stationary and can be treated as 
an origin of a coordinate reference system. For example, in 
FIG. 10, the origin is translated from the neck joint 426 along 
the b-axis to the right shoulder 410b so that the position of the 
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left elbow 406b may be calculated relative to the left shoulder. 
Given the normalized, known translation distances between 
joints, the distance from neck to right shoulder is known. 
0.095 Additionally, within the rigid body, the joints are 
deemed Stationary and separated by known, normalized dis 
tances between joints. Thus, for example, a translation of the 
reference system having its origin at the neck can be linearly 
translated to another joint in the rigid body. For example, as 
shown in FIG. 9, the origin at neck joint 426 is translated 
along the b-axis to the right shoulder 410b. 
0096. The present system treats the same body parts in 
human bodies as connected in a known, tree-like relation. For 
example, the right elbow 406b is connected to the right shoul 
der 410b via an upper arm bone 408b. This known connect 
edness in addition to the bone sizes being normalized allows 
the system to predetermine the translation of the origin of the 
a, b, c vector reference system for the different joints of the 
skeleton. 

(0097 FIG. 11 is a flowchart providing further detailofstep 
512 for representing motion of a joint in the set of first degree 
joints attached to the rigid body portion. In this embodiment, 
Software executing on a processor of a target recognition, 
tracking and analysis system translates 1002 the frame of 
reference for the 3-D orthogonal body-based coordinate sys 
tem from an origin of the system on the rigid body to a joint 
of the rigid body to which an end of a bone attached to the 
respective first degree joint is attached. The position of the 
first degree joint is determined 1004 using spherical coordi 
nates with respect to the body-based 3-D reference system. A 
point in 3-D space can be represented by a radial distance r 
from a fixed origin, an inclination or Zenith angle 0 measured 
from a fixed Zenith direction, and an azimuth angle (p of its 
orthogonal projection on a reference plane that passes 
through the origin and is orthogonal to the Zenith. The azi 
muth angle is measured from a fixed reference axis on the 
plane. (See http://en.wikipedia.org/wiki/Spherical coordi 
nate system.) 
(0098 Referring back to FIG. 10 for illustrative purposes 
only and not to be limiting thereof, the upper arm bone 408b 
between the right shoulder 410b and right elbow 406b is the 
radial distance. This is a constant, so the system need not 
calculate or store its length for each set of the scaled data. The 
a-axis acts as the Zenith or spherical north which forms the 
Zenith angle or inclination angle theta 0. This angle theta 0 is 
measured between the a-axis and the upper arm bone 408b. 
Axes b and c form a reference plane passing through the 
origin with a and orthogonal to a as Zenith in which the 
perpendicular projection r" of the upper arm 408b is projected. 
The azimuth angle pb is measured from the b-axis to the 
projection r and the azimuth angle (pc is measured from the 
c-axis to the projection r. Due to being in the same plane and 
being measured from fixed reference axes, (p with respect to 
one planar axis can be determined from p with respect to the 
other axis. Mathematically, pc-TL/2-pb. However, if 
-TL/2<pb,c-JL/2, then the information from pb and pc is not 
redundant. Thus, 0 may be stored, and, in different embodi 
ments, one or both angles pb and pc may be stored. 
0099. The Zenith angle theta 0 and the azimuth angle (p 
referenced with respect to one of the axes, b or c, defining the 
orthogonal reference plane in which the perpendicular pro 
jection of the bone is made, pb or pc, are stored 1006 in a 
motion determination data set for the first degree joint in one 
of the sets of scaled skeletal data 
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0100 FIG. 12A illustrates an example of another transfor 
mation of a body-based 3-D coordinate system having an 
origin in the rigid body portion to at a first degree joint in a set 
of the scaled skeletal data for determining motion of a second 
degree joint. The footjoint 420a is in the set of second degree 
joints in which each respective joint is attached to a bone 
4.18a, another end of which is attached to one of the joints in 
the set of first degree joints, in this case knee 416.a. Just as the 
torso based coordinate system was moved within the rigid 
body, the origin can be translated into the first degree knee 
joint 416a which is attached via a bone 414a to the hip joint 
412a within the rigid body torso 432. The knee 416.a moves 
around, but the rigid body torso based 3-D coordinate refer 
ence system provides robust or accurate data with respect to 
the axis c coming out of the chest of the skeletal model. 
Additionally, the bone 414a between the hip 412a and the 
knee 416a are very reliable and the foot 420a is always 
attached to the knee 416a. It is also constant size due to the 
normalization. The bone 414a between the hip and knee is 
extended out the other side of the knee and acts as a Zenith or 
spherical north from which a Zenith or inclination angle theta 
0 can be defined with the shin bone 418a between the knee 
416a and the foot 420a. 

0101 However, the bone extension vector 1102 is not 
necessarily orthogonal to the c vector of the torso transformed 
coordinate system 800 of axes a,b and c. 
0102 FIG.12B illustrates an example of a 3-D orthogonal 
coordinate system centered at a first degree joint which is 
used for determining motion of a second degree joint attached 
to a common bone. An orthogonal 3-D coordinate system is 
generated with the knee 416a as originand the bone extension 
1102 as the Zenith axis. The cross product of the c vector and 
the bone vector 1102 results in vector P. and another orthogo 
nal vector Q is generated by crossing the bone vector 1102 
with P. 
(0103 FIG. 12B represents the relationship between the 
second degree joint, foot 420a, and a first degree joint, knee 
416a, using another 3-D coordinate reference system with its 
origin at the first degree joint, the orthogonal system defined 
by the bone vector and vectors P and Q. Now the position of 
the second degree joint foot 420a can be represented in 
spherical coordinates of a Zenith angle 0 formed between shin 
bone 418a and the bone vector 1102 and an azimuth angle, 
either (pp or (pd, formed by the perpendicular projection r" of 
the shin bone r in the reference plane formed by P and Q 
which is orthogonal to the bone vector. 
0104 FIG.13 is a flowchart of an embodiment of a method 
for representing motion of a joint in the set of second degree 
joints attached to a joint in the set of first degree joints. In this 
embodiment, Software executing on a processor of a target 
recognition, tracking and analysis system, translates 1202 the 
torso rigid body-based 3-D orthogonal coordinate reference 
system to a first degree joint to which an end of a bone 
attached to the respective second degree joint is attached. 
0105. A first axis of a 3-D orthogonal body-based coordi 
nate reference system with its origin at the first degree joint is 
generated 1204 which is a bone vector. The bone vector is 
created by extending a bone attached to a joint of the rigid 
body at one end and which is attached at the other end to the 
first degree joint also attached to the bone to which the respec 
tive second degree joint is attached. 
0106 The software generates 1206 the second 3-D 
orthogonal coordinate system including the generated first 
axis, and defines 1208 the first axis as spherical north or the 
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Zenith and determines 1210 the position of the second degree 
joint using spherical coordinates with respect to the 3-D ref 
erence system centered at the first degree joint. The Zenith 
angle theta 0 and the azimuth angle (preferenced with respect 
to one of the axes, Por Q, defining an orthogonal reference 
plane with the Zenith axis, the bone vector, are stored 1212 in 
a motion determination data set. A motion determination data 
set for each scaled skeletal data set is desired to be as Small as 
possible and the least dimensions in space that need to be 
represented the better. 
0107 As mentioned above, the three angles will be part of 
the motion determination data set for each set to relate the 
moving body-based (a,b,c) system, which moves with the 
user's torso as the user moves, to the fixed camera-based 
reference system. In the example model of FIG. 7, there are 9 
joints outside the rigid body. In the examples discussed 
above, because the bone sizes were normalized, only the 
spherical coordinate systems Zenith and azimuth angles for 
each joint is stored in the motion determination data set. For 
these examples, the motion determination data set represent 
ing the change of positions of joints and bones in each frame 
is optimized to a lower entropy data set of 21 items for each 
frame. 

0108. Once the positions and angles of different joints in 
the body are identified, this information may be compared 
against stored information for known gestures. As used 
herein, gestures may include body positions, angles or move 
ments performed by a user which are recognized as a known, 
predefined movement Such as a particular dance or exercise 
routine, orportion of a dance or exercise routine. As indicated 
at step 514 in FIG. 5, once joint positions and angles have 
been identified, the system determines whether a joint posi 
tion and/or angle indicates that a known gesture was per 
formed. 

0109 The identification of a known gesture from the 
frames of image data processed as described above may be 
done by any of a variety of arbitrary classification systems. 
These systems receive, for example, 120 frames of dance (or 
other) motion represented by the model. This data sequence is 
Supplied as input to a classifier which selects a predefined 
motion out of a number of predefined motions that most 
closely fits the data sequence. Classification is well known in 
machine learning, and numerous classifiers could be used. 
One of many such classifiers is explained below with refer 
ence to FIGS. 14 and 15. Other classifiers may for example 
use Hidden Markov Models and logistic regression. 
0110 FIG. 14 shows a block diagram of a gesture recog 
nition engine 190 embodiment, and FIG. 15 shows a flow 
chart of an exemplar operation of the gesture recognition 
engine 190 of FIG. 14. The gesture recognition engine 190 
processes the motion determination data sets 500. In this 
embodiment, a gestures library 540 accessible by the gesture 
recognition engine 190 stores predefined gesture rules 542 to 
represent models of gestures against which a user's move 
ments can be correlated. Other data formats besides rules can 
be used to define model gestures. In embodiments, each ges 
ture may have a different, unique rule or set of rules 542. A 
stored rule may define, for each parameter and for each body 
part, a single value, a range of values, a maximum value, a 
minimum value oran indication that aparameter for that body 
part is not relevant to the determination of the gesture covered 
by the rule. Rules may be created by a game author, by a host 
of the gaming platform or by users themselves. 
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0111. In this embodiment, the parameters for the rules 542 
are defined for data represented in the motion determination 
data sets. In other words, in terms of the 3 transformation 
angles relating the torso position to the fixed camera-based 
coordinate reference system, and the spherical coordinate 
system angles of a Zenith angle and an azimuth angle for each 
joint outside the rigid body. 
0112. In step 550, the gesture recognition engine 190 
receives motion determination data sets for frames of a scaled 
skeletal data set, and generates 554 a set of candidate ges 
tures. In this example, correlations are determined 554 
between data items of the determination data sets with aver 
ages of model poses representing different gestures stored in 
the gestures library to generate the candidate gestures. Due to 
the quasi-periodic nature of the pose information represented 
in the parameter information for the rules and the motion 
determination data sets, a Fast Fourier Transform (FFT) can 
be applied to the motion determination data sets for faster 
determination of correlation of the user's movements with 
gesture models. The periodic nature of the signals allows the 
use of circular correlation and therefore FFT can be used for 
the computation. 
0113 A probability value for each correlation is deter 
mined 556 that represents its correspondence to a candidate 
gesture over time. For example, a probability value for each 
correlation of a frame that it corresponds to a candidate ges 
ture can be summed over the time period of the scaled skeletal 
data set to generate a sum of probability values. In one 
example, the sum can be weighted. For example, an exponen 
tially decaying weighting can be used. 
0114. A set of best match gestures are selected 558 which 
have the best correlation probability. For example, the two 
gesture models having the highest Sums of weighted correla 
tion probabilities can be selected. The gesture recognition 
engine 190 selects 560 a match gesture from the set based on 
a criteria. For example, a logistic regression can be applied to 
the correlations with the two gesture models having the high 
est sums of probabilities. For each of the two best candidate 
gestures, a linear function can be computed of its correlation 
probabilities, and the one with the larger linear function sat 
isfies the criteria. 
0115 Once a predefined gesture is recognized, this infor 
mation may be used in a variety of ways. For example, step 
516 in FIG.5 indicates that a score and/or distance metric may 
be determined based on how well the user is performing a 
given recognized dance, exercise or other gesture. In 
examples, the score may be based on a distance metric, which 
is a determination of how closely the user's body positions, 
angles and/or movements match an “oracle” for the identified 
gesture. The oracle for an identified gesture represents the 
ideal body part positions, angles and/or movements set forth 
in the rule for the identified gesture. The oracle represents the 
data in the same format as the above-described computer 
model representation of the data. A score may be generated 
from this determination and the score may be displayed to the 
user on audiovisual device 16. 

0116. In one embodiment, step 516 may further provide 
feedback to the user indicating that the user is performing a 
dance, exercise or other identified gesture well or poorly. This 
aspect may further indicate a particular body part of the user 
that is performing the identified gesture well or poorly. For 
example, in FIG. 1C, the highlighted leg on the displayed user 
avatar 21 indicates to the user that his kicks are not being 
performed properly and need improvement. Alternatively, 
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Some other distinctive visual aspect associated with a body 
part may indicate that the user's movements of that body part 
closely match the idealized movement for that body part in a 
given dance, exercise or other identified gesture. The indica 
tor may be audible instead of or in addition to being visual. 
0117 The positions, angles and/or movements for the 
oracle of a given stored gesture may be determined a variety 
of ways. For example, a model of stored gesture information 
may have been captured of a professional instructor perform 
ing a gesture. In another example, the model may representan 
average of other users who use the game or multimedia appli 
cation, so the user can see how he compares to other users. 
0118. In one example, a distance metric can be used to 
represent the user's deviation from the model. For example, a 
distance vector representing the user's movements derived 
from the motion determination data sets of the skeletal data 
can be compared with a vector of the movements of the oracle 
to determine the deviation. This deviation score can be 
Summed across all joints to compute an overall score for the 
user's performance in the game or multimedia application. 
For example, the better the user performs dance moves, the 
better his score or advancement in the dance multimedia 
application. 
0119) Although the subject matter has been described in 
language specific to structural features and/or methodologi 
cal acts, it is to be understood that the subject matter defined 
in the appended claims is not necessarily limited to the spe 
cific features or acts described above. Rather, the specific 
features and acts described above are disclosed as example 
forms of implementing the claims. 
What is claimed is: 
1. A method of scalable real-time motion recognition and/ 

or similarity analysis of human body motion based on skeletal 
model data derived from image data of a user comprising: 

(a) receiving skeletal data from a capture device relating to 
the position of a user within a scene, the data represented 
in a 3-D reference system of the capture device; 

(b) transforming the data into a body-based coordinate 3-D 
reference system having a frame of reference of the user, 
the body-based coordinate 3-D reference system includ 
ing a plurality of joints described as a single rigid body; 
and 

(c) outputting a computer model of the user based in part on 
body-based coordinate 3-D reference system. 

2. The method of claim 1, further comprising the step (d) of 
temporally scaling the received skeletal data received in said 
step (a) by Synchronizing the skeletal data to a predetermined 
number of sets for a number of periodic units wherein the 
periodic unit is rhythmic. 

3. The method of claim2, wherein the periodic unit is a beat 
of music. 

4. The method of claim 1 wherein said step (b) of translat 
ing the data into a body-based coordinate 3-D reference sys 
tem having a frame of reference of the user comprises the step 
of obtaining three orthogonal axes for the body-based 3-D 
coordinate reference system by performing a principal com 
ponent analysis on a set of data points representing the rigid 
body portion of the skeletal model. 

5. The method of claim 1, further comprising the step of 
translating the skeletal data from a body-based coordinate 
3-D reference system to a 3-D camera space system, indepen 
dent of the camera based on a respective transformation angle 
defined to transform each of the axes of one system to an axis 
of the other system. 
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6. The method of claim 5 wherein the model of the human 
body is a skeleton model of joints and bones including: 

a torso as the rigid body portion, 
a set of first degree joints in which each respective joint is 

attached to a bone, another end of which is attached to a 
joint in the rigid body torso, and 

a set of second degree joints in which each respective joint 
is attached to a bone, another end of which is attached to 
one of the joints in the set of first degree joints. 

7. The method of claim 6 further comprising representing 
motion of a joint in the set of first degree joints attached to the 
rigid body portion in a skeletal data frame by: 

translating the frame of reference for the 3-D body-based 
coordinate system from an origin of the system on the 
rigid body to a joint of the rigid body to which an end of 
a bone attached to the first degree joint is attached; 

determining the position of the first degree joint in the data 
frame using spherical coordinate system angles with 
respect to the body-based 3-D reference system; 

and storing the position of the first degree joint in the 
skeletal data frame as the spherical coordinate system 
angles. 

8. The method of claim 1, further comprising the step of 
comparing the output in said step (c) to an oracle of a pre 
defined motion to determine if the output matches the pre 
defined motion above some confidence threshold. 

9. The method of claim 8, further comprising the step of 
determining on a per joint basis a distance between a joint 
indicated in the output of said step (c) and a corresponding 
joint in the oracle. 

10. A system for recognizing human motion from skeletal 
data derived from image data comprising: 

a camera for repeatedly capturing image data sets of a 
human body; 

one or more processors communicatively coupled to the 
camera for receiving the image data sets and having 
access to a memory for storing the body data sets; 

the one or more processors executing Software for repre 
senting the human body in the image data sets as a 
human skeleton model of joints; 

the one or more processors executing software for gener 
ating a body-based coordinate 3-D reference system 
having a frame of reference defined with respect to a 
position of a plurality of joints grouped together as a 
single rigid body; 

the one or more processors executing Software for deter 
mining positions of first degree joints, adjacent the 
single rigid body, in relation to a position of the single 
rigid body; 

the one or more processors executing Software for deter 
mining positions of second degree joints, adjacent the 
first degree joints, in relation to positions of the first 
degree joints; and 

the one or more processors executing Software for deter 
mining a motion of at least one body part using the 
body-based 3-D coordinate reference system and the 
determined positions of the first and second degree 
joints. 

11. The system of claim 10 further comprising: 
the one or more processors executing Software for deter 

mining the relationship of the body-based 3-D coordi 
nate system to the fixed camera-based 3-D coordinate 
system for each set of the scaled skeletal data 
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12. The system of claim 11 further comprising the one or 
more processors executing software for Scaling the received 
skeletal data by Synchronizing the sets of skeletal data to a 
predetermined number of sets for a number of periodic units. 

13. The system of claim 10 wherein the model of the human 
body is a skeleton model of joints and bones including: 

a torso as the rigid body portion, 
a set of first degree joints in which each respective joint is 

attached to a bone, another end of which is attached to a 
joint in the rigid body, and 

a set of second degree joints in which each respective joint 
is attached to a bone, another end of which is attached to 
a joint in the set of first degree joints. 

14. The system of claim 13 wherein determining a motion 
of at least one body part using the body-based 3-D coordinate 
reference system further comprises defining for each skeletal 
data frame 

a set of three transformation angles for transforming the 
rigid body portion from the rigid body-based 3-D coor 
dinate reference system to the fixed camera-based 3-D 
coordinate reference system; 

and spherical coordinate system angles determined for 
each joint to represent its position using the rigid body 
based 3-D coordinate reference system. 

15. One or more computer readable storage media having 
encoded thereon instructions for causing at least one proces 
Sor to perform a method for recognizing a gesture from image 
data, the method comprising: 

(a) receiving sets of skeletal data representing a human 
body in a fixed camera-based three-dimensional (3-D) 
coordinate reference system having a frame of reference 
defined with respect to a point in a camera's field of 
view; 

(b) conforming the sets of skeletal data received in said step 
(a) to a body-based coordinate 3-D reference system 
having a frame of reference defined with respect to a 
position within a rigid body portion of a skeletal model, 
the body-based coordinate 3-D reference system being 
independent of the camera's field of view: 

(c) representing the body-based coordinate 3-D reference 
system by one of i) a plurality of angles that rotate the 
skeletal databack into the fixed camera-based 3-D coor 
dinate reference system and ii) an orientation matrix: 

(d) determining a motion of at least one body part using the 
plurality of angles that rotate the skeletal data back into 
the fixed camera-based 3-D coordinate reference sys 
tem; and 

(e) determining whetheragesture has been made by at least 
one body part based on the determined motion of the at 
least one body part. 

16. The one or more computer readable storage media of 
claim 15 wherein the human skeleton model of joints and 
bones includes: 

a torso as the rigid body portion, 
a set of first degree joints in which each respective joint is 

attached to a bone, another end of which is attached to a 
joint in the rigid body torso, and 

a set of second degree joints in which each respective joint 
is attached to a bone, another end of which is attached to 
one of the joints in the set of first degree joints. 

17. The one or more computer readable storage media of 
claim 16, wherein determining a motion of at least one body 
part using the body-based 3-D coordinate reference system 
further comprises: 
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representing motion of a joint in the set of first degree joints 
attached to the rigid body portion in a skeletal data frame 
by: 
translating the frame of reference for the 3-D body 

based coordinate system from an origin of the system 
on the rigid body to a joint of the rigid body to which 
an end of a bone attached to the first degree joint is 
attached; 

determining the position of the first degree joint in the 
data frame using spherical coordinate system angles 
with respect to the body-based 3-D reference system; 
and 

storing the position of the first degree joint in the skeletal 
data frame as the spherical coordinate system angles. 

18. The one or more computer readable storage media of 
claim 17 wherein determining a motion of at least one body 
part using the body-based 3-D reference system further com 
prises: 

representing motion of a joint in the set of second degree 
joints in a skeletal data frame by 
translating the torso rigid body-based 3-D orthogonal 

coordinate reference system to a first degree joint to 
which an end of a bone attached to the second degree 
joint is attached; 

generating a first axis of a 3-D orthogonal body-based 
coordinate reference system with its origin at the first 
degree joint, the first axis being a bone vector gener 
ated by extending a bone attached to a joint of the rigid 
body at one end and which is attached at the other end 
to the first degree joint; 

generating the second 3-D orthogonal coordinate sys 
tem including the bone vector; 
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defining the bone vector as spherical north; 
determining the position of the second degree joint in 

terms of spherical coordinate system angles defined 
with respect to the body-based 3-D reference system 
centered at the first degree joint; and 

storing the position of the second degree joint in the 
skeletal data frame as the spherical coordinate system 
angles in a motion determination data set for the sec 
ond degree joint. 

19. The one or more computer readable storage media of 
claim 18 wherein the motion determination data set for each 
set of scaled skeletal data includes: 

a set of three transformation angles for transforming the 
rigid body portion from the rigid body-based 3-D coor 
dinate reference system to the fixed camera-based 3-D 
coordinate reference system; and 

the spherical coordinate system angles determined for each 
joint to represent its position. 

20. The one or more computer readable storage media of 
claim 19 wherein determining whether a gesture has been 
made by the at least one body part based on the motion of the 
at least one body part further comprises: 

generating a set of candidate gestures by determining cor 
relations between data items of the motion determina 
tion data sets with model poses representing different 
gestures; 

selecting a match gesture based on a criteria; and 
determining a score representing a deviation of the user's 

gesture from a gesture standard. 
c c c c c 


