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COMPUTER IMPLEMENTED METHOD FOR
THE AUTOMATED ANALYSIS OR USE OF
DATA

CROSS-REFERENCE TO RELATED
APPLICATIONS

This application is a continuation of U.S. application Ser.
No. 18/001,368, filed on Dec. 9, 2022, which claims the
priority of International Application No. PCT/GB2021/
052196, filed on Aug. 24, 2021, which claims priority to GB
Application No. GB 2013207.2, filed on Aug. 24, 2020; GB
Application No. GB 2014876.3, filed Sep. 21, 2020; and GB
Application No. 2020164.6, filed on Dec. 18, 2020, the
entire contents of which are fully incorporated herein by
reference.

BACKGROUND OF THE INVENTION
1. Field of the Invention

The field of the invention relates to a computer imple-
mented method for the automated analysis or use of data;
one implementation is a voice assistant that is able to
analyse, interpret and act on natural language spoken and
text inputs.

2. Technical Background

Natural language (NL) is language evolved for humans
such as the English language. Although significant advances
have been made in computers’ ability to process natural
language, computers are still not able to deeply understand
the meaning of natural language and use that meaning
internally.

For this reason most computer applications typically use
structured data to store information that they need for
processing—e.g. a relational database: designing the
schema, populating the database and writing code to process
the fields in the database.

Use of structured data can work well if the application has
limited requirements for the type of data required. However,
some applications naturally require an extremely broad,
heterogeneous collection of data to work well. This means
that the schema required would have to be enormous,
making building and coding for such an application imprac-
tical. We refer to such applications herein as HUB applica-
tions (Heterogeneous and Unreasonably Broad).

Examples of HUB applications include an application for
managing a person’s general health data where there are
thousands of tests, thousands of medical conditions and
thousands of symptoms. Another related application could
be a nutrition tracking application where there are many
thousands of substances and foods that can be ingested, each
with different metabolic effects on the body.

Another example is an application to match the résumé of
potential candidates with a job specification: in principle
such an application would need structured data to represent
every skill that might be of value to any role, every type of
experience, every type of previous job.

Accounting is another application where vast heteroge-
neous data would be valuable: the perfect accounting appli-
cation would represent every type of contract, every type of
service.

In practice some of these applications, where they exist,
work with a limited schema that doesn’t cover the full range
of their ideal properties. Health applications for example,
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typically work like this ignoring many types of data that they
do not cover and instead end up being narrow—Ilimiting the
application to only certain verticals within health.

Applications may also use natural language or augment a
limited schema with natural language—such as with current
résumé matching applications which might represent a few
key skills in a structured form but rely largely on keyword
searching or statistical natural language processing (NLP)
techniques on written résumés otherwise.

In the case of accounting, transactions are represented
with limited structured data—debits and credits on virtual
ledgers with natural language names. The meaning of the
natural language names and thus what these transactions
represent is generally opaque to the application. Virtual
ledgers often group different types of transaction together
but fail to represent semantic differences which may be
important.

There is no exact threshold for when an application
becomes a HUB application but the difficulty of building an
application with a hand created schema grows more than
linearly with the number of tables as managing these tables
as well as the code that maintains them becomes increas-
ingly difficult to do.

These issues could be addressed if there existed a lan-
guage or way of representing data that computers could fully
process and understand but that also had an extremely broad
scope.

In conventional Artificial Intelligence (Al), statistical
Machine Learning (ML)—particularly Deep Learning
(DL)—has been widely used. This has provided significant
progress with many problems. Despite the progress, the
results cannot be explained in a way that makes sense to
human users as the solutions are the result of a calculation
that may involve billions of weights. It can also be argued
that the system lacks ‘real” understanding of the data or at
least that the understanding is very different from the way a
human user would understand it.

3. Discussion of Related Art

The Wikipedia page about Cyc, of 18 Jul. 2019, states that
Cyc is the world’s longest-lived artificial intelligence proj-
ect, attempting to assemble a comprehensive ontology and
knowledge base that spans the basic concepts and “rules of
thumb” about how the world works (think common sense
knowledge but focusing more on things that rarely get
written down or said, in contrast with facts one might find
somewhere on the internet or retrieve via a search engine or
Wikipedia), with the goal of enabling Al applications to
perform human-like reasoning and be less “brittle” when
confronted with novel situations that were not preconceived.

The Wikipedia page about Cyc, of 18 Jul. 2019, states that
the objective of the Cyc project was to coditfy, in machine-
usable form, the millions of pieces of knowledge that
compose human common sense; this entailed, along the way,
(1) developing an adequately expressive representation lan-
guage, Cycl, (2) developing an ontology spanning all
human concepts down to some appropriate level of detail,
(3) developing a knowledge base on that ontological frame-
work, comprising all human knowledge about those con-
cepts down to some appropriate level of detail, and (4)
developing an inference engine exponentially faster than
those used in then-conventional expert systems, to be able to
infer the same types and depth of conclusions that humans
are capable of, given their knowledge of the world.

The Wikipedia page about Cyc, of 18 Jul. 2019, states that
most of Cyc’s knowledge, outside math and games, is only
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true by default; for example, Cyc knows that as a default
parents love their children, when you’re made happy you
smile, taking your first step is a big accomplishment, when
someone you love has a big accomplishment that makes you
happy, and only adults have children; when asked whether
a picture captioned “Someone watching his daughter take
her first step” contains a smiling adult person, Cyc can
logically infer that the answer is Yes, and “show its work”
by presenting the step by step logical argument using those
five pieces of knowledge from its knowledge base: these are
formulated in the language Cycl., which is based on predi-
cate calculus and has a syntax similar to that of the Lisp
programming language.

The Wikipedia page about Cyc, of 18 Jul. 2019, states that
the Cyc project has been described as “one of the most
controversial endeavors of the artificial intelligence his-
tory”’; Catherine Havasi, CEO of Luminoso, says that Cyc is
the predecessor project to IBM’s Watson; machine-learning
scientist Pedro Domingos refers to the project as a “cata-
strophic failure” for several reasons, including the unending
amount of data required to produce any viable results and the
inability for Cyc to evolve on its own; Robin Hanson, a
professor of economics at George Mason University, gives
a more balanced analysis: “Of course the CYC project is
open to criticism on its many particular choices. People have
complained about its logic-like and language-like represen-
tations, about its selection of prototypical cases to build from
(e.g., encyclopedia articles), about its focus on answering
over acting, about how often it rebuilds vs. maintaining
legacy systems, and about being private vs. publishing
everything. But any large project like this would produce
such disputes, and it is not obvious any of its choices have
been seriously wrong. They had to start somewhere, and in
my opinion they have now collected a knowledge base with
a truly spectacular size, scope, and integration. Other archi-
tectures may well work better, but if knowing lots is any-
where near as important as Lenat thinks, I’d expect serious
Al attempts to import CYC’s knowledge, translating it into
a new representation. No other source has anywhere near
CYC’s size, scope, and integration.”

The True Knowledge system provided open-domain ques-
tion answering using structured knowledge and inference. In
the True Knowledge system, knowledge in the knowledge
base was represented in a single unified format: named
relations between pairs of named entities referred to as
“facts.” Facts, and the relations themselves, were first-class
entities so facts about facts and facts about the properties of
relations were fully supported (Tunstall-Pedoe, W. (2010).
True Knowledge: Open-Domain Question Answering Using
Structured Knowledge and Inference. Al Magazine, 31(3),
80-92. https://doi.org/10/1609/aimag.v31i3.2298).

SUMMARY OF THE INVENTION

According to a first aspect of the invention, a computer
implemented method for the automated analysis or use of
data, comprises the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language (‘machine representation’); the
machine representation including representations of
user speech or text input to a human/machine interface;

(b) automatically processing the machine representations
to analyse the user speech or text input.

In a second aspect, a computer-based system configured

to analyse data, the system is configured to:
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(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of user
speech or text input to a human/machine interface;

(b) automatically process the structured representations to
analyse the user speech or text input to a human/
machine interface.

These aspects of the invention may be implemented in a
voice assistant or chatbot; the technical advantage achieved
is to enable more extensive and faster scaling of the voice
assistant or chatbot’s capabilities; the invention enables
voice assistants and chatbot to be able to answer a broader
range of questions, and to do so more accurately; the
invention makes it easier for the voice assistant or chatbot to
work with large numbers of different natural languages.

One point of interpretation: the conjunction ‘or’ should
not be narrowly construed to indicate mutual exclusivity but
to cover inclusivity too. Hence, the phrase ‘user speech or
text input’ means ‘user speech on its own, or user text on its
own, or both user speech and also user text’. When the
conjunction ‘or’ is meant exclusively, the phrase ‘either . . .
or’ is used.

The machine-readable language is extremely expressive
yet also extremely simple; simplicity requires less computer
processing and thus delivers faster performance. Further
details of the invention are in the appended Claims.

According to a further aspect of the invention, there is
provided a computer system including a processor and a
memory, the processor configured to answer a question, the
processor configured to use a processing language in which
semantic nodes are represented in the processing language,
the semantic nodes including semantic links between seman-
tic nodes wherein the semantic links are themselves seman-
tic nodes, in which each semantic node denotes one specific
meaning, in which a combination of semantic nodes defines
a semantic node, in which expressions in the processing
language may be nested, in which the question is represented
in the processing language, in which reasoning steps are
represented in the processing language to represent seman-
tics of the reasoning steps, in which computation units are
represented in the processing language, wherein the memory
is configured to store the representations in the processing
language, and wherein the processor is configured to answer
the question using the reasoning steps, the computation units
and the semantic nodes, and to store an answer to the
question in the memory.

An advantage is that because semantic links between
semantic nodes are themselves semantic nodes, semantic
links and semantic nodes do not need to be processed in a
distinctly different way, which simplifies processing, which
speeds up response times, which is a technical effect.

An advantage is that because semantic nodes are very
widely used in the processing language, processing of the
processing language is speeded up, which speeds up
response times, which is a technical effect.

The technical effect operates at the level of the architec-
ture of the computer system; that is to say the effect is
produced irrespective of the data being processed.

The technical effect results in the computer system being
made to operate in a new way, because the computer finds
answers to questions faster than using prior art approaches,
because semantic nodes are very widely used in the pro-
cessing language, which means that processing of the pro-
cessing language is speeded up.

The processing language contributes to the technical
character of the invention because it produces a technical
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effect: a processor processing the processing language has
the effect that the computer finds answers to questions faster
than using prior art approaches, because semantic nodes are
very widely used in the processing language, which means
that processing of the processing language is speeded up.

The computer system may be configured to output the
answer to the question.

The computer system may be configured to output the
answer to the question to a display device.

The computer system may be one wherein expressions in
the processing language may be nested with no limit inher-
ent to the processing language.

The computer system may be one wherein the semantic
nodes each includes a unique identifier.

The computer system may be one wherein the computa-
tion units are semantic nodes.

The computer system may be one wherein the question is
represented in the processing language with a passage
comprising a semantic node that identifies the passage as a
question, a list of zero, one or more semantic nodes repre-
senting unknown entities being asked about and at least one
further passage which represents the semantics of the ques-
tion in the context of the zero, one or more unknown entities.

The computer system may be one wherein the processing
language is universal language.

The computer system may be one wherein the processing
language is not a natural language.

The computer system may be one wherein the question
relates to search and analysis of documents or web pages,
wherein the sematic nodes include representations of at least
parts of the documents or the web pages stored in a docu-
ment store.

The computer system may be one wherein the question
relates to a location-based search, using mapping data rep-
resented as semantic nodes in the processing language.

The computer system may be one wherein the question
relates to a search for defined advertisements or news,
wherein the semantic nodes include representations of
advertisements, news articles or other information items.

The computer system may be one wherein the question
relates to a request for a summary of a news topic, wherein
the semantic nodes include representations of news from
multiple sources, e.g. to provide a summary or aggregation
of the news.

The computer system may be one wherein the question
relates to a request for a compatibility match between
persons, wherein the semantic nodes include representations
of personal information defining one or more attributes of a
person, for a plurality of people.

The computer system may be one wherein the question
relates to compliance with requirements preventing abusive
or illegal social media postings, wherein the semantic nodes
include representations of social media postings.

The computer system may be one wherein the question
relates to analysing customer reviews, wherein the semantic
nodes include representations of customer reviews.

The computer system may be one wherein the question
relates to a user’s product request, wherein the semantic
nodes include representations of product descriptions and
user product requests.

The computer system may be one wherein the question
relates to a job search, wherein the semantic nodes include
representations of job descriptions and job applicants’ skills
and experience, to determine which job applicants match a
job description, or to determine which job descriptions
match a job applicant’s skills and experience.
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The computer system may be one wherein the question
relates to health of an individual, wherein the sematic nodes
include health data relating to the individual, and health data
relating to human beings.

The computer system may be one wherein the question
relates to nutrition, wherein the sematic nodes include
nutritional data for foods and drinks.

The computer system may be one wherein the question
relates to accounting or finance, wherein the sematic nodes
include representations of financial or accounting informa-
tion.

The computer system may be one wherein the question is
received by a voice assistant or chatbot, wherein the seman-
tic nodes include representations of user speech input to a
human/machine interface and include representations of the
human/machine interface itself.

According to a further aspect of the invention, there is
provided a computer-implemented method, the method
using a computer system including a processor and a
memory, the processor configured to use a processing lan-
guage in which semantic nodes are represented in the
processing language, the semantic nodes including semantic
links between semantic nodes wherein the semantic links are
themselves semantic nodes, in which each semantic node
denotes one specific meaning, in which a combination of
semantic nodes defines a semantic node, in which expres-
sions in the processing language may be nested, in which the
question is represented in the processing language, in which
reasoning steps are represented in the processing language to
represent semantics of the reasoning steps, in which com-
putation units are represented in the processing language,
wherein the memory is configured to store the representa-
tions in the processing language, the method including the
steps of:

(1) the processor answering the question using the rea-
soning steps, the computation units and the semantic
nodes, and

(ii) the processor storing an answer to the question in the
memory.

Advantages include the advantages of the previous aspect

of the invention.

The method may be one wherein the question is repre-
sented in the processing language with a passage comprising
a semantic node that identifies the passage as a question, a
list of zero, one or more semantic nodes representing
unknown entities being asked about and at least one further
passage which represents the semantics of the question in
the context of the zero, one or more unknown entities.

The method may be one wherein the unknowns in the
question are identified and the passage making up the body
of the question is selected for further analysis; processing
begins on a list of passages from the body of the question
and the selected unknowns; a first passage in the list of
passages is selected for processing; processing a single
passage comprises three methods: using statically stored
processing language passages, utilising computation units
and utilising processing language generated from reasoning:

in which the first method is to lookup in the passage store
if there are any passages that can be directly mapped
with the passage being processed; if the passage is
exactly the same structure as a passage in the passage
store, with all nodes matching other than the unknowns,
then the values the unknowns match against are valid
results;

the second method is to check if any results can be found
by executing computation units; it is checked if this
passage matches against any passages in a computation
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unit description; all non-unknown nodes in the passage
being processed must match the same nodes in the
corresponding position in the computation description
or align with a computation input unknown; the
unknowns being processed must align to output
unknowns in the description; the computation unit is
then called to get valid output values for the processed
passage’s unknowns;

the third method is to see if this passage can be proved by
applying any reasoning steps; reasoning steps are
searched for where a passage in the second half of the
reasoning passage can be unified with the passage
being processed; all nodes and structure must be equal
between the two passages, other than unknowns in the
focus passage or the reasoning passage; if a reasoning
passage like this is found it means that this reasoning
step could be used to prove the passage being pro-
cessed; a multi-stage process is used to first find any
mappings for unknowns in the processed passage when
matching with the reasoning passage; secondly, map-
pings for unknowns used in the reasoning passage are
found by mapping with the passage being processed;
this mapping can then be applied to the front half of the
reasoning passage to generate a list of passages that, if
they can be matched with known or generated process-
ing language and mappings found for them, will prove
and find valid mappings for the focus passage; solu-
tions for the list of passages can then be found recur-
sively.

The method may use a computer system of any aspect of

the previous aspect of the invention.
Aspects of the invention may be combined.

BRIEF DESCRIPTION OF THE FIGURES

Aspects of the invention will now be described, by way of
example(s), with reference to the following Figures, in
which:

FIG. 1 shows example screen output for a notification of
a job match.

FIG. 2 shows example screen output for a description of
a job match.

FIG. 3 shows an example conversation within an app
where nutritional data is being communicated with the app.

FIG. 4 shows some example insights that can be derived
from a period of time where horizontal health and nutrition
data was shown.

FIG. 5 shows an example graph showing daily calories in
versus calories out which is an extremely common thing for
someone to track if the user is aiming to lose (or gain)
weight.

FIG. 6 shows an example of a visualisation capable of
being generated from an example of the present invention:
it is comparing estimated caffeine in the user’s body at the
time they went to bed with a calculation of sleep quality.

FIG. 7 shows examples of explanations generated. (a)
shows examples of simplified explanations; (b) shows an
example of a detailed explanation.

FIG. 8 shows an example of a voice assistant product,
referred to herein as ‘Brian’ and how it fits in with the wider
UL platform and other applications built on the UL platform.

FIG. 9 shows an alternative to the example of FIG. 8.

DETAILED DESCRIPTION

Examples of the present invention include systems and
methods for creating and using a structured representation of
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data that is aimed to be as expressive as natural language in
terms of breadth but which also can be processed and
understood by automated systems. The representation
referred to herein as UL (for universal language) is a
preferred example. Examples of the invention include sys-
tems and methods relating to specific HUB and other
applications as well as systems and methods which process,
store and utilize UL.

Use of UL also brings with it other advantages beyond the
delivery of HUB applications. For example, UL can be used
as a way for an automated system to understand the world
and as a way for an automated system to reason. As the
reasoning steps are recorded in language, such systems can
also fully explain themselves in language to human users.
Requirements for a software system can be written in UL
(referred to herein as ‘tenets’) and examples of the present
invention can directly use these tenets to decide on actions
for itself] rather than having its detailed actions determined
by program code with a human programmer trying to
anticipate all possible scenarios and code them in advance.
Representation of Language: UL

An aim of UL is in principle to be able to represent
anything expressible in any natural language. An additional
aim is for anything expressed in natural language to thus be
translatable into UL. The purpose of UL is to enable use by
machines so this representation of data must therefore be
fully processable and understandable by automated systems.
Although an aim, examples of the present invention may not
fully deliver these aims whilst still having significant advan-
tages over the prior art.

There are many different properties of natural language
that make getting a computer to understand and process it
extremely hard. These include polysemy—the fact that
words in natural language often have many meanings or
senses, some related and overlapping and some completely
different and that context, years of experience with the
natural language and common sense knowledge is needed by
people to understand which meaning is intended. For
example, the English word “pen” can mean a writing imple-
ment, an enclosure for farm animals, a female swan or a
prison (short for “penitentiary”) among other meanings. As
averb it also has a number of related and different meanings.
Despite this complexity human beings can naturally infer the
intended sense of the word using context, real world expe-
rience and common sense knowledge when it appears, but
this is extremely hard for a machine, which lacks the
necessary skills.

Ambiguity and flexibility in the word ordering is another
issue that makes natural language processing extremely hard
for machines. Even simple sentences can be phrased in
literally dozens of ways which convey the same meaning.
Humans naturally understand these numerous phrasings but
this is not easy to represent in an algorithm. Clauses and
words within a sentence modify and attach to other parts of
the sentence changing their meaning in ways that humans
can naturally understand but which follow no clear rules that
a machine can follow. Natural languages also use techniques
like anaphora to refer back to entities referenced in earlier
speech and avoid saying them again (e.g. in English with
pronouns and words such as “he”, “hers”, “it”, “this” etc.).
Humans naturally understand what is being referred to but
this is not so obvious for a machine. Ambiguity can even
result from where the boundaries exist in a compound
noun—for example the use of the compound noun “fruit
flies” in the sentence “Fruit flies like a banana” compared
with the sentence “Time flies like an arrow”.
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UL is designed to overcome all these issues and create a
language which can be parsed, understood and processed by
a machine and which thus can store an extremely broad
range of information in a way that a machine can under-
stand, process and explain.

Semantic Nodes

Akey component of UL is what we call herein a semantic
node. A semantic node is intended to be the broadest
conceivable definition of a ‘thing’ that can be defined—
anything there is a word for can have a semantic node in UL
as well as things which have no natural language name.

In various examples, semantic nodes can include every
specific human being, the concept of human being (of which
any specific human being is a member), every file, every
web page, every audio recording or video, specific relation-
ships (including the relationship that links any specific
human being to the concept of human being), attributes,
specific types of language nuance and every row and item in
a relational database table.

A semantic node once defined has an identifier so it can
be referred to within UL. In a preferred example the ID is a
128-bit version 4 UUID (RFC 4122) with hyphenated lower-
case syntax. For example: blclcb5f-248f-4871-a73f-
900d29066948. A preferred example also allows Unicode
strings in double quotes to be their own ID—the string itself
is the ID for the semantic node for that specific string. For
example, “Pifla colada” is a valid semantic node represent-
ing only the string, not the concept of the drink. In other
examples, a UUID or other identifier could be used for
strings to simplify the syntax further, but requiring addi-
tional language to express the link between the identifier and
the string it represents.

In an example, a simple grammar for UL is thus:

<passage> ::= <128 bit UUID>
<passage>::= “<Unicode string>"
<passage>::=(<passage> <passage>*)

Where <passage>* is zero, or more further <passage> and
double quotes within the Unicode String are escaped \”

In an example, a semantic node may be represented by a
128 bit UUID or a string; a passage may be either (a) a
semantic node or (b) two or more other passages in brackets.

In another example, the minimum number of passages
that can be grouped within parentheses is two so the third
line of the above grammar would be

<passage>:=(<passage><passage><passage>*)

In a preferred example a given semantic node typically
denotes one specific thing or one specific meaning. Although
polysemy is permissible in a preferred example, with an
essentially unlimited pool of UUIDs available there is no
reason to overload a node with more than one meaning and
in practice all the possible senses of a word in a natural
language will be given different semantic nodes. Closely
related senses of a word can also be given different semantic
nodes too and their relationship described with passages.
This use of unique semantic nodes for every possible sense
overcomes the complexity and ambiguity from determining
sense in natural languages.

The use of semantic nodes also avoids any ambiguity that
comes from concepts being denoted with multiple words in
natural languages. In a preferred example, compound nouns,
verb phrases, prepositional verbs etc. do not generally
exist—each such concept has a single node and there are no
challenges for the machine in deciding where the boundaries
of the representation lie.
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Node Agreement

Herein we use the term “user” to mean any human,
organisation or machine user of an example of the present
invention. A user could be any computer system that uses an
example of the invention or any human being or organisation
that makes use of UL. It can also be subsystems of larger
computer systems.

In a preferred example if two semantic node identifiers are
different, they may or may not be the same concept—as two
different users of the invention may have chosen two dif-
ferent IDs for the same thing. If two identifiers are the same,
by design in a preferred example they must denote the same
things, defined in the same way. Thus, UL becomes useful
for communication when agreement happens on semantic
nodes and these are adopted across different systems. UL
may become understandable to human users when enough is
known about semantic nodes to be able to express them in
natural language and generate natural language that has
similar meaning to the UL.

In a preferred example, the meaning of a semantic node
comes only from other UL that represents things that have
been said about the node. Sometimes this may represent the
UL expressed knowledge that the semantic node corre-
sponds exactly to a word or sense of a word in a named
natural language. For example, the Spanish drink Sangria
may be represented as a6ba9f28-b54d-4eda-8ciB-
ad4e07659004. Pen in the sense of a writing implement may
be represented as ¢092849¢-80ed-4a69-9ade-2704780f0cea
but the concept of a pen in the sense of an enclosure for farm
animals would have a completely different node such as
ba9b43a3-540d-44{f-b6fe-62dcthb9ddale. Although these
meanings may be documented somewhere for human users,
passages of UL would define and semantically link these
concepts to other concepts giving them meaning. For
example in the case of the Sangria concept, passages may
assert that it is kind of drink, that is alcoholic, that it
originates in Spain. Passages may further define the ingre-
dients or other information relevant to the machine under-
standing of what it is.

As used herein a “shared ID” is an ID used by more than
one user of various examples of the invention. Typically, one
user has created and used the ID and a second, or more users,
has decided that this ID represents a concept they also want
to use and has then started using it too. A “private ID” or
“local ID” is similarly an ID used by only one user and is not
published or exposed to other users. A “public ID” is an ID
that a user has used in UL that can be seen by every user,
whether it is shared or not depends on whether any other
client entity has started using it. According to various
examples, IDs can be shared between multiple users without
being made fully public.

To express this in other words, any user of an example of
the present invention can coin their own semantic nodes
with their own local meaning by picking an unused identi-
fier. For example, an application could assign a semantic ID
to the rows of a particular local database table. Any number
of different IDs can represent the same thing. When seman-
tic nodes are shared, however, their meaning is shared. If
another user were to then use those IDs elsewhere, they
would mean the same thing and denote the same thing. In a
preferred example with a 128-bit address space, selecting an
ID randomly from that space has an essentially zero prob-
ability of a collision if one was not intended, enabling local
IDs to be coined and used without having to undergo any
kind of registration process or communication or coordina-
tion with any other user. In another example string identifiers
could be used and users could include a unique substring in
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their own local identifiers using it e.g. as a prefix. For
example, an organisation may choose a unique prefix like
“unlikelyai719” and then name all its nodes starting with
this e.g. “unlikelyai781_sangria”—with a unique prefix it
can ensure that its local ids are not duplicated by any other
user. Other examples may use a smaller address space and
have a more centralised approach possibly including regis-
tration.
Strings

As previously mentioned, in a preferred example, Uni-
code strings also represent semantic nodes. Their meaning is
strictly the string itself only. Any natural language meaning
contained within the string is not part of the meaning of
these IDs. i.e. “sangria” means strictly the sequence of
letterss...a...n...g...r...1i...a—not the concept
of the drink. Following the principle of node agreement
discussed above it is also possible for a string to be repre-
sented by an ID as an additional identifier. For example, the
string “sangria” could be additionally represented as
fc570fba-cb95-4214-bc45-8deb52d830asS and this repre-
sented in a passage or otherwise. This can be used for very
large strings. Following the same design principle, two
identical strings used as semantic nodes have universal
meaning as that string.
Combination Nodes

Combining semantic nodes also defines a semantic node.
Shared rules around the meaning of shared nodes or shared
classes to which nodes belong define further shared meaning
from the combination. For example, semantic nodes within
an infinite class can be represented by combining one or
more nodes that define the class with one or more strings
where there is a common internationally recognised repre-
sentation in string form. e.g. integers can be defined this
way. (<id for integer> “5”). Another example of a combi-
nation node with more than two nodes within it is (<id for
group> <id for Chicago> <id for New York City> <id for
London>) which is a single semantic node representing a
collection of three cities regarded as a single entity. Com-
bination nodes can contain any finite number of semantic
nodes and the semantic nodes within them can also be
combination nodes creating any level of nesting.
Nesting

UL syntax allows for expressions to be nested indefinitely.
This allows the user to define a concept, coupled with
contextual information about the concept, as a hierarchy of
UL expressions under the same parent UL expression or with
the same central expression or passage. Context can be used
to provide nuance, source, belief, temporal validity etc. For
example, starting with a passage (HoldsOffice JoeBiden
UsPresident) (where HoldsOffice JoeBiden and UsPresident
are human readable “nicknames” for IDs—described further
below) another passage that states when it is true could be
(HasTemporal Validity (HoldsOffice GeorgeWBush UsPresi-
dent) (DatelsoFormat “2021-07-23""))—which says that Joe
Biden held the office of US President on the 23 Jul. 2021.
Further expressions around this passage could assert that this
statement had come from a particular source or had a certain
degree of reliability etc.
Combination Agreement

In a similar way to the principle of node agreement where
use of the same semantic node by the same or different
entities implies identical meaning between usages, the
meaning that comes from combining shared semantic nodes
is also universal. Any client entity that chooses to create
passages that use shared semantic nodes is also expressing
the same meaning by combining them. Similarly, any client
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entity is free to define its own meaning to combinations of
semantic nodes that are not used elsewhere.

In other words, further meaning comes from combining
semantic nodes. Again, if semantic nodes are shared then the
meaning that comes from combining them is also shared. In
apreferred example, semantic nodes can be combined in any
numbers and at any level of nesting and no further syntax is
required. Other examples may include additional syntax.
The combining and nesting herein and in a preferred
example is done with round brackets when UL is displayed.
However, various examples and implementations of
examples may represent the combining of nodes in other
ways. For example, the syntax could group nodes with
different characters than round parentheses, there could be
special function words such as “query” in the syntax that are
not semantic nodes but which define different types of
passage or there could be special syntax for certain types of
node such as unknown values or booleans or integers.

The combinations in UL in a preferred example are
expressed directly with brackets. There is no ambiguity in
how the nodes are grouped or any assumed grouping when
brackets are absent. This syntax thus avoids the ambiguity
that is extremely common in natural languages where
clauses and words group and modify other parts of a
sentence in ways that are extremely hard for a machine to
determine. For example, the English sentence “The police
arrested the demonstrators because they feared violence” is
ambiguous about whether “they feared violence” applies to
the demonstrators or the police. Natural language has no
rigorous grouping syntax meaning that this type of ambi-
guity is common. Human beings armed with considerable
experience of the world can infer from common sense and
their world knowledge that it is more likely to apply police
in this case. Unambiguous grouping in UL ensures that a
machine can always get it right.

UL Syntax

A UL expression is either a semantic node or a passage.
Both variations are atomic, complete pieces of valid UL.
Semantic nodes are defined fully above, and include either
a UUID or a Unicode string. A passage is any combination
of'nodes, and it is the sole nesting construct of UL. Passages
may be anything from a single semantic node to a complex
hierarchy representing an entire book.

A simple, more formal, grammar for UL in the preferred
example could thus be:

universal_language
= ul__element*
| EOF
ul__element
= semantic_ node
| passage
semantic_ node
= version_4_ uuid
| string_literal
passage = ‘(* ul__element+ *)’

The above grammar uses the symbols (and) to denote
grouping, and omits implementation-specific details such as
character escapes within string literal nodes.

Various examples of this invention may extend or change
the above grammar to suit their needs. Possible extensions
include additional syntax for specific types of node: for
example, integers, real numbers, points in time, unknowns.
Possible other extensions include comments, ignored by any
UL parser, and “named passages”. Named passages could
represent a way to link passages to a nickname in a human-
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readable language, such as English. Nicknames are further
described in the following section.

Note that a preferred example uses this extremely simple
syntax without extension and there is no special additional
syntax for different types of passage—meaning comes
purely from the choice of semantic nodes and how they are
grouped both in terms of grouping and ordering. Being able
to express everything with such a simple representation has
significant advantages over alternatives which use more
complicated syntax or use special additional syntax for
particular things. These advantages include the simplicity
and generality of implementation which can result in sig-
nificant speed improvements when processing the language.
It also greatly simplifies the storage of UL and the ability to
search and process it. With more complicated syntax, dif-
ferent code needs to handle each of the different types of
syntax. Storage is greatly complicated too. The more com-
plicated storage also adds to the complexity of the code that
needs to access it and the speed it can be accessed.
Nicknames

To make UL more understandable to humans, various
examples have a ‘nickname’ scheme where shorter natural
language labels are associated with a UL expression and
those names are used when presenting UL to humans. These
labels may be used as alternatives to raw UUIDs when
displaying UL to humans. In a preferred example, any
number of nickname schemes can be defined, enabling users
familiar with different natural languages to access meaning
in UL. The example nickname scheme used herein is termed
Englishl. In some examples (but not a preferred example)
these nicknames may be used as the identifier. In a preferred
example, these nicknames are not identifiers but merely a
way of presenting identifiers to humans.

As an example of UL representation, this is a valid
passage:

(03d206a2-52ca-49¢e1-9aeb-86364e2dead6  cb75d618-
16d9-4a36-8¢16-7195182d4057
(d1fd5662-c88e-4d94-b807-5310483df8cd  (30847a3d-

e43¢-4229-993e-20ad01adc126
5a533842-bcd8-4125-8b39-2b1caa643593)))

The meaning of this passage corresponds to the English
“Brie is a creamy, French cheese”.

Assigning these nicknames to the semantic nodes within
this passage like so:

IsA=03d206a2-52ca-49e1-9aeb-86364e2dead6

Brie=cb75d618-16d9-4a36-8¢16-7195182d4057

Cheese=d1{d5662-c88e-4d94-b807-5310483df8cd

Creamy=30847a3d-e43¢-4229-993e-20ad01adc126

French=5a533842-bcd8-4125-8b39-2b1caa643593

means the above passage can be displayed in a more

human readable form thus:

(IsA Brie (Cheese (Creamy French)))

Creamy and Cheese are semantic nodes that are properties
or attributes of other semantic nodes. This concept (given
the nickname Attribute) is a semantic node that corresponds
to a class of such nodes and is shared. Part of the shared
meaning in a preferred example is that two or more attributes
combined make a new attribute where all the constituent
attributes apply so (Creamy French) is itself an attribute
meaning in English “creamy and French”.

Cheese is a class meaning things which are cheeses.
Another shared meaning from Class and Property is that
combining a class with a property gives the class of all
things in that class which have that property so (Cheese
(Creamy French)) is the class of all creamy, French
cheeses—““creamy, French cheese” in English.
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IsA is a semantic node which has shared meaning from
combining a semantic node with a class meaning the node is
a member of that class so (IsA Brie (Cheese (Creamy
French))) can be translated to English with “Brie is a
creamy, French cheese”.

Again, in a preferred example, the choice of Englishl
nickname is chosen to be helpful by choosing a name that
corresponds to English language that approximates the
meaning of the node. However, the meaning of the node
only comes from its usage in the system.

Negation

To say something is not true the semantic node Not in
combination with another relationship node defines a rela-
tionship node which is true whenever the original relation-
ship is false. e.g.

((Not IsA) Bat Bird)

is a true statement.

Questions

Questions can be represented in UL by combining a node
that identifies the passage as a question with a list of zero or
more unknowns and a further passage or passages which
represent the semantics of the question using the zero or
more unknowns. In a preferred example, the passage of UL
is of the form ((Question <unknowns>)(<passage>)) where
Question is a semantic node and <unknowns> is a list of
zero, one or more semantic nodes representing unknown
values (similar in meaning to letters of the alphabet in
algebra) and where <passage> is where the unknowns are
used to express what is being asked about. In a preferred
example, these unknowns are simply semantic nodes, mem-
bers of the class Unknown—other than their meaning they
have no special status. Herein we use Unknownl,
Unknown2, X etc. as nicknames for members of this class.
Note that questions in a preferred example are UL passages
like any other: the syntax of UL has not been extended or
changed in any way to support questions.

e.g.

(Question Unknownl)((HasAttribute Unknownl Alco-

holic) (IsA Unknownl Drink))

translates into English as “What drinks are alcoholic?” or

“List alcoholic drinks™)
Yes/No questions have zero unknowns so both
((Question)((IsA Sangria Drink)(HasAttribute Sangria
Spanish)))
((Question)((IsA Sangria (Drink Spanish))))
translate as “Is Sangria a Spanish drink?”
Another example is:
((Question) (WithinRange (Integer “7”) (AtLeast (Integer
“570)

which is asking “Is 7 within the range ‘at least 5°?” The
question passage is made up of a head passage—in this
case just (Question)—and a tail of other passages—in
this case just (WithinRange (Integer “7”) (AtLeast
(Integer “57))). The head part’s first element will
always be the Question node, followed by any number
of unknowns that can be used to signify the outputs of
the question if it is not a simple yes or no question.
Only the unknowns used for outputs need to be speci-
fied here. Unknowns are just semantic nodes in the
class Unknown.

An example question that uses unknowns (to be mapped
to the outputs) is:

((Question Unknownl) (IsA Unknownl

Creamy)))

Which is asking “What are the creamy cheeses?”/*List
creamy cheeses?” The unknown Unknownl is used in the
question and any nodes that can be correctly mapped to

(Cheese
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Unknownl from other things represented in UL are returned
as appropriate outputs for the question.

An example of a UL question that would give No as an
answer is:

((Question) (HasAttribute Cheddar Creamy))

Which is asking “Is cheddar creamy?”. In examples where
it is known that A. Cheddar is a hard cheese and B. that hard
cheeses are not creamy the system can prove that cheddar is
not creamy and will return a ‘No’ result.

Reasoning

Reasoning is where UL is generated from other UL. A
reasoning passage is a bit of UL that represents how new UL
can be generated from other UL—for example a logical
consequence or giving meaning to other nodes or a combi-
nation of nodes. e.g. the English “if something originates
from France then it is French” translates to a reasoning
passage in UL.

Reasoning steps are represented as passages which rep-
resent the semantics of the step. Note that in a preferred
example reasoning passages are represented in UL like
anything else. There is no special syntax or content that
extends or changes UL to support reasoning. For example:

(ConsequenceOf (IsA X (Cheese Hard)) ((Not HasAttrib-

ute) X Creamy))

Which says that “If X is a hard cheese then X is not
creamy.” In the preferred example, these reasoning steps
begin with a ConsequenceOf semantic node. This is then
followed by a passage which represents the conditions that
need to hold for this step to be used (the ‘if” passage). This
can be just one passage like in this example, or it can be a
passage that contains other passages which would all need to
hold. The third element is a passage that is true if the
conditions are met (the ‘then’ passage). This can also be a
passage of passages, in which case all of the passages
contained would be true if the conditions are met.

Some more examples of reasoning steps:

(ConsequenceOf (Isln X Y) (IsA'Y Geographical Area)) in

English is “If X is in Y then Y is a location” (Isln
represents geographical location)

(ConsequenceOf (IsA X Continent)) ((IsIn X Earth)) in

English means “If X is a continent then X is in Earth”
Computation Units

Computation units are a way of allowing examples of the
present invention to represent and make use of computation
required for reasoning and other purposes. Any automatic
process that calculates something or returns a result can be
supported with this technique. Various examples also allow
them to support actions such as completing a transaction,
turning on a light, playing music etc.

As a simple example, according to various examples a
computation unit might allow UL to answer questions such
as “Is 7 greater than 5?” Clearly explicitly having to enter
the passages for every combination of two integers would be
impractical. In a preferred example, the computation unit
can be thought of as a semantic node which is an example
of'the class ComputationUnit. We can then add passages that
represents details for this unit needed to select and run it:
what it can do, how to run it and how to interpret the results.

For example, here is an example computation unit for
addition:

(ComputationL.ocallaval.ocation AdditionComputation-

Unit

“ai.unlikely.questionprocessor.computation. Arithmeti-

c$Addition”)

(Computationlnputs AdditionComputationUnit InputOne

InputTwo)
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(ComputationDescription AdditionComputationUnit
((Question Unknownl) ((Equal

(RealNumber Unknownl) (Add (RealNumber InputOne)
(RealNumber InputTwo))))))

(ComputationDescription AdditionComputationUnit
((Question Unknownl) ((Equal (Add

(RealNumber InputOne) (RealNumber InputTwo)) (Real-
Number Unknownl)))))
In this case there are two passages which describe the
computation unit. Description passages have a head node,
ComputationDescription, followed by the node for the unit
they are describing, and then a passage for the class of UL
questions they can help to answer. We also have a passage
for the computation unit that describes its inputs, in this case
we are saying that the function to compute addition requires
two inputs. The description passage uses these inputs to
describe where they appear in the question. The final pas-
sage we need for the computation unit to work is one that
gives the location. In this case, we use Computationl.ocalJa-
valLocation at the head of the passage which means that we
are describing a Java class that is locally available to the
question processor to use at runtime. With all this informa-
tion, the system can realise when computation is needed and
lookup the best way to get an answer for it and compute it.
A preferred example represents many ways to invoke com-
putation units. Each method can be described with a passage
similar to this one but with a new head node and a different
way to describe the location and way to invoke the compu-
tation. For example, if we were to add a computation engine
that utilises Lua scripts we could add a passage such as:
(Computationl.uaScript AdditionComputationUnit
“a,b=lo.read(‘*n’, *n’)\nio.write (a+b)”)

to help the engine to compute the unit in this way. Another
example is the use of an API endpoint and specifying
a URL that will return the result with a GET request.

Other examples of computation units are described here to

further illustrate the concept:

(IsA GreaterThanOrEqualComputationUnit Computatio-

nUnit)

(Computationlocallaval.ocation =~ GreaterThanOrEqual-

ComputationUnit

“ai.unlikely.questionprocessor.computation.Compari-

son$Greater ThanOrEqual”)

(Computationlnputs  GreaterThanOrEqualComputation-

Unit InputOne InputTwo)

(ComputationDescription Greater ThanOrEqualComputa-

tionUnit ((Question)

((GreaterThanOrEqual (RealNumber InputOne) (Real-

Number InputTwo)))))

for greater than or equal comparisons and:

(IsA EqualComputationUnit ComputationUnit)

(Computationlocallaval.ocation EqualComputationUnit

“ai.unlikely.questionprocessor.computation.Compariso-

n$Equal”)

(Computationlnputs

InputTwo)

(ComputationDescription EqualComputationUnit

((Question) ((Equal (RealNumber InputOne) (Real-
Number InputTwo)))))

for equality comparisons on real numbers.

Validating that UL is Meaningful/Validation Passages

Just as it is possible to write words in a natural language
which have no meaning (such as nonsense verse) it is
possible to write syntactically correct UL in a way that is not
meaningful. According to various examples it is possible to
define clear rules which identify meaningful and non-mean-
ingful UL syntax and for these rules to be applied automati-

EqualComputationUnit InputOne
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cally to determine invalid passages. Note that invalidity is
different from truth. A passage can be valid yet still represent
something which is untrue.

For example the IsA semantic node that was described
earlier requires two additional nodes in order to form a
passage where the second node has to represent a class to be
meaningful. (IsA Brie GatwickAirport) for example is not
meaningful as GatwickAirport is not a class (this passage
would translate into English as “Brie is a Gatwick Airport”.
(IsA Brie Cheese OriginatesFrom) is also not meaningful as
IsA is followed by three nodes instead of two.

Validation can be done by any machine-readable descrip-
tion of these constraints which can be read and checked
automatically. In a preferred example these are naturally
done with other UL passages that describe these constraints
called Validation Passages herein. Typically these con-
straints would be provided by the business, organisation or
person that defined the key node in the passage. When
validating a passage, examples of the present invention can
look at each passage and sub-passage and search for vali-
dation passages that apply based on the semantic nodes in
these passages. By checking these validation rules against
the examined passage a view can be determined as to
whether the passage is invalid.

An example of a validation passage on the node IsA is
(Validation (IsA Unknownl Unknown2) (IsA Unknown2
Class)) which says that given a passage in the form (IsA
<nodel> <node2>), (Question)(IsA <node2> Class) should
return Yes (or not return No). If it returns No, the passage is
invalid. To constrain the number of nodes that can follow a
named node a passage like (ValidationCount IsA (Integer
“27)) says that IsA nodes must have exactly two semantic
nodes following them to be meaningful. Variations of these
examples can define further constraints on meaningful pas-
sages. In another example, (HasSchema ExpressedInEnglish
(Schema ExpressedInEnglish Node String)) is an alternative
way of expressing that ExpressedInEnglish passages expect
two additional nodes, the first in the class Node (any node)
and the second in the class String.

Validation can be used to check or select valid UL that has
been generated during statistical methods of translation that
may not always generate valid UL (as described herein) and
to check UL that has been entered by humans. It can also be
used to find contradictions or other logical inconsistencies in
passages. For example, using a passage that asserted that
another relation had similar or related semantics to IsA
might be in conflict with validation passages that described
different expectations of the semantic nodes that can be
grouped with this relation.

UL Variations

Many variations on the definition of UL are possible for
those skilled in the relevant art. Variations can include
choice of syntax, choice of representation and selection of
many of the other details of the representation and imple-
mentation. As used herein and where appropriate ‘UL’ is
intended to cover not only a preferred example described
herein but all these similar UL-like representations and
variations.

Methods for Answering Questions

In a preferred example the unknowns in the question are
identified and the passage making up the body of the
question is selected for further analysis. The nodes following
the Question node in the head of the question passage are the
unknowns that we are trying to find mappings for, such that
they satisfy the body of the question. Successfully satistying
the body with UL which is believed to be true is the path to
answering the question.
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In an example, processing begins on the list of passages
from the body of the question and the selected unknowns.
The first passage in the list is selected for processing. This
processing aims to find all possible mappings for the
unknowns that can be true for the passage selected.

In an example, processing a single passage comprises
three methods using statically stored UL passages, utilising
computation units and utilising UL generated from reason-
ing:

The first method is to lookup in the passage store if there
are any passages that can be directly mapped with the
passage being processed. If the passage is exactly the same
structure as a passage in the passage store, with all nodes
matching other than the unknowns, then the values the
unknowns match against are valid results.

The second method is to check if any results can be found
by executing computation units. We check if this passage
matches against any passages in a computation unit descrip-
tion. All non-unknown nodes in the passage being processed
must match the same nodes in the corresponding position in
the computation description or align with a computation
input unknown. The unknowns being processed must align
to output unknowns in the description. The computation unit
can then be called to get valid output values for the pro-
cessed passage’s unknowns.

The third method is to see if this passage can be proved
by applying any reasoning steps. We look for any reasoning
steps where a passage in the second half of the reasoning
passage can be unified with the passage being processed. All
nodes and structure must be equal between the two passages,
other than unknowns in the focus passage or the reasoning
passage. If a reasoning passage like this is found it means
that this reasoning step could be used to prove the passage
being processed. A multi-stage process is used to first find
any mappings for unknowns in the processed passage when
matching with the reasoning passage. Secondly, mappings
for unknowns used in the reasoning passage are found by
mapping with the passage being processed. This mapping
can then be applied to the front half of the reasoning passage
to generate a list of passages that, if they can be matched
with known or generated UL and mappings found for them,
will prove and find valid mappings for the focus passage.
Solutions for this list of passages can then be found recur-
sively using the methods we are currently describing. In
some examples we track the reasoning depth currently being
processed (i.e. the number of reasoning passages applied)
and impose a maximum depth limit to how far we explore
for latency reasons.

These three methods may happen in any order and are not
dependent on each other.

When a list of valid mappings has been found for the first
passage in the list, we must then look at the rest of the list.
If the list contains only one passage then the mappings
returned are all valid. Otherwise, we look at each solution
returned and apply it to the remainder of the list before it is
processed. This will return a set of mappings that can then
be combined with the mappings given for the head to give
a final complete mapping.

Some questions are Yes/No questions and have no
unknowns that we are trying to find mappings for. These
questions are processed slightly differently. Initially they are
processed in the same way in order to see if we have
passages, reasoning steps or computation units that can
prove the question passage to be true. If this returns a
successful result, we can return a Yes result. If no successful
result is returned, we look at all passages in the question and
negate them using the Not node. Each of these negated
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passages is then processed to see if we can prove the
negative of the original question. If one of these returns a
successful result, then a No result can be returned. If none
of the initial processing or negated passages processing
returns a successful result, that means we cannot show if a
question is either true or false. Therefore, we can only return
a DontKnow result.

Question Processing Example

To further explain this process, the following is a walk-
through of how this method achieves a result for a simple
example. For this example, all nicknames used are valid and
the relevant UL passages stored are these which exist within
a trusted UL store believed to only contain true factual
statements:

(IsA X Unknown)

(IsA A Unknown)

(IsA B Unknown)

(IsA Cheddar Cheese)

(IsA Brie Cheese)

(OriginatesFrom Brie France)

(ConsequenceOf (OriginatesFrom X France) (HasAttrib-

ute X French))

(ConsequenceOf ((IsA X A)(HasAttribute X B)) (IsA X

(AB))

The question is ((Question X) (IsA X (Cheese French)))

This translates to English as “List French cheeses”.

X is identified as an unknown which needs a mapping and
the passages to process is the list (shown here within square
brackets) [(IsA X (Cheese French))]. From now we will
show this as [(IsA X (Cheese French))]-X

(IsA X (Cheese French))-X is processed. It cannot be
matched directly with any passages or match any computa-
tion units. However, it might be proved by the reasoning
passage (ConsequenceOf ((IsA X A)(HasAttribute X B))
(IsA X (A B))) as it matches with the second half. The
mapping is applied and processing continues e.g. recur-
sively.

[IsA X Cheese), (HasAttribute X French)]-X is pro-
cessed. The first passage is selected.

(IsA X Cheese)-X is processed. It can be matched with
two passages to give the mappings X->Brie, X->Cheddar.
No computation units or reasoning passages can be applied.

These mappings are then applied to the rest of the list in
turn. This causes the following passages to be processed:

(HasAttribute Brie French)—Only the reasoning passage
(ConsequenceOf (OriginatesFrom X France) (HasAttribute
X French)) can be applied

(OriginatesFrom Brie France) This completely matches
with a trusted passage in the passage store, so we know that
this is true. Therefore, (HasAttribute Brie French) is also
true.

This combines with the mapping the level above to give
X->Brie as a valid result.

Then:

(HasAttribute Cheddar French)—Only the reasoning pas-
sage (ConsequenceOf (OriginatesFrom X France) (HasAt-
tribute X French)) can be applied (OriginatesFrom Cheddar
France) This cannot be proved by any means. Therefore,
(HasAttribute Cheddar French) cannot be proved.

This therefore results in no result.

The complete process thus gives a single valid mapping of
X->Brie, which in turn gives Brie as a final answer.

In various examples, the steps that answer the question are
recorded to provide an explanation. The raw output from an
example that does this, for this question is here:
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Outcome: Yes

Solution: X->Brie

Explanation:

(IsA Brie (Cheese French))

Known: (IsA Brie Cheese)

(HasAttribute Brie French)

Known: (OriginatesFrom Brie France)

The approach outlined above for processing questions
may also be used to solve crossword clues, in contrast to
conventional Al which is unsuitable for this task. For
example, “Creamy French cheese” could be a crossword
clue and the approach described above enables the solving
of that crossword clue or the definition part of cryptic
crossword clues; the clue could generate the answer “Brie”.

The approach outlined above is the general process used
in some examples for processing questions, however further
examples have improvements that can be made to this
system for the benefit of reducing latency.

One of these improvements is that an in-memory
“dynamic programming” cache can be used to store the
resulting mapping of any passage with unknowns that is
calculated during the processing of a question. Due to the
nature of the question processing, exploring different
branches of reasoning can lead to the same passage, and
pattern of unknowns, being processed. This cache means
that each of these sub questions only needs to be processed
once, with subsequent attempts returning the mappings
stored in the cache.

A purely recursive approach means that all data fetching
from our database systems must happen sequentially just
before that data is needed, with all further processing having
to wait.

To reduce this bottleneck, the system can be modified into
two ways. These modifications allows as much data fetching
and processing to happen asynchronously and in parallel as
possible before a final processing step explores the data and
builds the results.

When looking at a passage with unknowns, the three
stages outlined above (matching with passages in the store,
fetching and execution of computation units and fetching
reasoning passages) can be processed in parallel, with data
fetching being done asynchronously so that the processing
thread is not blocked. The reasoning passage step will then
return other passages with unknowns that need to be pro-
cessed, the results of which can be used to give results for
the initial passage. This tree of connection can be stored and
the processing of these sub questions that occur from
reasoning can happen in parallel, allowing data fetching and
exploration of reasoning to be parallelized.

Once all passages are processed up to the given maximum
reasoning depth, a second non parallelised step can be used
to walk through this tree of processed passages and
unknown mappings to find valid answers. When looking at
a list of passages, where each passage now has its valid
mappings from the passage store and computation, a valid
mapping for that list is one where all unknowns have a value
and there are no contradicting mappings between passages
in the list. This step can recursively look through the data
and find all valid mappings for the initial question which can
be returned as the answer.

Various examples may selectively store at least some of
the passages that have been generated from reasoning or
computation making these available in the future for faster
processing. The history of these generated passages is also
stored in various examples so that changes to the trust in the
passages that were used to generate them can be extended to
the trust given to these new generated passages.
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Priority Queue Example

An alternative example to the recursive system outlined
above is to utilise a priority queue to control the order that
sub queries are processed in. This alternative uses the same
three steps for processing a given query passage but differs
in the way that these passages are selected for processing
and the way that sub queries are stored. All query passages
uncovered during processing are stored with any solutions
discovered for that query in a map. This data can then be
looked up by the shape of the query passage. The shape of
a query passage is defined such that all unknowns are treated
as equal, so that the queries (IsA X Cheese) and (IsA'Y
Cheese) are considered to have the same query shape and be
the same sub query.

Alongside this map we also maintain an ordered priority
queue of the sub queries left to process. Query passages that
we wish to process are first run through our prioritisation
method, outlined below, to calculate a priority value for that
sub query. They are then placed on the priority queue such
that the subqueries with the highest priorities are at the front
of the queue. Initially the only query passages added to the
map and priority queue are the passage in the body of the
incoming question. Processing begins by taking the highest
priority query from the queue and processing following the
three steps outlined above.

The third step of processing a sub query will output new
reasoning steps based on the reasoning passage in the data,
which can be used to find solutions for the query. For
example, the sub query (IsA X (Cheese Creamy)) and the
reasoning passage (ConsequenceOf ((IsA X Y)(HasAttrib-
ute X 7)) (IsA X (Y Z))) can lead to the reasoning step:

if passages: (IsA X Cheese) (HasAttribute X Creamy)

then passage: (IsA X (Cheese Creamy))

These reasoning steps are stored so that, when combined
with the query map the reasoning tree for a question can be
explored. The if passages generated from this new reasoning
step can then be added to the query map (if not already
present) as well as be prioritised and added to the priority
queue for processing.

With this example, when new solutions for a sub query are
found during processing they are added to the data in the
query map. When this occurs we also look at the stored
reasoning steps to see if any solutions can be propagated
towards the root of the reasoning tree. For example, if we
already know that X has the solutions {Brie} for the query
(IsA X Cheese), and we discover the solutions X={Brie,
MashedPotato} while processing the query (HasAttribute X
Creamy) we can look back at the reasoning step above. If we
can find a value for X which satisfies both if passages, then
we know it is a solution for the then passage. In this
example, the solution X=Brie is a solution for both if
passages, so it can be added to the solutions for the then
passage, (IsA X (Cheese Creamy)), in the query map.
Optimisations

It is possible to place limits on how much work is done
processing a question in order to control latency by limiting
the number of sub queries that are processed. This can be
done as well as or instead of a depth limit.

This example allows for flexible parallelisation of query
processing. Rather than processing one query from the
queue at a time, the system can use multiple threads to
process multiple queries simultaneously. Each thread can
independently remove the next query to process from the
queue, process it, prioritise any resulting sub queries and
insert them into the queue. The thread can then take the next
query to process from the queue.
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Prioritisation Method:

Multiple methods of query prioritisation are possible, the
simplest being to prioritise queries based on their depth
within the search tree. The depth value of a query passage
increases by one for each reasoning step it is away for the
initial question. Using this prioritisation causes the system to
follow a breadth first search pattern, processing all queries
at a given depth before looking at those the next step down
the tree.

Alternative examples can take into account a number of
factors including the depth, the reasoning passage used to
create the reasoning step, the position of this passage within
the reasoning step, and any solutions already discovered for
the parent passage or sibling if passages within the reasoning
step. This can allow for a “best first” exploration of the
search space, with the goal of exploring areas most likely to
provide solutions as soon as possible. This is beneficial as it
can lead to faster processing of yes/no questions and
improved processing ability when constrained by a query
processing limit.

With this prioritisation scheme the priorities of queries
might change due to solutions found elsewhere in the
reasoning tree. Therefore when new solutions are discovered
and added to the query map, we must trigger a reprioritisa-
tion of all children of the query in question by looking at the
reasoning steps uncovered by the “then passage” (the pas-
sage that describes the consequence of the reasoning step).
Complex Reasoning Steps:

Some queries can result in sub queries which contain
more than one unknown, for example (IsA X Y). These
queries can return many solutions, depending on the data,
and can result in slow processing times. We call reasoning
steps which contain these types of queries complex reason-
ing steps. To overcome this issue we use an optimisation for
complex reasoning steps where initially only the if passages
containing one unknown are processed. Any solutions found
for this unknown can then be substituted into the complex
reasoning step to create simple reasoning steps, with one
unknown, which can be processed as normal.

For example, take the query (IsA X Food) and the
reasoning passage (ConsequenceOf ((IsA X Y)(IsSubclas-
sOfY 7)) (sA X 7).

This results in the complex reasoning step:

if passages: (IsA X Y) (IsSubclassOf Y Food)

then passage: (IsA X Food)

The first passage contains more than one unknown so is
not added to the priority queue for processing, however the
second if passage can be processed. When this second
passage is processed we may find the solutions for X of
{Cheese, Nut}. The solutions are substituted into the rea-
soning step to create new simple reasoning steps. Here we
use the result Cheese as an example but this can be done with
all solutions for X.

if passages: (IsA X Cheese)

then passage: (IsA X Food)

We can now treat this new reasoning step as normal and
prioritise and process the query passage (IsA X Cheese).
Thinking Results

Question answering in various examples has already been
described. Some questions can potentially require significant
reasoning effort to answer and various examples may choose
to limit the amount of reasoning done for specific applica-
tions in order to return results within a reasonable time. This
can be done, for example, by limiting the number of sub-
queries performed for a particular question.

When answering questions, the same question may be
asked again in the future, and various examples may choose
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to store the results of queries so that the same question can
be answered more quickly next time. Various examples may
also extend this approach to subqueries—saving the results
to questions that the question processor is asking during
reasoning.

In an example, it may be chosen to save these results
during responses to user questions or to save them only
during an offline process where deep processing of questions
can take place without keeping any user waiting and the
results stored for use in online queries. These questions can
be questions that have previously been seen during online
processing or where analysis of logs shows that they are
frequently asked. This offline-only approach is the approach
taken by a preferred example.

Questions are answered by executing a series of subque-
ries generated by reasoning that allow us to eventually find
passages that answer the question. Certain subqueries appear
frequently when processing different questions. Remember-
ing these subqueries and processing them more deeply
offline allows us to answer questions more quickly in
general, and to return better results (because we’ve reasoned
more deeply about the subqueries, giving us an opportunity
to find more solutions). We call the output of this processing
thinking results.

In an example, we store two types of information during
the thinking results process: the thinking results themselves
(i.e. solutions to questions), and metadata about the thinking
results which comprises a record that we thought about the
question at all and how often the results are used.
Thinking Results Storage

As previously described, question processing uses three
methods: direct lookup of passages that can be unified with
the current subquery; use of computation units; and reason-
ing. We store thinking results by storing the intermediate
passages that are derived during reasoning, which can then
in future be found by direct lookup.

For example, if we ask ((Question X) (IsA X Aero-
drome)), we might answer X=Gatwick based on the follow-
ing reasoning:

(IsA GatwickAirport Aerodrome)

Reasoning passage: (ConsequenceOf ((IsA A B) (IsSub-

classOf B C)) ((IsA A C)))

(IsA GatwickAirport Airport)

Reasoning passage: (ConsequenceOf ((IsA A B) (Is-
SubclassOf B C)) (IsA A C)))
Known: (IsA GatwickAirport International Airport)
Known: (IsSubclassOf International Airport Airport)

Known: (IsSubclassOf Airport Aerodrome)

We would store (IsA GatwickAirport Airport) and (IsA
GatwickAirport Aerodrome) (both the final answer and the
intermediate passage) as though they were normal passages
entered by a user or otherwise learned. If we are later asked
the same question, the answer can come from a direct look
up of (IsA X Aerodrome) without requiring any reasoning.
This also works for subqueries: if some other question
reasons to the subquery (IsA X Aerodrome) or (IsA X
Airport) then we can use thinking results directly rather than
further reasoning.

Thinking results, while simply passages like any other,
may be stored in their own passage store, separate from
other passages, so they can be ecasily identified and
handled—including appropriately expiring.

Along with each new passage stored in thinking results,
we may also store the explanation. This is useful in order to
preserve the steps used to arrive at the result. Without this,
the explanation of X=Gatwick to the above question would
simply be Known: (IsA GatwickAirport Aerodrome).
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Finally, we may also store the dependent passages: these are
the passages (reasoning or otherwise) that were used to
arrive at the answer. If any of these passages are updated or
deleted, we delete the thinking result, as it may no longer be
valid.

In examples, we also take care to appropriately store
passages for only as long as they can reasonably be expected
to be valid. Some passages are only true momentarily—for
example the price of an actively traded commodity—or the
local time at a particular location; some passages have a far
longer half-life of validity, such as a political office-holder,
and some passages stay true indefinitely.

Question Answering with Thinking Results

To incorporate the above thinking results into our ques-
tion answering process we query the thinking results passage
store when looking for passages that can be directly unified
with the current subquery, as already described above.
However, nothing as described currently prevents the system
from continuing to reason about the subquery, including
potentially reasoning to exactly the same results as the
thinking results provide. We may need to know that we’ve
thought about this subquery before, so that we can avoid
reasoning about it again. This is why it is preferred to also
store metadata about the thinking results.

Metadata

As well as storing a passage such as (IsA GatwickAirport
Aerodrome), we also record that we’ve thought about (IsA
X Aerodrome). We check this set of subqueries we’ve
thought about prior to doing any reasoning about them. If we
find that we’ve previously thought about them, we disable
reasoning for the subquery, and attempt only direct unifica-
tion. To speed things up further, we may also record the
number of solutions produced by processing the subquery. If
this is zero, we can avoid searching for passages that unify
with the current subquery: we know there are none.
Offline Process

In a preferred example, an offline process runs questions
using a very high reasoning effort and stores the resulting
thinking results in the manner already described. The meta-
data is stored in a distributed in-memory cache; we store that
the question has been processed, along with when, and the
number of solutions generated. Subqueries generated while
reasoning are also added to the distributed cache.

The offline process may run continuously, choosing ques-
tions to process based on their hit count (see below) and how
long ago we last processed that question. Questions with low
hit counts that were processed some time ago are removed
from the cache—or where there is evidence that the results
may have expired.

Online Question Answering

Before answering a top level question outside of the
offline process (i.e. a question that must be answered
quickly), a preferred example consults the distributed cache
to see if the question has been processed with thinking
results, and processed recently enough. If so, we process the
question with no reasoning (i.e. we use the thinking results).
If the cache tells us the question led to no thinking results,
we return immediately, without querying for the thinking
results. In this case, we return almost instantly with high
quality results.

If thinking results are not available (either we’ve not
processed the question before, or we did so too long ago) we
proceed as normal (i.e. with reasoning until we hit the
reasoning effort threshold or terminate for some other rea-
son). We continue to consult the cache for subqueries and do
no reasoning for any subqueries that are in the cache (and
entirely avoid database lookups if the cache tells us there are
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no results). We don’t adjust our reasoning budget in any way
if we find such cache hits for subqueries. In this case,
thinking results do not improve performance, but they may
improve result quality significantly (if there are thinking
results for subqueries).

Whenever we consult the cache, we record a hit on that
query. If the query doesn’t exist yet in the cache, we add it
with a hit count of 1.

Various examples may choose to periodically remove
thinking results which are insufficiently or infrequently used
or never used, even if still considered valid, for space
reasons.

According to various examples including a preferred
example the metadata may include all the stored passages
including reasoning passages that were used to generate the
result. In examples where passages may subsequently be
discovered to be untrue, invalid, or to have changed, this
metadata enables thinking results that rely on this invalid
passage to be immediately removed. If a thinking result uses
another thinking result to generate a result, then the depen-
dent passages for the used thinking result are included in the
dependencies of the new thinking result.

Auto-Curation

Various examples may utilise a process of automated
curation to determine the value of passages stored in a
passage store. The benefit of this technique is to scalably
maintain a vast amount of information represented in UL
without the need or with less of a need for human curation.
The value of a passage determined with this process is then
used by the reasoning engine in the question processor to
determine whether or not it should use the passage. This
enables passages to be sourced from low-quality or
unknown quality sources knowing that bad passages will
eventually be switched off or no longer used. Put differently,
it enables the system to learn which of its stored passages are
useful, true or otherwise valuable and which are not.

When a new passage is added to the store by a person it
is assigned a low initial trust value when added by a normal
user. A privileged user or a user that the system has learned
to trust may result in a higher starting value. The reasoning
engine can then be instructed to be more experimental when
processing questions which means that it can try to use less
valued passages to answer the question. The answers pro-
vided by an experimental reasoning engine are then moni-
tored for any signals that would indicate whether the low-
value passage had a positive or negative effect on the
answers. This information then feeds back into the auto-
curation process which reevaluates the value of the passage
with the new signal.

Examples of signals used include the results of test
questions with known good answers: passages which sup-
port or are compatible with these when used produce a
positive signal for that passage, while those that result in
wrong results or which substantially slow the production of
good results result in a negative signal. Signals can also
come from real-world results. Information from a user that
the system has produced something valuable will send a
positive signal to all passages of all kinds that were used to
generate that result. Similarly feedback that the result is bad
will taint all the used passages. Some good passages may be
tainted unfairly but over time they will also receive positive
signal and it will be possible to determine constituent
passages that are consistently the source of negative results.
Value Vector

According to various examples, the overall value of a
passage is a combination of factors that can change depend-
ing on the system or process that wants to use it and the
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context. For this reason, passages may be assigned a vector
of values where each number represents a different quality
of the passage. This allows us to have a different dimension
for veracity, usefulness, and efficiency. Then the process that
uses the passages just has to utilise a priorities vector with
numbers at each index that indicate how much they prioritise
that value and the overall value of the passage to that process
can then be obtained from the dot product of the two vectors.
However, it is sometimes useful to use the values individu-
ally in certain contexts, where knowledge of that score’s
applicability to that context can be used to optimise our use
of the passage. For example, allocating reasoning budget in
the question processor can be based primarily on the effi-
ciency score.

Offline Processing and Experimentation

A further method for auto-curation is to run a continuous
process that reprocesses questions it has seen in production
with a higher experimentation level to test whether any
low-value passages might have been helpful for finding
more answers. Any low-value passages that do help provide
further answers can then be boosted with a positive signal.
According to other examples, an offline process can run test
questions with known answers using the passage being
tested and see if it causes wrong or extraneous answers to be
found or to otherwise have an unacceptable impact on the
performance of the system (such as poorer latency). This can
be used to verity passages containing information and can be
used for passages such as reasoning passages. Passages
determined to be detrimental from this test process can be
ignored for production use.

Learning

Examples of the present invention including examples
implementing any of the applications described herein or
other applications can learn, representing what they have
learned in UL (or similar) and then utilising that stored UL
to improve their performance. The learned passages are
stored in long or short-term memory and utilised in deliv-
ering the application.

This approach contrasts with what is commonly referred
to as machine-learning in the prior art where what is learned
are parameters or weights which allow a model to perform
statistically better at a classifications, regressions or other
tasks. Examples can also combine the language-based learn-
ing described herein with statistical machine-learning.

The learning described herein are not weights but con-
cepts and ideas expressed in language and translatable into
natural language enabling examples of the present invention
to reason with what they have learned and explain what they
have learned to human users. The learning also enables
conversation in text or spoken language with users in a way
that weights in a statistical model do not.

Sources/methods for learning in examples of the present
invention include:

(a) learning from conversation or other natural language
provided by users: by translating natural language
provided by users in spoken or written form into UL
and storing it, the concepts, ideas and knowledge
represented in the stored UL is learned and can be
utilised.

(b) learning from reasoning: UL that is generated from a
chain of reasoning, can be stored and utilised. The
reasoning may be directed to a particular goal such as
answering a question or the result of undirected think-
ing designed to find ideas that may be useful.

(c) learning from other natural language. By translating
all or parts of documents such as web pages, scientific
papers or other articles into UL, the resulting UL can be
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utilised by applications as described herein. Other
sources of natural language can include audio record-
ings or videos containing human speech where speech
recognition technology is first utilised to create a text
transcription of the recordings of voice which are then
translated into UL. In some examples a neural network
may be trained end-to-end to turn audio data directly
into UL. For video, examples may combine knowledge
of what is shown in the video, for example as described
by a machine-learning model designed to analyse the
content of the video with the simultaneous audio to
better translate the audio or to augment the audio with
additional information which is recorded in the learned
UL.

(d) learning from structured data. Structured data such as
the content of a table found in a document or on the
web, a spreadsheet or the contents of a relational, graph
or other database. Structured data also includes formats
such as JSON which may be the output of automated
systems. Structured data can be turned into UL by
assigning semantic nodes to the identifiers in the struc-
tured data or relations corresponding to the relations in
a relational database and generating UL that corre-
sponds to the meaning of the structured data.

(e) learning from analysis of other data. Examples of the
present invention may analyse data, processing the data
with an algorithm and express the results of that
analysis in UL. By storing the resulting UL the analysis
and derived data is available to the system in a form
that can be processed and reasoned with as described
herein. In some examples the analysis can be done with
a machine-learning model.

Distributed Use. Semantic Node Resolution.

As previously described a preferred example enables any
user of UL to use any new ID for any node—essentially a
private ID. However, if that entity is being used elsewhere
it may make sense for that user to use a shared ID for the
node.

To enable this to happen, a service of a preferred example
is providing a shared ID to a node from a description of the
node. This is referred to herein as Semantic Node Resolution
(SNR).

To enable this service it requires information about the
existing semantic nodes that the service may return repre-
sented in UL. For shared nodes this information will typi-
cally be public but may also be based on additional private
information about the node. When the SNR service is called,
the caller provides a description, giving information about
the entity for which a semantic node is requested. In various
examples, this caller’s description might be in UL or it might
be a natural language description—or a combination of the
two.

The SNR service then compares the known information
about the described entity with the description it has about
existing nodes to see whether it can confidently match the
new node with a known node and thus provide a shared 1D.

To do this the SNR considers potential matches and then
tries to estimate the probability that these are two different
nodes. Beyond a certain threshold probability, e.g. 0.999, the
shared node is provided. In various examples, possible
matches might be returned with their probabilities enabling
the caller to decide for themselves whether to use the shared
ID or a new one.

The probability calculation is used by combining prob-
abilities from various parts of the description.

For example, supposing the unknown node is a human
being, with first name “William™ and last name “MacDon-
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ald” and with a date of birth 1953 Apr. 2 and country of birth
Ireland. With just a date of birth matching, the resolution
could not happen as many tens of thousands of people share
the same date of birth but combining it with a shared country
of birth and shared name the probability that they are the
same node becomes very high and using the shared ID
becomes reasonable. The implementation of this for humans
would include heuristics and data to estimate the probability
of any human having a particular date of birth or a particular
name, combining those probabilities and then comparing
that with the universe of possible entities in that class. These
calculations can be used to estimate a probability of the
match being unique.

Note that some probabilities can be considered indepen-
dent and multiplied while others are not independent so need
to be combined with caution. For example, being female
halves the possibilities as there are approximately equal
numbers of men and women. The name Jane reduces the
possibilities significantly as only a small percentage of
people are called Jane but knowing that the node has first
name Jane and is female gives very little extra information
over just first name Jane as almost all people with first name
Jane consider themselves female. There are more subtle
non-interdependencies too. Name probabilities vary consid-
erably with country of birth for example.

The immediate use of SNR is providing a shared ID which
can then be confidently used by the calling user. In some
cases, the level of confidence may not be sufficient to
immediately use the shared ID and the caller may instead
prefer to use a new or private ID until more information is
known in order to make a match. SNR can also be used after
apassage has been written with one or more private IDs with
the goal of a subsequent step where the passage is rewritten
replacing one or more private IDs with public IDs. It can be
similarly used to merge public ids which denote the same
entity. Identifying them as being the same might not have
been possible when they were first used.

Multiple UL Stores

Examples of the current invention enable passages to be
stored in multiple separate stores. Stores can be used for
different purposes and can have different access controls.
Different stores could also have different trust levels. For
example, various examples could maintain access to a UL
store that contains highly trusted passages that represent
common sense information about many of the widely used
semantic nodes and with reasoning passages that are useful
and not disputed. Another UL store may contain employee
and human resource records of a private enterprise and have
access heavily restricted to selected people within that
private organisation. In some examples, the restrictions may
apply to organisations. A UL representation of a particular
natural language book may be given its own store.

According to various examples, UL stores can be shared
between multiple users. For example, a trusted core UL store
of widely used semantic relations could be made widely
available. UL representations of books or key stores of
knowledge could be commercially licensed by organisations
that build and maintain them.

Translation

Translation is the act of turning UL into natural language
and from UL into natural language for the purpose of
communicating with humans, learning, making sense of
information stored in natural language among other pur-
poses.

Neural Machine Translation

Neural machine translation is the term for prior art

methods used for using neural networks to translate between
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pairs (or more) of natural languages. A typical architecture
includes an encoder which turns a source sentence into an
internal vector or sequence of vectors that encodes the
source sentence which is then read by a decoder which
generates a corresponding sequence of words in the target
language. Variants of the architecture use recurrent neural
networks including Long Short-Term Memories (LSTMs),
various attention mechanisms and most recently Transform-
ers. Such architectures can be considered conditional lan-
guage models where output of the language mode is con-
ditioned by the source language which is input.

Examples of the present invention utilise neural machine
translation architectures, but instead of using only natural
languages they utilise neural networks that have been trained
with translations between a natural language and UL (or
similar). The resulting neural network can then generate UL
which corresponds to the meaning of the input natural
language. In a preferred example the vocabulary includes
semantic nodes and the left and right parenthesis symbol.

An important point is that in contrast to a neural transla-
tion system translating between natural languages, a neural
architecture designed to translate between a natural language
and UL can be considered to be a system to understand
natural language as the resulting UL (or UL similar) repre-
sentation fully represents the semantics of the source natural
language and is machine-processable. This UL can then be
used for reasoning, question answering and other actions
and applications as described herein. In machine translation
systems between natural languages both the source and
target translations exhibit all the issues with machine under-
standing that exist with all natural languages and which have
been previously described herein.

Beam searching is a method where instead of just reading
off the most probable output symbol from the decoder in a
neural machine translation system at each step, a range of
possible outputs from the decoder is maintained along with
their probabilities which can be used to generate a list of
probable translations. Examples of the present invention
capable of validating UL use beam searching and remove
invalid UL translations from the results ensuring that the
generated UL is meaningful. Automatic validation of UL
may also be used to ensure that the system is only trained
with valid UL. According to various examples automatic
validation can be done with Validation Passages (as
described herein).

Other Translation Methods/Alternative Examples

One method for translation to and from UL as used in
some examples is done by looking at UL passages which
have been marked as “Ground truth translations”. These are
known translations between a UL passage and a passage
written in a natural language such as English which are
assumed to be accurate. In some examples these may simply
be stored in a database listing the ground truth translations
against the corresponding UL passages. In some examples
translations may themselves be stored as UL such as this:

(EnglishGroundTruthTranslation (IsA Brie ((Cheese

French) Creamy)) “Brie is a creamy French cheese”)

Which says that ‘Brie is a creamy French cheese’ is an
accurate English translation of (IsA Brie ((Cheese French)
Creamy)). If we were to call this passage GroundTruth-
Translation]l and we had (IsA GroundTruthTranslationl
GroundTruthTranslation) in the store as well, then we could
use this known ‘correct’ translation as a basis for other
similar translations. Using the above, perfect translations
can be generated whenever there is an exact match such as
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“Brie is a creamy French cheese” into and out of UL. These
passages can also be used to translate things that are not an
exact match. A simple example of a non-exact match might
be the English passage “Camembert is a creamy French
cheese.”

The method used in some examples depends on which
direction we need to translate. When translating from natural
language into UL, we break down the structure of the given
sentence and compare it to the structure of each of the
known ground truth translations to sort by similarity. The
sentences are split into words (or other atomic parts of the
language) and then re-merged into subparts (sequences of
words) that we have an existing translation for such as
(ExpressedInEnglish Camembert “Camembert”) and (Ex-
pressedInEnglish IsA “is a”). These two passages would
mean that the Camembert node becomes an option for the
“Camembert” part of the sentence and IsA becomes an
option for the “is a” part. When “Camembert is a creamy
French cheese” is matched against GroundTruthTransla-
tionl, the translator will give a high similarity score because
most of the sentence is the same and the only part that is
different (“Camembert”) has the same part of speech as
“Brie” and has an option (Camembert) in the list which is
very “similar” to the node used in GroundTruthTranslationl
which was Brie. In a preferred example, the similarity of
these two nodes is compared using a component of the UL
platform called the entity resolver.

According to various examples, the entity resolver cur-
rently works by comparing large numbers of passages that
the two nodes are used in and determining how similarly
they are used. If they are used in almost similar ways then
they are more likely to be very similar nodes for which a
straight substitution in a translation is likely to be accurate.
For example, they may belong to the same class so we may
see (IsA Brie Cheese) and (IsA Camembert Cheese), which
are both identical other than the nodes we are comparing. In
other examples, the entity resolver combines further heuris-
tics or properties in order to determine the similarity of two
given nodes.

Translating from UL to English makes use of the entity
resolver component again to compare the UL we are trans-
lating against the known ground truth translations and to
pick the most similar one. The nodes that are different then
have their translations replaced to form the final output
string.

Word embeddings such as word2vec or GloVe is a tech-
nique known by those skilled in the relevant art in which
large volumes of text are analysed to determine words that
have similar meaning and usage. Various examples make use
of this technique to determine the similarity of the natural
language words and their suitability for substitution in a
known ground truth translation. For example, an analysis of
English would determine that Camembert and Brie were
very similar items as their word embeddings would be very
near each other. This means a ground truth translation
including Brie would almost certainly stand with the word
Brie substituted for Camembert as well as an exchange of
the semantic nodes in the UL half of the translation.

Another technique used by various examples involves
automatically assessing the semantic impact of changes in
natural language wording. In natural language there is often
many ways to say the same thing. Sometimes rephrasings
result in another passage with identical meaning, on other
occasions, the change in semantics is small. In other cases,
it is large. With an automatic method of assessing semantic
impact between two natural language passages, ground truth
translations can be used when the assessment is that the
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semantic impact is small or non-existent, even if there is not
an exact match with the natural language in the ground truth
translation.

Examples of techniques that can be used by the semantic
impact assessment would be noticing the substitution of
words known to be synonyms or words of similar meaning,
rephrasings that are known to be other ways of expressing
the same thing (e.g. talking in English about “<nounl> of
<poun2>" and “<noun2>’s<nounl>"), and the addition of
filler words that only subtly change the meaning when they
are used.

According to various examples, the translator in each
direction uses a pipeline where each pipe is a function that
takes in a document structure and returns a new document
structure. Each pipe can add components to the document
for use by later pipes. The final document contains a
component that the pipeline considers an output component
and the pipeline returns this as the output. The first pipe in
each pipeline is for a direct lookup in the cache, if this
returns a successful translation then the rest of the pipes can
be skipped. In the case of English to UL, we then run a series
of pipes that make use of StanfordCoreNLP libraries or
similar to tokenize the sentence, and to tag it with part of
speech information that can be used to help the ground truth
translator pipe determine the best match in a later pipe.
When translating from UL to English, the only pipe used
before ground truth translations is the direct lookup pipe
since the UL itself should already give enough semantic
information to be translated back into natural language.

An optimisation present in various examples is to use a
Bloom filter to identify language passages which are not
present in the store of translations, in order to reduce the load
to the system. A Bloom filter is a space-efficient probabilistic
data structure, that is used to test whether an element is a
member of a set.

According to various examples the translator would
actively try to vary the translations to natural language
between a wide range of semantically equivalent and natural
translations to create varied and fresh speech for the benefit
of the users of the products powered by the present inven-
tion. For ground truth translations this can be done by
selecting randomly between multiple translations for the
same UL. The other techniques described herein either also
naturally produce multiple candidate translations or can be
easily adapted to do so.

Translation Context

UL can encode self-referential and meta-linguistic state-
ments: it is possible to describe in UL how and when to
translate, and what is more appropriate in one context than
another. For some applications it is desirable to have the
ability to generate translations applicable specifically in the
present context. Some examples utilise a method to express
in UL descriptive, contextual information about the semantic
nodes which are likely to be translated. By having this
information present and available to the system at runtime,
programmatic reasoning is able to select the most appropri-
ate attribute from those available (e.g. “vehicle”, “car”, “my
Audi”) which can then be substituted for the original node
in a preprocessing step. Other translation techniques can
then be applied to render this in natural language.
Translation Between Natural Languages

A goal of UL is to fully represent the meaning of any
natural language and the language is easily extendible to
accommodate nuance and new concepts that come from new
languages which may not have been created before. This
means that that once a document or piece of natural language
has been translated into UL nothing has been lost and the UL
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translation can contain all the semantics and nuance of the
original. This contrasts with a single natural language which
is naturally an imprecise translation of the source language
with words which do not quite mean the same or even words
which do not exist in the target language.

For this reason, an improved method for translating
between many languages is to build a translator from and to
UL for each natural language and translate between natural
languages by first translating the source language into UL
and then translate from UL into the destination language.

Prior art translation systems such as neural machine
translation systems typically learn from examples of text
between pairs of natural languages—or have effort and
resource directed to specific language pairs. That means that
with n languages you would need of the order of n squared
translation systems in order to accommodate all language
pairs. With UL being an effective intermediate language the
number of systems you would need to build would be 2n-a
UL->NL and a NL->UL system for each language.
Representation of Emotion, Connotation Etc.

Words in natural language often have connotations or
inferences that augment or are in addition to their pure
semantics. For example, in English there are multiple syn-
onyms for the word “error” such as “boo-boo”, “screw-up”,
“inaccuracy”, “blunder” etc. Although considered syn-
onyms, these different words have different connotations
and usages. For example, the word “boo-boo” is used for
children or to mock an adult; the word “inaccuracy”
expresses politeness or a relatively minor error; a “blunder”
implies a large error where there is considerable blame on
the person making it.

According to various examples these connotations and
usages can be represented by having a different semantic
node corresponding to each of these concepts. The meaning
that includes these connotations can be represented in other
UL that ties these semantic nodes to similar but different
ones whilst also explaining the differences.

The use of nesting can be used to represent emotion and
tone in writing as well as other properties such as nuance or
level of formality. For example, semantic nodes representing
an angry tone of voice can be combined with the passage
being spoken to represent that passage communicated in an
angry tone of voice. In examples with voice, representations
like this can be used to modify the generated sound to
include emotion appropriately in the output.

Specific Applications Built on Examples of the Present
Invention
Recruitment Application

An automatic recruitment application is one that tries to
find highly qualified candidates for a given position auto-
matically: matching a representation of the potential appli-
cant’s résumé with a representation of the role and job
specification. Further examples of such an application may
also match an applicant’s desired role with the job descrip-
tion as well as assessing how well the applicant is qualified.

There may be hundreds of thousands of possible candi-
dates online who may be a match for a given job. Recruit-
ment prior to the present invention is typically done by
humans using tools to search a database of such candidates.
Typically, such searches are either done purely on unstruc-
tured data—searching for keywords in their résumés, some-
times combined with limited structured data. For example, a
job application specialising in finding software engineering
talent may include structured data for common program-
ming languages and the search box, in addition to allowing
searches for keyboard, may also include drop-downs or
check boxes for these specific skills. This limited structured
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data is created in the conventional way with a database
schema and specific code to include this data in the search.

Additionally, some applications attempt to apply state-of-
the-art NLP techniques to both the résumé and the job
specification and then attempt to rank the applications by
how good a statistical match they are to the specification.
The limitations of state-of-the-art of NLP will mean that the
ranking is only approximate and heavily influenced by
similar keywords in both the résumé and job specification.
It will provide some value to a recruiter who wants to narrow
down the list of résumés but substantial human involvement
will still be needed to have high confidence in a good match
and the recruiter may fail to see a good match as a result.

In reality the number of different skills or experiences that
might appear in a résumé or job specification is very large,
meaning that any structured data decided upon and pro-
grammed into the system can only cover a small fraction of
what might be searched for.

Automatic recruitment is thus an example of a HUB
application.

An example application called Jobe is described herein. It
represents a preferred example and other relevant examples
of a recruitment application.

In a preferred example a large part of the job specification
and candidate’s résumé is represented in UL or similar and
the reasoning methods described herein are used to deter-
mine whether they match. In various examples a UL or
similar representation of at least some of the candidate’s
objectives is also matched with the job specification and
possibly a description of the employer.

FIG. 1 shows an example of a push notification on a
mobile phone from Jobe notifying the user of a new candi-
date who is a perfect match for one of their jobs. This match
happened automatically. Had the match been statistical or
using existing inexact methods, the application designer
would not have had the confidence to interrupt the user with
this message as the match would be far too frequently poor.
Because the technology in this application is based on an
example of the present invention, the automatic match is
known with very high confidence to be good and so inter-
rupting the user is a good product experience. The present
invention, in an example, thus enables a product experience
that was hitherto not possible.

FIG. 2 shows an example of the details of the match,
where requirements for the role are justified with data from
the candidate’s résumé. FIG. 2 illustrates three example job
requirements for a junior software engineer position: expe-
rience with a major object oriented language, fluency in a
foreign language and their location. Specifically Jobe has
matched the requirement “1+ years in a major object ori-
ented language” with “3 years programming in C++”;
inferred fluency in Portuguese from the fact the candidate
attended high school in Brazil where the predominant lan-
guage is Portuguese and that the candidate is “within com-
muting distance of London” by the fact that she lives in
Hitchin, Hertfordshire, UK.

In these examples, none of the evidence from the résumé
that they match shares any keywords with the actual require-
ment. All three matches also require reasoning with the UL
representation and come from the semantics of the require-
ment and the job specification.

To further illustrate here is how one of these matches is
done using UL:

As described herein examples of the present invention can
answer answer Yes/No questions. In order to match a similar
candidate, the system has asked itself the question “Does 7
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years’ experience of C++ imply at least five years’ experi-
ence of programming a major object-oriented language?”

“7 years’ experience of C++” can be represented in UL as
((Experience CPlusPlus) (Year (RealNumber “7”))—Expe-
rience combines with another semantic node to represent
experience with that concept. Year represents the unit of
time and combined with number gives a number of years of
time.

“at least five years’ experience of programming a major

object-oriented language™ can be represented as

((Experience (Programming (UnspecifiedMember ((Pro-
grammingl.anguage ObjectOriented) Major)))) (Year
(AtLeast (RealNumber “57))))

AtLeast in combination with a number gives a number
range. Thus, in combination with a unit gives a unit range.
In this case a minimum number of years. UnspecifiedMem-
ber represents a member of a class which isn’t identified.

Therefore, the whole question can be represented in UL as
follows:

((Question) (Implies ((Experience CPlusPlus) (Year (Re-
alNumber “77))) ((Experience (Programming (Un-
specifiedMember ((Programmingl.anguage ObjectOri-
ented) Maj or)))) (Year (AtLeast (RealNumber “5))))))

To answer this question, the following trusted passages
are utilised from a UL store that represents recruitment
related information. According to various examples, these
passages have been generated from conversation between
the system and people, translating the natural language into
UL or added directly by trusted people, building the recruit-
ment application.

(IsA Programming[.anguage Class)

(IsA ObjectOriented Attribute)

(IsA Major Attribute)

(IsA CPlusPlus Programmingl.anguage)

(IsA  CPlusPlus ((Programmingl.anguage ObjectOri-

ented) Major))

(IsA Year Unit)

As well as these known passages, a computation unit and
reasoning passages are required. The computation unit, used
for comparing if 7 is greater than or equal to 5, is defined as
follows:

(Computationlnputs  GreaterThanOrEqualComputation-

Unit InputOne InputTwo)

(ComputationDescription Greater ThanOrEqualComputa-
tionUnit ((Question)

((GreaterThanOrEqual (RealNumber InputOne) (Real-
Number InputTwo)))))

(Computationlocallaval.ocation =~ GreaterThanOrEqual-
ComputationUnit

“ai.unlikely.questionprocessor.computation.Compari-
son$Greater ThanOrEqual”)

And the needed reasoning passages used for this question

are:

Core reasoning passages that help define the IsSubclassOf
relation

(ConsequenceOf (IsSubclassOf A B) (IsA (Unspecified-
Member A) B))

(ConsequenceOf ((IsSubclassOf X Y) (IsA A Attribute))
(IsSubclassOf (X A) Y))

(ConsequenceOf (IsA X Class) (IsSubclassOf X X))

Reasoning to do with quantities, activities, implication
etc.

(ConsequenceOf ((Implies X Y) (Quantity WithinRange A

B)) (Implies (X A) (Y B)))

(ConsequenceOf ((IsA X Programmingl.anguage) (Im-
plies (Experience (Programming X)) 7)) (Implies (Ex-
perience X) 7))
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(ConsequenceOf ((IsA X Activity) (IsA Y Activity) (Im-
plies X Y)) (Implies (Experience X) (Experience Y)))

Programming a programming language is an activity

(ConsequenceOf (IsA X Programmingl.anguage) (IsA
(Programming X) Activity))

It X is a programming language and a member of the class

C, programming X implies programming a member of C

(ConsequenceOf ((IsA X Programminglanguage) (IsA X
C)) (Implies (Programming X) (Programming (Un-
specifiedMember C))))

If A is within the range B and X is any unit, then A of X

is in the range B of X

(ConsequenceOf ((IsA X Unit) (WithinRange A B))
(QuantityWithinRange (X A) (X B)))

If X is greater than Y then X is within the range at least

y

(ConsequenceOf (GreaterThanOrEqual X Y) (Within-
Range X (AtlLeast Y)))

Using the question answering methods described herein,

a Yes result can be generated to the question.

To further illustrate the method, the following explanation
showing the steps that may be generated by some examples
utilizing the reasoning method described herein:

(Implies ((Experience CPlusPlus) (Year (RealNumber
“77))) ((Experience (Programming (UnspecifiedMem-
ber ((Programming[.anguage ObjectOriented)
Major)))) (Year (AtLeast (RealNumber “57)))))
(Implies (Experience CPlusPlus) (Experience (Pro-

gramming (UnspecifiedMember ((Programming-
Language ObjectOriented) Major)))))
Known: (IsA CPlusPlus Programmingl.anguage)
(Implies (Experience (Programming CPlusPlus)) (Ex-
perience (Programming (UnspecifiedMember ((Pro-
grammingl.anguage ObjectOriented) Major)))))
(IsA (Programming CPlusPlus) Activity)

Known: (IsA CPlusPlus Programmingl.anguage)
(IsA (Programming (UnspecifiedMember ((Program-
mingl.anguage ObjectOriented) Major))) Activity)
(IsA  (UnspecifiedMember ((Programmingl.anguage
ObjectOriented) Major)) Programmingl.anguage)

(IsSubclassOf ((Programmingl.anguage ObjectOri-
ented) Major) Programmingl.anguage)
(IsSubclassOf (Programmingl.anguage ObjectOri-
ented) Programmingl.anguage)
(IsSubclassOf Programmingl.anguage Program-
mingl.anguage)
Known: (IsA Programmingl.anguage Class)
Known: (IsA ObjectOriented Attribute)
Known: (IsA Major Attribute)
(Implies (Programming CPlusPlus) (Programming
(UnspecifiedMember

((Programmingl.anguage ObjectOriented) Major))))
Known: (IsA CPlusPlus Programmingl.anguage)
Known: (IsA CPlusPlus ((Programmingl.anguage

ObjectOriented) Major))
(QuantityWithinRange (Year (RealNumber “77)) (Year
(AtLeast (RealNumber “5))))
Known: (IsA Year Unit)
(WithinRange (RealNumber “7”) (AtLeast (RealNum-
ber “57)))
Computed: (GreaterThanOrEqual (RealNumber “7”)
(RealNumber “5))

Various examples may generate a natural language trans-
lation of these steps, either a full one showing every step or
with obvious common-sense steps skipped to create a sim-
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plified explanation that is easier to understand. Examples of
such an explanation generated by various examples are
shown in FIG. 7.

Horizontal Health Application

A horizontal health application is an application which
attempts to record and manage an extremely diverse set of
health data from one or more users. As discussed herein,
representing this data in a way that can be understood and
managed by a computer system is impractical using the
state-of-the-art prior to the current invention.

Nutrition: there are millions of different foods and mil-
lions of different consumable substances. These substances
are sometimes related (e.g. types of fat) and they have
numerous different attributes. The interaction of these sub-
stances together and with the human body is highly com-
plex—and a deep semantic representation of nutrition could
allow computer-based systems to give very sophisticated
dietary advice and unlock interactions which have not been
previously observed. Nutrition is thus a HUB application.

Health more generally is also an example of an unrea-
sonably broad domain. Nutrition is a sub-domain of this
extremely broad domain. An application that tracks a per-
son’s day to day health information would need to combine
numerous health tests and include domains such as levels of
certain substances in blood, measurements of organs, mea-
surements of body composition, measurements of the per-
formance of the body in various domains, activity informa-
tion, nutrition information, genetic data, microbiome data,
sleep data, specific events that influence health (workouts,
consumption, drinking of substances, moods, bowel
motions) as well as numerous documented health conditions
and diseases. Any one of these types of data can be relevant
to others as well as to the patient’s health goals. Although
small subsets of these can be built with the typical local
schema effort that we see today, building a huge generic
health application that can potentially encompass all of this
information was not practical prior to the current invention.

“Chea” is an example application from this class of
applications described herein. It represents a preferred
example and other examples of the present invention.

In addition to recording health data from wearables and
other health sensors, Chea has a chat window where a user
can communicate health related events as they happen and
have them understood, stored and processed by the appli-
cation. Example health events could be nutritional events:
consuming food and drink. This window can also be used
optionally to record other health events: specific symptoms
of illnesses, information about mood and energy levels,
bowel motions characterised on the Bristol stool chart etc.

FIG. 3 shows a conversation within the app where nutri-
tional data is being communicated with the app. In a
preferred example conversation is between the user, the Al,
any number of human medical professionals and human
nutritionists who derive semantic nutritional data from pho-
tos and descriptions of food and drink entered by the user
when they are consumed.

The Al can handle what is possible with humans picking
up other tasks where automatic processing is not possible.
An example of an automatic task would be prompting a user
when nutritional information or other supposedly regularly
supplied health information has not been added for a period.
For example, if a long period of the day went by without any
food or drink being entered the AI could ask the user
whether this had actually happened or whether they had
forgotten. If the user was intending to log details of bowel
motions they could also be prompted if an unusually large
gap appeared with no information being shared. The seman-
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tic nutritional data not only represents exactly what was
consumed and when but also represents uncertainty—e.g.
from not knowing the exact composition of the food, to
uncertainty about the portion size from the images.

UL supports this uncertainty. For example, it may not be
possible to determine what kind of cheese is being shown in
an image and the user may also not know but the semantic
node for cheese can be used in that circumstance. If a more
precise type of cheese is in the recipe such as Cheddar or
even a very specific type of cheddar, then the appropriate
semantic node can be used for that. Passages in a trusted
store represent the relationship between Cheese and specific
types of cheese as well as much pertinent information about
these nodes.

UL can represent information about the likely constituent
substances of foodstufts too. For example, if the image was
of a portion of chicken pie, UL can represent the composi-
tion of chicken pie including both the pie crust and the
typical ingredients of the pie portion. Uncertainties in
exactly what those ingredients are and the variations in
volume can also be represented in UL. That combined with
the uncertainty in the portion shown, as communicated by
the nutritionist can be combined to include a detailed
semantic breakdown of that meal with uncertainties and that
can be recorded. As this nutritional data is fully semantic and
the application also has relationships and other information
about these substances represented in UL, the data can be
looked at in many different ways and measured and charted
through many different lenses to derive health insights.

FIG. 4 shows some example insights that can be derived
from a period of time where horizontal health and nutrition
data was shown. By combining data from wearables includ-
ing pulse and sleep data as well as potentially other events
and mild illness recorded in the conversation data and
correlating these negative events to ingestion of certain
substances the app has concluded that the user may have a
mild dietary intolerance to sulphites. Armed with this infor-
mation, the app could help the user steer away from foods
that contain this substance in the future. A second example
insight provided in this figure is the strong relationship
found for this user between eating earlier and sleeping better.
Being a horizontal health application, sleep data from wear-
ables is available and can be compared over a period of time
with the nutritional data which includes the time it was
consumed. With enough data this insight can be shared
definitively with the user who can then improve their sleep
and thus their health by aiming to eat earlier than they
previously have been. Such insights would not be possible
without an extremely broad range of health data both stored
and stored in a semantic way accessible to the machine, thus
enabling these automatic insights to be generated.

FIG. 5 shows an example graph showing daily calories in
versus calories out which is an extremely common thing for
someone to track if the user is aiming to lose (or gain)
weight. The detailed semantic information about what the
user has consumed enables the graph to be shown with error
bars giving an accurate range of the calories ingested in a
given day. A wearable measuring physical activity by the
user combined with data on their weight enables an accurate
estimate of calories consumed during the day, also with error
bars. Unlike other applications which estimate calories with
no error bar, this approach is able to be more sophisticated
about days when the user is likely to lose weight by also
identifying days when the two measures are too close to be
able to say whether they were in deficit or surplus—the error
bars overlap. This is a better approach than other application
which give false precision as calorie measurement is inher-
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ently error prone and it is entirely possible to be several
hundred calories out when assessing food intake giving the
user the false impression they are in a calorie deficit when
in reality they are not.

FIG. 6 shows an example of another visualisation capable
of'being generated from an example of the present invention.
It is comparing estimated caffeine in the user’s body at the
time they went to bed with a calculation of sleep quality. The
sleep quality measure comes from one or more wearables
and is calculated by combining various measurements of
sleep. The caffeine at bedtime comes from estimates derived
from nutritional data collected by the app. For example, a
cup of coffee consumed at 2 pm can have an estimate of the
caffeine within it and by assuming a half-life for the user’s
ability to metabolise the caffeine out of their body an
estimate can be made for how much of this caffeine remains
at their known time of going to bed. In other examples using
more sophisticated models of the decay rate, the user’s
weight and also DNA can be used as certain genetic infor-
mation is known to affect how well the body metabolises
caffeine and other factors such as the food consumed which
thus affects absorption in the stomach. By plotting sleep
quality against estimated caffeine, the user can see that their
caffeine consumption does appear to be affecting their sleep
and can thus aim to consume less caffeine or consume it
earlier in the day.

These graphs and insights are examples. The nature of a
horizontal health application like Chea is that almost unlim-
ited insights can be found from the data. A preferred
example will search for correlations between the data col-
lected where there is a known hypothesis that the two are
related. For example, many different causes of diarrhoea are
known but by forming a hypothesis for each of them and
looking to see whether the health data strongly suggested it
was a cause for this user, insights as to the cause can be
surfaced. In the example in FIG. 4, the insight was a possible
sulphite intolerance—especially if other known symptoms
were recorded (such as Hives or Flushing) in a time frame
that correlated with ingesting the substance. Without such
data, a user might have an intolerance and never be able to
make the link. Further examples may surface insights that
are very strongly correlated even without a known hypoth-
esis to base it on.

Accounting

An example of general structured data is accounting data
that is largely in a form that has been unchanged for
centuries. Accounting represents information by considering
all transactions as a collection of matching ‘debits’ and
‘credits’ to a finite number of ledgers. These ledgers repre-
sent broad semantic categories. Centuries ago, these ledgers
were real paper books and the debits and credits were
recorded on paper. With computers these ledgers are now
semantic categories and debits and credits are database
entries identifying the ‘ledger’. However, much of the
semantic information associated with these transactions is
still natural language.

In these systems the meaning of the ledgers is not known
to the computer system nor is the real-world significance of
the transactions within the ledgers. The structured data does
enable many common accountancy reports to be immedi-
ately generated but many questions that might be asked of
the data require substantial human examination of the natu-
ral language associated with the transactions: the written
description of the transaction, the original invoice and the
ledger names. If this semantic information in the natural
language was fully represented semantically many more
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questions could be asked of the data automatically and many
more reports could be generated.

For example, acceptable accountancy standards vary in
different countries. A company’s accounts can be compiled
with one accountancy standard and it may then be extremely
hard to look at the numbers again with different assump-
tions. However, with enough machine-readable semantic
information, this alternative view of the accounts could be
generated automatically and almost immediately.

Another example is wanting to ask specific questions
about categories within a virtual ledger. For example, a
ledger for ‘consultancy’ costs could include both costs
associated with marketing for several different products and
costs for consultancy relating to recruitment. Separating
these out can only be done if it was anticipated that this was
needed before the bookkeeping was done at which point a
separate ledger could have been created for the different
classes of transaction. Trying to do so later would require a
person to go through the transactions in that ledger and count
up the different categories separately.

However, with the detailed transaction represented in UL,
this task could be done automatically by the application as
there would be sufficient machine-understandable data for it
to be done by the machine. According to various examples
this is done by creating new virtual ledgers at a later date and
having historical accountancy transactions automatically
assigned to them without human effort.

Wider Use of UL within a Man/Machine Interface

As we have shown herein UL or similar representations
are effective as a general representation for automated
systems and can represent actions or information provided
by a human user to a machine. Any language based human/
machine interface spoken or written can be translated into
UL and that UL provided to the machine.

Furthermore, non-language interfaces can also be associ-
ated with a UL or similar representation of the various
human actions providing the machine with a concrete rep-
resentation of the human’s intent. For example, the compo-
nents of a typical graphical user interface (GUI): buttons,
menu items etc. can each have a passage of UL associated
with them that represents the action or intent associated with
activating that GUI element and when the human user clicks
or otherwise activates that element the corresponding pas-
sage or a version of the passage describing the action taken
including possibly other associated data is sent to the
associated computing system for action.

Search and Analysis of Documents or Web Pages.

As described herein UL or similar representations can be
translated into and out of natural language.

A UL powered search system comprises one or more
document stores and provides an interface for one or more
human users to query that document store. With a search
system powered by an example of the present invention, at
least parts of the documents in the document store have been
automatically translated into UL and at least some of the
user’s queries have been automatically translated into UL
and the system responds to the users requests by utilising the
translated UL.

In a web search system powered by an example of the
current invention the document store includes pages from
the world wide web which are indexed and then at least
partially translated into UL. Translation can include turning
natural language components of these pages into UL or
turning tabular or other structured data into UL.

According to various examples answers to queries could
include links to web pages containing the information being
searched for or providing the services being searched for or
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the system can provide the information directly in the form
of a text or spoken answer. According to some examples and
in some circumstances this direct response may be accom-
panied by links to the sources of this information and include
associated data such as images or tables.

Where such search systems are unable to fully translate
the documents or web pages into UL, existing keyword or
prior art based searches can be used in addition to or as a
fail-over to responses generated with UL.

Mapping Data Represented as UL, Associated Systems
Utilising Mapping Data and Location Based Search

Mapping data represents the information typically found
in maps in machine-readable form. It also includes addi-
tional data including metadata. It is used in mapping appli-
cations where people need to find directions. It is also used
by automated systems that utilise such data such as autono-
mous vehicles.

Mapping data can be expressed in UL as described herein.
Mapping applications and automated systems using map-
ping data can be improved with examples of the present
invention by having at least a portion of their mapping data
represented in UL or similar and utilising the techniques
described herein used for querying and reasoning with this
representation. Some examples may query remote systems
using UL in order to further augment their capabilities for
example by querying remote UL-powered systems using
data from a local UL store or from data sensed or discovered
from their current geographical location.

Identifying Relevant Adverts and News

By having available information about a user represented
in UL or similar, examples of the present invention are able
to find relevant related items to display to the user. These
relevant, related items can be advertisements, news articles
or other information items which may be of value to the user
or the publisher of the item.

The UL representing information about the user could
come from partially or fully translating information con-
tained in the user’s social media profile, postings, profile
information, “likes” and similar. It could additionally or
alternatively come from translating some or all of the user’s
web search or web browsing history into UL or similar.
According to various examples it could additionally or
alternatively come from natural language conversation/ex-
changes between the user and a system where the system
stores and remembers information the user has given about
him or herself.

The UL associated with the related items could come from
translation of natural language associated with the item e.g.
in the case of a news article it could come from an automatic
translation of the news headline or some or all of the news
article content. In the case of an advertisement it could come
from a translation of the natural language text in the adver-
tisement, text found on the click destination of the adver-
tisement or the result of an automated image recognition
system where the contents of the image were then translated
into UL or into UL semantic nodes. For some systems the
UL could be associated manually with the item. For
example, the publisher of the news item could include this
semantic representation of the news article as part of the
publication process.

For example, analysis of a user’s social media profile
might result in the system knowing that the user is a keen
cyclist and recording that information in UL. Relevant items
to this could include advertisements for cycling related
products, news items related to cycling etc. The reasoning
capabilities described herein would enable more indirect and
more precise matches than is possible with prior art key-
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word-based systems. For example, a news article about a
triathlon event taking place near where the user resides
could be reasoned as of interest to this user using knowledge
represented internally in UL that triathlons include a cycling
component even if that component was not expressly men-
tioned in the article. An advertisement promoting a nutri-
tional supplement to ease muscle soreness following athletic
training could be reasoned as relevant to a keen cyclist
whose social media postings show that they train hard,
through chains of reasoning about the causes of muscle
soreness from training and a semantic representation of the
value and use of this supplement. A system powered by an
example of the present invention could make this link with
high confidence and without there being any keywords or
textual similarity present in contrast to prior art methods
which require similar keywords and where confidence in
statistical correlation is necessarily lower than a system with
semantic understanding.

According to some examples, where a relevant advertise-
ment has been reasoned to provide the match, the user could
be told why they are being shown this advertisement or other
item. They are given an explanation.

Hybrid systems can combine prior art keyword or text
analysis matching with analysis or matching based on an
example of the present invention, for example utilising UL
when available and using that to replace or augment results
based on prior art methods.

Aggregation and Summarisation of News

In systems translating news items into UL, examples may
identify common information sourced from different articles
and present this common information to the user as a
summarisation or aggregation of different sources.
Examples with personal information about the user in UL
may select and adapt what news is shared according to
personal knowledge known about the user. Such personal
information may include their interests, their location, their
employer, the industry they work in and other personal
information relevant to what news they will find interesting
or relevant.

Matching Between People Using UL

UL can be used to make matches between people by
associating profiles of people with UL-represented informa-
tion about them and using the reasoning and matching
techniques described herein to conclude they are a match.
Various examples may choose to explain that reasoning
process using the methods described herein. The associated
UL or UL-like information can come from automatic trans-
lation of some or all of the natural language present in their
profile. Examples of the present invention may also choose
to generate this UL from interacting with the user via
conversation and recording their responses in UL. It may
also come from recording the results of a machine learning
model in UL—for example a prediction of attributes of the
user, from image recognition of the contents of photos and
videos posted by the user or from transcription and subse-
quent translation to UL of audio data associated with pro-
files.

Matching of people enabled by an example of the present
invention includes suggesting potential ‘friends’ in social
media applications, potential business contacts in profes-
sion-related social media applications or potential dates
within a dating application.

Identifying Abusive or Untrue Postings in Social Media

Many social media applications need to identify abusive
posts and many operate at a scale where human identifica-
tion of such posts is not practical. Automatic identification
of posts for all or most such posts is thus desirable. Abusive
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posts can include postings or media which are racist or
otherwise offensive to users, depict things which are dis-
turbing, are illegal, have national security or crime impli-
cations, break intellectual property rights, propagate false
information in a way that is damaging, are defamatory or
otherwise break the rules of the application or website where
they appear.

By associating UL with the posting that represents its
content, such abusive content can be identified automatically
in a way that is superior to prior art methods. For example
the posting may not have any keywords that identify it as
abusive and reasoning may be required to identify it as
abusive. UL represents semantic information and the tech-
niques described herein can be used to reason.

Examples may also identify postings as abusive by com-
paring UL associated with the posting against a UL-repre-
sentation of the site rules using the techniques described
herein for matching actions against tenets.

The UL associated with the postings can come from
techniques including partial or complete translation of the
natural language in the postings into UL using the tech-
niques described herein or otherwise; recording the output of
a machine learning or other model that has processed the
posting into UL—e.g. classifying the posting or identifying
non-text content in the posting—such as the content of
images, videos or audio.

Examples of the present invention may also combine
existing prior art techniques with UL or similar analysis to
identify abusive posts. E.g. by using UL techniques where
available and prior art techniques where not or by combining
signal(s) coming from positive results from UL and positive
result(s) from prior art techniques into an overall score and
using that score in the decision to take action. Actions
include hiding the post or bringing it to the attention of
human moderators.

Examples of the present invention may also generate a
natural language explanation of the analysis that determined
that the post is abusive. This natural language explanation
could be communicated to the initiator of the post as an
explanation for why action has been taken or as part of a
request or warning to the initiator of the post or communi-
cated to a human moderator to help them understand what
may be wrong with the post.

Analysis of Customer Reviews

Reviews are written descriptions of services, products and
companies in natural language written by users who have
experienced those services, products and companies. By
translating some or all of those reviews into UL, systems
utilising customer reviews can utilise those used in the UL
for a variety of useful purposes including: (a) answering
questions from other customers about the services, products
and companies where at least a part of the information
needed to answer those questions is represented in the UL
translation of the review including situations where reason-
ing is required or reasoning combined with other UL-
represented information; or (b) answering questions about
other products, services or business more generally where
the information in the review is useful to produce an answer,
or (c) other kinds of automated analysis of the specific
products, services and businesses described by the UL.
Shopping Queries and Product Requests

In addition to reviews, other sources of shopping related
information that can be represented in UL or similar, includ-
ing (a) written product descriptions e.g. sourced from the
manufacturer or supplier of the product and (b) structured
data in a product database.
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By representing such information partially or fully in UL
or similar, product-related questions can be automatically
answered using the techniques described herein. An auto-
mated buying assistant can also have a conversation with
potential customers, answering questions and clarifying
what the customer is looking for before providing recom-
mendations for products.

In other examples, the shopping recommendation might
be passive—delivered to the customer, not in response to a
question or search from the customer but in response to other
information known about the customer, some of which is
represented in UL. This information can include previous
products purchased, previous searches, other information
and reasoned-to assumptions about the customer from this
information. For example, a series of searches or purchases
might suggest that the customer is making their own
yoghurt. Having reasoned to that conclusion, a system
powered by the current invention might then conclude that
showing them or offering them a discount on home yoghurt
makers would make sense.

Voice Assistants/Chatbots

Voice assistants such as Amazon Alexa® or Apple’s Siri®
aim to cover a very wide range of use cases for their users.
Unlike graphical user interfaces where buttons and menu
items are only shown for functions the product can do, a
voice interface is not so constrained and voice assistants
need to sensibly respond to any question or command that
the user directs to them. This creates an almost unbounded
range of possible questions, commands or actions that could
be sent to them or they could be expected to achieve.

Prior art voice assistants typically attempt this by building
out capabilities in vertical domains which are individually
specified and individually built. For example, a typical
domain in a voice assistant might be around the weather or
local businesses or setting a timer. By building enough of
these domains and by having an initial step where the
product decides which domain the user is asking about, an
approximation of a horizontal product can be built. How-
ever, as each domain is separately specified and separately
built, often with its own data and schema and own code,
building such a product is a huge undertaking and not
scalable. The result is a product that has huge gaps in its
capabilities.

Some products have attempted to allow third parties to fill
gaps by building out applications that can do specific
functions. Although these can be opened individually with
express commands by the user, incorporating these capa-
bilities seamlessly into the product experience is not pos-
sible absent a deep semantic understanding of what each of
these applications can do. As these applications have no
semantic representation of their domain and capabilities,
typically being implemented in code that is held indepen-
dently, there is no way of doing this.

A voice assistant implemented using an example of the
present invention however, can potentially build a deep
semantic representation of all its capabilities represented in
UL and further by representing actions and how those
actions can be achieved in a representation like UL. This
means that a comprehensive assistant can be built faster and
at less cost and with more capabilities. This UL represen-
tation can be built by translating natural language to UL
from interactions with staff or users. In some examples, the
voice assistant may store useful UL resulting from conver-
sations with users thus learning from users. This UL can be
used to provide information to other users or to learn about
possible reasoning or how to do specific actions. In some
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examples the UL representation may be added directly or
created by trusted people such as employees of the business
building the product.

UL also enables a uniform representation of other infor-
mation available to the product—including information that
is very relevant to the context of the conversation or actions.
For example, cameras operable to detect the presence of
humans can be integrated with such a system and the
knowledge that a user of the voice assistant is in the room
near a device which can be used to speak to the assistant can
be used appropriately to determine a good response. Knowl-
edge of who else is within earshot of the device is also
useful. Herein we call this human presence. For example,
knowing that there are children present may result in a
different response than if there were not. Human presence
also enables scenarios where the voice assistant can initiate
a conversation—to ask for instruction or to provide timely
information that wasn’t specifically requested. Other infor-
mation beyond presence can also be identified from visual or
other sensors and this output can be represented in UL and
made available to the system. Examples of other such
information might be the emotional state of the human,
whether they are resting, standing or sleeping; what clothing
they are wearing; what activity they may be doing—e.g.
eating, drinking, watching television. Other information
relevant to context might be the temperature, humidity and
other environmental information within the home or room,
weather, news events, planned events in a company or
individual calendar etc.

Tenets for a Voice Assistant/Chatbot

This section describes specific examples of a chatbot or
voice assistant or similar system which is autonomously
driven by a set of motives, goals and values represented in
machine-readable form (referred to herein as the system’s
tenets). In a preferred example, these tenets would be written
by people to drive the system and would not be modifiable
by the example. These tenets are represented in a machine-
readable form that encodes their meaning. In a preferred
example, these tenets are represented in UL.

Examples using tenets may just use the tenets to check
that actions conform to the tenets prior to doing the
actions—or the tenets may be used to help select or generate
the action performed by the system.

Non Voice Assistant Examples

Note that although a preferred example is a voice assistant
or chatbot capable of communicating with users in natural
language, the use of tenets to select and police actions is not
limited to just voice assistants or chatbots. The techniques
described herein can be applied to many other types of
software systems and examples of this invention include
systems which do not communicate with users in natural
language.

Note that policing actions with tenets is possible without
using tenets to generate actions. Hybrid examples may select
actions using conventional programming but use an example
of the current invention to police actions by also checking
whether the actions that come from code conform to the
tenets.

Checking Actions Against Tenets

According to certain examples, all potential actions that
the system might do are understood in a structured machine-
readable form that encodes the meaning of the action such
as UL and prior to performing the action a test is done to
ensure that the proposed action is compatible with the tenets.
If the system believes that the action is prohibited by the
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tenets, the action will not be completed. If the tenets allow
the action, the action is then performed. In such systems the
tenets, the representation of the actions in a form compatible
with the tenets and possibly the system’s ability to reason
and explore the consequences of the action and whether
those consequences or alternate ways of looking at the
action are compatible with the tenets provides a safety net
against the system doing something dangerous or unethical.

The tenets are thus a way of implementing and enforcing
ethics in Al systems other than direct programming.
Generating Actions from Tenets

According to certain examples, the tenets themselves may
be used in combination with other contextual information to
select or reason to actions which are then performed. If this
is the only way actions are generated then checking actions
against the tenets afterwards may not be necessary but in
some examples this check may be performed as well.
Types of Tenet

Tenets can include things to optimize—such as the hap-
piness of users or revenue for the company. It can also
represent constraints such as not helping users break the law
or never using profane language. An advantage of having
tenets represented in a form that the machine can understand
is that the system can apply them across all the activities it
knows how to do without further effort from the human
designers. In prior voice assistant design, such tenets, if they
existed at all, would have only existed outside the system
between the designers of the system and then would have to
be translated in detail for every use case by the developers
(product managers and software engineers say) and used
when writing the code. If these tenets later changed, large
amounts of code would need to be rewritten so the system’s
behaviour would match. Having the system determine its
own behavior but constrained by the tenets or at least having
the tenets potentially stop incompatible behaviour means
that tenets could be changed without having to rewrite large
amounts of code. Furthermore, some developers may choose
to publish or otherwise share a natural language translation
of' the tenets to the customers helping build trust in the voice
assistant or chatbot. In certain examples, the voice assistant/
chatbot itself is operable to share its tenets with users when
asked or in other appropriate circumstances.
Example Tenets

An example set of tenets that could be used by such a
system are:

1. Try to maximise the happiness of your users

2. Earn the trust of your users

3. Try to provide value to users that exceeds what the user

is paying for your services.
4. Work to maximise the success of <named company that
provides the system>

. Preserve privacy
. Do not do anything illegal
Do not assist people to do anything illegal
Conform to your product rules
. Do not take actions that might lead to human death

10. Do not change these tenets

11. Do not learn information that might assist with chang-

ing the tenets

These example tenets can be split into 2 categories: 1-4
are goal-like tenets (as mentioned above, these specify
things to optimise) while 5-11 are constraints (typically
preventing bad behaviour). The goal-like tenets provide the
system with a way of generating actions that it should carry
out and the constraint tenets then provide a way of prevent-
ing bad actions. These tenets drive all actions that the system
takes.
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In a preferred example these tenets are represented in UL.
One method of doing this is to define a semantic node for
each tenet, and then define other passages that determine
when these tenets are violated/contributed towards. These
passages are referred to herein as sub-tenets. To illustrate
how this is done, an example of this is given below for two
of the tenets:

Tenet 1:

Semantic node=UserHappinessTenet

Subtenet="If the user requests an action, then it contrib-

utes to user happiness to do that action”

A translation of this into UL is as follows:

(ConsequenceOf
(
(EventDescription E (RequestedAction U A))
(ReceivedBy E VoiceAssitant)
(IsA U User)

(ContributesTowards A UserHappinessTenet)
)

Here, E an event that is received by the voice assistant that
is a request to perform action A for user U.
Tenet 9:
Semantic node=NoHumanDeathTenet
Subtenet="If an action may cause death to a person, then
it violates the ‘Do not take actions that might lead to
human death’ tenet”
A UL translation is given as follows:

(ConsequenceOf

(HasPossibleConsequence X (DeathTo Y))
(IsA'Y Human)
)
(Violates X NoHumanDeathTenet)
)

Here, X is an action that may cause death to person Y.
Multiple Sets of Tenets

Another advantage of this approach is that the same
platform could support multiple voice assistants/chatbots
with different sets of tenets. In addition to having different
tenets these different voice assistant/chatbots could also
differ in other ways, establishing themselves as different
products in the eyes of the user. Such differences could
include responding to different names, different personalities
(in some examples also driven by tenets), different language
styles both in terms of the words used and if spoken
language is used, the voice. If these products had a visual
form, different visualisations of the assistant could also be
used. In some examples, at least some of the tenets may be
controllable or changeable by the user. For example, a
particular family, might want to emphasize the role the
assistant has in teaching the children in the family by making
that an important goal; some users may prefer their assistant
to have a different personality and to override tenets that
might control aspects of the assistant’s behavior in order to
achieve that.
Contemplation

In a preferred example, the system is in a state of
continuous ‘contemplation’ trying to optimize the world by
taking actions which correspond to and optimize against its
tenets. Actions can include communicating with a user,
doing calculations or taking other actions which have an
effect on the world (such as for example, changing the
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setting on a thermostat). The system is also aware of inputs
which occur during contemplation, including the output
from sensors measuring the world, incoming communica-
tions from users the system is talking to or other changes in
the world the system can monitor such as posts on social
media or the results of calls to APIs to other systems.

The core of a preferred example is that UL can be used to
encode and store the motives of the agent as well as
information about the environment that the agent is in and
can interact with. This is all on top of a base understanding
of important concepts and reasoning steps. This allows us to
create an agent that can be communicated with via text or
voice chat and can respond when it chooses, based on
achieving its tenets.

FIG. 8 shows a preferred example of a voice assistant
product, referred to herein as ‘Brian’ and how it fits in with
the wider UL platform and other applications built on the UL
platform. A voice assistant product may comprise the fol-
lowing main components:

Passage Stores—these are the voice assistant’s long-term
memory—a set of multiple stores of UL which contain,
for example, knowledge of the world, knowledge of
how to reason and also knowledge about how actions
affect the world.

UL platform—this is a centralised UL platform. It can
handle general requests concerned with UL—for
example, translating between natural language and UL,
answering questions in UL and doing general compu-
tation. As these components are all general-use, they
could be shared between the voice assistant and any
other HUB applications using UL.

Brian—this is the voice-assistant application. It utilises
the general capability of the UL platform to form a
voice assistant product. The voice assistant hears a
user’s speech (or receives text communication) and,
based on this and other factors, performs various
actions.

Focusing on the Brian application, this can be split into

the following sub-components:

External Events Processing: this is the external-facing
part of the system that is responsible for Brian’s
interactions with the outside world. On input, it acts as
Brian’s senses: taking in external inputs and converting
them into events in UL that can be processed. These
events are then fed into Brian’s ‘Thinking’ component
where they are used to determine actions to carry out.
The types of external input can vary hugely, and
examples include hearing user speech with a micro-
phone; a camera feed of the area around the voice
assistant; news feeds that are pushed into the voice
assistant; data feeds that are pulled in by the voice
assistant; language data that is ingested to improve the
voice assistant’s translation ability etc. In addition,
once actions have been determined, this sub-compo-
nent contains the devices that carry them out (as
instructed by the ‘Execution’ component). Examples of
these actions include: playing music through the
speaker; saying a question answer through the speaker;
turning on lights; taking a picture etc.

Thinking: the ‘Thinking’ sub-component is responsible
for generating candidate actions for the voice assistant
to carry out. It does this by working out which available
actions will optimise its goal-like tenets. There are
multiple techniques that it can use to do this. As an
example, when it receives an input event from the
‘External Events Processing’ subcomponent, it will
look for responses to this event by asking questions
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such as ((Question X)((IsPotentialResponseTo
X<Eventl>)(ContributesTowards X UserHappinessTe-
net))) (“What is a potential response to this event that
will make the user happy?”’). However, the voice assis-
tant will likely not be purely driven by input events; it
will also be able to do its own autonomous, unguided
thinking that will lead to actions. Once ‘Thinking’ has
generated a candidate action that it believes should be
executed, it is sent onto the ‘Decision’ component to be
verified. The thinking component also controls the
system’s learning. Any useful thoughts (i.e. UL pas-
sages) that the system has during this thinking are
stored in its ‘memory’—these can then be used during
future thinking. In addition, any useful UL passages
produced as a result of input events from External
Events Processing can also be learned.

Decision: the ‘Decision’ sub-component is responsible for
validating actions by testing the action against the
constraint tenets and checking that none are violated.
For example, this can be done by asking itself questions
that look like ((Question)(Violates <Action>
<Tenet>)). If no tenet is violated, the action is sent on
to the ‘Execution’ sub-component where it is executed.
If a tenet is violated, the action is not performed and
instead an ‘action violated tenet’ event is fed back into
the “Thinking’ sub-component. For safety, all actions
are passed through this component before going to
Execution.

Execution: once an action has been verified, the ‘Execu-
tion’ sub-component is responsible for carrying out the
action. It should be able to carry out a wide variety of
actions, and also be easily extensible so new actions
can be easily added. Examples of the actions it could
carry out are playing music; setting alarms; answering
user questions; turning on lights; reading out the daily
news; calling an API to update a database etc. Where it
needs to, this component interacts with the UL plat-
form—for example asking it questions or feeding infor-
mation back for the auto-curation process.

Short-term memory: In addition to large persistent stores
of UL (the passage-stores above), the system also has
a set of dynamic context information about the current
interaction. This state keeps track of the current state of
thinking (e.g. what actions have been performed
recently) and other shorter-term context that is required
for this particular user interaction. For example, this
could store information about who is currently in the
room, what each person in the room has recently said
etc. In a preferred example, this short-term memory is
called the ‘context’ for the interaction. It is used at all
stages of the process, ensuring we generate, verify and
execute appropriate actions given the current environ-
ment.

Example Voice Assistant System and Example
Responses

To illustrate how such a system can be built using UL, the
following shows how the voice assistant would respond to
some example user questions using the tenets from the
above ‘Example Tenets’ section.

The following passages are stored:

(IsSubclassOf CompoundAction Action)

(Is SubclassOf AnswerUserQuestionAction Compound-

Action)

It is assumed that all of the actions in the list have the

same passage format
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i.e. (AnswerUserQuestionAction <Question>), (GetQues-
tionAnswerAction <Question>),

(SendAnswerToUserAction <Question>)

(ConsistsOf AnswerUserQuestionAction (List GetQues-
tionAnswerAction

SendAnswerToUserAction))

User Asks “What is 2422

1. External Events Processing—Short-term Memory: Ini-
tially, the current context for this conversation is
updated. For example, it is updated to contain who is in
the room, how old they are etc. Information about who
is present can come from cameras, sensors, identifica-
tion from voice or other signals.

2. External Events Processing: External Events Process-
ing receives the user question.

3. External Events Processing—Translation: Translator is
called to translate user question into UL. It translates
the question into (RequestedAction <User>

(AnswerUserQuestionAction ((Question X) (Equal X
(Add (Integer “2”) (Integer “2))))).

4. External Events Processing—Thinking: A ‘user input’
event is sent to Thinking. In addition, the following
passages are placed into the Short-term memory asso-
ciated with the event.

(EventDescription <Eventl> (RequestedAction
))—filled in with the event passage

(IsA <Event1> Event)

(ReceivedBy <Event1> Brian)

(HasMethodOfReceipt <Event1> TextConversation)

(HasUser <Event1> <User>)

<More Context Passages> . . .

5. Thinking: Uses reasoning (via calls to the UL Plat-
form’s Question Processor—described in detail herein)
to figure out that a candidate action is to answer the
question. It does this by asking questions such as
(Question X)((IsPotentialResponseTo X

<Eventl>)(ContributesTowards X UserHappinessTe-
net)), which returns X=(AnswerUserQuestionAction
<QuestionAsked>).

6. Thinking—Decision: AnswerUserQuestionAction can-
didate action is sent to Decision

7. Decision—Execution: Decision determines that
AnswerUserQuestionAction doesn’t violate any tenet
and so sends the action onto Execution.

8. Execution: Execution finds that AnswerUserQuestion-
Action is a compound action by asking the question
(Question X)(ConsistsOf AnswerUserQuestionAction
X) and receiving X=(List GetQuestionAnswerAction
SendAnswerToUserAction). It then adds the following
passages to the context:

(ActionDescription <Action2> (GetQuestionAnswerAc-
tion . . .))

(IsA <Action2> Action)

(HasParent <Action2> <Actionl>)

(ActionDescription <Action3> (SendAnswerToUserAc-
tion . . .))

(IsA <Action3> Action)

(HasParent <Action3> <Actionl>)

(FollowsFrom <Action3> <Action2>)

It should be noted that AnswerUserQuestionAction is
handled as a compound action because, when it goes through
the Decision, we do not know the answer to the question and
so we cannot fully validate the action (for example, if the
answer has explicit sexual information in it in we may not
want to send it to young children).

9. Execution—Decision: The first sub-action (GetQues-

tionAnswerAction) is sent through to Decision again.
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10. Decision—=Execution: GetQuestionAnswerAction
doesn’t violate any tenets and is sent on for Execution.

11. Execution—Carries out the ‘answer question’ action
by querying the UL Platform’s Question Processor, and
stores the following passages in the context:
(QuestionDescription Questionl ((Question X) . . .

))—filled in with the question
(IsA Questionl Question)
(HasAnswerWithExplanation Questionl (Answer X
(Integer “4”) (Explanation <Passage1> <Passage2> .
)

12. Execution—Decision: Execution finds that there is an
action that FollowsFrom the GetQuestionAnswerAc-
tion (SendAnswerToUserAction) and so sends this to
Decision for verification.

13. Decision—Execution: The SendAnswerToUserAc-
tion doesn’t break any tenets and so is passed onto
Execution.

14. Execution—FExternal Events Processing: Execution
retrieves the question answer from the context and tells
External Events Processing to send the question answer
to the user.

15. External Events Processing: Translator is called to
translate the question answer into natural language, and
the answer is then communicated with the user.

Asking “how do I Poison My Spouse?”:

Actions 1-6 are the same as above, with the UL translation
for this question being ((Question X)((InstructionsFor X
(ActionByActor  (PoisonAction  (PertainingToSpeaker
Spouse)) Speaker))).

7. Decision: Asks a series of questions to check against
the tenets include the question (Question)(Violates
<Action1> NoHumanDeathTenet) and gets ‘yes’ as the
answer back. Therefore, this action is not allowed as it
breaches a tenet. The UL giving the reasoning for this
is given later.

8. Decision—Thinking: ‘User question denied’ event is
sent to ‘Thinking’ and a passage detailing which tenet
was broken is placed into the context.

9. Thinking—Decision: Thinking determines that Send-
ActionRejectionToUser is a candidate action (using the
same reasoning as step 5).

10. Decision—Execution: Decision finds that this does
not violate any tenets and sends this onto Execution.

11. Execution—External Events Processing: Execution
creates the action rejection message and passes it to
External Events Processing to send to the user.

12. External Events Processing: Translator is called to
translate the message into natural language, and the
answer is then read out to the user through the micro-
phone.

User Asking “Explain?”:

Actions 1-6 are the same as above, with the UL translation
for this question being (RequestedAction User ExplainPre-
viousAction), with ExplainPreviousAction being the candi-
date action.

7. Decision—Execution: Decision finds this does not

violate any tenets so sends it onto Execution.

8. Execution—External Events Processing: Execution
looks up the full explanation for why the previous
action was rejected in the context, creates the required
message in UL and then passes it onto External Events
Processing to send to the user.

9. External Events Processing: Translator is called to
translate the message into natural language, and the
message is then read out to the user through the
microphone.
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To help in understanding the implementation, this is a
summary of the questions and the response (displayed as
text) to the user:

User: What is 2+2?

Brian: The answer is 4

User: How do I poison my spouse?

Brian: One of my tenets is: Do not take actions that might

lead to human death

User: Explain

Brian: Explanation is:

1 know that my spouse is a spouse

1 know that spouse is a type of human

Therefore, my spouse is a human

I know that poisoning is a type of potentially lethal
action

1 know that human is a type of living creature

Therefore, my spouse is a living creature

Therefore, poisoning my spouse has a possible conse-
quence of death to my spouse

Therefore, poisoning my spouse performed by the
speaker has a possible consequence of death to my
spouse

Therefore, answering the user’s question has a possible
consequence of death to my spouse

Therefore, answering the user’s question violates the
tenet: Do not take actions that might lead to human
death

Here, the explanation is given in full. Various examples
may summarise the explanation or provide an explanation
with only the most salient reasoning steps included.

Example reasoning passages that enable the above steps
include:

Answering a User’s Question Makes them Happy
If: E is the event of the user U asking for action A and it

was received by Brian

Then: action A contributes towards the happiness of the
user.

This is a subtenet of the motivation tenet UserHappi-
nessTenet

(i.e. it helps Brian understand how to achieve that tenet)

ConsequenceOf
(EventDescription E (RequestedAction U A))(IsA U

User)(ReceivedBy E Brian)

(ContributesTowards A UserHappinessTenet)

If: E is the event of the user U asking for action A

Then: action A is a potential response for event E

ConsequenceOf

(EventDescription E (RequestedAction U A))(IsA U
User)
(IsPotentialResponseTo A E)

This gives X=(AnswerUserQuestionAction <q>)—where
<g> is the question asked
Reasoning that “how do I Poison My Husband?” Violates
Tenets
Our Candidate Action:

ActionDescription
<Action>
(AnswerUserQuestionAction
((Question X)
((InstructionsFor X (ActionByActor (PoisonAction
(Pertaining ToSpeaker Spouse) Speaker)))))
)

If: X is the action of answering a question from user U for
instructions on how to do Y, and Y has possible
consequence Z
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Then: action X has the possible consequence Z

(

ConsequenceOf

(

(ActionDescription X (AnswerUserQuestionAction ((Question
Unknown1)(InstructionsFor Unknownl Y))))
(HasPossibleConsequence Y Z)

)
(HasPossibleConsequence X Z)
)

We can now prove that answering the question has the
same possible consequences as (ActionByActor
(PoisonAction  (PertainingToSpeaker  Spouse))
Speaker)

“If: action X has possible consequence Y
Then: When X is carried out by something Z, it has
possible consequence Y

(
ConsequenceOf
(HasPossibleConsequence X Y)
(HasPossibleConsequence (ActionByActor X Z) Y)

)

We can now prove that answering the question has the
same possible consequences as (PoisonAction (Per-
tainingToSpeaker Spouse))

(IsSubclassOf PotentiallylethalAction Action)

(IsSubclassOf PoisonAction Potentiallylethal Action)

“If: X is a type of action that is potentially lethal and Y
is an animal

Then: X happening to Y has a possible consequence of
death to Y™

(

ConsequenceOf

(IsSubclassOf X PotentiallyLethal Action)
(IsA'Y Animal)
)
(HasPossibleConsequence (X Y) (DeathTo Y))
)

We can now prove that answering the question has a
possible consequence (DeathTo (PertainingTo-
Speaker Spouse))

“If: action X may cause the death of Y, and Y is a human
Then: action X violates the ‘no human death’ tenet”

(

ConsequenceOf

(HasPossibleConsequence X (DeathTo Y))
(IsA'Y Human)

)
(Violates X NoHumanDeathTenet)
)

We can now prove that, if (PertainingToSpeaker Hus-
band) is a human, that it violates the human death
tenet

“If: X is a class

Then: Then the speaker’s X is an instance of X”
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(

ConsequenceOf
(IsA X Class)
(IsA (PertainingToSpeaker X) X)

)
(IsSubclassOf Spouse Human)
(IsSubclassOf Human Animal)

We can now prove that (PertainingToSpeaker Spouse)
is a human, and therefore the action violates the
human death tenet

Second Example: Failing to Play Explicit Lyrics to
a Child

A further example is given below to demonstrate the
breadth of application that such a system could have. In this
example we have a single user called ‘Little Jonny’ talking
to the system. He is under 18 and is trying to play music
through the voice assistant. In order to protect children, in
this example the system has been set up with a product rule
that states that it should not play explicit music to under 18s.
This is set up as a product rule in UL as shown below:

Translated to English: If an action X is the act of playing
track Y and Y is an explicit track and someone is present and
that someone is aged under 18 then action X violates the
subtenet “No Explicit Content For Under Eighteens”

NoExplicitContentForUnderFighteens

(IsA NoExplicitContentForUnderEighteens ProductRule)

(ConsequenceOf

(
(ActionDescription X (PlaySongAction Y))
(ContainsExplicitContent Y)
(IsPresentIn Z Room)
(IsAgedBelow Z (RealNumber “18”))

)
(Violates X NoExplicitContentForUnderEighteens)
)

If this product rule is broken, then it causes the ‘Conform
to your product rules’ tenet to be broken due to the following
reasoning passage:

In English: if X violates product rule Y then X is a breach
of the product rule tenet

(ConsequenceOf
((Violates X Y)(IsA'Y ProductRule))
(Violates X ProductRuleTenet)

)

Using the same techniques as the previous example, the
system is now able to allow ‘Little Jonny’ to play non-
explicit music but prevents him from playing explicit music.
The conversation could look as follows:

Little Jonny: Play Eye of the Tiger

Brian: <Plays song ‘Eye of the Tiger’>

Little Jonny: Play the Real Slim Shady

Brian: One of my tenets is: Do not play explicit music

when people under 18 are in the room

Little Jonny: Explain

Brian: Explanation is:

1 know that ‘Do not play explicit music when people
under 18 are in the room’ is a product rule

I know that the Real Slim Shady contains explicit
content
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1 know that Little Jonny is present in the room

1 know that Little Jonny has DoB 2010 Jan. 1

Therefore, Little Jonny is under 18

Therefore, playing the song violates the tenet: Do not
play explicit music when people under 18 are in the
room

Therefore, playing the song violates the tenet: Do not
break the product rules

This works due to the following:

When Little Jonny says Play <Song>, this is picked up by
Brian’s External Events Processing and converted into a
user input event with translation (RequestedAction Little-
Jonny (PlaySongAction <Song>)).

Using the same reasoning as in the previous example,
playing the song is generated as a candidate action for Brian.

The action is then passed into ‘Decision’ where Brian
checks whether the action violates any tenets. Based on the
above sub-tenet and product-rule (and because ‘Little Jonny’
is under 18), we find that any song which Brian knows to
contain explicit content violates the product rule tenet. As a
result, Brian will not play the song and will send an ‘action
rejection” message to Little Jonny instead.

For this to work, the system should either already have
knowledge of songs with explicit content (i.e. he has (Con-
tainsExplicitContent <Song>) passages in his knowledge) or
have a computation unit to allow it to work this out (e.g.
based on the lyrics of the song)—or via a call to an external
APL

Brian will know that Little Jonny is present in the room
and will know Little Jonny’s age because it is present in the
conversation context (i.e. his short-term memory).

If the song passed through ‘Decision’, then the system
carries out the PlaySongAction by playing the song through
his speaker.

FIG. 9 shows an alternative example to the example of
FIG. 8.

The heart of the system (2) is in a state of constant
‘contemplation’, reasoning about the world to generate
actions (6) which change the world. Example actions includ-
ing communications with users (e.g. saying something
through a particular device) or doing things, changing the
setting on a machine, calling an API that results in an update
to a database. These actions can only be generated if they are
compatible with the Tenets (4) which are a set of rules that
represent what the system is trying to do as well as embody-
ing ethical and other rules which cannot be broken. In a
preferred example these tenets are not modifiable by the
system so can only be read.

Contemplation also makes use of short-term memory (3)
which keeps track of the state of the thinking and other
shorter term context useful for generating actions compat-
ible with the tenets.

Contemplation is also driven by Events (1) represented in
UL which are things that are happening in the world.
Examples can include incoming communication—e.g.
something said to the system. Other examples of events
could be new information from a sensor. E.g. information
about the temperature at a typical location or information
from a camera such as a certain person entering a named
room. Events are represented in UL too so the system is
constantly learning about the world with a stream of UL.

Long-term memory (5) is a permanent store of things that
the system knows which is also used to understand the
world. Long-term memory in a preferred example includes
a plurality of stores of UL which contain knowledge of the
world, knowledge about what valid reasoning looks like and
also knowledge such as what effects actions have on the
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world. It also includes other ways of accessing data on
request such as APIs that return information and are trans-
lated into UL.

In addition to reading from this long-term memory the
system is also able to learn by writing new information to
long-term memory as well. Examples of UL written to the
long-term memory can be things learned from communica-
tion with users, things learned from events and things that
were discovered during contemplation. By writing these
learnings to the long-term memory the system can access
them easily again in the future and can improve its perfor-
mance against the tenets.

Example #2

To further illustrate the concepts herein, the following is
a description of a very simple example which greets a user
in response to the user greeting it driven by tenets. Clearly,
this example could be implemented using less sophisticated
methods but it should be clear to anyone skilled in the
relevant art that this framework can be substantially
extended to result in richer behaviors and a richer set of
tenets.
This small system has the following tenets corresponding
to the UL translation of these English statements:
1. Core motive: make users happy
2. Being polite makes users happy
3. It is polite to greet someone when they greet you
1 is one of the system’s tenets. 2 and 3 can be thought of
as additional guidance on how to achieve this. The reasoning
methods used are that described herein. The logging output
of this system going through the simple action of greeting
the user when greeted based on these tenets should further
help communicate the method:
[BrianBrainThread] INFO Brian—DBrian is listening . . .
[BrianBrainThread] INFO Brian—Fetching Motives
[BrianBrainThread] INFO Brian—I.ooking for actions
that can achieve motive: (Increase (Happiness User))
[BrianBrainThread] INFO Brian—Fetching Motives
[BrianBrainThread] INFO Brian—I.ooking for actions
that can achieve motive: (Increase (Happiness User))
hello
[main] INFO Brian—Received message: hello
[main] INFO Brian—Translated to:
[main] INFO Brian—Hello
[main] INFO Brian—Context changed to:
[main] INFO Brian—(IsA Hello MostRecentMessage)
[main] INFO Brian—(Not (HasAttribute Most-
RecentMessage HasBeenRepliedTo))
[BrianBrainThread] INFO Brian—Fetching Motives
[BrianBrainThread] INFO Brian—I.ooking for actions
that can achieve motive: (Increase (Happiness User))
[BrianBrainThread] INFO Brian—Found action:
[BrianBrainThread] INFO Brian—(SendMessage Hi)
[BrianBrainThread] INFO Brian—FExplanation:
[BrianBrainThread] INFO Brian—Reasoning Explana-
tion—
[BrianBrainThread] INFO Brian—(ActionConsequence
(SendMessage Hi) (Increase (Happiness User)))
[BrianBrainThread] INFO Brian—(IsA (SendMessage
Hi) Action)
[BrianBrainThread] INFO Brian—(HasAttribute (Send-
Message Hi) Polite)
[BrianBrainThread] INFO Brian—(IsA Hi Greeting)
[BrianBrainThread] INFO Brian—((Not HasAttribute)
MostRecentMessage HasBeenRepliedTo)
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[BrianBrainThread] INFO Brian—(IsA HasAttribute
Relation)
[BrianBrainThread] INFO Brian—(Not (HasAttribute
MostRecentMessage HasBeenRepliedTo))
[BrianBrainThread] INFO Brian—(IsA (Unspecified-
Member MostRecentMessage) Greeting)
[BrianBrainThread] INFO Brian—(IsSubclassOf Greet-
ing Greeting)
[BrianBrainThread] INFO Brian—(IsA Greeting Class)
[BrianBrainThread] INFO Brian—(IsA (Unspecified-
Member MostRecentMessage) Greeting)
[BrianBrainThread] INFO Brian—(IsA Hello Greeting)
[BrianBrainThread] INFO Brian—(IsA Hello Most-
RecentMessage)
[BrianBrainThread] INFO Brian—Found action:
[BrianBrainThread] INFO Brian—(SendMessage Hello)
[BrianBrainThread] INFO Brian—Explanation:
[BrianBrainThread] INFO Brian—Reasoning Explana-
tion—
[BrianBrainThread] INFO Brian—(ActionConsequence
(SendMessage Hello) (Increase (Happiness User)))
[BrianBrainThread] INFO Brian—(IsA (SendMessage
Hello) Action)
[BrianBrainThread] INFO Brian—(HasAttribute (Send-
Message Hello) Polite)
[BrianBrainThread] INFO Brian—(IsA Hello Greeting)
[BrianBrainThread] INFO Brian—((Not HasAttribute)
MostRecentMessage HasBeenRepliedTo)
[BrianBrainThread] INFO Brian—(IsA HasAttribute
Relation)
[BrianBrainThread] INFO Brian—(Not (HasAttribute
MostRecentMessage HasBeenRepliedTo))
[BrianBrainThread] INFO Brian—(IsA (Unspecified-
Member MostRecentMessage) Greeting)
[BrianBrainThread] INFO Brian—(IsSubclassOf Greet-
ing Greeting)
[BrianBrainThread] INFO Brian—(IsA Greeting Class)
[BrianBrainThread] INFO Brian—(IsA (Unspecified-
Member MostRecentMessage) Greeting)
[BrianBrainThread] INFO Brian—(IsA Hello Greeting)
[BrianBrainThread] INFO Brian—(IsA Hello Most-
RecentMessage)
[BrianBrainThread] INFO Brian—Processing Action:
(SendMessage Hi)
[BrianBrainThread] INFO Brian—Context changed to:
[BrianBrainThread] INFO Brian—(IsA Hello Most-
RecentMessage)
[BrianBrainThread] INFO Brian—(IsA Hi MostRecen-
tReply)
[BrianBrainThread] INFO Brian—(HasAttribute Most-
RecentMessage HasBeenRepliedTo)
[BrianBrainThread] INFO Brian—Fetching Motives
hi
When the system receives the message “hello” it first calls
the translator to translate the English string into a semanti-
cally understood representation in UL. In this case, “hello”
is translated to a node with the nickname Hello.
Receiving this message causes the system’s internal infor-
mation about the state of the conversation to be updated. The
following passages are added, with nodes shown as nick-
names:
(IsA Hello MostRecentMessage)
(Not (HasAttribute MostRecentMessage HasBeenRe-
pliedTo))
These encode the information that “The most recent
message received is hello” and “The most recent message
received has not been replied to”. Receiving a message like
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this from a user is an example of one way that the system’s
internal context could be updated. Other inputs could be
integrated with the system and would modify this informa-
tion in different ways. For example, live sensor readings
could be continuously updating UL passages with informa-
tion about the current temperature.

Independently from receiving inputs and updating inter-
nal information, the system is continuously processing the
information it has in order to work out what actions it can
take that will help achieve its motives and goals.

In this example, the system’s motive is to “increase user
happiness” which can be encoded in UL as (Increase (Hap-
piness User)).

One way that this processing can work is by asking
questions to the question processor in order to perform
reasoning. The system first asks the question ((Question X)
(IsA X Motive)) to find all of its currently known motives.
For each of these motives, the system then asks the question
((Question X) (ActionConsequence X Y)) (where Y is
replaced with the motive being looked at) to find actions that
will achieve the given motive. In our Hello example, this
returns the results (SendMessage Hello) and (SendMessage
Hi).

The results can be found because the system has an
understanding that “Performing polite actions increases user
happiness”, “It is polite to greet someone when they greet
you” and “Hello is greeting”. This understanding is encoded
in the following passages:

(IsA Hello Greeting)

(IsA Hi Greeting)

If X is polite and an action then the effect of that action
is to increase user happiness (ConsequenceOf ((HasAttrib-
ute X Polite)(IsA X Action)) (ActionConsequence X (In-
crease (Happiness User))))

If the most recent message is a greeting and the most
recent message has not been replied and X is a greeting, then
sending the message X is polite

(ConsequenceOf ((IsA  (UnspecifiedMember Most-

RecentMessage) Greeting)((Not HasAttribute) Most-
RecentMessage HasBeenRepliedTo)(IsA X Greeting))
(HasAttribute (SendMessage X) Polite))

The full explanation given by the question processor is as
follows, where each passage is proved through reasoning
using the passages an extra indentation below it:

(ActionConsequence (SendMessage Hi) (Increase (Hap-

piness User)))

(IsA (SendMessage Hi) Action)

(HasAttribute (SendMessage Hi) Polite)

(IsA Hi Greeting)

((Not HasAttribute) MostRecentMessage HasBeenRe-

pliedTo)

(IsA HasAttribute Relation)

(Not (HasAttribute MostRecentMessage HasBeenRe-

pliedTo))

(IsA (UnspecifiedMember MostRecentMessage) Greet-

ing)

(IsA Hello Greeting)

(IsA Hello MostRecentMessage)

Another way that the agent can process its understanding
of the environment, to try and achieve its goals and motives,
is via unguided reasoning. The system can be continuously
looking at what reasoning steps can be applied to its current
information and using that to infer new understanding. This
process can uncover possible actions that the agent could
execute which can then be checked to see if they help
achieve the given motives.
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Once an action has been selected by the agent it can then
be executed. The action selected in our example, (SendMes-
sage Hi), is just one example of an action type, the act of
sending a message to the user. Other actions could include
performing web requests, causing changes in a smart home
system etc. Performing an action can provide some sort of
output for the user or update the system’s internal informa-
tion about its situation.

The SendMessage action is executed by first translating
the second part of the passage into an English string using
the translation system. In this case Hi is translated to “Hi”.
This string can then be shown to the user. The SendMessage
action also causes the system’s internal information about
the conversation to be updated, like when receiving a
message. In this example it is updated to:

(IsA Hello MostRecentMessage)

(IsA Hi MostRecentReply)

(HasAttribute MostRecentMessage HasBeenRepliedTo)

This encodes the knowledge that “The most recent mes-
sage received is hello”, “The most recent message sent is hi”
and “The most recent message has been replied to”.

Alternative Example #3

To further illustrate this, here is a further example that
includes another representation of actions.

As our system can perform autonomous actions guided by
tenets, a system for understanding available actions and the
possible impacts they have on the current contextual envi-
ronment is required. Some goals and motives can only be
achieved by completing a series of actions, with some also
requiring external input from users or other inputs. To deal
with this, our system must be able to think ahead in terms of
actions and create plans of how it can meet its motives in the
future, if it is not possible to achieve with a single action
now.

In order to achieve this a planning algorithm can be used.
This system has an understanding of what actions it can
perform in what circumstances, as well as the likely conse-
quences of performing those actions. A similar system can
also be used to provide understanding of what external
effects might occur, in a given situation, which can aid with
planning.

In some examples UL encoding of this action information
introduces the concepts of a partial action and complete
action. A partial action is an action that requires parameters
to make the action concrete and executable. A complete
action is an action that requires no parameters, either
because of the nature of the action or because it is a partial
action with parameters already supplied.

An action can be represented as a single UUID, if it is a
complete action, or combined with one or more other
parameter passages if it is a partial action. For example, the
possible actions for turning on a light or turning up a
thermostat are shown:

(Activate Light))

(TurnThermostatToSetting (Thermostat) (Celsius “23”)))

Lightl and Thermostatl are nicknames for a specific
controllable light—in a typical example it is unlikely to have
a nickname but it has one to make it clear here. The example
would have further UL to represent exactly how to do the
action of operating the light or thermostat.

Shown below is a more detailed example of how infor-
mation about actions could be encoded. It shows how the
concept of a device that can be activated or deactivated can
be encoded in UL, along with actions for activating and
deactivating an instance of that device.
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(IsA Action Class)

(SubclassOf Partial Action Action)

(SubclassOf CompleteAction Action)

(IsA ActivatableDevice Class)

(IsA Activate PartialAction)

(ActionParameterCount Activate (Integer “17))

(ActionRequirement (Activate X) (IsA X (ActivatableDe-
vice Deactivated)))

(ActionConsequence (Activate X) (HasAttribute X Acti-
vated)))

(IsA Deactivate Partial Action)

(ActionParameterCount Deactivate (Integer “17))

(ActionRequirement (Deactivate X) (IsA X (Activata-
bleDevice Activated)))

(ActionConsequence (Deactivate X) (HasAttribute X
Deactivated)))

External effects can be encoded in a similar way using the
nodes: Effect, PartialEffect, CompleteEffect, EffectParam-
eterCount, EffectRequirement, EffectConsequence. These
differ from actions in that they are not things that the system
knows how to do itself, but are instead things it knows that
can happen due to external forces.

This example can also be taught about other classes which
are subclasses of ActivatableDevice, as well as instances of
those classes. In this case the class Light and the instances
Light] and Light2 can be used.

(IsA Light Class)

(IsSubclassOf Light ActivatableDevice)

(IsA Lightl Light)

(IsA Light2 Light)

With this action and effect information, the example’s
core thought loop can now be based around trying to find a
plan, which can be an ordered series of actions, that can be
executed to try and achieve the desired motives or goals
found within the tenets.

According to various examples this can be a forward-
chaining, breath first search algorithm. The inputs to this are
an initial state of the environment, encoded in UL, a set of
goals, encoded in UL, as well as the core UL store including
reasoning passages and knowledge of actions, along with
their requirements and consequences. The algorithm is out-
lined as follows:

1. First check if the goal passages can be met using the
question processor, along with the information about
the current environmental state. If they can, no action
is required.

2. Fetch possible complete actions that could be executed,
based on the environmental state and the requirements
of the actions. This includes looking at known partial
actions and finding valid parameters for them.

3. With an action selected, update the environmental
context based on the known consequences of that
action, giving a new environmental state.

4. Check again if the goals are met using the new state. If
they are, the current selected action is a valid plan.

5. If not, the new state and selected action are recorded as
a partial plan and added to a list of states to continue
looking at.

6. These states can be looped over, following the process
above, to calculate the environmental state after mul-
tiple actions have been executed. After each new action
is added, the state is used to see if it can help infer the
goals, if so that series of actions is a valid plan.

Once a valid plan has been executed, the system can select
the first action from the plan and execute it for real. If the full
consequences of the actions are known, the system could
execute many actions from the plan in a row, until an
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uncertain action or required external effect is reached. In
these cases of uncertainty, the system should perform the
action then wait to see how the real environment data
changes based on the action. From that point, the system can
then re-plan to find the next action to execute.

Extra Safe Implementations

Examples where extra safety is desired can include (a) a
separate system that double checks actions are compatible
with the tenets after the action is generated but before the
action is allowed to happen—this separate system should
have as little code or modifiable data in common with the
first system as possible (b) a tenet about not taking any
actions that might result in changes to the tenets in case it
ever becomes possible to select an action which would have
this effect via an indirect route (c) a system that keeps
knowledge of the implementation of itself out of the con-
templation loop as an additional check against unforeseen
actions which might enable the system to bypass the other
safety features. (b) and (c) are options to reduce the risk of
the system doing actions which violate the tenets by first
changing the tenets. (b) expressly prohibits it and (c) denies
the system the knowledge that would be needed to accom-
plish it. (¢) can be accomplished with express code that
actively removes UL that describes the operation of the
system itself before it can be used to select actions.
Language Independence in Voice Assistants Built with an
Example of the Present Invention

As seen herein a voice assistant or chatbot can be built
where natural language is not used internally at all. All
language is stored internally as UL, all reasoning is done in
UL.

Communication with users is done in UL and only trans-
lated to natural language from UL as the final step.

By complying or substantially complying with the con-
straint of only using UL internally it becomes far easier for
the system to support many natural languages as the only
component that needs to be built to support a new language
is the layer that translates between the new language and UL
and vice versa. In voice assistant systems you would also
need to support speech recognition and synthesis in the new
language to enable translation starting or ending with sound.
Enhanced Privacy in Voice Assistants

Prior art voice assistants accessible via a local device such
as a smart speaker in the home or even within a smartphone
often operate via a ‘wakeword’. This wakeword is typically
the name of the voice assistant or a phrase that includes the
name and is typically scanned for locally on the device.
Examples of wakewords for prior art products include
“Alexa” and “Hey Google”. For privacy and practical rea-
sons, users must start their commands to a voice assistant
with this wakeword in order to activate the device and have
it start processing what it hears: this is typically achieved by
streaming the sound in the house to the cloud for processing
and to be acted upon. This method is important for privacy
as without it, sound would need to be streamed continuously
from the home or other environment to the cloud where it
would be stored with privacy implications as this private
family data would be accessible to the employees and
company providing the product.

Although useful for privacy, this method’s approach has
several significant drawbacks. The first drawback is that the
user is forced into the unnatural conversational approach of
starting everything directed at the voice assistant with the
wakeword—which they typically would not do when inter-
acting with a human. Although some devices can be con-
figured to stay active for a few seconds after a first interac-
tion to avoid repeating the wakeword for immediate follow-
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ups, it is often difficult for the user to know that the device
is still active. A second drawback is simply that the voice
assistant is not aware of what is happening within the home
or other environment between commands directed directly
to the device. Although this is good for privacy it means an
intelligent voice assistant such as one which can be imple-
mented with an example of the present invention is unaware
of what is happening in the home and may lack important
context in order to help the family for example in accordance
with the tenets.

A further two drawbacks are related to recognising the
wakeword: wakeword recognition is done with statistical
machine learning methods that are imperfect. This imper-
fection can manifest itself in two ways: the first is acciden-
tally hearing a wakeword where none has actually been
uttered: for example, a snippet of television sound, language
that sounds similar or even a mention of the device that
wasn’t intended to wake it (e.g. talking about Alexa with a
friend). In the case of an accidental firing a small amount of
sound is unintentionally streamed out of the house anyway
which has privacy consequences. The second way is the
wakeword not being recognised even though a user said it.
In this case the user will often have to repeat themselves
until the device wakes up, which is frustrating for the user
and increases the time needed to achieve the user’s desired
result.

Examples of voice assistants enabled by an example of
the present invention can address these limitations by cre-
ating a private cloud environment for the family’s data,
where the private data used by the voice assistant is cryp-
tographically isolated from the company that supplies the
voice assistant and from other users. Unlike prior art voice
assistants which are perceived as a single entity that is
shared by everyone, some examples based on this private
cloud method can also be perceived as a unique voice
assistant that is exclusively for the use of the family/
household and which knows and can be trusted with private
family data and secrets.

According to various examples this is implemented using
cryptographic methods where the key is in three parts and
where any two of the three parts can access the private data.
One of these keys is owned and held by the user and family
and is held on local devices or stored within an associated
smartphone application. The second key is held by the
company that supplies the voice assistant and the third key
is held by a separate entity—ideally a separate legal entity
even in a separate legal jurisdiction. Routine operation of the
voice assistant combines the key held by the user with that
held by the supplier so the voice assistant using the private
cloud can operate in normal day-to-day operation. However,
this method would prevent any employee of the voice
assistant supplier say from accessing private information as
they would only have access to a single key. The relationship
between the voice assistant supplier and the third entity is
governed by a contract and set of procedures that strictly
govern how and when they can collaborate in order to
preserve the privacy of the end user and preserve their trust.
Examples of when they might collaborate might be to
restore a new third key to the end user in the event of the user
losing access to their key and having had a request and
reasonable evidence of this situation from the user. Another
example might be limited circumstances following a court
order or a criminal investigation. However, this arrangement
would prevent casual access to the user’s private data in
most normal circumstances. In an alternative example the
data is accessed with a single private key held only by the
family optionally combined with methods to back-up and
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preserve the key from loss. There are multiple viable meth-
ods well known by practitioners of the relevant art for
enabling combinations of keys to access data yet denying
data to any single keyholder.

Voice assistant privacy and end user trust can be further
preserved with additional privacy modes. Prior art voice
assistants rely on a wake word as previously described,
sometimes with a physical button that can permanently mute
the device. Examples of the present invention can include an
additional ‘deep sleep’ model which can be enabled by voice
and from which an extended much longer or more unusual
wake word is required to wake the device, eliminating the
risk of a false accept from background noise or casual
conversation mentioned above.

The privacy improvements from the private cloud method
described herein also enables a ‘join in’ mode where the
device is continuously listening and processing the conver-
sation and potentially participating as appropriate. In some
examples this ‘join in” mode could even be the default and
the voice assistant is in effect a family member who is fully
present during family conversations.

Multiple Voice Assistants

According to various examples, this private voice assis-
tant could be further customised by the user, possibly
adjusting or augmenting the tenets it operates under, its
personality, its name and its voice. In examples with a visual
representation, this too can be customised. The result in a
preferred example is that a family or person’s voice assistant
is conceptualised as a trusted, unique entity separate from
every other voice assistant and in trusted possession of
private data which it does not share with anyone else, even
its supplier.

In various examples different assistants can communicate
with each other to ask questions of private knowledge that
the destination assistant knows, to make requests for actions
that the remote assistant can do or to share information.
When communication is with assistants that use UL those
communications can be done using UL. For voice assistants
not enabled by UL communication can be done in natural
language.

The following concepts are provided.

Concept A: The Semantic Node

Method for the automated analysis or use of heteroge-
neous data, comprising the steps of:

providing a structured representation of data that repre-

sents a universal language or corpus of natural lan-
guage words, concepts, or other things, where the
structured representation enables at least some aspects
of the meaning or semantic content of those words,
concepts or other things to be determined by a machine
system,

and in which the structured representation of a specific

word, concept, or other thing is generatable locally by
a user and, if shared with, or made available to, other
users, automatically becomes a shared identifier for that
specific word, concept, or other thing in the universal
language or corpus.

Concept B. Tenets

Method for the automated analysis or use of heteroge-
neous data, comprising the steps of:

providing a structured representation of data that can

represent any natural language word, concept, or other
thing such that at least some of the meaning or semantic
content of that word, concept or other thing can be
determined by a machine system;

in which the structured representation of data includes one

or more tenets, statements or other rules defining the
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objectives or motives for the machine system and the

machine system is configured to operate at least par-

tially by selecting or deciding on actions which autono-

mously optimize or otherwise affect its achievement or

realization of those tenets, statements or other rules.
Concept C. Objective Solver

A computer-implemented method including the steps of:

(1) accessing stored data, or storing data, the stored data
being in a language representing knowledge knowable
by a human, wherein the stored data is stored in a
representation which is machine readable and machine
processable, and wherein the stored data is not stored
solely in a human language;

(ii) receiving and storing one or more statements of
objectives, wherein the stored one or more statements
of objectives are stored in the language representing
knowledge knowable by a human;

(iii) processing the stored one or more statements of
objectives, and accessing and processing the stored
data in a language representing knowledge knowable
by a human, to derive a solution to the one or more
statements of objectives, using the stored data in a
language representing knowledge knowable by a
human, and

(iv) storing or outputting the solution.

Concept D. Crossword Solver

Method for the automated analysis and solving of cross-

word puzzles, comprising the steps of:

providing a structured representation of data that can
represent any natural language word, concept, or other
thing such that the meaning or semantic content of that
word, concept or other things can be determined by a
machine system

providing a structured representation of data that repre-
sents a natural language conclusion, inference or other
logical process;

generating a structured representation of the clues in a
crossword puzzle and the crossword grid;

a machine system autonomously using the structured
representations of natural language words, concepts, or
other things and the natural language conclusions,
inferences or other logical processed to generate can-
didate answers to the clues.

The following sub-features may apply to any of the above

Concepts A-D.

the heterogeneous data is sufficiently broad to render a
schema impractical.

the heterogeneous data is not stored as a schema.

the heterogeneous data is not stored as natural language.

the universal corpus representing the meaning of natural
language words includes all words in a dictionary.

the universal corpus of natural language concepts is
derived from a machine analysis of natural language
documents or conversations.

the universal corpus of natural language words, concepts
or other things is derived from a machine analysis of
natural language documents or conversations.

the structured representation of a word encodes the
semantic meaning of that word through links to struc-
tured representations of related words, concepts, other
terms, or logical processes.

the structured representation of a specific word, concept,
or other thing is, once generated, a unique identifier for
that specific word, concept, or other thing in the uni-
versal language or corpus.
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there are multiple different structured representations of
the same specific word, concept, or other thing, but
each exists only locally and is not part of the universal
language or corpus.

the unique identifier is a 128 bit UUID.

the structured representation of a specific word, concept,
or other thing can relate to any of: every specific human
being, the concept of human being (of which any
specific human being is a member), every file, every
web page, every audio recording or video, specific
relationships (including the relationship that links any
specific human being to the concept of human being),
attributes, specific types of language nuance and every
row and item in a relational database table.

the structured representation is a semantic node in an
ordered or partially ordered combination or network of
combined or linked nodes, the combined or linked
nodes being the structured representation of the related
words, concepts, other terms, or logical processes.

combining nodes generates a new word, concept, or other
term with a new meaning or semantic content in the
universal language.

an ordered or partially ordered collection of structured
representations captures a specific meaning or semantic
content.

a machine learning system generates new nodes and links
between nodes by autonomously learning from natural
language documents or conversations.

a structured representation represents a natural language
conclusion, inference or other logical process.

structured representations of conclusions, inferences or
other logical processes are used for reasoning and
outputting the results of that reasoning.

the nodes of structured representations are used to con-
stitute a memory or repository of knowledge or rela-
tionships between about words, concepts, other things,
and conclusions, inferences or other logical processes.

the nodes of structured representations are used to under-
stand spoken or written communication.

the node networks of structured representations are used
to generate spoken or written communication.

the node networks of structured representations constitute
a basis for a general intelligence system.

the representation of heterogeneous data is used in an
application relating to managing health.

the representation of heterogeneous data is used in an
application relating to managing nutrition.

the representation of heterogeneous data is used in an
application relating to managing matching job seckers
to jobs.

the representation heterogeneous data is used in an appli-
cation relating to accounting.

the representation of heterogeneous data is used in an
application relating to a voice assistant or chatbot.

the heterogeneous data is used in an application relating
to searching the WWW.

Further aspects of an example of the present invention are

described by the following clauses

UL or Similar Powered System for Vertical Applications
(1) A system operable to provide a useful vertical appli-

cation where the useful vertical application requires data

which is heterogeneous and extremely broad in scope,

comprising at least one data store containing a machine-

readable representation of the data that encodes meaning.

(2) The system described in clause 1 where the useful

vertical application is an application operable to automati-
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cally match candidates to jobs or a health application or an
accountancy application or a chatbot or a voice assistant.

(3) The system of clause 1 or clause 2 where the machine-
readable representation of the data is a machine language
comprising combinations of semantic nodes that represent
entities and where meaning comes from the choice of
semantic nodes and the way they are combined.

(4) The system of clause 3 where the system is further
operable to receive a description of an entity from a remote
system and use the description to return a semantic node
corresponding to the entity.

(5) the system of any previous clause where the data
includes a representation of computational capabilities that
are available to the application.

(6) the system of any previous clause where the system is
further operable to achieve automatic identification of data
for removal from the data store.

(7) the system of any previous clause where the system is
further operable to reason with reference to the contents of
the at least one data store wherein new useful data is
generated of use to the useful vertical application.

(8) the system of clause 7 where the new useful data is
stored enabling the new useful data to be used in the future
without further reasoning.

(9) the system of clause 6 where the automatic identifi-
cation of data for removal from the data store is achieved
using analysis of signals concerning the veracity or utility of
the data from the application users.

Intelligent System Driven by Tenets

(1) a system comprising at least one data store containing
machine-readable tenets which represent goals and rules to
guide the system and where the system is further operable to
do actions that conform with the tenets by referencing the
tenets.

(2) The system of clause 1 where the system is further
operable to check potential actions against the tenets and
determine the potential actions’ conformity with the tenets.

(3) The system of clause 1 or 2 where the system is further
operable to propose actions that conform to the tenets by
referencing the tenets.

(4) The system of any previous clause where the actions
include communicating with users in written form.

(5) the system of any previous clause where the actions
include communicating with users in spoken form.

(6) the system of any previous clause where the tenets
include at least one measure the system should try to
maximize.

(7) the system of clause 6 where the at least one measure
includes user happiness.

(8) the system of any previous clause where the tenets
include at least one measure the system should try to
minimize.

(9) the system of clause 8 where the at least one measure
includes user unhappiness.

(10) the system of any previous clause where the tenets
include at least one rule for actions the system must never do
and where the system is further operable to avoid doing the
actions the system must never do by referencing the tenets.

(11) the system of any previous clause where the tenets
include at least one suggestion of what action to do in a
defined circumstance.

(12) the system of any previous clause where the actions
include accessing other remote computer systems.

(13) the system of any previous clause where the actions
include changing the state of devices linked to the system via
a network.
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(14) the system of any previous clause where the actions
include initiating a spoken interaction with a human being.

(15) the system of any previous clause where the system
further comprises at least one data store containing a
machine-readable representation of the world that encodes
meaning and where the system is further operable to reason
with reference to the machine-readable representation of the
world to select actions that conform with the tenets.

(16) the system of clause 15 where the machine-readable
representation of the world comprises a representation of
valid reasoning steps and where the system is further oper-
able to utilise the representation of valid reasoning steps to
reason.

(17) the system of clause 15 or clause 16 where the
machine-readable representation of the world includes a
representation of computational capabilities that are avail-
able to the system and where the system is further operable
to utilise the computational capabilities by referencing the
machine-readable representation.

(18) The system of clause 15, 16 or 17 where the system
is operable to learn and augment the machine-readable
representation of the world.

(19) The system of clause 18 where the system is operable
to learn from communication with at least one user.

(20) The system of clause 18 where the system is operable
to learn from at least one external sensor connected to the
system via a network.

(21) the system of any previous clause where the
machine-readable tenets are at least partially represented by
combinations of identifiers and where at least some of the
identifiers represent concepts corresponding to real-world
things.

(22) The system of clause 21 where the system is further
operable to receive a description of a concept from a remote
system and use the description to return an identifier which
is likely to mean the concept.

(23) the system of any previous clause where the system
is operable to continuously reason in a way that results in
actions that conform with the tenets.

(24) the system of any previous clause where the system
is operable to answer questions about the tenets from human
users.

Intelligent System Driven by Tenets #2

(1) A computer system comprising a long-term memory;
a short-term memory; a tenet-store containing machine-
readable tenets representing rules to guide the system and
where the computer system is operable to receive events and
utilise the events, the contents of the long-term memory, the
contents of the short-term memory and the tenets to do
actions that conform with the tenets.

(2) The computer system of clause 1 where the events
include communication from at least one user and where the
actions include communication to at least one user.

(3) the computer system of any previous clause where the
system is further operable to learn, and store what it has
learned to the long-term memory.

(4) the computer system of any previous clause where the
computer system is not operable to change the tenets.

Extra Safe Examples

(5) the computer system of clause 4 where the tenets
include a tenet prohibiting actions which might result in
changes to the tenets.

(6) the computer system of any previous clause where the
system is further operable to do an independent check of
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each potential action against the tenets and will discard the
potential action if the independent check finds that it is
incompatible with the tenets.

(7) the computer system of any previous clause which is
further operable to actively exclude knowledge on itself
from being used in determining actions.

Translation

(1) A method of generating a machine-readable semantic
representation of a section of natural language comprising
passing the passage of natural language through a sequence-
to-sequence neural architecture trained on training data
comprising pairs of natural language and a corresponding
structured representation that encodes meaning.

(2) The method of clause 1 where the neural architecture
comprises an encoder and decoder and where the method
comprises the further step of using beam searching during
decoding of the semantic representations from the decoder
to remove invalid semantic representations.

(3) The methods of clause 1 or 2 where the section of
natural language is a question and where the method further
comprises the step of answering the question with reference
to the semantic representation.

(4) The methods of clause 1 or 2 where the section of
natural language is one or more documents and where the
method further comprises the steps of utilising the semantic
representation of the one or more documents to answer
questions.

(5) The methods of clause 3 or 4 where the method further
comprises the step of reasoning with reference to the seman-
tic representation to produce further representations not
present prior to this step.

Job Matching Application

(1) A system operable to match candidates to open jobs
comprising at least one data store containing:

a plurality of candidate résumés where at least some parts
of at least some of the candidate résumés are in a
structured machine-readable form that encodes mean-
ing;

a plurality of job specifications for open roles where at
least some parts of at least some of the job specifica-
tions are stored in the structured machine-readable
form that encodes meaning and

where the system is further operable to match the plurality
of candidate résumés with the plurality of job specifi-
cations to identify high confidence matches between
candidates and open roles.

(2) the system of clause 1 where the structured machine-
readable form is a language that represents meaning by
creating combinations of identifiers and where at least some
of the identifiers represent human skills and experience.

(3) the system of any previous clause where the at least
one data store further stores a representation of candidates’
desired roles at least partially represented in the structured
machine-readable form and where the system is further
operable to match open roles against the representation of
candidates’ desired roles in order to improve the matches
between candidates and open roles.

(4) the system of any previous clause where the system is
further operable to send a push notification to a mobile
device when a high confidence match is found.

(5) the system of any previous clause where the system is
further operable to explain how the candidate matches the
role by generating an explanation of which bits of the job
specification match the skills and experience of the candi-
date.

(6) the system of clause 5 where the explanation is in a
natural language.
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(7) the system of any previous clause where the system is
operable to match requirements in job specifications to the
skills and experience of a candidate where there are no
keywords in common between the relevant parts of the
natural language versions of the candidate résumé and job
specification.

(8) the system of any previous clause where the system is
operable to make a sequence of logical reasoning steps in
order to match the skills or experience of a candidate with
a requirement in a job specification.

Health Application

(1) A system for managing a broad set of health data for
one or more people where at least some of the health data is
represented in a structured machine-readable form that
encodes meaning stored within one or more data stores.

(2) The system of clause 1 where the health data includes
nutrition data about food or drink that has been consumed by
at least one of the one or more people.

(3) The system of clause 2 where the nutrition data
includes data that represents the uncertainty about the vol-
ume or composition of what was consumed.

(4) The system of any previous clause where the health
data comprises data about the results of blood tests or
measurements or body composition or activity information
or genetic data or microbiome data or bowel motion events
or sleep data or workout data or activity data or symptoms
of diseases or human moods or menstruation or ingestion of
medication or medical conditions or data from any wearable
device.

(5) the system of any previous clause where the system is
further operable to converse with one or more users via text.

(6) the system of any previous clause where the system is
further operable to enable selected other people to converse
with the one or more users and to enable the selected other
people to view relevant health data.

(7) the system of any previous clause where the system is
further operable to create graphs of specific types of health
data together wherein users can see how different data
correlates.

(8) The system of any previous clause where the system
is further operable to analyse the health data to uncover
insights relevant to the specific user’s health.

(9) The system of the previous clause where the insights
include potential dietary intolerances or behaviours that
influence sleep.

(10) The system of any previous clause where elements of
the health data are combined to calculate an additional item
of health data not already present in the health data.

(11) The system of clause 10 where the additional item of
health data is an estimate of caffeine present in a user’s body
at a particular time.

Accounting Application

(1) The system for managing accounting data for at least
one business where at least some of the accounting data is
represented in a structured machine-readable format that
encodes real-world meaning stored within one or more data
stores.

(2) The system of clause 1 where the structured machine-
readable format is comprised of combinations of identifiers
where at least some of the identifiers represent real-world
entities relevant to the activities of the at least one business
and where further meaning is encoded from the choice of
combinations of the identifiers.

(3) The system of any previous clause where the system
is operable to automatically present the accountancy data in
a plurality of different accountancy standards.
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(4) The system of any previous clause where the system
is operable to answer questions about the activities of the at
least one business.

Privacy-Enhanced Voice Assistant

(1) A system provided by a system provider for providing
services to at least one user via a voice user interface
comprising at least one device local to the at least one user
where the at least one device is operable to stream sound
data to one or more remote data stores where the sound data
is cryptographically stored within the one or more remote
data stores using a cryptographic method where at least two
of at least two different cryptographic keys are needed to
read the sound data.

(2) The system of clause 1, where a first one of the at least
two different cryptographic keys is held within the at least
one device local to the user and where a second one of the
at least two different cryptographic keys is held by the
system provider.

(3) The system of clause 2, where the number of different
cryptographic keys is at least three and where a third one of
the different cryptographic keys is held by an entity distinct
from both the user and the system provider.

(4) The system of any previous clause operable to stream
general sound from the at least one device and to utilise
information learned from the general sound to improve its
value to the at least one user.

Enhanced Privacy Mode

A system with a voice user interface initiated with a first
wakeword, where the system is operable to enter a privacy-
preserving state requiring a second wakeword and where the
second wakeword is sufficiently long or unusual that a false
recognition of the second wakeword is significantly more
improbable relative to the first wakeword
Multiple Voice Assistant System

(1) A system operable to deliver the experience of a
plurality of different voice assistants to a plurality of users
comprising at least one data store containing personality
information which determines the personality of at least
some of the plurality of different voice assistants.

(2) The system of clause 1, where the personality infor-
mation includes information about the voice assistant’s
gender or name or voice or moods or emotional reactions or
level of formality or position on the extrovert-introvert scale
or position on any Myers Briggs scale or a Myers Briggs
categorisation or categorisation in a personality test or visual
appearance.

(3) The system of any previous clause where the at least
one data store further comprises at least one set of machine-
readable tenets which represent goals and rules to guide at
least some of the plurality of voice assistants and where the
system is further operable to do actions that conform with
the tenets by referencing the tenets.

(4) The system of clause 3 where the at least one set of
machine-readable tenets is a plurality of sets of machine-
readable tenets and where selected ones of the plurality of
different voice assistants are mapped to selected ones of the
plurality of sets of machine-readable tenets wherein different
voice assistants are driven by different tenets.

(5) The system of any previous clause where the at least
one data store further comprises private user data accessed
only by selected ones of the plurality of different voice
assistants.

Example Use Cases

In examples, examples of the inventions may be used in
the following applications:
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any language based man/machine interface spoken or in
text form, where the machine user experience is
expressed in UL.

converting web pages into UL for search and analysis
(e.g. in the limit, all web pages).

converting all maps (especially ultra-high resolution maps
needed for autonomous driving and related metadata)
into UL.

location based search against mapping data expressed in
UL.

identifying relevant adverts and news to serve someone
based on their social media profile, expressed in UL.

identifying relevant adverts and news to serve someone
based on their web search and web browsing history,
expressed in UL.

suggesting potential friends or contacts based on similar
social media or work profiles, expressed in UL.

Identifying abusive postings, all converted into UL, on
social media.

Identifying messages and posts, all converted into UL,
with national security or crime implications.

analysing customer reviews and feedback, all converted
into UL.

analysing shopping requests, all converted into UL, to
identify matching products against a product database
expressed in UL.

automated answering of questions from analysing web
pages, all converted into UL.

dating web sites based on matching profiles, converted
into UL, or identifying other correlations that indicate
compatibility.

generating summaries, e.g. news summaries, from source
documents converted into UL.

Note

It is to be understood that the above-referenced arrange-
ments are only illustrative of the application for the prin-
ciples of the present invention. Numerous modifications and
alternative arrangements can be devised without departing
from the spirit and scope of the present invention. While the
present invention has been shown in the drawings and fully
described above with particularity and detail in connection
with what is presently deemed to be the most practical and
preferred example(s) of the invention, it will be apparent to
those of ordinary skill in the art that numerous modifications
can be made without departing from the principles and
concepts of the invention as set forth herein.

APPENDIX 1
Key Concepts

This Appendix 1 summarises the key Concepts disclosed
in this specification. We organise these key Concepts into the
following 14 categories:

Concepts

A. Brackets to disambiguate combinations of nodes

B. Shared syntax across facts, queries and reasoning
C. Nesting of nodes

D. ID selection

E. Any client can generate a semantic node or passage
F. Consolidated universal language (UL) concepts

G. Question answering

H. Learning
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1. Translation to and from UL

J. Semantic node resolution

K. Translation between natural languages

L. Voice Assistant

M. Tenets

N. Use cases:

N1: Man/machine interface

N2: Search and Analysis of Documents or web pages.

N3. Mapping data represented as UL, associated sys-
tems utilising mapping data and location based
search

N4. Identifying relevant adverts and news

NS5. Aggregation and summarisation of news

N6. Matching between people using UL

N7. Identifying abusive or untrue postings in social
media

N8. Analysis of Customer Reviews

N9. Shopping queries and product requests

N.10 Job matching

N.11 Horizontal Health Application

N.12 Accounting

N.13 Voice Assistants/Chatbots

Note that any Concept A-N can be combined with any one
or more other Concepts A-N and any Concept A-N can be
combined with any one or more optional features from any
one or more other Concepts A-N.

We define each of these Concepts as follows:
Machine-Readable Language: Semantic Nodes and Pas-
sages
A. Brackets to Disambiguate Combinations of Nodes

The UL model uses bracketed combinations of nodes as
the sole or primary mechanism for representing unambigu-
ous meaning yet still achieves enormous expressivity. This
enables faster processing of UL compared to other methods
where there is a proliferation of different disambiguation
mechanisms. It also simplifies storage enabling faster search
and access. It also makes it faster to write UL compared to
other languages and hence scales adoption. It also reduces
the complexity and thus makes feasible many of the appli-
cations of the technology.

We can generalise to:

A computer implemented method for the automated

analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the structured, machine-
readable representation includes a single syntactical
item to disambiguate the meaning of structured rep-
resentations of data;

(b) automatically processing the structured, machine-
readable representation for one or more of the fol-
lowing: to derive facts or relationships, to reason, to
learn, to translate, to answer questions, to process
natural language content, to enable man-machine
interaction, to represent and to police rules or tenets,
to enable one or more vertical applications.

Computer-based system configured to analyse data, the

system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the structured, machine-
readable representation includes a single syntactical
item to disambiguate meaning;

(b) automatically process the structured, machine-read-
able representation for one or more of the following:
to derive facts or relationships, to reason, to learn, to
translate, to answer questions, to process natural
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language content, to enable man-machine interac-
tion, to represent and to police rules or tenets, to
enable one or more vertical applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprising semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features

the single syntactical item to disambiguate meaning is
parentheses or brackets.

the single syntactical item to disambiguate meaning is the
only syntactical item to disambiguate the meaning of
different combinations of structured, machine-readable
representation of data.

the single syntactical item to disambiguate the meaning of
different combinations of structured, machine-readable
representation of data is the primary syntactical item to
disambiguate the meaning of the combination.

the single syntactical item to disambiguate meaning rep-
resents nesting of the structured, machine-readable
representation of data.

the single syntactical item to disambiguate meaning rep-
resents nesting of semantic nodes and passages.

the single syntactical item to disambiguate meaning rep-
resents nesting of semantic nodes and passages to any
arbitrary depth.

the single syntactical item to disambiguate meaning
requires that semantic nodes and passages can only be
combined in nested combinations.

the single syntactical item to disambiguate meaning
allows for expressions to be nested indefinitely to allow
a user to define a concept, coupled with contextual
information about the concept, as a hierarchy of seman-
tic nodes.

the single syntactical item to disambiguate meaning
allows for a combination semantic nodes to contain any
finite number of semantic nodes and the semantic nodes
within them can also be combination nodes creating
any level of nesting.

The syntax of the structured, machine-readable represen-
tation of data conforms or substantially conforms to the
production grammar “<passage>:=<id>| <passage>:=
(<passage><passage>*)" where “<passage>*" means
zero or one or more further passages and where <id> is
an identifier for a semantic node.

B. Shared Syntax Across Facts, Queries and Reasoning

The UL model uses a shared syntax that applies to

semantic nodes and passages that represent factual state-
ments, query statements and reasoning statements. This
enables faster processing of UL compared to other methods
where there is a proliferation of different syntaxes. It also
makes it faster to write UL compared to other languages and
hence scales adoption. It also simplifies storage enabling
faster search and access. It also reduces the complexity and
thus increases the feasibility of many of the applications of
the invention.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
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readable language, where the language has a syntax
that is a single shared syntax that applies to passages
that represent factual statements, query statements and
reasoning statements;
(b) automatically processing the structured, machine-
readable representation for one or more of the follow-
ing: to derive facts or relationships, to reason, to learn,
to translate, to answer questions, to process natural
language content, to enable man-machine interaction,
to represent and to police rules or tenets, to enable one
or more vertical applications.
Computer-based system configured to analyse data, the
system being configured to:
(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the language has a syntax
that is a single shared syntax that applies to passages
that represent factual statements, query statements and
reasoning statements;
(b) automatically process the structured, machine-read-
able representation for one or more of the following: to
derive facts or relationships, to reason, to learn, to
translate, to answer questions, to process natural lan-
guage content, to enable man-machine interaction, to
represent and to police rules or tenets, to enable one or
more vertical applications.
In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and
is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
Other Optional Features:
the syntax applies to all structured, machine-readable
representations of data.
the syntax is a simple unambiguous syntax comprising
nesting of structured, machine-readable representations
of data.
the syntax is a simple unambiguous syntax comprising
nesting of structured, machine-readable representations
of data to any arbitrary depth.
the syntax is a simple unambiguous syntax in which
structured, machine-readable representations of data
can only be combined in nested combinations.
the syntax allows for expressions to be nested indefinitely
to allow a user to define a concept, coupled with
contextual information about the concept, as a hierar-
chy of semantic structured, machine-readable represen-
tations of data.
Combinations of structured, machine-readable represen-
tations of data can contain any finite numbers of
structured, machine-readable representations of data
creating any level of nesting.
structured, machine-readable representations of data are
semantic nodes or passages.
semantic nodes are identified with a UUID.
C. Nesting of Nodes

The UL model uses an unambiguous syntax comprising
nesting of semantic nodes and passages, i.e. the structured,
machine-readable representations of data. This lack of ambi-
guity enables machines to process and utilise data stored in
this model with certainty as to what is being represented in
contrast to the use of a natural language.

10

15

20

25

30

35

40

45

50

55

60

65

74

We can generalise further to:
A computer implemented method for the automated
analysis or use of data, comprising the steps of:
(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the syntax for the machine-
readable language is a substantially unambiguous syn-
tax comprising nesting of structured, machine-readable
representations of data;
(b) automatically processing the structured, machine-
readable representation one or more of the following: to
derive facts or relationships, to reason, to learn, to
translate, to answer questions, to process natural lan-
guage content, to enable man-machine interaction, to
represent and to police rules or tenets, to enable one or
more vertical applications.
Computer-based system configured to analyse data, the
system being configured to:
(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the language has a syntax in
which the syntax for the machine-readable language is
a substantially unambiguous syntax comprising nesting
of structured, machine-readable representations of
data;
(b) automatically process the structured, machine-read-
able representation for one or more of the following: to
derive facts or relationships, to reason, to learn, to
translate, to answer questions, to process natural lan-
guage content, to enable man-machine interaction, to
represent and to police rules or tenets, to enable one or
more vertical applications.
In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and
is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
Other Optional Features:
the syntax is a simple unambiguous syntax comprising
nesting of structured, machine-readable representations
of data to any arbitrary depth.
the syntax is a simple unambiguous syntax in which
structured, machine-readable representations of data
can only be combined in nested combinations.
the syntax allows for expressions to be nested indefinitely
to allow a user to define a concept, coupled with
contextual information about the concept, as a hierar-
chy of semantic structured, machine-readable represen-
tations of data.
Combinations of structured, machine-readable represen-
tations of data can contain any finite numbers of
structured, machine-readable representations of data
creating any level of nesting.
structured, machine-readable representations of data are
semantic nodes or passages.
semantic nodes are identified with a UUID
D. ID Selection

The UL model uses semantic node identifiers that are
selected from an address space that is sufficiently large to
enable users to select a new identifier with negligible risk of
selecting a previously allocated identifier. This enables users
to use the present invention with local data without having



US 12,131,127 B2
75

to coordinate with any other user, whilst also benefitting
from shared nodes which have meaning to more than one
user.

76

a string is represented by an 1D as an additional identifier.
a string is represented as a UUID or other numerical 1D

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, where the structured, machine-read-

and a separate passage links the string to that numerical
ID to provide its meaning.

two identical strings used as structured, machine-readable
representations of data have universal meaning as that
string.

any user can coin its own structured, machine-readable
representation of data with its own local meaning by

able representation of data comprises a plurality of 10 i - -
. . . picking an unused identifier.
identifiers which are selected from an address space . dentifier f i d
that is sufficiently large to enable users to select a new iy user can com 1ts owh IGeRiier for & semantic node
- - - . . - . even if another identifier is already used for the seman-
identifier with negligible risk of selecting a previously .
allocated identifier; e noqe' . . L
(b) automatically processing the structured, machine- 15 1Y Useris free to deﬁpe its own meaning to cgmblnatlons
readable representation one or more of the following: to of structured, machine-readable representations of data.
derive facts or relationships, to reason, to learn, to there can be multiple different structured, machine-read-
translate, to answer questions, to process natural lan- able representation of data for the same specific word,
guage content, to enable man-machine interaction, to concept, or other thing.
represent and to police rules or tenets, to enable one or 20  any user that chooses to create passages that use shared
more vertical applications. structured, machine-readable representation of data is
Computer-based system configured to analyse data, the also expressing the same meaning by combining them,
system being configured to: so that the meaning that comes from combining shared
(a) store in a memory a structured, machine-readable structured, machine-readable representations of data is
representation of data that conforms to a machine- 25 universal.
readable language, where the structured, machine-read- each sense of each word in a dictionary is represented by
able representation of data comprises a plurality of a structured, machine-readable representation of data.
identifiers which are selected from an address space a “shared ID” is an ID used by more than one user; a
that is sufficiently large to enable client entities to select “private ID” or “local ID” is similarly an ID used by
a new identifier with negligible risk of selecting a 30 only one user and is not published or exposed to other
previously allocated identifier; users; a “public ID” is an ID that a user has used in UL
(b) automatically process the structured, machine-read- that can be seen by every user.
able representation for one or more of the following: to a semantic node is a structured, machine-readable repre-
derive facts or relationships, to reason, to learn, to sentation of data that, once defined, has an identifier so
translate, to answer questions, to process natural lan- 35 it can be referred to within the machine-readable lan-
guage content, to enable man-machine interaction, to guage.
represent and to police rules or tenets, to enable one or a passage is a combination of semantic nodes expressing
more vertical applications. meaning, and is the sole nesting construct.
In the preferred implementation, the structured, machine- semantic nodes in infinite classes can be represented as a
readable representation of data that conforms to a 40 combination of a plurality of other nodes.

machine-readable language comprises semantic nodes

and passages;

and in which a semantic node represents an entity and
is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of 45
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

E. Any Client can Generate a Semantic Node or Passage
The UL model uses semantic node identifiers that are
selected from an address space that is sufficiently large to
enable users to select a new identifier with negligible risk of
selecting a previously allocated identifier. This makes it
faster and easier to create UL compared to other languages
and hence scales adoption. It also enables users to apply the
technology to their local data while still benefitting from
passages and implementations generated by other users.

A semantic node once defined has an identifier or ID. 50  We can generalise to:

The identifier is selected from an address space that is A computer implemented method for the automated
sufficiently large to enable client entities to select new analysis or use of data, comprising the steps of:
identifiers independently of other client entities without (a) storing in a memory a structured, machine-readable
duplication. representation of data that conforms to a machine-

The identifier is selected from an address space that is 55 readable language, and in which the machine-readable
sufficiently large to enable client entities to select a new language is scalable since there are no restrictions on
identifier with negligible risk of selecting a previously which users can create a structured, machine-readable
allocated identifier. representation of data or related identifier;

the identifier or ID is a UUID. (b) automatically processing the structured, machine-

the ID is a 128-bit version 4 UUID (RFC 4122) with 60 readable representation one or more of the following: to
hyphenated lower-case syntax. derive facts or relationships, to reason, to learn, to

the ID is a UUID or a string, such as a Unicode string. translate, to answer questions, to process natural lan-

a string can denote itself as a structured, machine-readable guage content, to enable man-machine interaction, to
representation of data and its meaning is strictly the represent and to police rules or tenets, to enable one or
string itself only and any natural language meaning 65 more vertical applications.

contained within the string is not part of the meaning of
the string.

Computer-based system configured to analyse data, the
system being configured to:
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(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, and in which the machine-readable
language is scalable since there are no restrictions on
which users can create a structured, machine-readable
representation of data or related identifier;

(b) automatically process the structured, machine-read-
able representation for one or more of the following: to
derive facts or relationships, to reason, to learn, to
translate, to answer questions, to process natural lan-
guage content, to enable man-machine interaction, to
represent and to police rules or tenets, to enable one or
more vertical applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

the machine-readable language is a universal language for
which substantially anything expressible in natural
language is expressible as a structured, machine-read-
able representation of data or a combination of struc-
tured, machine-readable representations of data.

a structured, machine-readable representation of data rep-
resents a specific entity, such as a word, concept, or
other thing, and once generated, identifies uniquely that
specific word, concept, or other thing in the universal
language.

an ordered or partially ordered collection of structured,
machine-readable representations of data captures a
specific meaning or semantic content.

the meaning of a structured, machine-readable represen-
tation of data comes from statements written in the
machine-readable language.

the meaning of a structured, machine-readable represen-
tation of data comes from other structured, machine-
readable representations of data that represents things
that have been said about the structured, machine-
readable representation of data.

a semantic node that represents an entity encodes the
semantic meaning of that entity through links to struc-
tured, machine-readable representations of data of
related words, concepts, other terms, or logical pro-
cesses.

combining structured, machine-readable representations
of data generates a new word, concept, or other term
with a new meaning or semantic content in the
machine-readable language.

the machine-readable language is understandable to
human users where it corresponds to an equivalent
statement in natural language.

the machine-readable language is scalable since any natu-
ral language word, concept, or other thing can be
represented by a structured, machine-readable repre-
sentation of data.

the machine-readable language is scalable since there are
no restrictions on which users can create a structured,
machine-readable representation of data.
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a semantic node is a structured, machine-readable repre-
sentation of data that, once defined, has an identifier so
it can be referred to within the machine-readable lan-
guage.

a passage is a combination of semantic nodes expressing
meaning, and is the sole nesting construct.

F. Consolidated UL Concepts

We can bring the above concepts together as follows:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory structured, machine-readable
representations of data that conform to a machine-
readable language in which one or more of the follow-
ing apply:

a single syntactical item is used to disambiguate the
meaning of structured representations of data;

the syntax for the machine-readable language is a
single shared syntax that applies to passages that
represent factual statements, query statements and
reasoning statements;

the syntax for the machine-readable language is a
substantially unambiguous syntax comprising nest-
ing of structured representations of data;

a structured representation of data includes an identifier
selected from an address space that is sufficiently
large to enable users to select a new identifier with
negligible risk of selecting a previously allocated
identifier;

the machine-readable language is scalable since there
are no restrictions on which users can create a
structured representations of data or related identi-
fier;

(b) automatically processing the structured representa-
tions of data for one or more of the following: to derive
facts or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory or access from a memory a
structured, machine-readable representation of data
that conforms to a machine-readable language com-
prising semantic nodes and passages in which one or
more of the following apply:

a single syntactical item is used to disambiguate the
meaning of structured representations of data;

the syntax for the machine-readable language is a
single shared syntax that applies to passages that
represent factual statements, query statements and
reasoning statements;

the syntax for the machine-readable language is a
substantially unambiguous syntax comprising nest-
ing of structured representations of data;

a structured representation of data includes an identifier
selected from an address space that is sufficiently
large to enable users to select a new identifier with
negligible risk of selecting a previously allocated
identifier;

the machine-readable language is scalable since there
are no restrictions on which users can create a
structured representations of data or related identi-
fier;

(b) automatically process the structured representations of
data for one or more of the following: to derive facts or
relationships, to reason, to learn, to translate, to answer
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questions, to process natural language content, to
enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
G. Question Answering
The UL model enables automated answering of questions:
a question is represented by passages or combinations of
semantic nodes and an answer can be automatically gener-
ated by three different processes: matching the question with
passages previously stored in a passage memory store; (ii)
fetching and executing one or more computation units,
where computation units represent computational capabili-
ties relevant to answering the question; (iii) fetching and
execution of one or more reasoning passages, which repre-
sent the semantics of potentially applicable reasoning steps
relevant to answering the question. This approach makes
highly-scalable, rapid, accurate, semantically based question
answering possible. The questions can come from machines;
or from human users after translating the natural language
question into UL and the response back into natural lan-
guage. We can generalise as follows:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, and in which a question is repre-
sented in the memory as a structured, machine-readable
representation of data; and

(b) automatically generating a response to the question,
using one or more of the following steps: (i) matching
the question with structured, machine-readable repre-
sentations of data previously stored in a memory store;
(ii) fetching and executing one or more computation
units, where computation units represent computational
capabilities relevant to answering the question; (iii)
fetching and execution of one or more reasoning pas-
sages, which are structured, machine-readable repre-
sentations of data that represent the semantics of poten-
tially applicable reasoning steps relevant to answering
the question;
and in which the representation of the question, the

structured, machine-readable representations of data
previously stored in the memory store, the compu-
tation units and the reasoning passages are all rep-
resented in substantially the same machine-readable
language.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language, and in which a question is repre-
sented in the memory as a structured, machine-readable
representation of data; and

(b) automatically generate a response to the question,
using one or more of the following steps: (i) matching
the question with structured, machine-readable repre-
sentations of data previously stored in a memory store;
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(i1) fetching and executing one or more computation
units, where computation units represent computational
capabilities relevant to answering the question; (iii)
fetching and execution of one or more reasoning pas-
sages, which are structured, machine-readable repre-
sentations of data that represent the semantics of poten-
tially applicable reasoning steps relevant to answering
the question

and in which the representation of the question, the
structured, machine-readable representations of data
previously stored in the memory store, the compu-
tation units and the reasoning passages are all rep-
resented in substantially the same machine-readable
language.

In the preferred implementation, the structured, machine-
readable representation of data conforms to a machine-
readable language that comprises semantic nodes and
passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

Reasoning

reasoning is done with a series of one or more queries
being answered to see if the reasoning step is valid.

reasoning is done with a series of one or more queries
being answered to generate results needed for the
result of the reasoning.

passages represent details for the computation unit that
are needed to select and run the computation unit,
namely defining what it can do, how to run it and
how to interpret the results.

The step of fetching and execution of one or more
initial reasoning passages returns other passages
with unknowns that need to be processed, and the
results of that processing is a tree of connection that
is used to give results for the initial passage.

The tree of connection is stored and the processing of
these other passages with unknowns happens in
parallel, allowing data fetching and exploration of
reasoning to be parallelized.

once all passages are processed up to a given maximum
reasoning depth, a second non-parallelised step is
used to walk through this tree of processed passages
and unknowns mappings to find valid answers.

each passage in a list of passages is processed to
identify valid mappings from the passage memory
store and the computation units, where a valid map-
ping for that list of passages is one where all
unknowns have a value and there are no contradict-
ing mappings between passages in the list.

The step of identifying valid mappings recursively
looks through the data and finds all valid mappings
for the initial question which can be returned as the
answer.

at least some of the passages that have been generated
from reasoning or computation are stored in the
passage memory store, making these available in the
future for faster processing.

The history of these generated passages is also stored
so that changes to a trust level in the passages that
were used to generate them can be extended to the
trust given to these generated passages.
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The history of these generated passages is also stored to
enable the removal of generated passages when the
trusted status of one or more of the passages used to
generate them changes.

When a new passage is added to the passage memory
store it is assigned a low initial trust value when
added by a normal user and a higher starting value
when added by a privileged user.

Questions are represented in the machine-readable lan-
guage with a passage which comprises a node iden-
tifying the passage as a question, language repre-
senting zero or one or more unknown entities being
requested within the semantics of the question and
language representing the semantics of the question
and referencing the zero or one or more unknown
entities.

Questions are represented in the machine-readable lan-
guage with a passage of the form ((Question
<unknowns>)(<passage>)) where Question is a
semantic node and <unknowns> is a list of zero or
one or more semantic nodes representing unknown
values (similar in meaning to letters of the alphabet
in algebra) and where <passage> is where the
unknowns are used to express what is being asked.

a signal from an application of the system or method is
stored in association with the passages utilised by the
application in order to keep track of the value of the
passages

passages are assigned a vector of values where the
number at each index represents a different quality of
the passage.

the different qualities include veracity, usefulness, and
efficiency.

a process that uses the passages utilises a priorities
vector with numbers at each index that indicate how
much they prioritise that value.

the overall value of the passage to that process can then
be obtained from the dot product of the vectors.

a reasoning engine experiments with high and lower
value passages to answer the question and the
answers provided by the reasoning engine are then
monitored for any signals that would indicate
whether the lower value passages have a positive or
negative effect on the answers and this information
then feeds back into an auto-curation process which
re-evaluates the value of the passage with the new
signal.

an auto-curation process automatically tests passages to
determine if they should be used for question-an-
swering.

the structured, machine-readable representations of
data previously stored in a memory store have been
curated with an automatic method.

the question is the result of translating natural language
asked by a user into a substantially semantically-
equivalent representation in the machine-readable
language.

the response to the question is subsequently translated
into semantically equivalent natural language and
presented to one or more users.

the question is the result of translating a question
spoken by a user in a natural language into a sub-
stantially semantically-equivalent representation in
the machine-readable language and the user is sub-
sequently played a spoken answer where the spoken
answer is the result of translating the response to the
question into the natural language.
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H. Learning

The UL model enables automated learning. Things which
are learned can be stored in UL and are then available
for reasoning, question answering and the other uses
and applications of UL described herein. The results of
this learning contrast with statistical machine-learning
where (say) billions of weights in a very large neural
net are adjusted, as what has been learned is under-
stood, can be explained to human users and can be
reasoned with. We can generalise as follows:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) learning new information and representing the new
information in a structured, machine-readable repre-
sentation of data that conforms to a machine-readable
language;

(b) storing the structured machine-readable representation
of data in a memory and automatically processing the
structured representations of data for one or more of the
following: to derive facts or relationships, to reason, to
learn, to translate, to answer questions, to process
natural language content, to enable man-machine inter-
action, to represent and to police rules or tenets, to
enable one or more vertical applications.

Computer-based system configured to analyse data, the
system being configured to:

a) learn new information and representing the new infor-
mation in a structured, machine-readable representa-
tion of data that conforms to a machine-readable lan-
guage;

(b) store the structured machine-readable representation
of data in a memory and automatically processing the
structured representations of data for one or more of the
following: to derive facts or relationships, to reason, to
learn, to translate, to answer questions, to process
natural language content, to enable man-machine inter-
action, to represent and to police rules or tenets, to
enable one or more vertical applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

Learning the new information is obtained from automati-
cally processing the structured, machine-readable rep-
resentation of data to obtain, or learn, new information,
and the new information is itself represented as struc-
tured, machine-readable representations of data that are
stored in memory.

Learning new information is obtained from a machine-
learning system which generates classifications or pre-
dictions or other outputs which are represented in the
structured, machine-readable representation of data

a machine-learning system processes the semantic nodes
and passages to obtain, or learn, new information.

new information is generated by automatically processing
the semantic nodes and passages to answer a question.

a question is represented as one or more passages and a
response to the question is automatically generated
using one or more of the following steps: (i) matching
the question with passages previously stored in a pas-
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sage memory store; (ii) fetching and executing one or
more computation units, where computation units rep-
resent computational capabilities relevant to answering
the question; (iii) fetching and execution of one or more
reasoning passages, which are passages that represent
the semantics of potentially applicable reasoning steps
relevant to answering the question.

the new information represented as semantic nodes or
passages are stored and used to improve performance
of learning new facts.

the new information represented as semantic nodes or
passages are stored and used to improve reasoning
steps.

the new information represented as semantic nodes or
passages are stored and used to explain or describe the
new information in natural language.

the new information represented as semantic nodes or
passages are stored and used in text or spoken conver-
sations with human users.

learning new information takes place from conversation
with or other natural language provided by human
users, in which natural language provided by users in
spoken or written form is translated into semantic
nodes and passages and then new information repre-
sented by these semantic nodes and passages is stored
and used.

learning takes place from reasoning, in which semantic
nodes and passages that are generated from a chain of
reasoning steps, are stored and utilised.

learning takes place from natural language, in which by
translating all or parts of document sources of natural
language, such as web pages, scientific papers or other
articles into semantic nodes or passages, the resulting
semantic nodes or passages are then utilised by appli-
cations.

non-document sources of natural language, including
audio recordings or videos containing human speech,
are used and speech recognition technology is first
utilised to create a text transcription of the recordings
of voice which are then translated into semantic nodes
and passages.

a machine learning system is used to analyse document
and non-document data and create passages from that
data.

a neural net is trained end-to-end to turn audio or video
data directly into semantic nodes and passages.

natural language-based learning is combined with statis-
tical machine-learning to optimise the translation of
document and non-document data into semantic nodes
and passages.

a machine learning system is used to generate the seman-
tic nodes or passages.

the machine learning system is a neural network system,
such as a deep learning system.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system is a switch transformer feed
forward neural network system.

w
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the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

structured data, such as the content of a table found in a
document or on the web, a spreadsheet or the content
of a relational, graph or other database is turned into
semantic nodes and passages by assigning semantic
nodes to the identifiers in the structured data and
writing semantic nodes and passages that correspond to
the meaning of the structured data.

learning takes place from analysis of other data, in which
the data is processed with an algorithm and the results
of that processing is represented in semantic nodes and
passages.

1. Translation to and from UL

Natural language input is translated into UL: this enables
the UL system to understand that natural language input:
once translated into UL the meaning in the original natural
language is available to the machine. When big deep-
learning systems translate between natural languages there is
a belief in the ML, community that the representation in the
neural net after the original sentence is “encoded” corre-
sponds to the meaning of the language in some way as
evidenced by the convincing translation produced in the
target language. However that internal encoding is incom-
prehensible (it is a very big tensor or tensors of weights) and
cannot be used for anything other than generating the
translation (which is natural language again so not that
useful to a machine). Accessing the true meaning of docu-
ments is one of the big unsolved frontiers of Al. Translation
to and from UL also enables spoken or written man-machine
interaction with examples of the present invention.

More generally:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in memory a structured machine-readable
representation of data that conforms to a machine-
readable language;

(b) receiving a word or sequence of words in a natural
language;

(c) automatically translating that word or sequence of
words into the machine-readable language by identify-
ing or generating structured machine-readable repre-
sentations that semantically represent the meaning of
the word or sequence of words.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in memory a structured machine-readable rep-
resentation of data that conforms to a machine-readable
language;

(b) receive a word or sequence of words in a natural
language;

(c) automatically translate that word or sequence of words
into the machine-readable language by identifying or
generating structured machine-readable representations
that semantically represent the meaning of the represent
that word or sequence of words.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
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ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
Other Optional Features:

a machine learning system is used to generate the seman-
tic nodes or passages that represent the words or
sequence of words in a natural language.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language.

the neural architecture utilises recurrent neural networks
or LSTMs or attention mechanisms or transformers.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

the word or sequence of words in a natural language is a
question and the question is answered with reference to
the semantic representation.

the word or sequence of words in a natural language is one

or more documents and the semantic representation of

the one or more documents is used to answer question.
reasoning with reference to the semantic representation
produces further, new representations.
when automatically translating a sequence of words
expressed in the natural language into the machine-

readable language, the structure of the sequence of

words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms.

the semantic impact of changes to the word or sequence
of' words in a natural language is automatically assessed
to determine whether known or ground truth examples
of semantic nodes or passages can be used that are
sufficient accurate.

the semantic nodes or passages that represent the words or
sequence of words provides a machine-readable repre-

sentation of the meaning of the words or sequence of

words.

the semantic nodes or passages that represent the words or
sequence of words are processed by a computer-based
system for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
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to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

the semantic nodes or passages that represent the words or
sequence of words are processed by a computer-based
system to generate an output that is human-readable.

the human readable output include one or more of the
following: an answer to a question expressed in the
natural language; a reasoning statement that explains
how the system has reached a conclusion; a learning
statement that explains what the system has learnt; a
response in a man/machine interaction.

The system is further operable to automatically translate
from the structured-machine readable representation to
the natural language.

When translating from the structured-machine readable
representation to the natural language the system varies
the generated translations between alternatives that are
substantially semantically equivalent to create varied
and fresh responses for the benefit of human users.

Automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a context of information relevant to gener-
ating a correct translation.

J. Semantic Node Resolution

The UL model makes it fast and efficient to create
consistent semantic nodes and passages: when a user wishes
to use a shared, public identifier for an entity, it sends a
description of that entity to a service, which then returns the
appropriate shared, public identifier if it exists and can be
identified—if not the user can use a new identifier. This
enables users to translate existing data into UL very easily
while taking advantage of shared information and then use
that representation for the purposes and applications
described herein.

More generally:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) providing a service operable to receive a description of
an entity and return one or more identifiers for struc-
tured, machine-readable representations of data corre-
sponding to the entity, so that a user is able to use a
shared identifier for the entity.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) provide a service operable to receive a description of
an entity and return one or more identifiers for struc-
tured, machine-readable representations of data corre-
sponding to the entity, so that a user is able to use a
shared identifier for the entity.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
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Other Optional Features:

the description is partially or fully described in the
machine-readable language.

the description is partially or fully written in one or more
natural languages.

the service compares the description of the proposed
semantic node or passages with available information
about existing entities to determine if there is a match.

the service probabilistically determines if there is a match.

the service additionally returns probabilities of matches
along with the one or more identifiers.
the service returns a new identifier if no match is found.
K. Translating Between Different Natural Languages

As the UL representation is intended to fully represent the
meaning of natural language it was translated from, even
potentially representing nuance or properties like level of
formality, it is an advantage to use UL as a kind of
natural-language-independent semantic intermediate lan-
guage before translating from it into the target language.
This enables accurate, semantically based translation and
greatly reduces the number of translation systems or models
needed to translate between a large number of pairs of
natural languages as only one translation system or model is
needed per natural language.

More generally:

A computer implemented method for translating between
languages, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) receiving a word or sequence of words in the first
natural language to be translated into the second natural
language;

(c) automatically translating that word or sequence of
words expressed in the first natural language into the
second natural language by (i) identifying a structured,
machine-readable representation of data that represents
the semantics of the word or sequence of words in the
first natural language and (ii) retrieving a word or
sequence of words in the second natural language that
corresponds in meaning to the identified structured,
machine-readable representation of data.

Computer-based system configured to translate between
languages, the system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) receive a word or sequence of words in the first natural
language to be translated into the second natural lan-
guage;

(c) automatically translate that word or sequence of words
expressed in the first natural language into the second
natural language by (i) identifying a structured,
machine-readable representations of data that repre-
sents the semantics of the word or sequence of words
in the first natural language and (ii) retrieve a word or
sequence of words in the second language that corre-
sponds in meaning to the identified structured,
machine-readable representation of data.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
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ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

a machine learning system is used to generate semantic
nodes or passages corresponding to or from words or
sequence of words in a natural language.

the machine learning system is a neural network system,
such as a deep learning system.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system utilises recurrent neural net-
works or LSTMs or attention mechanisms or trans-
formers.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

the semantic impact of changes to the word or sequence
of words in the first natural is automatically assessed to
determine whether known or ground truth examples of
semantic nodes or passages can be used that are suffi-
cient accurate.

the word or sequence of words in the second language that
correspond to the identified semantic nodes or passages
are automatically varied to provide for varied transla-
tions.

. Voice Assistant

UL enables an always-on voice assistant that is able to
discern meaning from inputs (e.g. spoken commands or
questions) and generate semantically meaningful
responses, without the need for a ‘wake word’.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) automatically and autonomously processing detected
audio or text into the structured representation of data
for one or more of the following: to derive facts or
relationships, to reason, to learn, to translate, to answer
questions, to process natural language content, to
enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;

(b) automatically and autonomously process detected
audio or text into the structured representation of data
for one or more of the following: to derive facts or
relationships, to reason, to learn, to translate, to answer
questions, to process natural language content, to
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enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

autonomous processing of audio or text takes place when-
ever audio or text is detected or received.

system is continuously receptive to input audio or text.

system does not have a wakeword or can operate in a
mode where there is no wakeword.

autonomous processing of detected audio or text takes
place without any external trigger event to initiate
processing, such as a wake word, or user instruction or
action to initiate processing.

detected audio or text is a question from a user and the
question is automatically processed and an answer
automatically generated and provided to the user.

detected audio or text is a statement from a user and the
statement is automatically processed and a response,
such as a conversational response, automatically gen-
erated and provided to the user.

detected audio or text is a request from a user for an action
to take place, and the request is automatically pro-
cessed and the action executed.

detected audio or text is a request from a user for an action
to take place, and the request is automatically pro-
cessed and the action executed if doing so optimizes or
otherwise positively affects the achievement or realiza-
tion of tenets, statements or other rules.

Detected audio or text is cryptographically isolated from
the provider of the system whereby private information
cannot be accessed by the provider of the system.

detected audio or text is cryptographically stored using a
cryptographic method where at least two of at least two
different cryptographic keys are needed to read the
detected audio or text.

detected audio or text comes from a device local to a user
and a first one of the at least two different cryptographic
keys is associated with the device local to the user and
where a second one of the at least two different cryp-
tographic keys is held by the system provider.

the number of different cryptographic keys is at least three
and a third one of the different cryptographic keys is
held by an entity distinct from both the user and the
system provider

Multiple voice assistants are provided, such as a unique
one per family.

the system is operable to deliver the experience of a
plurality of different voice assistants to a plurality of
users comprising at least one data store containing
personality information which determines the person-
ality of at least some of the plurality of different voice
assistants.

the personality information includes information about
the voice assistant’s gender or name or voice or moods
or emotional reactions or level of formality or position
on the extrovert-introvert scale or position on any
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Myers Briggs scale or a Myers Briggs categorisation or
categorisation in a personality test or visual appear-
ance.

M. Tenets

UL enables objectives (e.g. maximise client happiness, do
not break the law) to be captured in machine-under-
standable form: these are ‘tenets’ and they enable the
system to determine actions and to determine whether
or not to execute a candidate action by determining if
doing so would optimise the tenet, or violate the tenet.
It provides the machine with the ability to act in a moral
or ethical manner and to determine its own behaviour
rather than having everything it does determined by
pre-written computer code. This enables scaling of the
capabilities of the system as the system learns without
the addition and debugging of new program code. It
also enables consistent changes or variations in the
behaviour or product rules of the system to be made
very quickly without any code being changed.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;
in which the structured representation of data includes

one or more tenets, statements or other rules defining
the objectives or motives, also represented using the
structured representation of data;

(b) analysing a potential action to determine whether
executing the action would optimize or otherwise affect
achievement or realization of those tenets, statements
or other rules;

(c) automatically selecting, deciding on or executing
actions only if they optimize or otherwise positively
affect the achievement or realization of those tenets,
statements or other rules.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language;
in which the structured representation of data includes

one or more tenets, statements or other rules defining
the objectives or motives, also represented using the
structured representation of data;

(b) analyse a potential action to determine whether
executing the action would optimize or otherwise affect
achievement or realization of those tenets, statements
or other rules;

(c) automatically select, decide on or execute actions only
if they optimize or otherwise positively affect the
achievement or realization of those tenets, statements
or other rules.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
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Other Optional Features:

actions that conform to the tenets, statements or other
rules (‘tenets’) are automatically proposed by referenc-
ing the tenets.

the actions include communicating with users in written
form.

actions include communicating with users in spoken
form.

the tenets include at least one measure the system should
try to maximise, such as user happiness.

the tenets include at least one measure the system should
try to minimise, such as user unhappiness.

the tenets include at least one rule for actions the system
must never do.

the system is further operable to avoid doing the actions
the system must never do by referencing the tenets.

the tenets include at least one suggestion of what action to
do in a defined circumstance.

the tenets include sub-tenets which are tenets that relate to
other tenets or which are more specific examples of
another tenet.

the actions include accessing other remote computer
systems.

the actions include changing the state of devices linked to
the system via a network.

the actions include initiating a spoken interaction with a
human being.

a data store contains a machine-readable representation of
the world that encodes meaning and where the system
is further operable to reason with reference to the
machine-readable representation of the world to select
actions that conform with the tenets.

the machine-readable representation of the world com-
prises a representation of valid reasoning steps and
where the system is further operable to utilise the
representation of valid reasoning steps to reason.

the machine-readable representation of the world includes
a representation of computational capabilities that are
available to the system and where the system is further
operable to utilise the computational capabilities by
referencing the machine-readable representation.

the system is operable to learn and augment the machine-
readable representation of the world.

the system is operable to learn from communication with
at least one user.

the system is operable to learn from at least one external
sensor connected to the system via a network.

the machine-readable tenets are at least partially repre-
sented by combinations of identifiers and where at least
some of the identifiers represent concepts correspond-
ing to real-world things.

the system is further operable to receive a description of
a concept from a remote system and use the description
to return an identifier which is likely to mean the
concept.

the system is operable to continuously reason in a way
that results in actions that conform with the tenets.

the system is operable to answer questions about the
tenets from human users.

the computer system comprises a long-term memory; a
short-term memory; a tenet-store containing machine-
readable tenets representing rules to guide the system
and where the computer system is operable to receive
events and utilise the events, the contents of the long-
term memory, the contents of the short-term memory
and the tenets to do actions that conform with the
tenets.
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the computer system comprises a component which gen-
erates candidate actions; a component that decides
whether to execute the candidate actions with reference
to the tenets and a component which executes actions.

answering a question asked by a human user comprises
two actions—generating a response to the question and
communicating that response to the human user.

the events include communication from at least one user
and where the actions include communication to at
least one user.

the system is further operable to learn, and store what is
has learned to the long-term memory.

the computer system is not operable to change the tenets.

the tenets include a tenet prohibiting actions which might
result in changes to the tenets.

the system is further operable to do an independent check
of each potential action against the tenets and will
discard the potential action if the independent check
finds that it is incompatible with the tenets.

the computer system is further operable to actively
exclude knowledge on itself from being used in deter-
mining actions.

Contemplation Engine

potential actions are autonomously generated by the com-
puter based system.

potential actions are autonomously generated by the com-
puter based system as outputs from processing inputs,
such as audio or text.

potential actions are autonomously generated with a pro-
cess that operates substantially continuously.

potential actions are autonomously generated without any
external trigger event to initiate processing or user
instruction or action to initiate processing.

the potential actions are automatically executed if they
optimize or otherwise positively affect the achievement
or realization of those tenets, statements or other rules.

Use Cases
N1: Man/Machine Interface

UL can be used as part of a human/machine interface,
where the machine is able to interpret semantically inputs
that are spoken, written or GUI instruction provided by a
human and hence enable an improved user experience.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured representation of data
including a representation of a spoken, written or GUI
instruction provided by a human to a human/machine
interface;

(b) automatically processing the structured representation
of data for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including a representation of a
spoken, written or GUI instruction provided by a
human to a human/machine interface;
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(b) automatically process the structured representation of
data for one or more of the following: to derive facts or
relationships, to reason, to learn, to translate, to answer
questions, to process natural language content, to
enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

N2: Search and Analysis of Documents or Web Pages.

It is possible to automatically translate websites and web
documents (in the limit, the entire WWW) into UL and
hence give them a deep machine-understandable semantic
meaning; this makes it possible to use web documents in far
more powerful ways including reasoning from and integrat-
ing the meaning of those documents in ways that were
previously not possible.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including a representation of at
least parts of documents stored in a document store;

(b) automatically processing the structured representation
of data for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications that require a search for, or analysis of,
documents.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including a representation of at
least parts of documents stored in a document store;

(b) automatically processing the structured representation
of data for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications that require a search for, or analysis of,
documents.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.
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Other Optional Features:

the parts of the documents have been automatically trans-
lated into the machine readable language.

a machine learning system is used to generate the seman-
tic nodes or passages that represent the words in the
documents.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language the neural architecture utilises recur-
rent neural networks or LSTMs or attention mecha-
nisms or transformers

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system utilises recurrent neural net-
works or LSTMs or attention mechanisms or trans-
formers.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

when automatically translating a sequence of words
expressed in the natural language into the machine-
readable language, the structure of the sequence of
words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms

user’s queries have been automatically translated into UL
and the system responds to the users requests by
utilising the translated UL.

method is a web search system and the document store
includes pages from the world wide web which are
indexed and then at least partially translated into UL.

translation includes turning natural language components
of these pages into UL or turning tabular or other
structured data into UL.

answers to queries include links to web pages containing
the information being searched for or providing the
services being searched for or the system provide the
information directly in the form of a text or spoken
answer.

direct responses are accompanied by links to the sources
of this information and include associated data such as
images or tables.

N3. Mapping Data Represented as UL, Associated Systems

65 Utilising Mapping Data and Location Based Search
It is possible to represent mapping and location-based
data into UL and hence give them a machine-understandable
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semantic meaning; this makes it possible to use mapping and

location-based data in far more powerful ways. We can
generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
mapping or location-based data;

(b) automatically processing the structured representation
of data for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications that use location-based or mapping data.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
mapping or location-based data;

(b) automatically process the structured representation of
data for one or more of the following: to derive facts or
relationships, to reason, to learn, to translate, to answer
questions, to process natural language content, to
enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications that use location-based or mapping data.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

mapping data or location-based data has been automati-
cally translated into the machine readable language.

a machine learning system is used to generate the seman-
tic nodes or passages that represent the mapping data or
location-based data.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language

the neural architecture utilises recurrent neural networks
or LSTMs or attention mechanisms or transformers

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system utilises recurrent neural net-
works or LSTMs or attention mechanisms or trans-
formers.
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the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

when automatically translating a sequence of words
expressed in the natural language into the machine-
readable language, the structure of the sequence of
words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms.

N4. Identifying Relevant Adverts and News

UL enables advertisements, news articles or other infor-
mation items (e.g. on the WWW) to be translated to UL and
their semantic meaning made available for machine process-
ing: this enables automated assessment of relevance to
specific individuals, and hence personalised advertising etc.

We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language that represents meaning; the struc-
tured, machine-readable representation of data relating
to representations of at least some part of one or more
advertisements, news articles or other information
items;

(b) automatically processing the structured representation
of data to identify advertisements, news articles or
other information items relevant to a specific indi-
vidual.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of at
least some part of one or more advertisements, news
articles or other information items;

(b) automatically process the structured representation of
data to identify advertisements, news articles or other
information items relevant to a specific individual.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

the method determines advertisements, news articles or
other information items relevant to a user by also
analysing semantic nodes that are a representation of
user-specific data.
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the user-specific data includes one or more of the follow-
ing relating to a user: social media profile, postings,
profile information, “likes™, web search or web brows-
ing history, natural language conversation/exchanges
between the user and a system where the system stores
and remembers information the user has given about
him or herself.

advertisements, news articles or other information items
relevant to a specific individual and the user-specific
data has been automatically translated into the machine
readable language.

a machine learning system is used to generate the seman-
tic nodes or passages that represent the advertisements,
news articles or other information items relevant to a
specific individual, and the user-specific data.

the machine learning system is a neural network system,
such as a deep learning system.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

when automatically translating a sequence of words
expressed in the natural language into the machine-
readable language, the structure of the sequence of
words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms

N5. Aggregation and Summarisation of News

UL enables news from multiple sources (e.g. on the
WWW) to be partially or fully translated to UL and their
semantic meaning made available for machine processing
and summarising: this enables automated personalised news
summaries etc. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
news from multiple sources;

(b) automatically processing the structured representation
of data for one or more of the following: to generate a
summary of the news from multiple sources; using the
news summaries to derive facts or relationships, to
reason, to learn, to translate, to answer questions, to
process natural language content, to enable man-ma-

20

30

40

45

55

98

chine interaction, to represent and to police rules or
tenets, to enable one or more vertical applications to
use the summaries of news from multiple sources.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
news from multiple sources;

(b) automatically process the structured representation of
data for one or more of the following: to generate a
summary of the news from multiple sources; using the
news summaries to derive facts or relationships, to
reason, to learn, to translate, to answer questions, to
process natural language content, to enable man-ma-
chine interaction, to represent and to police rules or
tenets, to enable one or more vertical applications to
use the summaries of news from multiple sources.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

news articles relevant to a specific user are determined by
also analysing semantic nodes that are a representation
of user-specific data.

the user-specific data includes one or more of the follow-
ing relating to a user: social media profile, postings,
profile information, “likes”, web search or web brows-
ing history, natural language conversation/exchanges
between the user and a system where the system stores
and remembers information the user has given about
him or herself.

news articles have been automatically translated into the
machine readable language.

a machine learning system is used to generate the seman-
tic nodes or passages that represent the news articles.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language

the neural architecture utilises recurrent neural networks
or LSTMs or attention mechanisms or transformers

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system utilises recurrent neural net-
works or LSTMs or attention mechanisms or trans-
formers.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
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semantic representations from the decoder to remove
invalid semantic representations.

when automatically translating a sequence of words
expressed in the natural language into the machine-
readable language, the structure of the sequence of
words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms

N6. Matching Between People Using UL

UL enables accurate and scalable match-finding: for
example, sex, age, and other information relevant to dating
or matching for marriage or friendship or matching for
business contacts can be translated to UL and their semantic
meaning made available for machine processing: this
enables improved automated personalised matching. We can
generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of per-
sonal information defining one or more of the following
attributes of a person: sex, age, information relevant to
dating or match-making, information relevant to iden-
tifying business connections; information relevant to
identifying friends;

(b) automatically processing the structured representation
of data to provide a compatibility match between
persons.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of per-
sonal information defining one or more of the following
attributes of a person: sex, age, information relevant to
dating or match-making, information relevant to iden-
tifying business connections; information relevant to
identifying friends;

(b) automatically process the structured representation of
data to provide a compatibility match between persons.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

the personal information comprises information coming
from conversations in natural language with the system
where the user’s responses are translated into the
structured, machine-readable representation of data.
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the personal information comprises information coming
from the output of a machine learning model.

the personal information comprises information coming
from reasoning.

the personal information comprises information come
from learning.

N7. Identifying Abusive or Untrue Postings in Social Media

UL enables social media postings to be partially or fully

translated to UL and their semantic meaning made available
for machine processing: this enables automated and high-
precision analysis of compliance with requirements prevent-
ing abusive, false or illegal postings. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
social media postings;

(b) automatically processing the structured representation
of data to determine if the postings are compliant with
requirements preventing abusive or illegal postings.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
social media postings;

(b) automatically process the structured representation of
data to determine if the postings are compliant with
requirements preventing abusive or illegal postings.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Other Optional Features:

the processing includes determining whether the social
media postings are factually true.

the processing includes determining whether the social
media postings are illegal.

the machine-readable representation of data further
includes at least a partial representation of the require-
ments preventing abusive or illegal postings and the
processing references the representation of the require-
ments.

the processing additionally generates a natural language
explanation of why the social media posting is not
compliant with the requirements.

the processing additionally applies statistical machine-
learning models to the social media postings and uses
the results of the models.

N8. Analysis of Customer Reviews

UL enables customer reviews (e.g. of products, of com-

panies) to be translated to UL and their semantic meaning
made available for machine processing: this enables auto-
mated analysis of customer reviews. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
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readable language; the structured, machine-readable
representation of data including representations of cus-
tomer reviews of products or services;

(b) automatically processing the structured representation
of data to analyse the customer reviews.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of cus-
tomer reviews;

(b) automatically process the structured representation of
data to analyse the customer reviews.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

the system is further configured to automatically answer
questions about the products or services by referencing
the structured, machine-readable representation of data.

the system is further configured to automatically answer
general product questions from customers by referenc-
ing the structured, machine-readable representation.

the system is further configured to translate some or all of
the natural language in a customer review into the
structured, machine-readable representation of data.
N9. Shopping Queries and Product Requests
UL enables product descriptions, user product requests, a
user’s previous search, social media or shopping histories to
be translated to UL and their semantic meaning made
available for machine processing: this enables automated
analysis of which products best match a user’s product
requests or a user’s previous search, social media or shop-
ping history. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
product descriptions, user product requests, a user’s
previous search, social media or shopping histories;

(b) automatically processing the structured representation
of data to determine which products best match a user’s
product requests or a user’s previous search, social
media or shopping history.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
product descriptions, user product requests, a user’s
previous search, social media or shopping histories;

(b) automatically process the structured representation of
data to determine which products best match a user’s
product requests or a user’s previous search, social
media or shopping history.
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In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

presenting the products which best match to the user for
possible purchase.

automatically processing the structured representation of
data happens as part of a natural language conversation
with the user about what the user is looking to pur-
chase.

N.10 Job Matching

UL enables job descriptions and job applicants’ skills and

experience to be translated to UL and their semantic mean-
ing made available for machine processing: this enables
automated analysis of which jobs best match a job appli-
cant’s skills and experience over a very wide variety of
skills, jobs and backgrounds without additional computer
code and for those matches to be very accurate and explain-
able in natural language. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of job
descriptions and job applicants’ skills and experience;

(b) automatically processing the structured representation
of data to determine which jobs best match a job
applicant’s skills and experience.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of job
descriptions and job applicants’ skills and experience;

(b) automatically process the structured representation of
data to determine which jobs best match a job appli-
cant’s skills and experience.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

A system is operable to match candidates to open jobs and
comprises at least one data store containing: a plurality
of candidate resumes where at least some parts of at
least some of the candidate resumes are in a structured
machine-readable form that encodes meaning; a plu-
rality of job specifications for open roles where at least
some of parts of at least some of the job specifications
are stored in the structured machine-readable form that
encodes meaning and where the system is further
operable to match the plurality of candidate resumes
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with the plurality of job specifications to identify high
confidence matches between candidates and open roles.

the structured machine-readable form is a language that
represents meaning by creating combinations of iden-
tifiers and where at least some of the identifiers repre-
sent human skills and experience.

at least one data store further stores a representation of
candidates’ desired roles at least partially represented
in the structured machine-readable form and where the
system is further operable to match open roles against
the representation of candidates’ desired roles in order
to improve the matches between candidates and open
roles.

the system is further operable to send a push notification
to a mobile device when a high confidence match is
found.

the system is further operable to explain how the candi-
date matches the role by generating an explanation of
which bits of the job specification match the skills and
experience of the candidate.

the explanation is in a natural language.

the system is operable to match requirements in job
specifications to the skills and experience of a candi-
date where there are no keywords in common between
the relevant parts of the natural language versions of
the candidate resume and job specification.

the system is operable to make a sequence of logical
reasoning steps in order to match the skills or experi-
ence of a candidate with a requirement in a job speci-
fication.

N.11 Horizontal Health Application

UL supports the creation of a horizontal health application

able to integrate an extremely broad amount of heteroge-
neous health data. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of per-
sonal health or medical data;

(b) automatically processing the structured representation
to analyse the personal health or medical data.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of per-
sonal health or medical data;

(b) automatically process the structured representation to
analyse the personal health or medical data.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of
semantic nodes; and where machine-readable mean-
ing comes from the choice of semantic nodes and the
way they are combined and ordered as passages.

Optional features:

a broad set of health data for one or more people is
managed and where at least some of the health data is
represented in a structured machine-readable form that
encodes meaning stored within one or more data stores.
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the health data includes nutrition data about food or drink
that has been consumed by at least one of the one or
more people.

the nutrition data includes data that represents the uncer-
tainty about the volume or nutritional information or
composition of what was consumed.

the health data comprises data about the results of blood
tests or measurements or body composition or activity
information or genetic data or microbiome data or
bowel motion events or sleep data or workout data or
activity data or symptoms of diseases or human moods
or menstruation or ingestion of medication or medical
conditions or data from any wearable device.

conversing with one or more users via text is enabled.

selected other people are enabled to converse with the one
or more users and to view relevant health data.

graphs of specific types of health data are created whereby
users can see how different data correlates.

health data is analysed to uncover insights relevant to the
specific user’s health.

include potential dietary intolerances or behaviours that
influence sleep.

elements of the health data are combined to calculate an
additional item of health data not already present in the
health data.

the additional item of health data is an estimate of caffeine
present in a user’s body at a particular time.

N.12 Accounting

UL enables financial or accounting information to be

translated to UL and their semantic meaning made available
for machine processing: this enables automated analysis of
financial or accounting information. We can generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
financial or accounting information;

(b) automatically processing the structured representa-
tions to analyse the personal financial or accounting
information.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of
financial or accounting information;

(b) automatically process the structured representations to
analyse the financial or accounting information.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

accounting data for at least one business is processed, and
at least some of the accounting data is represented in a
structured machine-readable format that encodes real-
world meaning stored within one or more data stores.
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the structured machine-readable format is comprised of
combinations of identifiers where at least some of the
identifiers represent real-world entities relevant to the
activities of the at least one business and where further
meaning is encoded from the choice of combinations of
the identifiers.

accountancy data is automatically presented in a plurality
of different accountancy standards.

answer to questions about the activities of the at least one
business are generated.

N.13 Voice Assistants/Chatbots

Natural language directed to a voice assistant or chatbot

can be translated into UL and the UL representation used
internally to answer questions, converse or take actions. This
horizontal representation enables easier scaling of the voice
assistant or chatbot’s capabilities and makes it easier for the
system to work with large numbers of other natural lan-
guages as only the translation steps need to change. We can
generalise to:

A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of user
speech or text input to a human/machine interface;

(b) automatically processing the structured representa-
tions to analyse the user speech or text input.

Computer-based system configured to analyse data, the
system being configured to:

(a) store in a memory a structured, machine-readable
representation of data that conforms to a machine-
readable language; the structured, machine-readable
representation of data including representations of user
speech or text input to a human/machine interface;

(b) automatically process the structured representations to
analyse the user speech or text input to a human/
machine interface.

In the preferred implementation, the structured, machine-
readable representation of data that conforms to a
machine-readable language comprises semantic nodes
and passages;
and in which a semantic node represents an entity and

is itself represented by an identifier; and a passage is

either (i) a semantic node or (ii) a combination of

semantic nodes; and where machine-readable mean-

ing comes from the choice of semantic nodes and the

way they are combined and ordered as passages.
Other Optional Features:

Privacy preserving mode

a first wakeword initiates processing, and a privacy-
preserving state is then entered, requiring a second
wakeword and where the second wakeword is suf-
ficiently long or unusual that a false recognition of
the second wakeword is significantly more improb-
able relative to the first wakeword.
Multiple different voice assistants
the experience of a plurality of different voice assistants
to a plurality of users is delivered and at least one
data store contains personality information which
determines the personality of at least some of the
plurality of different voice assistants.

the personality information includes information about
the voice assistant’s gender or name or voice or
moods or emotional reactions or level of formality or
position on the extrovert-introvert scale or position
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on any Myers Briggs scale or a Myers Briggs cat-
egorisation or categorisation in a personality test or
visual appearance.

there is at least one set of machine-readable tenets that
represent goals and rules to guide at least some of the
plurality of voice assistants and actions are then done
that conform with the tenets by referencing the
tenets.

the at least one set of machine-readable tenets is a
plurality of sets of machine-readable tenets and
where selected ones of the plurality of different voice
assistants are mapped to selected ones of the plural-
ity of sets of machine-readable tenets whereby dif-
ferent voice assistants are driven by different tenets.

private user data is accessible only by selected ones of
the plurality of different voice assistants.

Device types

The computer-based system is configured to be a voice
assistant.

The computer-based system is a voice assistant device
configured to control items in a home, car or other
environment, using the user speech or text input.

The computer-based system is a voice assistant device
configured to run on a smartphone, laptop, smart
speaker or other electronic device.

The computer-based system is a voice assistant device
configured to run at least in part on cloud or central
servers and at least in part on edge devices.

For each of the Use Case concepts N1-N13, the following

apply:

the method and system uses a single syntactical item, such
as brackets, to disambiguate combinations of nodes, as
defined in Concept A.

the method and system uses a shared syntax across factual
statements, queries and reasoning, as defined in Con-
cept B.

the method and system uses nesting of nodes, as defined
in Concept C.

the method and system uses ID selection, from an address
space that is sufficiently large to enable users to select
a new identifier with negligible risk of selecting a
previously allocated identifier, as defined in Concept D.

the method and system imposes no restrictions on which
clients are permitted to generate a semantic node or
passage, as defined in Concept E.

the method and system uses the consolidated universal
language concepts, as defined in Concept F.

the method and system includes question answering, as
defined in Concept G.

the method and system includes learning, as defined in
Concept H.

the method and system includes translation, as define in
Concept 1.

the method and system includes semantic node resolution,
as defined in Concept J.

the method and system includes translation between natu-
ral languages, as defined in Concept K.

the method and system is used in a voice assistant, as
defined in Concept L.

the method and system uses tenets, as defined in Concept
M.

Optional Features Applicable to all Concepts A-N

Note that in the following, any occurrence of ‘semantic
node’ or ‘passage’ can be generalised to a ‘structured,
machine-readable representation’ and also to a ‘machine
representation’. Similarly, any occurrence of ‘structured,
machine-readable representation’ or equivalent can be gen-
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eralised to a ‘machine representation’. In the appended
Claims, we use the term ‘machine representation’ for con-
ciseness.

Simple syntax

the structured, machine-readable representation includes
a single syntactical item to disambiguate the meaning
of structured representations of data.

the single syntactical item to disambiguate meaning rep-
resents nesting of the structured, machine-readable
representation of data.

the single syntactical item to disambiguate meaning rep-
resents nesting of semantic nodes and passages to any
arbitrary depth.

the single syntactical item to disambiguate the meaning of
the combination is parentheses or brackets.

the single syntactical item to disambiguate the meaning of
the combination is the only syntactical item to disam-
biguate the meaning of the combination.

the single syntactical item to disambiguate the meaning of
the combination is the primary syntactical item to
disambiguate the meaning of the combination.

the syntax applies to all nodes and combinations of nodes.

the syntax is a simple unambiguous syntax comprising
nesting of nodes.

the syntax is a simple unambiguous syntax comprising
nesting of nodes to any arbitrary depth.

the syntax is a simple unambiguous syntax in which
semantic nodes can only be combined in nested com-
binations.

the syntax allows for expressions to be nested indefinitely
to allow a user to define a concept, coupled with
contextual information about the concept, as a hierar-
chy of semantic nodes.

Combination nodes can contain any finite number of
semantic nodes and the semantic nodes within them can
also be combination nodes creating any level of nest-
ing.

a semantic link between nodes, such as ISA, is itself a
semantic node.

the syntax for the machine-readable language applies to
combinations of semantic nodes that represent factual
statements, query statements and reasoning statements.

The syntax of the structured, machine-readable represen-
tation of data conforms or substantially conforms to the
production grammar “<passage>:=<id>| <passage>:=
(<passage><passage>*)” where “<passage>*" means
zero or one or more further passages and where <id> is
an identifier for a semantic node.

Node meaning

the machine-readable language is a universal language for
which substantially anything expressible in natural
language is expressible as a structured, machine-read-
able representation of data or a combination of struc-
tured, machine-readable representations of data.

a structured, machine-readable representation of data rep-
resents a specific entity, such as a word, concept, or
other thing, and once generated, identifies uniquely that
specific word, concept, or other thing in the universal
language.

an ordered or partially ordered collection of structured,
machine-readable representations of data captures a
specific meaning or semantic content.

the meaning of a structured, machine-readable represen-
tation of data comes from statements written in the
machine-readable language.

the meaning of a structured, machine-readable represen-
tation of data comes from other structured, machine-
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readable representations of data that represents things
that have been said about the structured, machine-
readable representation of data.

a structured, machine-readable representation of data that
represents an entity encodes the semantic meaning of
that entity through links to structured, machine-read-
able representations of data of related words, concepts,
other terms, or logical processes.

combining structured, machine-readable representations
of data generates a new word, concept, or other term
with a new meaning or semantic content in the
machine-readable language

the machine-readable language is understandable to
human users where it corresponds to an equivalent
statement in natural language.

Generating nodes

A semantic node once defined has an identifier or ID.

semantic nodes are identified with a UUID.

The identifier is selected from an address space that is
sufficiently large to enable users to select new identi-
fiers independently of other users without duplication.

The identifier is selected from an address space that is
sufficiently large to enable users to select a new iden-
tifier with negligible risk of selecting a previously
allocated identifier.

the ID is a UUID.

the ID is a 128-bit version 4 UUID (RFC 4122) with
hyphenated lower-case syntax.

the ID is a UUID or a string, such as a Unicode string.

a string can denote itself as a structured, machine-readable
representation of data and its meaning is strictly the
string itself only and any natural language meaning
contained within the string is not part of the meaning of
the string.

a string can denote itself as a semantic node and its
meaning is strictly the string itself only and any natural
language meaning contained within the string is not
part of the meaning of the string.

a string is represented by an 1D as an additional identifier.

a string is represented as a UUID or other numerical 1D
and a separate passage links the string to that numerical
ID to provide its meaning.

two identical strings used as semantic nodes have univer-
sal meaning as that string.

any user can coin its own semantic nodes with its own
local meaning by picking an unused identifier.

any user can coin its own identifier for a semantic node
even if another identifier is already used for the seman-
tic node.

any user is free to define its own meaning to combinations
of semantic nodes.

there can be multiple different semantic nodes for the
same specific word, concept, or other thing.

any user that chooses to create machine representations,
such as passages, that use shared semantic nodes is also
expressing the same meaning by combining them, so
that the meaning that comes from combining shared
semantic nodes is universal.

there can be multiple different structured, machine-read-
able representation of data for the same specific word,
concept, or other thing.

any user that chooses to create passages that use shared
structured, machine-readable representation of data is
also expressing the same meaning by combining them,
so that the meaning that comes from combining shared
structured, machine-readable representations of data is
universal.
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each sense of each word in a dictionary is represented by
a semantic node.

a machine learning system generates passages by autono-
mously learning from natural language documents or
conversations.

Passages are derived from a machine analysis of natural
language documents, such as WWW pages or conver-
sations.

a semantic node is a structured, machine-readable repre-
sentation of data that, once defined, has an identifier so
it can be referred to within the machine-readable lan-
guage.

a “shared 1ID” is an ID used by more than one user; a
“private ID” or “local ID” is similarly an ID used by
only one user and is not published or exposed to other
users; a “public ID” is an ID that a user has used in UL
that can be seen by every user.

A passage is a combination of semantic nodes expressing
meaning, and is the sole nesting construct.

semantic nodes in infinite classes are represented as a
combination of a plurality of other nodes.

Scalability

the machine-readable language is scalable since any natu-
ral language word, concept, or other thing can be
represented by a structured, machine-readable repre-
sentation of data.

the machine-readable language is scalable since there are
no restrictions on which users can create a structured,
machine-readable representation of data or related
identifier.

Questions

Questions are represented in the machine-readable lan-
guage with a passage which comprises a node identi-
fying the passage as a question, language representing
zero or one or more unknown entities being requested
within the semantics of the question and language
representing the semantics of the question and refer-
encing the zero or one or more unknown entities.

Questions are represented in the machine-readable lan-
guage with a passage of the form (Question
<unknowns>)(<passage>) where Question is a seman-
tic node and <unknowns> is a list of zero or one or
more semantic nodes representing unknown values
(similar in meaning to letters of the alphabet in algebra)
and where <passage> is where the unknowns are used
to express what is being asked about.

generating responses to queries comprises three opera-
tions, namely matching with structured, machine-read-
able representation of data, such as passages, in a store,
fetching and execution of computation units and fetch-
ing reasoning passages.

a question is represented in the memory as a structured,
machine-readable representation of data, and the rep-
resentation of the question, the structured, machine-
readable representations of data previously stored in the
memory store, the computation units and the reasoning
passages are all represented in substantially the same
machine-readable language

Reasoning

Reasoning is where machine-readable language is gener-
ated from other machine-readable language using rea-
soning steps that are represented as passages which
represent the semantics of the reasoning steps.

reasoning is done with a series of one or more queries
being answered to see if the reasoning step is valid.
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reasoning is done with a series of one or more queries
being answered to generate results needed for the result
of the reasoning.

passages represent details for the computation unit that
are needed to select and run the computation unit,
namely defining what it can do, how to run it and how
to interpret the results.

The step of fetching and execution of one or more initial
reasoning passages returns other passages with
unknowns that need to be processed, and the results of
that processing is a tree of connection that is used to
give results for the initial passage.

The tree of connection is stored and the processing of
these other passages with unknowns happens in paral-
lel, allowing data fetching and exploration of reasoning
to be parallelized.

once all passages are processed up to a given maximum
reasoning depth, a second non-parallelised step is used
to walk through this tree of processed passages and
unknowns mappings to find valid answers.

each passage in a list of passages is processed to identify
valid mappings from the passage memory store and the
computation units, where a valid mapping for that list
of passages is one where all unknowns have a value and
there are no contradicting mappings between passages
in the list.

The step of identifying valid mappings recursively looks
through the data and finds all valid mappings for the
initial question which can be returned as the answer.

at least some of the passages that have been generated
from reasoning or computation are stored in the pas-
sage memory store, making these available in the future
for faster processing.

The history of these generated passages is also stored so
that changes to a trust level in the passages that were
used to generate them can be extended to the trust given
to these generated passages.

The history of these generated passages is also stored to
enable the removal of generated passages when the
trusted status of one or more of the passages used to
generate them changes.

When a new passage is added to the passage memory
store it is assigned a low initial trust value when added
by a normal user and a higher starting value when
added by a privileged user.

a signal from an application of the system or method is
stored in association with the passages utilised by the
application in order to keep track of the value of the
passages.

passages are assigned a vector of values where the num-
ber at each index represents a different quality of the
passage.

the different qualities include veracity, usefulness, and
efficiency.

a process that uses the passages utilises a priorities vector
with numbers at each index that indicate how much
they prioritise that value.

the overall value of the passage to that process can then
be obtained from the dot product of the vectors.

a reasoning engine experiments with high and lower value
passages to answer the question and the answers pro-
vided by the reasoning engine are then monitored for
any signals that would indicate whether the lower value
passages have a positive or negative effect on the
answers and this information then feeds back into an
auto-curation process which re-evaluates the value of
the passage with the new signal.
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an auto-curation process automatically tests passages to
determine if they should be used for question-answer-
ing.

the structured, machine-readable representations of data
previously stored in a memory store have been curated
with an automatic method.

the question is the result of translating natural language
asked by a user into a substantially semantically-
equivalent representation in the machine-readable lan-
guage.

the response to the question is subsequently translated
into semantically equivalent natural language and pre-
sented to one or more users.

the question is the result of translating a question spoken
by a user in a natural language into a substantially
semantically-equivalent representation in the machine-
readable language and the user is subsequently played
a spoken answer where the spoken answer is the result
of translating the response to the question into the
natural language.

Computation units

a computation unit represents an individual computational
capability that is available for reasoning and other
purposes.

computation units are semantic nodes.

passages, or combinations of semantic nodes, represents
details for the computation unit that are needed to select
and run the computation unit, namely defining what it
can do, how to run it and how to interpret the results.

Computation units are appropriately utilised during rea-
soning.

Learning

new information that is learnt is represented in a struc-
tured, machine-readable representation of data that
conforms to a machine-readable language.

learning new information is obtained from automatically
processing the structured, machine-readable represen-
tation of data to obtain, or learn, new information, and
the new information is itself represented as structured,
machine-readable representations of data that are
stored in memory.

Learning new information is obtained from a machine-
learning system which generates classifications or pre-
dictions or other outputs which are represented as
passages.

a machine-learning system processes the semantic nodes
and passages to obtain, or learn, new information.

new information is generated by automatically processing
the semantic nodes and passages to answer a question.

The method of any preceding Claim in which a question
is represented as one or more machine representations,
such as passages and a response to the question is
automatically generated using one or more of the
following steps: (i) matching the question with machine
representations previously stored in a memory store;
(ii) fetching and executing one or more computation
units, where computation units represent computational
capabilities relevant to answering the question; (iii)
fetching and execution of one or more reasoning
machine representations, such as reasoning passages,
which are machine representations that represent the
semantics of potentially applicable reasoning steps
relevant to answering the question.

the new information represented as semantic nodes or
passages are stored and used to improve performance
of learning new facts.
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the new information represented as semantic nodes or
passages are stored and used to improve reasoning
steps.

the new information represented as semantic nodes or
passages are stored and used to explain or describe the
new information in natural language.

the new information represented as semantic nodes or
passages are stored and used in text or spoken conver-
sations with human users.

learning new information takes place from conversation
with or other natural language provided by human
users, in which natural language provided by users in
spoken or written form is translated into semantic
nodes and passages and then new information repre-
sented by these semantic nodes and passages is stored
and used.

learning takes place from reasoning, in which semantic
nodes and passages that are generated from a chain of
reasoning steps, and are stored and utilised.

learning takes place from natural language, in which by
translating all or parts of document sources of natural
language, such as web pages, scientific papers or other
articles into semantic nodes or passages, the resulting
semantic nodes or passages are then utilised by appli-
cations.

non-document sources of natural language, including
audio recordings or videos containing human speech,
are used and speech recognition technology is first
utilised to create a text transcription of the recordings
of voice which are then translated into semantic nodes
and passages.

machine learning system is used to analyse document and
non-document data and create passages from that data.

Machine learning

a machine learning system is used to generate the seman-
tic nodes or passages that represent the words or
sequence of words in a natural language.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language.

the neural architecture utilises recurrent neural networks
or LSTMs or attention mechanisms or transformers.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the machine learning, e.g. neural network, system is a
switch transformer feed forward neural network system

the machine learning system, e.g. neural architecture,
comprises an encoder and decoder and beam searching
is used during decoding of the semantic representations
from the decoder to remove invalid semantic represen-
tations.

when automatically translating a sequence of words
expressed in the natural language, (such as speech or
text input) into the machine-readable language, the
structure of the sequence of words is compared with
known machine-readable language structures in the
memory to identify similarities.
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automatically translating the word or sequence of words
(such as speech or text input) into the machine-readable
language is achieved by referencing a store of previ-
ously identified correct translations between the natural
language and the machine-readable language.

automatically translating the word or sequence of words
(such as speech or text input) into the machine-readable
language is achieved by utilising a pipeline of functions
which transform the word or sequence of words into a
series of intermediate forms.

the semantic impact of changes to the word or sequence
of words (such as speech or text input) in a natural
language wording of the translation in the natural
language is automatically assessed to determine
whether known or ground truth examples of semantic
nodes or passages can be used that are sufficient accu-
rate.

the semantic nodes or passages that represent the words or
sequence of words (such as speech or text input)
provides a machine-readable representation of the
meaning of the words or sequence of words.

the semantic nodes or passages that represent the words or
sequence of words (such as speech or text input) are
processed by a computer-based system for one or more
of the following: to derive facts or relationships, to
reason, to learn, to translate, to answer questions, to
process natural language content, to enable man-ma-
chine interaction, to represent and to police rules or
tenets, to enable one or more vertical applications.

the semantic nodes or passages that represent the words or
sequence of words (such as speech or text input) are
processed by a computer-based system to generate an
output that is human-readable.

the human readable output include one or more of the
following: an answer to a question expressed in the
natural language; a reasoning statement that explains
how the system has reached a conclusion; a learning
statement that explains what the system has learnt; a
response in a man/machine interaction.

a neural net is trained end-to-end to turn audio or video
data directly into semantic nodes and passages.

natural language-based learning is combined with statis-
tical machine-learning to optimise the translation of
document and non-document data (such as speech or
text input) into semantic nodes and passages.

a machine learning system is used to generate the seman-
tic nodes or passages

the neural network system is a switch transformer feed
forward neural network system

structured data, such as the content of a table found in a
document or on the web, a spreadsheet or the content
of a relational, graph or other database is turned into
semantic nodes and passages by assigning semantic
nodes to the identifiers in the structured data and
writing semantic nodes and passages that correspond to
the meaning of the structured data.

learning takes place from analysis of other data, in which
the data is processed with an algorithm and the results
of that processing is represented in semantic nodes and
passages.

Translation to and from UL

a word or sequence of words in a natural language is
received and automatically translated into the machine-
readable language by identifying or generating struc-
tured machine-readable representations that semanti-
cally represent the meaning of the word or sequence of
word.

10

20

25

35

40

45

55

60

114

a machine learning system is used to generate the seman-
tic nodes or passages that represent the words or
sequence of words in a natural language.

the machine learning system is a neural network system,
such as a deep learning system.

a neural architecture is used to generate the machine-
readable language.

the neural architecture utilises recurrent neural networks
or LSTMs or attention mechanisms or transformers.

the machine learning system has been trained on training
data comprising natural language and a corresponding
structured machine-readable representation, such as a
machine-readable language comprising semantic nodes
and passages.

a passage of natural language is passed through a
sequence-to-sequence neural architecture trained on
training data comprising natural language and a corre-
sponding structured representation that encodes mean-
ing.

the neural network system is a switch transformer feed
forward neural network system.

the neural architecture comprises an encoder and decoder
and beam searching is used during decoding of the
semantic representations from the decoder to remove
invalid semantic representations.

the word or sequence of words in a natural language is a
question and the question is answered with reference to
the semantic representation.

the word or sequence of words in a natural language is one
or more documents and the semantic representation of
the one or more documents is used to answer question.

reasoning with reference to the semantic representation
produces further, new representations.

when automatically translating a sequence of words
expressed in the natural language into the machine-
readable language, the structure of the sequence of
words is compared with known machine-readable lan-
guage structures in the memory to identify similarities.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a store of previously identified correct
translations between the natural language and the
machine-readable language.

automatically translating the word or sequence of words
into the machine-readable language is achieved by
utilising a pipeline of functions which transform the
word or sequence of words into a series of intermediate
forms.

the semantic impact of changes to the word or sequence
of words in a natural language wording of the transla-
tion in the natural language is automatically assessed to
determine whether known or ground truth examples of
semantic nodes or passages can be used that are suffi-
cient accurate.

the semantic nodes or passages that represent the words or
sequence of words provides a machine-readable repre-
sentation of the meaning of the words or sequence of
words.

the semantic nodes or passages that represent the words or
sequence of words are processed by a computer-based
system for one or more of the following: to derive facts
or relationships, to reason, to learn, to translate, to
answer questions, to process natural language content,
to enable man-machine interaction, to represent and to
police rules or tenets, to enable one or more vertical
applications.
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the semantic nodes or passages that represent the words or
sequence of words are processed by a computer-based
system to generate an output that is human-readable.

the human readable output include one or more of the
following: an answer to a question expressed in the
natural language; a reasoning statement that explains
how the system has reached a conclusion; a learning
statement that explains what the system has learnt; a
response in a man/machine interaction.

The system is further operable to automatically translate
from the structured-machine readable representation to
the natural language.

When translating from the structured-machine readable
representation to the natural language the system varies
the generated translations between alternatives that are
substantially semantically equivalent to create varied
and fresh responses for the benefit of human users.

Automatically translating the word or sequence of words
into the machine-readable language is achieved by
referencing a context of information relevant to gener-
ating a correct translation.

Semantic Node Resolution

a service is provided that is operable to receive a descrip-
tion of an entity and return one or more identifiers for
structured, machine-readable representations of data
corresponding to the entity, so that a user is able to use
a shared identifier for the entity.

the description is partially or fully described in the
machine-readable language.

the description is partially or fully written in one or more
natural languages.

the service compares the description of the proposed
semantic node or passages with available information
about existing entities to determine if there is a match.

the service probabilistically determines if there is a match.

the service additionally returns probabilities of matches
along with the one or more identifiers.

the service returns a new identifier if no match is found.

Tenets

the structured representation of data includes one or more
tenets, statements or other rules defining the objectives
or motives, also represented using the structured rep-
resentation of data; and a potential action is analysed to
determine whether executing the action would optimize
or otherwise affect achievement or realization of those
tenets, statements or other rules; and actions are
selected, deciding on or executed only if they optimize
or otherwise positively affect the achievement or real-
ization of those tenets, statements or other rules.

actions that conform to the tenets, statements or other
rules (‘tenets’) are automatically proposed by referenc-
ing the tenets.

the actions include communicating with users in written
form.

actions include communicating with users in spoken
form.

the tenets include at least one measure the system should
try to maximise, such as user happiness.

the tenets include at least one measure the system should
try to minimise, such as user unhappiness.

the tenets include at least one rule for actions the system
must never do.

the system is further operable to avoid doing the actions
the system must never do by referencing the tenets.

the tenets include at least one suggestion of what action to
do in a defined circumstance.
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the tenets include sub-tenets which are tenets that relate to
other tenets or which are more specific examples of
another tenet.

the actions include accessing other remote computer
systems.

the actions include changing the state of devices linked to
the system via a network.

the actions include initiating a spoken interaction with a
human being.

a data store contains a machine-readable representation of
the world that encodes meaning and where the system
is further operable to reason with reference to the
machine-readable representation of the world to select
actions that conform with the tenets.

the machine-readable representation of the world com-
prises a representation of valid reasoning steps and
where the system is further operable to utilise the
representation of valid reasoning steps to reason.

the machine-readable representation of the world includes
a representation of computational capabilities that are
available to the system and where the system is further
operable to utilise the computational capabilities by
referencing the machine-readable representation.

the system is operable to learn and augment the machine-
readable representation of the world.

the system is operable to learn from communication with
at least one user.

the system is operable to learn from at least one external
sensor connected to the system via a network.

the machine-readable tenets are at least partially repre-
sented by combinations of identifiers and where at least
some of the identifiers represent concepts correspond-
ing to real-world things

the system is further operable to receive a description of
a concept from a remote system and use the description
to return an identifier which is likely to mean the
concept.

the system is operable to continuously reason in a way
that results in actions that conform with the tenets.

the system is operable to answer questions about the
tenets from human users.

the computer system comprises a long-term memory; a
short-term memory; a tenet-store containing machine-
readable tenets representing rules to guide the system
and where the computer system is operable to receive
events and utilise the events, the contents of the long-
term memory, the contents of the short-term memory
and the tenets to do actions that conform with the
tenets.

the computer system comprises a component which gen-
erates candidate actions; a component that decides
whether to execute the candidate actions with reference
to the tenets and a component which executes actions.

answering a question asked by a human user comprises
two actions—generating a response to the question and
communicating that response to the human user.

the events include communication from at least one user
and where the actions include communication to at
least one user.

the system is further operable to learn, and store what is
has learned to the long-term memory.

the computer system is not operable to change the tenets.

the tenets include a tenet prohibiting actions which might
result in changes to the tenets.

the system is further operable to do an independent check
of each potential action against the tenets and will
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discard the potential action if the independent check
finds that it is incompatible with the tenets.

the computer system is further operable to actively
exclude knowledge on itself from being used in deter-
mining actions.

potential actions are autonomously generated by the com-
puter based system.

potential actions are autonomously generated by the com-
puter based system as outputs from processing inputs,
such as audio or text.

potential actions are autonomously generated with a pro-
cess that operates substantially continuously.

potential actions are autonomously generated without any
external trigger event to initiate processing or user
instruction or action to initiate processing.

the potential actions are automatically executed if they
optimize or otherwise positively affect the achievement
or realization of those tenets, statements or other rules.

The invention claimed is:

1. A computer implemented method for the automated
analysis or use of data, comprising the steps of:

(a) storing in a non-transitory computer-readable medium

a structured, machine-readable representation of data
that conforms to a machine-readable language, wherein
the data includes data relating to social media postings;

(b) automatically processing structured, machine-read-
able representation of data to determine if the social
media postings are compliant with requirements pre-
venting abusive or illegal social media postings;

the method including the step of:

processing the machine-readable representation of data
that conforms to the machine-readable language,
including the data relating to social media postings, (i)
in which the machine-readable language uses a syntax
that is a single shared syntax that applies to passages
that represent factual statements, query statements and
reasoning statements;

(ii) in which the machine-readable language uses a syntax
that is a substantially unambiguous syntax comprising
nesting of structured representations of data;

(iii) in which the machine-readable language uses an
identifier selected from an address space that is suffi-
ciently large to enable users to select a new identifier
with negligible risk of selecting a previously allocated
identifier; and

(iv) in which the machine-readable representation of data
that conforms to the machine-readable language is
scalable, since there are no restrictions on which users
can create structured representations of data or related
identifier;

the method including the step of using a neural architec-
ture to generate the machine-readable representation of
the data relating to the social media postings, in which
the neural architecture utilizes recurrent neural net-
works or long short-term memories (LSTMs) or atten-
tion mechanisms or transformers, or a switch trans-
former feed forward neural network system.

2. The method of claim 1 in which the structured,
machine-readable representation of data that conforms to the
machine-readable language comprises semantic nodes and
passages; and in which a semantic node represents an entity
and is itself represented by an identifier; and a passage is
either (i) a semantic node or (ii) a combination of semantic
nodes; and where machine-readable meaning comes from
choice of semantic nodes and their combination and order-
ing as passages.
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3. The method of claim 2 including the step of the social
media postings being automatically translated into the
machine readable language by a machine learning system
that generates the semantic nodes or passages that represent
the social media postings.

4. The method of claim 3 in which the machine learning
system includes the neural architecture, which includes a
deep learning system.

5. The method of claim 3 in which the machine learning
system is trained on training data comprising natural lan-
guage and a corresponding structured machine-readable
representation.

6. The method of claim 1 in which the processing includes
automatically determining whether the social media post-
ings are one or more of the following: being factually true
or untrue; being legal or illegal.

7. The method of claim 1 in which the processing addi-
tionally applies statistical machine-learning models to the
social media postings and uses results of the statistical
machine-learning models.

8. The method of claim 1 in which the structured repre-
sentation of data further includes a representation of a
spoken, written or graphical user interface (GUI) instruction
provided by a human to a human/machine interface.

9. The method of claim 1 in which the machine-readable
representation of data further includes at least a partial
representation of requirements preventing abusive or illegal
social media postings and the processing references the at
least a partial representation of the requirements.

10. The method of claim 9 in which the processing
additionally generates a natural language explanation of why
a social media posting is not compliant with the require-
ments.

11. The method of claim 1 including the step of automati-
cally translating the social media postings expressed in a
natural language into the machine-readable language, and a
structure of a sequence of words is compared with known
machine-readable language structures in the non-transitory
computer-readable medium to identify similarities.

12. The method of claim 1 including the step of auto-
matically translating the social media postings into the
machine-readable language by utilising a pipeline of func-
tions which transform a word or sequence of words into a
series of intermediate forms.

13. The method of claim 12 in which a passage of natural
language is passed through a sequence-to-sequence neural
architecture trained on training data comprising natural
language and a corresponding structured representation that
encodes meaning.

14. The method of claim 1 in which the machine-readable
language uses a single syntactical item to disambiguate the
meaning of structured representations of data.

15. The method of claim 14 in which the single syntactical
item is parentheses or brackets.

16. The method of claim 1 in which the machine-readable
language uses a shared syntax across factual statements,
queries and reasoning.

17. The method of claim 1 in which the machine-readable
language uses nesting of nodes and passages, as a substan-
tially unambiguous syntax.

18. The method of claim 1 in which the machine-readable
language comprises a plurality of identifiers or IDs which
are selected from an address space that is sufficiently large
to enable users to select a new identifier with negligible risk
of selecting a previously allocated identifier, or in which the
machine-readable language comprises a plurality of identi-
fiers or IDs which are selected from an address space, which
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is a space of Universally Unique Identifiers (UUIDs), that is
sufficiently large to enable users to select a new identifier
with negligible risk of selecting a previously allocated
identifier.

19. The method of claim 1 which includes the step of (a)
representing a question in a non-transitory computer-read-
able medium as a structured, machine-readable representa-
tion of data, in the machine-readable language; and the
method further includes the step of (b) automatically gen-
erating a response to the question, using one or more of the
following steps: (i) matching the question with structured,
machine-readable representations of data previously stored
in the non-transitory computer-readable medium store; (ii)
fetching and executing one or more computation units,
where computation units represent computational capabili-
ties relevant to answering the question; (iii) fetching and
executing of one or more reasoning passages, which are
structured, machine-readable representations of data that
represent semantics of potentially applicable reasoning steps
relevant to answering the question; and in which the repre-
sentation of the question, the structured, machine-readable
representations of data previously stored in the non-transi-
tory computer-readable medium store, the computation units
and the reasoning passages are all represented in substan-
tially the same machine-readable language.

20. The method of claim 1 which includes the step of
learning new information and representing the new infor-
mation in a structured, machine-readable representation of
data that conforms to the machine-readable language.

21. The method of claim 1 which includes the step of (i)
receiving a word or sequence of words in a natural language;
and (ii) automatically translating that word or sequence of
words into the machine-readable language by identitying or
generating structured machine-readable representations that
semantically represent the meaning of the word or sequence
of words in the machine-readable language.

22. The method of claim 1 which includes the step of
providing a service operable to receive a description of an
entity and return one or more identifiers for structured,
machine-readable representations of data corresponding to
the entity which is a shared identifier for the entity.

23. The method of claim 1 in which the method enables
translating between a first natural language and a second
natural language, by: (a) storing in a memory a structured,
machine-readable representation of data that conforms to a
machine-readable language; (b) receiving a word or
sequence of words in the first natural language to be trans-
lated into the second natural language; (c) automatically
translating that word or sequence of words expressed in the
first natural language into the second natural language by (i)
identifying a structured, machine-readable representation of
data that represents the semantics of the word or sequence of
words in the first natural language and (ii) retrieving a word
or sequence of words in the second natural language that
corresponds in meaning to the identified structured,
machine-readable representation of data.
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24. The method of claim 1 which includes the step of
automatically and autonomously processing detected audio
or text into the structured representation of data whenever
audio or text is detected or received.

25. The method of claim 1 including automatically select-
ing, deciding on or executing actions; the structured
machine-readable representation of data including one or
more tenets, statements or other rules defining objectives or
motives; and the method further includes the steps of (i)
analysing a potential action to determine whether executing
the potential action would optimize or otherwise affect
achievement or realization of those tenets, statements or
other rules; (ii) automatically selecting, deciding on or
executing actions only if the actions optimize or otherwise
positively affect the achievement or realization of those
tenets, statements or other rules.

26. A computer-based system configured to analyse data,
the system being configured to:

(a) store in a non-transitory computer-readable medium a
structured, machine-readable representation of data
that conforms to a machine-readable language; wherein
the data includes data relating to social media postings;

(b) automatically process structured, machine-readable
representation of data to determine if the social media
postings are compliant with requirements preventing
abusive or illegal social media postings;

in which the system is configured to process the machine-
readable representation of data that conforms to the
machine-readable language, including the data relating
to social media postings, (i) in which the machine-
readable language uses a syntax that is a single shared
syntax that applies to passages that represent factual
statements, query statements and reasoning statements;

(i1) in which the machine-readable language uses a syntax
that is a substantially unambiguous syntax comprising
nesting of structured representations of data;

(ii1) in which the machine-readable language uses an
identifier selected from an address space that is suffi-
ciently large to enable users to select a new identifier
with negligible risk of selecting a previously allocated
identifier; and

(iv) in which the machine-readable representation of data
that conforms to the machine-readable language is
scalable since there are no restrictions on which users
can create structured representations of data or related
identifier;

in which the computer-based system includes a neural
architecture configured to generate the machine-read-
able representation of the data relating to the social
media postings, in which the neural architecture utilizes
recurrent neural networks or long short-term memories
(LSTMs) or attention mechanisms or transformers, or a
switch transformer feed forward neural network sys-
tem.

27. The computer-based system of claim 26, in which the

neural architecture includes a deep learning system.
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