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(57) ABSTRACT 
Methods of providing services using a web marketing plat 
form are described. The web marketing platform acts as a 
proxy associated with a host company and can intercept 
traffic passing to and from the host company. In an embodi 
ment, an interface is provided which enables clients to easily 
request services. One example service is the provision of 
targeted content to users within web pages from sites hosted 
by the host company and in Such an example, the actual 
content can be analyzed in real time to provide improved 
targeting based on the content, user behavior or any other 
criteria. 
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PROVISION OF TARGETED CONTENT 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. patent 
application Ser. No. 13/961,696, filed on Aug. 7, 2013, 
which is a continuation of U.S. patent application Ser. No. 
11/896,227, filed on Aug. 30, 2007. U.S. patent application 
Ser. Nos. 13/961,696 and 11/896,227 are incorporated by 
reference in their entirety herein. 

BACKGROUND 

0002 Systems are available which provide targeted 
advertising within web pages, for example in the form of 
banner advertisements or links to other web pages. By 
targeting the advertisements, such that they relate to the 
content of a page on which they are displayed or to key 
words which have been used for searching, the advertise 
ments are more likely to be relevant to the user and the 
advertiser is willing to pay more for the placement of the 
advertisement. 
0003. The systems which provide targeted advertising 
use crawling to categorize web sites. This is a lengthy 
process by which huge numbers of web pages are analyzed 
and categorized and the resultant information is stored in a 
database. In some cases the advertising is tailored based on 
the individual user's browsing behavior and this behavior 
may be tracked using a cookie which is downloaded to the 
user's computer from a web site which they visit. Additional 
software may also be delivered which creates a log of the 
user's browsing activity which may then be returned to the 
system along with the cookie. Characteristics of the user 
may be determined based on the stored categorization data 
for those web sites visited by the user. 
0004. In order that an advertisement can be included 
within a web page, the web site publishers manually insert 
a tag in the web page which acts as a placeholder for the 
targeted advertisement. The tag is then replaced with a 
selected advertisement when the user requests the page, 
where the advertisement is selected based on stored data, 
which may comprise the user's browsing activity log and/or 
the categorization of web pages. The knowledge of the 
person’s behavior may be stored by the advertising company 
and the only information on the browser side may be an ID 
which is linked to the information in the advertising com 
pany's database. 

SUMMARY 

0005. The following presents a simplified summary of the 
disclosure in order to provide a basic understanding to the 
reader. This summary is not an extensive overview of the 
disclosure and it does not identify key/critical elements of 
the invention or delineate the scope of the invention. Its sole 
purpose is to present some concepts disclosed herein in a 
simplified form as a prelude to the more detailed description 
that is presented later. 
0006 Methods of providing services using a web mar 
keting platform are described. The web marketing platform 
acts as a proxy associated with a host company and can 
intercept traffic passing to and from the host company. In an 
embodiment, an interface is provided which enables clients 
to easily request services. One example service is the 
provision of targeted content to users within web pages from 
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sites hosted by the host company and in Such an example, the 
actual content can be analyzed in real time to provide 
improved targeting based on the content, user behavior or 
any other criteria. 
0007. A method of creating display space in relation to a 
page requested by a client from a server for display by that 
client is described. The method comprises the steps of 
receiving at a first system configured to communicate with 
the client and the server a request from the client for a page 
from the server, prior to the receipt of that request by the 
server, and transmitting from the first system a reference to 
a frame-set to the client to cause the client to request that 
frame-set, wherein, at least one of the frames of the frame 
set includes a reference to cause the client to display the 
page. 
0008. A method of amending content transmitted by a 
server to a client is described. The method is performed by 
a system remote from the client and the server and arranged 
to receive requests from the client to the server and to 
receive responses from the server to the client. The method 
comprises the steps of receiving a request from the client to 
the server for a page, prior to the receipt of that request by 
the server, transmitting the request to the server, receiving 
the page transmitted by the server in response to the request, 
prior to receipt of the page by the client, inserting content 
into the page to form an amended page, and transmitting the 
amended page to the client. 
0009. A method of amending content transmitted from a 
server to a client is described. The method is performed by 
a system configured to communicate with the server and the 
client and comprises the steps of receiving a page transmit 
ted from the server to the client, prior to receipt of that page 
by the client, searching the page for a predetermined item of 
content, if the predetermined item of content is found, 
amending the content of the page dependent upon the item 
of content found to form a modified page; and transmitting 
the modified page to the client. 
0010 Methods of establishing a common user identity 
are described, wherein that a common identity is established 
utilising only first-party cookies. An identity is established 
by the transmission of a plurality of first-party cookies to the 
user, and the establishment of a relationship between those 
cookies. That relationship may be an identity common to the 
cookies, or may be maintained in a database. The methods 
may utilise redirection of a client between domains to 
establish the common identity. 
0011 Many of the attendant features will be more readily 
appreciated as the same becomes better understood by 
reference to the following detailed description considered in 
connection with the accompanying drawings. 

DESCRIPTION OF THE DRAWINGS 

0012. The present description will be better understood 
from the following detailed description read in light of the 
accompanying drawings, wherein: 
0013 FIG. 1 is a schematic diagram of a system for 
providing dynamically targeted content; 
0014 FIG. 2 illustrates various components of an exem 
plary computing-based device; 
0015 FIG.3 shows a flow diagram of an example method 
of operation of the system shown in FIG. 1; 
(0016 FIGS. 4-7 show examples of steps of FIG. 3 in 
more detail; 
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0017 FIG. 8 shows a second flow diagram of an example 
method of operation of the system shown in FIG. 1; 
0018 FIG. 9 is a schematic diagram of a system for 
providing a range of services; 
0019 FIG. 10 shows a flow diagram of an example 
method of operation of the system shown in FIG. 9; 
0020 FIG. 11 shows an example graphical user interface; 
0021 FIG. 12 shows a second flow diagram of an 
example method of operation of the system shown in FIG. 
9; 
0022 FIG. 13 is a schematic diagram of a system for 
providing a range of services to users; 
0023 FIGS. 14-16 show example message flows in a 
system; 
0024 FIG. 17 shows a flow diagram of an example 
method of operation of the system; 
0025 FIGS. 18-23 show further example message flows: 
0026 FIG. 24 is a schematic diagram of a system accord 
ing to the current invention; 
0027 FIG. 25 is a flowchart of a method of inserted tags 
according to the current invention; 
0028 FIG. 26 is a flowchart of a method of inserting tags 
in a page; 
0029 FIG. 27 is a flowchart of a process of creating space 
for the provision of content; 
0030 FIG. 28 is an example frame-set: 
0031 FIG. 29 is an example frame-set: 
0032 FIG. 30 is a flowchart of a method of creating space 
for the provision of content; 
0033 FIG. 31 is a flowchart of a method of replacing 
tags. 
0034 FIG. 32 is a flowchart of a method of amending 
content transmitted to a client; 
0035 FIG.33 illustrates various components of an exem 
plary computing-based device; 
0036 FIG. 34 is a schematic network diagram of a client 
and two web-servers; 
0037 FIG. 35 is a flowchart of a process for assigning a 
common identity between two domains, when the client 
visits the master domain first; 
0038 FIG. 36 is a flowchart of a process for assigning a 
common identity between two domains, when the client 
visits the slave domain first; 
0039 FIG. 37 is a flowchart of a process for re-assign 
ment of an identity when the master domains cookie has 
been lost; 
0040 FIG. 38 shows a schematic diagram of a network 
having three domains and one client; 
0041 FIG. 39 shows the path of a client’s accesses 
through an arbitrary number of domain names when acquir 
ing a new identity; 
0042 FIG. 40 shows a schematic diagram of a network 
having one master and four slave domains; 
0043 FIG. 41 shows a flowchart of the process of assign 
ing an identity when a client visits a slave domain for the 
first time in the network of FIG. 7: 
0044 FIG. 42 shows a schematic diagram of a network 
having two domains kept in Synchrony; 
0045 FIG. 43 shows a schematic diagram of a network 
having three levels of domain; 
0046 FIG. 44 shows a flowchart of a method of assigning 
common identities in which more than one master domain 
assigns identities; 
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0047 FIG. 45 shows a flowchart of a method of assessing 
whether a client is accepting cookies; 
0048 FIG. 46 is a flowchart of a method of assigning 
identities utilising a peer-to-peer system; 
0049 FIG. 47 is a schematic diagram of a network 
including identification systems for implementing methods 
according to the current invention; and 
0050 FIG. 48 is a flowchart of a system for assigning a 
common identity utilising identification systems. 
0051. Like reference numerals are used to designate like 
parts in the accompanying drawings. 

DETAILED DESCRIPTION 

0.052 The detailed description provided below in con 
nection with the appended drawings is intended as a descrip 
tion of the present examples and is not intended to represent 
the only forms in which the present example may be 
constructed or utilized. The description sets forth the func 
tions of the example and the sequence of steps for construct 
ing and operating the example. However, the same or 
equivalent functions and sequences may be accomplished by 
different examples. 
0053 FIG. 1 is a schematic diagram of a system 100 for 
providing dynamically targeted content. The system com 
prises a web marketing platform 101, a host company 102. 
one or more users 103, a real time analysis tool 104 and one 
or more targeted content providers 105. The system of FIG. 
1 shows only some of the logical connections between 
entities. It will be appreciated that the communication 
between elements may be over dedicated point to point links 
or over a network (such as the internet). In some embodi 
ments, there may be additional or alternative logical con 
nections. One example of this would be a logical connection 
between the users 103 and the targeted content providers 
105, without passing through the web marketing platform 
101. This logical connection may be in addition to (or 
instead of) the logical connection between the targeted 
content providers 105 and the web marketing platform 101. 
Furthermore, in some examples not all traffic between the 
users 103 and the host company 102 may pass through the 
web marketing platform 101 (e.g. rules may be provided to 
determine which traffic does and which traffic bypasses the 
web marketing platform 101, for example based on traffic 
type, priority or any other metric). Some different embodi 
ments are described below by way of example only and 
without limitation on the actual arrangement of elements. 
0054 Some or all of the entities shown in the system 100 
of FIG. 1 may be co-located or may be geographically 
separated. For example, in some embodiments, the web 
marketing platform 101 and the host company 102 may be 
geographically separated and in other embodiments they 
may be co-located. 
0055. The web marketing platform 101 and the real time 
analysis tool 104 may each comprise a server or other 
computing device. Such as that shown in FIG. 2 and 
described below. As described above, these two devices (e.g. 
two servers) may be co-located (e.g. located within the same 
server farm) or may be geographically separated. By locat 
ing the two devices within the same server farm, commu 
nications between the two can be very fast, although tech 
niques described below may be used to ensure that the 
communication between the two is sufficiently quick even 
when they are remote from each other. The web marketing 
platform 101 may comprise a Datasherpa TM server as pro 
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vided by Clickstream Technologies plc. The real time analy 
sis tool 104 may comprise any Suitable analysis tool (e.g. a 
look-up table or a complex analysis engine). In an example, 
the web marketing platform 101 and the real time analysis 
tool 104 may be combined into a single entity. 
0056. The targeted content providers 105 may comprise 
any content providers, including but not limited to, adver 
tising companies or networks, news providers, companies 
wishing to advertise directly, (i.e. without using an adver 
tising company or network) or any other content generating 
organization or individual. The content provided is targeted 
as a result of analysis performed by the real time analysis 
tool 104 in combination with the actions of the web mar 
keting platform 101. The targeting may be content based 
targeting, behavioral targeting, a combination of behavioral 
and content based targeting, or targeting based on any other 
parameter. 
0057 The host company 102 may also comprise a server 
or other computing device Such as that shown in FIG. 2 and 
described below. The host company stores web sites for its 
customers, which may be publishers, site owners and con 
tent providers, and makes the web sites available over the 
internet. The publishers, site owners and content providers 
may be any individual or entity (e.g. Small businesses, large 
companies, charities, associations etc). The customers of the 
host company 102 for which it stores web sites are referred 
to herein as hosted companies. 
0058. The entities shown in FIG. 1 may be separate 
entities or may be combined in any manner. For example, the 
web marketing platform 101 and the real time analysis tool 
104 may be combined. In another example, the web mar 
keting platform 101 may also act as a targeted content 
provider 105. 
0059 FIG. 2 illustrates various components of an exem 
plary computing-based device 200 which may be imple 
mented as any form of a computing and/or electronic device, 
and in which embodiments of the methods described herein 
may be implemented. The computing-based device 200 
comprises one or more processors 201 which may be 
microprocessors, controllers or any other Suitable type of 
processors for processing computing executable instructions 
to control the operation of the device. The computer execut 
able instructions may be provided using any computer 
readable media, such as memory 202. The memory is of any 
Suitable type such as random access memory (RAM), a disk 
storage device of any type Such as a magnetic or optical 
storage device, a hard disk drive, or a CD, DVD or other disc 
drive. Flash memory, EPROM or EEPROM may also be 
used. Platform software comprising an operating system or 
any other suitable platform software may be provided at the 
computing-based device (e.g. Stored in memory 202) to 
enable application software (which may also be stored in 
memory 202) to be executed on the device. The computing 
based device may also comprise one or more inputs 203 
and/or one or more outputs 204. The input 203 may be of 
any suitable type for receiving media content, Internet 
Protocol (IP) input, user commands etc. The output 204 may 
comprise an audio and/or video output to a display system 
integral with or in communication with the computing-based 
device. The display system (not shown in FIG. 2) may 
provide a graphical user interface, or other user interface of 
any Suitable type although this is not essential. The device 
200 also comprises communication interface 205 through 
which the device is connected to one or more other devices 
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over a network and/or over point to point links. The elements 
201-205 within the computing-based device are connected 
by means of a bus (not shown in FIG. 2). 
0060 FIG.3 shows a flow diagram of an example method 
of operation of the system 100 shown in FIG. 1. The web 
marketing platform 101 may act as a proxy for the host 
company 102 and intercept some or all the traffic between 
users 103 and the host company 102. Alternatively traffic 
may be redirected to the web marketing platform using any 
other technique (e.g. internal redirecting or DNS re-route). 
Upon receipt of a request for a web page from a user (block 
301), the web page and/or the request is analyzed in real time 
(block 302) in order to identify targeted content for insertion 
(block 303). This targeted content may be content provided 
by one of the targeted content providers 105 or a tag for such 
content, and aspects of the targeted content are described in 
more detail below. The targeted content is inserted into the 
web page (block 304) and then the web page including the 
targeted content is provided to the user (block 305). The 
analysis may be performed by the web marketing platform 
101 and/or the real time analysis tool 104. The content may 
be inserted (in block 304) by the web marketing platform 
101 or the real time analysis tool 104. Aspects of the method 
are described in more detail below. 

0061. By analyzing the actual web page which is to be 
delivered to the user in response to their request and/or the 
request itself (in block 302), the analysis and targeting can 
take into consideration content which is dynamic and/or 
personalized, content which changes with time (or any other 
parameter) and user behavior over time. These types of 
content cannot be considered in Systems which use data on 
web pages which is collected by crawling. Data which is 
collected through crawling is inherently historic data, as the 
data is based on web pages provided at Some point in the 
past. Furthermore, web pages which are accessed on crawl 
ing are not intended to be provided to the particular user that 
issued the request and therefore do not contain any person 
alized content. In an example, Some search engines or 
internet service providers (ISPs) enable users to display a 
personalized home page, which is provided via a particular 
host company. The personalization parameters may be set by 
the user and then used every time that user accesses the 
home page. A first user may therefore display news items 
relating to baseball, whilst a second user may display news 
items relating to fishing, even though the url accessed is the 
same. By analyzing in real time these differences in actual 
content displayed can be taken into consideration when 
providing targeted content, e.g. the first user may be given 
baseball or other ball sports related content whilst the second 
user may be given fishing related content. If the same url was 
accessed on crawling, a generic page would be received and 
analyzed, without any of the personalized content and there 
fore any additional content provided could not be targeted 
appropriately. 
0062. The analysis which is performed (in block 302) 
may be performed based on the request and/or the web page 
itself. Aspects of the request or web page which may be 
considered include, but are not limited to: 

0.063 the referrer, i.e. the web page from which the 
request is generated. This may for example be a search 
engine (e.g. www.google.com) or a site which has a 
link on it (e.g. news.bbc.co.uk has a link on it to 
www.bbc.co.uk/weather). 
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0064 the referrer content, i.e. the actual content of the 
referrer page 

0065 the current url, i.e. the url that is requested 
0.066 the current content, i.e. the actual content of the 
page which is to be delivered in response to the request 

0067 meta tags in the page that is requested 
0068 search terms (e.g. inserted in a search engine to 
arrive at a page) 

0069 form field data 
0070 the user profile, i.e. data relating the user who 
issued the request, such as demographic data 

0071 the user behavior, e.g. user behavior on a site, 
across sites or over many sites. Aspects of behavior 
may include time spent on a page or any other metric. 

(0072 history of any or all of the above. 
0073. Dependent upon the aspects which are considered, 
the analysis may be performed by the web marketing 
platform 101 and/or the real time analysis tool 104. In an 
example, the user profile may be maintained at the web 
marketing platform and updated based on the results of the 
real time analysis performed by the analysis tool. 
0074 Any one or more of the aspects of the request or the 
web page described above may be analyzed in order to 
generate data (Such as a metric) which can be used in the 
identification of suitable (i.e. targeted) content for insertion 
into the web page. Where more than one aspect is consid 
ered, any suitable algorithm may be used to combine the 
factors. The generated data may comprise, but is not limited 
tO. 

0075 Information which helps define the relevant con 
tent of a web page, which may comprise any of the 
variables listed above or sets of keywords or categories 
etc. This may be referred to as a content profile’. 

0076 Information which helps define the user request 
ing the web page, which may be based on the content 
of this page and also on previous activities (e.g. on sites 
hosted by the host company or an associated host 
company). This may be referred to as a user profile’. 

0077 Categorization, i.e. details of categories which 
are relevant to the request/web page/user etc. 

0078 Category mapping, i.e. a mapping between cat 
egories used by the web marketing platform/real time 
analysis tool and categories defined by any of the 
targeted content providers 105. This enables the web 
marketing platform 101 to interface to any content 
provider's system. 

0079 Any of the individual aspects of the request or 
web page detailed above which are input to the analy 
sis, e.g. the real time analysis tool may select one or 
more aspects which are most appropriate in a particular 
circumstance. 

0080. In addition to, or instead of, generating data, an 
action may be generated. For example, the analysis may 
search for keywords that Suggest terrorist or other criminal 
activity and identification of Such a keyword may trigger an 
alert to the relevant authority. 
0081 FIG. 4 shows an example of the analysis step 
(block 302) in more detail, which comprises analyzing the 
page/request (block 302a) and updating stored profiles based 
on this analysis (block 302b). Targeting data is then output 
(block 302c) which may be based on the profiles and/or the 
results of the real time analysis. The profiles may be stored 
at the web marketing platform 101, the real time analysis 
engine 104 or any other entity and updated upon any 
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browsing activity by that user on domains which are hosted 
by the host company. Where there are agreements between 
host companies or between the web marketing platform 
operator (or provider) and multiple host companies, and/or 
where host companies are part of a network that shares 
profile information, then the profile data may be based on a 
wider range of browsing activities. In other examples, the 
profiles may be stored by the targeted content providers 105, 
e.g. where the targeted content which is inserted comprises 
a behavioral tag (as described below). 
I0082. As the analysis is performed dynamically in real 
time, it is not necessary in advance to install fixed Static tags 
into web pages to monitor the web pages (referred to as 
tracking tags) or to provide details of the type of content 
within the web page based on external analysis (referred to 
as content tags). This manual tagging process is a labor 
intensive activity which is also prone to human error. Use of 
dynamic analysis eliminates human involvement and there 
fore eliminates the possibility of human error. 
I0083. The web marketing platform 101 is associated with 
the host company 102, such that some or all traffic to and 
from pages hosted by the host company passes through the 
web marketing platform. Any suitable technique may be 
used to ensure that the traffic flows in this manner. This 
association does not imply that the web marketing platform 
101 and the host company 102 are necessarily co-located 
and in some embodiments they may be geographically 
separated. The association also does not imply that the web 
marketing platform is necessarily operated by the host 
company, although in some embodiments this may true. 
0084 As a result of this association between the web 
marketing platform and the host company, the data analyzed 
may be site-centric (or group of sites centric) and is not 
limited to being user-centric, as would be the case if the web 
marketing platform was associated with an internet access 
provider. By being associated with the host company, the 
web marketing platform can develop very broad user behav 
ioral profiles by tracking their access of any of the web pages 
hosted by the host company (which may comprise hundreds 
or thousands of domains) and potentially by other host 
companies (where relationships exist, as described above). 
This compares to the data which can be obtained by tracking 
a user's access to a particular domain (e.g. www.bbc.co.uk) 
which will only provide information on a limited set of user 
characteristics. Details of the methods by which the user 
activities may be tracked are described below. 
I0085. In some examples, it may be necessary for the 
hosted company (e.g. site publisher or owner) to grant 
permission for use of their site to be tracked by the web 
marketing platform. However, as each hosted company has 
a relationship with the host company, this may be part of the 
standard terms and conditions in relation to the hosting 
service provided by the host company. As described herein, 
the tracking of the use of their site offers large potential 
benefits to the hosted companies. 
I0086. Whilst the analysis is performed in real time on the 
actual content which is to be delivered to the user, in some 
embodiments the analysis may use stored data. Examples of 
stored data which may be used include the profiles or history 
described above. In some examples, as shown in FIG. 5, the 
analysis may be performed in a number of stages. Firstly, the 
initial analysis is performed (block 501) to enable determi 
nation of whether the page has been analyzed before (in 
block 502). This initial analysis may be based on the page 
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title, url (uniform or universal resource locator) or header or 
alternatively on textual or visual analysis of the page. In an 
example, the header for a page may include an update date 
or revision number. If the web page has not been analyzed 
before (No in block 502), detailed analysis is performed 
(block 503) and the results stored (block 504). If however, 
the web page has been analyzed before ('Yes' in block 502), 
a check may be performed to determine whether the page is 
different to the version that was previously analyzed (block 
505). Any difference may be due to personalized content or 
to changes in the content since it was analyzed. If the page 
currently being delivered is the same as that previously 
analyzed ('Yes' in block 505), the stored analysis results 
may be used (block 506), whilst if the page is different (No 
in block 505), detailed analysis is performed (block 503) and 
then stored (block 504). In some cases, it may not be 
necessary to determine if the page is different (block 505) 
because this information may be apparent as a result of the 
initial analysis, e.g. from the update date or from informa 
tion in the header identifying whether the page includes 
dynamic/personalized content. Where this determination is 
not necessary, the method may proceed from determining 
that the page has been previously analyzed ('Yes' in block 
502) to using the stored detailed analysis results (block 506). 
0087. Referring back to FIG. 3, following the analysis of 
the web page and/or the request (block 302), the output of 
the analysis (referred to herein as the targeting data) is used 
to identify targeted content for insertion into the web page 
(block 303). This targeted content may, for example, com 
prise: 

0088 an advertisement 
0089 a link 
0090 a news article or headline 
0091 other text or content 
0092) a tag for any of the above 
(0093 a behavioral tag. 

0094. A tag for an advertisement, link, news article, 
headline or other text or content may include instructions to 
access content from the web marketing platform 101 or 
directly from one of the targeted content providers 105 or 
from another entity. A behavioral tag may, for example, 
comprise an increment on the user profile. In an example, 
where analysis of the request or the content determines that 
a user has accessed a plumbing site, the tag may comprise 
data which changes the user profile by incrementing the 
count for plumbing. The updated user profile may be used 
for concurrent or future content delivery (using the web 
marketing platform or other method) so that content deliv 
ered is of improved relevance to the user. 
0095 FIG. 6 shows a first example of the insertion step 
(block 303) in more detail, in which the targeting data is 
provided to a content provider (block 303a) and in return 
targeted content is received from the content provider (block 
303b). In some examples, however, the targeting data may 
be communicated to more than one targeted content provider 
105 to enable real-time bidding for the opportunity to 
provider content. FIG. 7 shows an example of the insertion 
step in Such an embodiment, in which the targeting data is 
provided to several content providers (block 701). Each of 
the content providers may then provide the web marketing 
platform with a bid to provide targeted content (block 702). 
On the basis of the bids received (in block 702), one of the 
bids may be selected (block 703). In one example, the 
content to be provided may be included within the bids, 
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however where the content is not included within the bid, 
once a winning bid has been selected, the content is 
requested from the appropriate content provider (block 704) 
and Subsequently received by the web marketing platform 
(block 705). In another example, a tag relating to the 
winning bid may be inserted by the web marketing platform 
101 (where this tag is considered the targeted content), such 
that the user's browser requests the actual content from the 
provider of the selected bid (block 704) and then receives 
(block 705) and displays that content. Whilst FIG. 7 shows 
one of the bids being accepted, where a reserve price or other 
conditions are set, there may be situations where none of the 
bids are accepted. 
0096. The targeting data provided to each of the content 
providers (in block 701) may be the same or different. For 
example, the content providers may use different categories 
and therefore different category mapping data may be pro 
vided within the targeting data or the targeting data may be 
mapped for each content provider before it is sent. Depen 
dent upon the categories used by the content providers, 
and/or the service levels agreed, content providers may 
receive data with different degrees of detail or granularity 
(e.g. data relating to 30 categories compared to data relating 
to 3000 categories). 
0097. In some cases, the content providers may be bid 
ding to provide equivalent content, e.g. bidding to provide 
different advertisements to be inserted within the web page 
provided to the user, however in other examples, different 
content providers may bid to provide different types of 
content. For example, an advertising network may bid to 
provide an advertisement whilst a news provider may bid to 
provide a news article. In Such cases, more than one bid may 
be accepted, e.g. one bid for each content type. In other 
examples, more than one bid for the same type of content 
may be accepted, e.g. where more than one advertisement 
can be included within the web page. However, where the 
different advertisements have different characteristics, e.g. 
size, prominence on the page etc., the bids may be handled 
separately because they may have different commercial 
value. 

0098. Use of real time bidding and/or real time content 
insertion enables the commercial value of the targeted 
content to be established based on the actual user who is 
requesting the page and the actual content of the page on 
which the targeted content is to be inserted. These factors 
may influence the value of any targeted content consider 
ably. For example, a user who has visited a number of 
plumbing sites over a period of time but then uses the search 
terms plumbing and order to access a further plumbing 
web site, may be a user looking to make an actual purchase 
and therefore the value of providing plumbing advertise 
ments to that user may be higher than to other users and also 
the value may be higher than the value of providing plumb 
ing advertisements to the same user in the past. 
(0099. The type of content identified (in block 303) may 
be limited by conditions set by the publisher or web site 
owner, e.g. no advertisements which relate to pornography, 
no advertisements from competitors etc. Such conditions 
may be registered with the host company through a user 
interface or verbally (e.g. by telephone). 
0100. In addition to, or instead of, using the targeting data 
to identify content for insertion (in block 303), the targeting 
data may be used to instigate an action. The action may 
comprise, for example, shutting down an entity (e.g. the web 



US 2017/O 132660 A1 

marketing platform 101 or the host company 102), prevent 
ing access to a web site (e.g. one hosted by host company 
102), sending an email or other alert or changing future 
operation of the web marketing platform 101 or the real time 
analysis tool 104. In an example, the analysis tool may 
determine that a user has won a competition, with the result 
that future requests from that user and/or other users are 
handled differently. 

0101 The identified content may be inserted (in block 
304) through the addition of the content or a tag for the 
content (as described above). The insertion may, in some 
examples, involve the replacement of content within the web 
page, e.g. replacing an advertisement with another adver 
tisement, or replacement of the web page by an different web 
page. The replacement of a tag or a portion of the web page 
may be achieved by searching for existing tags and replacing 
them or by searching for content (textually or visually) and 
replacing the content by the new content or a tag for that 
content. An example of a visual search technique is the 
image search technology provided by Cambridge Ontology. 
In some examples space may be generated within the web 
page for insertion of the content, for example by displaying 
the web page within a frame and inserting the targeted 
content outside the frame or in another frame. In another 
example, the targeted content may be provided in a pop-up 
window or in a page inserted between web pages (which 
may be referred to as a bridging advertisement). In a further 
example, the targeted content may be provided instead of the 
requested content. Further examples of methods of space 
creation are described below. 

0102) Whilst FIG.3 shows the insertion of the content by 
the web marketing platform (block 304), in other examples, 
the content may be inserted using any other Suitable mecha 
nism or network element e.g. by the real time analysis tool. 
0103) In an example, the web marketing platform 101 
may be operated by the host company 102. This may be 
under agreement (e.g. a license agreement) from the web 
marketing platform provider. In another example, the web 
marketing platform 101 may be operated by a third party, 
which may be the web marketing platform provider or any 
other party. The term web marketing platform provider is 
used herein to refer to the entity that develops and/or owns 
the web marketing platform technology (which may com 
prise software and/or hardware), which it may provide to 
other entities (e.g. under an agreement). The term web 
marketing platform operator is used herein to refer to the 
entity which runs and manages the web marketing platform. 
Revenue generated as a result of the operation of the web 
marketing platform may be for the benefit of either or both 
the web marketing platform provider and the web marketing 
platform owner, dependent upon the specific circumstances 
and the terms of any agreements in place. 
0104. The web marketing platform operator/provider 
may generate income through a revenue sharing agreement 
with the host company, with the publishers or site owners 
whose sites are hosted by the host company, with the 
targeted content providers or with any other entity. In each 
case, the web marketing platform operator/provider may 
receive a fraction of the advertising revenue, as shown in 
FIG. 8 (block 306), where the fraction may be any fraction 
up to and including all of the revenue, e.g. where free 
hosting is provided in return for 100% of the advertising 
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revenue. In some situations, there may be multiple revenue 
sharing agreements, and some examples of this are described 
below. 

0105. In addition to, or instead of generating revenue 
through a revenue sharing agreement, as described above, 
the operator/provider of the web marketing platform 101 
may generate revenue through the sale of the profile infor 
mation that it collates (e.g. the content or personal profiles). 
The information sold may comprise data which has not been 
collated, e.g. information on the content of a page and/or a 
user requesting a page, which may then be collated by the 
purchaser of the data. In an example, a behavioral targeting 
advertising company may buy information every time the 
content/request is identified as relating to plumbing. The 
behavioral targeting advertising company may then sell to 
the plumbing industry their ability to target advertisements 
to people who visit plumping sites and these advertisements 
could be served to the people interested in plumbing on any 
site they visit and not necessarily a plumbing site. Depen 
dent on the particular implementation, this may result in the 
insertion of a plumbing tag, and this (or another mechanism) 
may result in the modification of the profile of the person 
visiting that page. Other data which is obtained may also 
have value. Such as data on search terms which are used or 
the way in which the search terms are used, and any data 
may be sold to generate additional revenue. In some 
examples, the price of any data sold may depend on the data 
which is provided. For example, detailed information (e.g. 
over 3000 categories) may be considerably more expensive 
than less detailed information (e.g. over 30 categories). The 
price of data may depend on the way in which the purchaser 
of the data plans (or is permitted) to use the data. 
0106 The system and method described above provides 
advantages to each element within the system 100 and to the 
owners/publishers of the web sites hosted by the host 
company 102. The system enables the host company 102 to 
offer many different targeted content providers to its hosted 
sites (e.g. to the publishers or site owners). This provides a 
service differentiator for the host company 102. The owners/ 
publishers of the hosted sites, who are customers of the host 
company 102 (the hosted companies), are able to provide the 
most appropriate targeted content to the users who browse 
their sites, and therefore increase user satisfaction, as well as 
maximizing revenue from Such content, in particular maxi 
mizing advertising revenue. The targeted content providers 
105 are able to provide content which is specifically aimed 
at the user and/or the actual content of the page being viewed 
by the user. This maximizes the chance that an advertise 
ment will be converted to a sale to the user or that content 
will be read and appreciated by the user. 
0107 Whilst in the system 100 shown in FIG. 1, there is 
a single host company 102, in other examples traffic between 
users and multiple host companies may be intercepted by the 
web marketing platform 101 (e.g. it may act as a proxy for 
more than one host company). In Such a situation, the web 
marketing platform may combine data collated in relation to 
browsing of sites hosted by some or all of the host compa 
nies or may act as logically separate marketing platforms 
without sharing data. 
0108. The provision of dynamically targeted content is 
just one example of a service which may be provided by the 
web marketing platform 101. The system 100 described 
above may, in addition to or instead of providing dynami 
cally targeted content, be used to provide other services to 
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the hosted companies (which may be content publishers) or 
to other entities (e.g. companies hosted by other host com 
panies), and further examples are described below. Any 
service may be provided by the web marketing platform 101 
and examples include, but are not limited to: 

0109) web analytics 
0110 fraud detection 
0111 fraud prevention 
0112 page view time metrics 
0113 banner ad tracking 
0114 page download time analysis 
0115 form usage analysis 
0116 heat mapping 
(0.117) alerting 
0118 business intelligence. 

0119 FIG. 9 is a schematic diagram of a system 900 for 
providing a range of services (for example to customers of 
a host company), which is a variation of the system 100 
shown in FIG. 1. The system comprises a web marketing 
platform 101, a host company 102, one or more users 103 
and one or more service providers 901. The system of FIG. 
9 shows only the logical connections between entities. It will 
be appreciated that the communication between elements 
may be over dedicated point to point links or over a network 
(such as the internet). As described above in relation to FIG. 
1, there may be additional logical connections not shown in 
FIG. 9 and/or some of the logical connections shown in FIG. 
9 may be omitted. Some different embodiments are 
described below by way of example only and without 
limitation on the actual arrangement of elements. 
0120 In the examples described above (e.g. with refer 
ence to FIGS. 1-8), the service providers may include one or 
more targeted content providers 105 and the system may 
further comprise a real time analysis tool 104. The service 
providers 901 may, in addition or instead, comprise provid 
ers of any of the services detailed above or any other service 
that may be of interest to an entity (not shown in FIG.9) 
having a domain that is hosted by the host company 102, or 
any service which may be of interest to one of the users 103. 
the host company 102 or any other party. 
0121 FIG. 10 shows a flow diagram of an example 
method of operation of the system 900 shown in FIG. 9. As 
described above, the web marketing platform 101 may act as 
a proxy for the host company 102 and intercept some or all 
the traffic between users 103 and the host company 102. 
Alternatively traffic may be redirected to the web marketing 
platform using any other technique (e.g. internal redirecting 
or DNS re-route). The web marketing platform 101 provides 
an interface which details the services available (block 
1001). Different services may be available to different 
entities within the network, dependent on one or more 
parameters such as the entity type (e.g. publisher/user/host/ 
third party etc) and the entity's service level (e.g. with the 
host company, with the operator of the web marketing 
platform or with the provider of the web marketing plat 
form). The interface may be provided as a web page or 
graphical user interface Such as the one shown in FIG. 11, 
which includes a click box 1101 for each service that is 
available. In addition, the interface may include options 
1102 in relation to some of the services and a button 1103 to 
Submit the service request. Using such an interface, an entity 
can request one or more services injust a few mouse clicks. 
Alternatively, the interface may enable a service to be 
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requested in a single click (e.g. by clicking the appropriate 
box 1101 or clicking on the service name 1104). 
I0122. In some examples, the service providers may 
specify the characteristics of the entities to which they are 
prepared to provide services. For example, a provider of web 
analytics may agree to offer their services to any publisher 
with ten or more web pages. In another example, a service 
provider may only offer services to users or to the host 
company itself. 
I0123 Having provided the interface (in block 1001), the 
web marketing platform may receive a request for a service 
(block 1002). This may be as a result of the submit request 
button 1103 being clicked or other request mechanism. In 
another example, the request may be received verbally (e.g. 
by telephone) or in writing (e.g. by email or fax) and the 
request entered into the system automatically or by a rep 
resentative of the operator or provider of the web marketing 
platform (e.g. an employee of the operator or provider or the 
host company). In some examples there may be third party 
resellers of the services who have access to the interface and 
sign up their clients. These third party resellers may actively 
promote the services to potential clients. An example of a 
third party reseller may be a search engine marketing 
company. 
0.124. On receipt of the request (in block 1002), an 
account for the requested service is established automati 
cally (block 1003) and this may be achieved using a custom 
API. In another example, the account for the requested 
service may be established manually. 
0.125. The web marketing platform 101 and/or the real 
time analysis tool 104 may be configured to dynamically 
insert any tags which are required for the operation of the 
service (block 1004) into any web pages, requests or other 
content. This configuration of the web marketing platform 
101 and/or the real time analysis tool 104 may be performed 
automatically or manually. The location of the tags and the 
tags required will depend on the entity requesting the service 
(e.g. publisher/user/host/third party etc) and the actual ser 
Vice requested. Methods of automatic tag insertion are 
described in more detail below. In other examples, other 
tracking methods may be used instead of automatically 
inserting tags. One suitable method is described in U.S. Pat. 
No. 6,763,383. 
0.126 Depending on the nature of the requested service, 

it may be necessary to perform additional steps following 
the configuration of the system to dynamically insert tags (in 
block 1004) and a number of examples of additional steps 
are described below (blocks 1005-1007). A system may be 
operated using all the steps described, none of those steps or 
any Subset of the steps. 
I0127 Depending on the nature of the requested service, 
it may be necessary to collate service specific data (block 
1005), which may be achieved using the automatically 
inserted tags or using any other means. The service specific 
data may then be sent to the service provider (block 1006). 
Methods of collating the service specific data are described 
in more detail below. In other examples, it may not be 
necessary for the web marketing platform to collate service 
specific data (block 1005) as this may be collated by the 
service provider as a result of the tags which have been 
inserted (in block 1004). 
I0128. Also depending on the nature of the requested 
service, there may be output from the service provider that 
needs to be sent to the entity which requested the service. 
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This may be sent directly from the service provider to the 
entity without passing through the web marketing platform 
or alternatively, the web marketing platform may pass the 
output from the service provider to the entity that requested 
the service (block 1007). In other examples, it may not be 
necessary to pass output from the service provider to the 
requesting entity (as in block 1007) because the requesting 
entity may be able to access the output directly, for example 
by logging into the service provider's system to view the 
results (e.g. where the service is Google Analytics). 
0129. One of the services offered to entities (for example 
to hosted companies) may be the inclusion of targeted 
content, such as targeted advertising, within their sites. In 
Such an example, various options may be provided which 
relate to the advertising networks which are used or the type 
of advertisements inserted e.g. blind advertisements or 
behaviorally targeted advertisements (which may attract 
different revenue sharing schemes as described below). 
0130. The web marketing platform 101 may be operated 
by any entity, for example: 

I0131 the host company 102 
I0132 the web marketing platform provider (e.g. Click 

stream Technologies PLC) or 
0.133 another entity (e.g. one which is not a host 
company or one which is a different host company to 
host company 102). 

0134. As a result, the web marketing platform provider 
may be different to, or the same as, the web marketing 
platform operator. Either or both the web marketing plat 
form operator and web marketing platform provider may 
generate income through a revenue sharing agreement with 
one or more of the service providers. In each case, the entity 
with the revenue sharing agreement (e.g. the web marketing 
platform operator and/or the web marketing platform pro 
vider) may receive a fraction of the service revenue, as 
shown in FIG. 12 (block 1008). As described above, ele 
ments of the method shown in FIG. 12 may be omitted 
without losing the effect sought (e.g. any one or more of 
blocks 1005-1007 may be omitted). There are many other 
revenue generation schemes which may be implemented and 
a number of other schemes are described below. Any of the 
schemes described herein may be used independently or in 
combination with any aspects of any other schemes. 
0135 The clients of the web marketing platform operator 
may be the owners/publishers of web sites hosted at the 
same location and/or the owners/publishers of web sites 
hosted at third party locations. Where the server on which a 
web site is stored and the web marketing platform are at 
different physical locations, this may be referred to as the 
virtual model. These different physical locations may be 
geographically separated. The web marketing platform and 
the server on which the hosted site is stored may be operated 
by the same entity (e.g. a host company) or may be run by 
different entities. 
0136. Where the web marketing platform 101 is not 
operated by the host company 102, the operator of the web 
marketing platform may have a contractual relationship with 
the host company such that some or all of the traffic passes 
through the web marketing platform. In addition, or instead, 
the operator of the web marketing platform may have a 
relationship with any other entity in the network such that 
traffic to/from that entity passes through (or is copied to) the 
web marketing platform in order that services can be pro 
vided. Any suitable traffic redirection or forwarding mecha 
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nism may be used. By this means the web marketing 
platform operator may have relationships with customers of 
many host companies and the methods described may be 
used to provide services to owners/publishers of web sites 
hosted by any host company. 
0.137 Where services are provided to hosted companies 
by or on behalf of their host company, this may provide a 
service differentiator for the host company 102 and therefore 
the web marketing platform operator and/or the web mar 
keting platform provider may (in addition, or instead) obtain 
a revenue sharing agreement with the host company (e.g. 
S10 for each publisher selecting a service). This may be 
particularly beneficial where the services provided are free 
of charge (e.g. Google Analytics) but the fact that the tags 
are inserted automatically, therefore eliminating an other 
wise labor intensive (and potentially error-prone) task, pro 
vides considerable benefit to the publisher. The host com 
pany may be able to charge the hosted companies for this 
service and provide a fraction of this revenue to the web 
marketing platform operator and/or the provider of the web 
marketing platform. 
0.138. Where the service provided is targeted advertising, 
the revenue sharing agreements may be complex. The web 
marketing platform operator or the web marketing platform 
provider may have a first agreement with the host company 
(or with one or more hosted companies) to obtain a share of 
the advertising revenue which is generated (as in block 306). 
The web marketing platform operator or the web marketing 
platform provider may also have a second agreement with 
the advertising network (as in block 1008) to obtain a share 
of any sales revenue which results from the advertising or to 
obtain a further share of the advertising revenue. In other 
applications, the web marketing platform operator and/or the 
web marketing platform provider may have many revenue 
sharing agreements depending upon the service provided 
and the entity to which the service is provided. 
0.139. The method described above in relation to FIGS. 
10-12 enables a marketing representative within a publisher 
to obtain detailed Statistics on how users access and navigate 
their web site without requiring any involvement from their 
IT department. Additionally, as the account is set up auto 
matically and tags inserted automatically (where required), 
the entity that requests the service does not require any IT 
Support. The automation also enables individuals and Small 
companies to obtain services which otherwise might be 
prohibitive in terms of administrative burden, set up effort 
and IT Support requirements. The automation is also ben 
eficial for large companies that may have large numbers of 
web pages, as the administrative burden of manual tagging 
of all their pages may be prohibitive. The automation is also 
beneficial for the host company because the burden of 
implementation is very low. 
0140. Additionally, as the services are provided in a 
flexible manner, to a large number of potential customers 
(e.g. to customers of the host company), it may be possible 
to offer services in a different manner to clients, e.g. by 
charging on a report by report basis or by providing short 
term access to services. This may enable a different charging 
policy Such that upfront fees are not required, which may 
attract smaller customers who would otherwise be unable to 
afford the set up costs. 
0.141. By opening the access of the services to new and 
different types of customers, there is significant benefit to the 
service providers. This may be used to justify any revenue 
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sharing agreement between a service provider and the web 
marketing platform operator or the web marketing platform 
provider. 
0142. Whilst in the above description, the web marketing 
platform 101 is associated with the host company (and may 
be in the same or a different location), in Some examples the 
web marketing platform 101 may alternatively be associated 
with an internet access provider 1301 as shown in the system 
1300 of FIG. 13. The system of FIG. 13 shows only the 
logical connections between entities. It will be appreciated 
that the communication between elements may be over 
dedicated point to point links or over a network (Such as the 
internet). As described above in relation to FIGS. 1 and 9. 
there may be additional logical connections not shown in 
FIG. 13 and/or some of the logical connections shown in 
FIG. 13 may be omitted. 
0143. The internet access provider 1301 may ensure that 
some or all of its traffic to and from users 103 passes through 
the web marketing platform 101. In such a system 1300 the 
service providers 901 may provide services to the users 103 
(or any other entities). The services provided by the service 
providers 901 to the users may be different to those provided 
to the customers of the host company 102 in the system 900 
of FIG. 9. Any service may be provided and possible 
examples include, but are not limited to: 

0144) satisfaction surveys 
0145 widgets (e.g. browser side widgets) 
0146 virtual toolbars 
0147 navigation/problem solving advice e.g. when a 
user receives a file not found error in response to a 
request (also known as a 404 error), Suggestions of 
alternative urls to consider may be provided. 

0148. In yet further examples, the web marketing plat 
form 101 may be associated with any other entity within a 
network or may operate independently. Dependent on the 
location of the web marketing platform, the customers for 
the services may be the same or different (e.g. site owners, 
users, host companies etc) and the services offered may be 
the same or different. 
014.9 The following paragraphs describe techniques 
which may be used in the implementation in any of the 
methods described above. Any implementation may use 
none, one or more of the techniques described below and 
aspects of the techniques may be combined in any manner 
to achieve the desired result. 

0150. As described above in relation to FIG. 1, the web 
marketing platform 101 and the real time analysis tool 104 
may be co-located (e.g. in the same server farm) or may be 
geographically separated. FIGS. 14-23 show techniques 
which may be used to ensure that communication between 
the two entities is sufficiently fast even when the two entities 
are geographically separate. 
0151 FIG. 14 shows a first message flow between ele 
ments in a system comprising a web marketing platform 
1401, which acts as a proxy between a browser 1402 or other 
application, used by a user to access content, and a server 
1403, which provides the requested content. The term 
requested content is used to refer to the content which is 
provided by the server in response to the request. The term 
modified content is used to refer to the combination of the 
requested content and the inserted targeted content. The 
server 1403 may be provided by a host company. Real time 
analysis is performed by a real time analysis tool 1404. The 
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message flow is indicated by numbered arrows in FIG. 14 
(and a similar approach is used in FIGS. 15, 16 and 18-23 
described below). 
0152. A request for content (arrow 14.1) is sent by the 
browser 1402 and received at the web marketing platform 
1401 (as in block 301 of FIG. 3). This request is forwarded 
on to the server 1403 (arrow 14.2), which returns the content 
to the web marketing platform (arrow 14.3). The requested 
content and/or the request is then sent to the real time 
analysis tool 1404 (arrow 14.4) for analysis (as in block 302 
of FIG. 3) and the analysis results are returned to the web 
marketing platform (arrow 14.5). These results are used to 
identify targeted content for insertion into the requested 
content (as in block 303) and the modified web page 
(comprising the requested web page, with the inserted 
targeted content), is sent to the browser (arrow 14.6 and as 
in block 305). 
0153. The message flow shown in FIG. 14 may be used 
when the targeting is based on aspects relating to the user, 
the request, the content or any other criteria. However, 
where the targeting is not based on the content, but on 
aspects relating to the request or the user (or other non 
content criteria), the message flow can occur in a different 
order, as shown in FIG. 15. 
0154 FIG. 15 shows a second message flow between 
elements in a system comprising a web marketing platform 
1401, a browser 1402 (or other application), a server 1403 
and a real time analysis tool 1404. As in FIG. 14, a request 
is sent from the browser and received at the web marketing 
platform (arrow 15.1). At this stage, the web marketing 
platform may forward details of the user and/or the request 
to the real time analysis tool (arrow 15.2). The request is also 
forwarded on to the server (arrow 15.3). Depending on the 
implementation, this may occur at the same time or before? 
after the details are forwarded to the real time analysis tool, 
i.e. arrows 15.2 and 15.3 may occur substantially at the same 
time or arrow 15.2 may precede arrow 15.3 or arrow 15.2 
may occur after arrow 15.3. The real time analysis tool 
provides the analysis results to the web marketing platform 
(arrow 15.4) and the server returns the requested content to 
the web marketing platform (arrow 15.5). These two mes 
sages may occur Substantially concurrently or in any order. 
On receipt of the results, the web marketing platform can 
identify targeted content for insertion (as in block 303 of 
FIG. 3) and on receipt of the requested content, the web 
marketing platform can insert the targeted content (as in 
block 304 of FIG. 3) and send the modified content to the 
browser (arrow 15.6 and as in block 305). 
(O155 In the message flow of FIG. 15, the data is provided 
to the real time analysis tool at an earlier stage than in the 
message flow of FIG. 14. This may provide the real time 
analysis tool additional time to perform the analysis and/or 
accommodate any latency in the network connection 
between the web marketing platform and the real time 
analysis tool. Furthermore, if the web marketing platform 
receives the analysis results from the real time analysis tool 
(as in arrow 15.4) before it receives the requested content (in 
arrow 15.5), the web marketing platform has additional time 
to select the targeted content for insertion. This may be 
beneficial where real time bidding is used to identify the 
targeted content (as described in more detail above). 
0156 FIG. 16 shows a third message flow, which may be 
used when the targeting is based on aspects relating to the 
user, the request, the content or any other criteria. This is 
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also described with reference to FIG. 17, which shows an 
example flow diagram, which is a variant of that shown in 
FIG. 3 (described above). The request is sent from the 
browser, received by the web marketing platform (arrow 
16.1 and block 301) and forwarded to the server (arrow 
16.2). The server returns the requested content (arrow 16.3) 
and this is sent to the real time analysis tool (arrow 16.4) for 
analysis (in block 302). Whilst the analysis is performed, a 
placeholder for the targeted content is inserted within the 
requested content (block 1701) and the resultant content 
(including the placeholder) is sent to the browser (arrow 
16.5 and block 1702). The placeholder may include an 
instruction to call the real time analysis tool and request the 
targeted content. A request is then received by the real time 
analysis tool requesting the targeted content (arrow 16.6 and 
block 1703). In response, the targeted content is provided to 
the browser (arrow 16.7 and block 1704). The insertion of 
the targeted content into the requested content may then be 
performed by the browser. 
0157. In an example, the placeholder inserted within the 
requested content (block 1701) may comprise instructions to 
contact the real time analysis tool and request a tag. The 
placeholder may alternatively comprise instructions to con 
tact the real time analysis tool for details of a category (e.g. 
a content category Such as plumbing) and then to insert a 
tag corresponding to that category (e.g. a behavioral tag 
which increments the value of plumbing associated with 
the user). 
0158 As described above, the targeted content (requested 
in block 1703 as a result of instructions in the placeholder 
and sent to the browser in block 1704, arrow 16.7) may 
comprise a tag for content provided by one of the targeted 
content providers 105. On receipt of this tag, the browser 
may fetch the content from the targeted content provider. In 
another example, the targeted content may comprise a 
cookie. 

0159 FIG. 18 shows a fourth message flow, which is a 
variation of that shown in FIG. 16, but is suitable for use 
where the targeting is not based on the content, but on 
aspects relating to the request or the user (or other non 
content criteria). This message flow may also correspond to 
the method shown in the flow diagram of FIG. 17. The 
request is sent from the browser and received by the web 
marketing platform (arrow 18.1). At this point, details of the 
request and/or the user are forwarded to the real time 
analysis tool (arrow 18.2). At the same time or at an 
earlier/later time, the request for content is forwarded to the 
server (arrow 18.3). The server returns the requested content 
(arrow 18.4) and the resultant content, including a place 
holder for the targeted content, is sent to the browser (arrow 
18.5). As described above, the placeholder may include an 
instruction to call the real time analysis tool and request the 
targeted content. A request is then received by the real time 
analysis tool requesting the targeted content (arrow 18.6) 
and the targeted content, is provided to the browser (arrow 
18.7). 
0160 The message flows shown in FIGS. 16 and 18 
provide the real time analysis tool 1404 with additional time 
to perform the analysis compared to the message flows 
shown in FIGS. 14 and 15. In further examples, these 
methods may be used in combination. For example, the 
message flow of FIG. 14 may be used unless the real time 
analysis tool 1404 indicates to the web marketing platform 
1401 that additional time is required, in which case the 

May 11, 2017 

message flow of FIG. 16 may be used. In a further example, 
where the targeting is non-content based, the message flow 
of FIG. 15 may be used unless the real time analysis tool 
1404 indicates to the web marketing platform 1401 that 
additional time is required, in which case the message flow 
of FIG. 18 may be used. In yet further examples, the 
message flows may be combined in any other way. 
0.161 FIG. 19 shows a fifth message flow, which is a 
variation of that shown in FIG. 16. The message flow shown 
in FIG. 18 may be modified in a similar manner to create a 
further example message flow. The request is sent from the 
browser, received by the web marketing platform (arrow 
19.1) and forwarded to the server (arrow 19.2). The server 
returns the requested content (arrow 19.3) and this is sent to 
the real time analysis tool for analysis (arrow 19.4). Whilst 
the analysis is performed, a placeholder for the targeted 
content is inserted within the requested content and the 
resultant content (including the placeholder) is sent to the 
browser (arrow 19.5). In this example, the placeholder may 
include an instruction to call the web marketing platform 
1401, rather than the real time analysis tool 1404 in order to 
request the targeted content. On completion of the analysis, 
the real time analysis tool returns the output of the analysis 
(the targeting data) to the web marketing platform (arrow 
19.6). As a result of the placeholder, a request for the 
targeted content is sent by the browser to the web marketing 
platform (arrow 19.7). In response, the targeted content is 
provided to the browser (arrow 19.8). Alternatively, the 
targeted content may be inserted into the requested content 
(as in block 304 of FIG. 3) and the modified content 
provided to the user (as in block 305 of FIG.3). As described 
above, the targeted content provided to the browser (in 
arrow 19.7) may, in some embodiments, comprise a tag or 
a cookie. 

0162 The difference between the message flows shown 
in FIGS. 16 and 19 is the entity which provides the targeted 
content to the browser. In FIG. 16 this is provided by the real 
time analysis tool 1404 whilst in FIG. 19 this is provided by 
the web marketing platform 1401. In a further example, 
where the targeted content is a tag, the targeted content may 
be provided by another entity, referred to as a tag server 
2001, as shown in FIG. 20. 
0163. In a corresponding manner to the message flows 
described above, the request is sent from the browser, 
received by the web marketing platform (arrow 20.1) and 
forwarded to the server (arrow 20.2). The server returns the 
requested content (arrow 20.3) and this is sent to the real 
time analysis tool for analysis (arrow 20.4). Whilst the 
analysis is performed, a placeholder for the targeted content 
is inserted within the requested content and the resultant 
content (including the placeholder) is sent to the browser 
(arrow 20.5). In this example, the placeholder may include 
an instruction to call the tag server 2001. On completion of 
the analysis, the real time analysis tool returns the output of 
the analysis (the targeting data) to the tag server (arrow 
20.6). As a result of the placeholder, a request for the 
targeted content is sent by the browser to the tag server 
(arrow 20.7). In response, the targeted content is provided to 
the browser (arrow 20.8). 
0164. The tag server 2001 may be a separate entity from 
both the web marketing platform 1401 and the real time 
analysis tool 1404. However, if the tag server is considered 
part of the real time analysis tool (as indicated by dotted line 
2002), the message flow of FIG. 20 is the same as that shown 
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in FIG. 16, whilst if the tag server is considered part of the 
web marketing platform, the message flow of FIG. 20 is the 
same as that shown in FIG. 19. The same arguments may 
alternatively be applied to the message flow of FIG. 18 or 
others of the message flows described herein. 
0.165 FIG. 21 shows a seventh message flow, which is a 
variation of that shown in FIG. 18. The request is sent from 
the browser and received by the web marketing platform 
(arrow 21.1). Details of the request are forwarded to the real 
time analysis tool (arrow 21.2). Details relating to the user 
may also be forwarded with the request. A placeholder web 
page is returned to the browser (arrow 21.3) which may 
include an instruction to call the real time analysis tool and 
request the targeted content. The request for content is 
forwarded to the server by the real time analysis tool (arrow 
21.4), and this may occur before, after or substantially at the 
same time as the provision of the placeholder web page by 
the web marketing platform (in arrow 21.3). The server 
returns the requested content to the real time analysis tool 
(arrow 21.5). On completion of the analysis, the real time 
analysis tool inserts the targeted content into the requested 
content and on receipt of a request from the browser (arrow 
21.6), the real time analysis tool provides the modified 
content to the browser (arrow 21.7). 
0166 FIG. 22 shows an eighth message flow. This mes 
sage flow is a modification of that shown in FIG. 15 and 
other message flows described above may be modified in a 
corresponding manner. A request for content (arrow 22.1) is 
sent by the browser 1402 and received at the web marketing 
platform 1401. At this stage, the web marketing platform 
may forward details of the user and/or the request to the real 
time analysis tool (arrow 22.2). The real time analysis tool 
provides the analysis results to the web marketing platform 
(arrow 22.3) and these results are forwarded on to a content 
management system (CMS) 2201 (arrow 22.4). Details of 
the request and/or the user may be provided to the CMS in 
addition to the analysis results. The CMS generates content 
based on the information provided by the web marketing 
platform (in arrow 22.4) and returns the generated content to 
the web marketing platform (arrow 22.5). The web market 
ing platform then forwards this content to the browser 
(arrow 22.6). Alternatively, the CMS may return the gener 
ated content to the browser directly. 
(0167. In an example, the server 1403 and CMS 2201 may 
comprise a single entity. In a further example, the server 
1403 may not be required. In another example, the CMS 
2201 and the web marketing platform 1401 may comprise a 
single entity. 
0168 The message flow shown in FIG. 22 may be 
particularly beneficial for an entity which owns (or hosts) 
many domains for which there are no web sites. For 
example, a company or organization may purchase domains 
which are misspellings of common words, such as nouns. 
Based on the information provided to it, the CMS generates 
appropriate content for delivery. This content may be gen 
erated from sets of content units associated with particular 
keywords or search terms (e.g. based on the noun which has 
been spelt incorrectly in the domain name) and also may 
include multiple sets of content units each associated with 
different categories. For example, a request to a domain 
including the word table' or tabel may result in sets of 
content units in categories such as table (furniture) and 
table (spreadsheet). 
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0169. In a further example, shown in FIG. 23, the real 
time analysis tool may provide the analysis results to the 
CMS directly. As in FIG. 22, request for content (arrow 
23.1) is sent by the browser 1402 and received at the web 
marketing platform 1401. The web marketing platform 
forwards details of the user and/or the request to the real 
time analysis tool (arrow 23.2) and the request is also 
forwarded on to the CMS (arrow 23.3). In this example, the 
real time analysis tool provides the analysis results to the 
CMS directly (arrow 23.4) and the CMS generates content 
based on the request (and/or the user) and/or the output from 
the analysis. The CMS then returns the generated content to 
the browser either via the web marketing platform (arrows 
23.5 and 23.6) or directly. 
(0170. In a further variation to that shown in FIG. 23, the 
request may not be forwarded to the CMS by the web 
marketing platform (arrow 23.3 is omitted) and instead the 
request information may be forwarded by the real time 
analysis tool along with the results of the analysis (in arrow 
23.4). 
0171 In a further variation to the message flows shown 
in FIGS. 22 and 23, the CMS may generate content based on 
the information provided by the web marketing platform and 
the web marketing platform may insert further content (e.g. 
targeted content) into the content generated by the CMS. The 
information provided by the web marketing platform may 
comprise any of the following: details of the user, details of 
the request and the analysis results. 
0172 A large number of different variations of message 
flow have been described above with reference to FIGS. 
14-23. In some of the variations it may be beneficial to use 
identifiers so that the request, the corresponding information 
provided by the real time analysis tool and the correspond 
ing page provided by the server can be identified. Aspects of 
any of these message flows may be combined in any manner 
to arrive at further message flow examples. 
(0173 Whilst the message flows of FIGS. 14-16 and 
18-23 show single-ended arrows, these are not intended to 
limit the message flow at any stage to unidirectional traffic. 
At some or all of the stages, the passing of messages may 
include, or require, bidirectional traffic, for example, for the 
purposes of handshaking, authentication or acknowledge 
mentS. 

0.174 FIG. 24 shows a schematic diagram of a system for 
implementing methods of the current invention. Client 240 
is a user's computer which is utilised to request and display 
content from servers. Server 241 has a particular network 
address and contains content that is served to clients in 
response to requests from those clients 240 to that network 
address. System 242 is a tagging system connected to the 
network. The network is configured Such that requests to 
server 241, and responses from, server 241 are directed to 
the tagging system. For example, the DNS records of the 
domains for which requests and responses will pass through 
the tagging system may be updated Such that those requests 
and responses are routed via the tagging system. 
0.175. The system of FIG. 24 allows the dynamic modi 
fication of content served by server 241 to client 240 without 
the need to modify the stored content. FIG. 25 shows a 
flowchart of a process for automatically inserting content 
into pages transmitted by server 241 to client 240. Client 240 
requests (block 250) a page from server 241 and that request 
is routed (block 251) to the tagging system and then on to the 
server having the correct address for that page (block 252). 
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The requested page is then prepared by the server (block 
253). Preparation of the page may involve fetching the 
required content from a storage system and transmitting it, 
or if a content management system is utilised, content may 
be fetched and compiled with the required template before 
being transmitted. The page is then transmitted (block 254) 
by the server. 
0176). As explained above, the network is configured such 
that the tagging system 242 receives (block 255) pages 
transmitted by server 242 on their route to the client 240. 
The tagging system 242 inserts (block 256) the requisite 
content into the page received, as defined by the configu 
ration of the tagging system, and the modified page is 
transmitted to the client (block 257). The modified page is 
received by the client (block 258) and displayed (block 259) 
according to the information in the page. 
0177. The content added to the page by the tagging 
system is acted upon by the client, thereby allowing dis 
played content, formatting information or instructions to be 
sent to the client by the tagging system. For example, the 
content inserted may be tags that cause the client to fetch an 
advertisement from an advertisement supplier. Alternatively 
a tag may have been inserted to track a users behaviour in 
relation to the page served. 
0178. Such a system provides control over the number of 
times content is inserted in each requested content. For 
example, it may be required that a particular piece of content 
is only inserted once in the requested content, or alterna 
tively a piece of content may be required to be inserted in 
each piece of requested content. Since tagging system 242 
amends the requested content in its completed form during 
transmission to the client 240, the location and number of 
times content is inserted can be controlled, which may not 
be possible in a system where content is inserted before the 
page is transmitted to the client. The system also allows 
inserted content to be tailored directly to the actual content 
of the page sent to the client, and allows content to be 
inserted in the correct location to ensure the display is not 
negatively affected by the insertion of the content. 
0179 The method described above results in content 
being inserted into the page received by the client, thereby 
allowing the display of advertising, or the performance of 
other functions. In order for this content to appear in the 
page received by the client, there is no need to modify the 
page stored on the server, thereby removing any dependence 
of the behaviour of the inserted content on the actions of the 
page provider. The overhead of maintaining correct content 
on the server 241 is thus reduced, whilst retaining the ability 
to insert advertisements and other functions into pages 
served by server 241. 
0180. As has been explained, the correct insertion of 
content, and in particular tags, when content management 
systems are utilised is problematic. Because the current 
invention inserts content after the creation of the page for 
transmission to the client, relevant content can be inserted in 
the correct location, regardless of what is included in the 
page by the content management system. Furthermore, no 
modification of the templates utilised by the content man 
agement system is necessary to ensure correct insertion of 
the content. Since the tagging system receives the page in 
the form in which it has been transmitted by the server to the 
client, it is possible to insert a particular item in any required 
manner. For example, a single piece of content may be 
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inserted multiple times, or more than one item of content 
may be inserted into a particular page. 
0181. In the foregoing description, tagging system 242 
has been described as a separate system to server 241. 
However, it is also possible for the tagging system to be 
incorporated into the server 241. The method operates as 
described above, but there is no requirement to configure the 
network to redirect requests and responses through the 
tagging system. When the tagging system is configured as a 
separate system, it may either be located in the same 
physical location at the server, or alternatively may be in a 
different location. By suitable configuration of the network 
routing information, requests and responses can be routed to 
the tagging system as required regardless of its physical 
location, provided suitable network connections are pro 
vided. 
0182. When content is inserted into a page, it is important 
that it is inserted at the correct location. For example, the 
correct location for content may be immediately after a 
particular label in the page. If content is inserted in an 
incorrect location it may cause the content to function 
incorrectly, or more seriously may cause the whole page to 
display incorrectly. Tagging system 242 may be configured 
to insert content into a wide range of pages, each of which 
may have a different structure. Tagging system 242 must 
therefore analyse the page to find the correct location for the 
particular content being inserted and insert the content at 
that location. For example, a page comprising the following 
text may be received by tagging system. 

0183 <HTML> 
0184 <HEADD 
0185. <TITLE=TEST PAGE> 
0186 </HEAD 
0187 <BODY> 
0188 Text 
0189 <IMG SRC=IMAGE 1.JPG> 
0.190 </BODY> 
0191 </HTML> 

0.192 The optimum place for insertion of content into this 
example page depends upon the content that is to be 
inserted. If the content is a tag used to track a user's 
behaviour in respect of the page it may measure the page 
load time. In order to assess that time, the tracking code must 
be aware of the time at which loading started and the time 
at which it finished. It is therefore important that the content 
performing the tracking is inserted close to the top of the 
page Such that it can measure the load-start time as accu 
rately as possible. If the content were to be inserted after the 
<IMG> label, the load-start time could not be accurately 
measured as the image may take a Substantial amount of 
time to load. In this example, therefore, it would be prefer 
able to place the content immediately after the <BODY > 
label. 
0193 However, if the content to be inserted is an adver 
tisement, it may be desired that the advertisement is placed 
at the bottom of the page. In that case, the content would be 
preferably inserted immediately before the </BODY > label 
Such that it appears in the desired location. 
0194 In the above example, the correct location can be 
identified by searching the served page for a certain text 
string, for example </BODY > and inserting the content 
immediately after that string. However, pages may be sig 
nificantly more complex than the above example, and there 
fore require other techniques to find the correct location. For 



US 2017/O 132660 A1 

example, a page may contain a script that writes certain parts 
of the page upon its receipt by the client. In Such an example 
the correct location must be identified based upon the action 
of the Script when the page is written, rather than the actual 
content of the page upon its receipt by the tagging system. 
0.195. It may also be desirable to insert more than one 
piece of content in a single page. For example, tracking code 
could be inserted at the top of the page to track page load 
times, while advertisement could be inserted at the location 
selected for correct display of the advertisement. 
0.196 FIG. 26 shows a flowchart of a process of inserting 
content into a page. The tagging system ascertains (block 
260) the type of content (for example, tracking code or an 
advertisement) to be inserted, and determines (block 261) 
the location at which that content should be inserted. The 
content may contain metadata indicating the location, or the 
tagging system may access stored data to determine the 
correct insertion location. The system then analyses the 
structure of the page (block 262) and determines (block 263) 
the correct point for insertion. The analysis of the page may 
be performed by parsing the page and searching for certain 
features, or by any other appropriate method. 
0197) The content is then inserted into the page (block 
264) and the tagging system transmits the page to the client 
(block 265). 
0198 By this process it is ensured that content always 
appears in the correct location without requiring human 
intervention to insert the content in the correct location. 

0199 Pages may be designed to have a very particular 
appearance, for example pages may be designed to appear 
correctly when displayed at a computer screen's natural 
aspect ratio. If content, for example an advertisement, is 
added along any of the edges of Such a page, without other 
modifications being made, the page appearance may be 
harmed. The inventory of pages available for the display of 
advertisements in this fashion is therefore reduced. There is 
therefore provided, as explained below, a method of allow 
ing the display of content while retaining the aspect ration 
and appearance of the page to which the content is added. 
0200 FIG. 27 shows a flowchart of a method of creating 
space for the display of content utilising the system shown 
in FIG. 24. 

0201 A page to which content is to be added is received 
by the tagging system (block 270). The location for addition 
of the content is then determined (block 271). For example, 
content that is a wide, shallow, advertisement may fit best at 
the bottom of a page. To assist in the determination of 
location, information may be provided with the advertise 
ment (e.g. in the form of metadata) to specify the location in 
which it should be displayed. Position may also be deter 
mined based on the price paid for placing the content, with 
more desirable locations, for example the top of a page, 
attracting a higher price. 
0202 At block 272 a frameset is created, with the page in 
one of the frames and the inserted content in another of the 
frames. The layout of the frames and the frame into which 
the content is placed may be selected dependent upon the 
characteristics of the content. The page to be displayed, and 
the content, may be placed into their frames by the insertion 
of tags in the definition of the frames or by including the 
actual content in the frames. The frameset is transmitted 
(block 273) by the tagging system to the client, which then 
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displays (block 274) the frameset including the page 
requested and the content referenced by tags inserted by the 
tagging System. 
(0203 FIG. 28 shows an example frameset 280. Main 
frame 281 displays the page, and since the main frame 
retains the aspect ratio of the full screen, the page is 
displayed with no affect on its appearance. Border frames 
282,283, 284, 285, 286, 287, 288 and 289 may be used for 
the inserted content or may be presented as blank spaces of 
an appropriate colour. For example, the colour of the border, 
other than those parts used for the content, may be coloured 
in the same way as the background of the page. 
0204 The tagging system may define the layout of the 
frame-set dependent upon the content of the page and the 
inserted content. Accordingly, the sizes of each of the frames 
and their position can be defined dependent upon the fea 
tures of the page and content. For example, if a page 
contains only text, the frameset 290 shown in FIG. 29 may 
be appropriate. When presenting text a tall window is 
desirable as it allows the reader to read a long section of text 
without scrolling. The frameset of FIG. 29 thus uses frame 
291 which is the full screen height for the display of the text, 
and utilises frame 292 for the display of the inserted content. 
Content has thus been added to the page without affecting its 
appearance in a negative manner. 
0205 FIG. 30 shows a flowchart of an alternative method 
of creating space around a page for the display of content. 
0206. A client requests (block 3000) a page for which 
tagging System 242 is configured, and so the request is 
routed to the tagging system as explained above. The 
tagging system responds (block 3001) to the request with a 
redirect to a frame-set having a required layout. The layout 
may be selected, as explained above, by reference to the 
content to be inserted or the page requested, or alternatively 
a single layout may always be utilised. 
0207. In response, the client requests (block 3002) the 
frame-set according to the redirect sent by the tagging 
system. The frame-set may be stored on the tagging system, 
or on a different server associated with the address provided 
by the tagging system in the redirection instruction. The 
frame-set is sent to the client (block 3003). The frame-set 
includes links to the pages to be displayed in each of the 
frames of the frame-set. Upon receipt of the frame-set the 
client requests (block 3004) each of the individual frames 
according to the links provided. The individual frames are 
then served (block 3005) to the client and displayed by the 
client. 
0208. As explained above, one of the frames of the 
frame-set includes the page originally requested by the 
client, and the other frames may be used for the presentation 
of content, or presented in an appropriate fashion to not 
detract from the page being displayed. The frames may 
present content created by a content management system in 
response to a request, or furthermore, content generated by 
the tagging System, or an associated content generation 
system, may be presented in one or more of the frames. 
0209 If the request for the individual frames is inter 
preted by the tagging system as a request for a new page, it 
would respond with a further frame-set and an infinite loop 
would be entered. Therefore, when the individual frames are 
served to the client, the tagging system detects that the 
request is for individual frames, rather than a new request for 
a page. The request for individual frames can be detected as 
such by detection of the referrer for the request (if the 
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referrer is the tagging system, the request is for an individual 
frame), or alternatively the link provided by the tagging 
system for one or more of the frames may contain an 
indication that it is a link for an individual frame and 
therefore should not be intercepted by the tagging system, 
but rather passed to the server for the page to be sent to the 
client. The indication may, for example, be a parameter 
added to the address. 
0210. The above methods create additional inventory that 
can be utilised to present content, for example advertise 
ments or news, to users. 
0211. As has been explained, in order to display adver 
tisements in a page using current methods, tags are inserted 
into the content stored on the server. When that page is 
received by a client, the tag causes an advertisement to be 
displayed that corresponds to the information in the tag. The 
tag that is inserted in the page therefore defines the Source 
of the advertisement that is displayed. If a content provider 
wishes to change the source of advertisements applied to 
their pages they must update the tags, which is a time 
consuming process. It is therefore impractical to change 
advertisement providers on a regular basis, thereby limiting 
the ability of content providers to continually obtain the best 
pricing for providing advertisements. 
0212 FIG. 31 shows a method by which tags provided to 
clients can be changed on a dynamic basis. 
0213 The tagging system receives a page containing a 
tag for an advertisement (block 3100) and ascertains the 
details of that tag (block 3101) and the page. For example, 
the tagging system may ascertain the size of the advertise 
ment and the Subject of the page. The tagging system then 
analyses (block 3102) which advertisement provider is 
offering the most beneficial terms for including an adver 
tisement in the page. For example, the advertisement may be 
selected dependent upon which advertisement provider has 
the most appropriate advertisements, or advertisers may be 
asked to bid based on the content of the page and the highest 
bidder selected. A tag which will cause the selected adver 
tisement to be displayed is created by the tagging system 
(block 3103). That tag may utilise details of the existing tag, 
such as the size of the advertisement, in order to avoid 
changing the appearance of the page. 
0214. The tagging system then removes the existing tag 
and replaces it with the tag created (block 3104). The page 
is then transmitted (block 3105) to the client, where upon its 
receipt the advertisement corresponding to the new tag will 
be displayed. This process allows the content provider to 
access a number of advertisement providers and thus always 
receive the optimum payment for the display of advertise 
ments. In an alternative to the active selection of an adver 
tiser, the current advertiser may be statically defined. For 
example, the tagging system may be configured to always 
replace MicrosoftTM advertisements with GoogleTM adver 
tisements. 
0215. This method also reduces the effort required by 
advertisers to insert advertisements into pages and increases 
the page inventory available for an advertiser to utilise. 
0216. The foregoing description has focussed on the 
replacement of advertisement tags, but the method is also 
applicable to any type of tag. 
0217 FIG. 32 shows a method of modifying the content 
of pages utilising the system of FIG. 24. 
0218. A page requested by a client is received (block 
3200) by the tagging system 242. That page is then analysed 
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by the tagging system (block 3201) according to rules 
defined in tagging system 242. For example, tagging system 
242 may be configured to search for occurrences of a 
particular key-word. Content identified by the analysis is 
then amended (block 3202) as defined by the configuration 
of the tagging system. For example, the key-words identified 
may be amended to be presented as links to content related 
to those words. The amended page is then transmitted to the 
client (block 3203). 
0219. This method allows content providers to benefit 
from content to which they have not previously had access. 
For example, an advertiser may elect to include a link to 
their adverts in every occurrence of a particular word in 
pages related to their product. This is achieved without 
requiring any action on the part of the page provider and so 
the advertiser is not reliant on page providers to enable the 
provision of advertisements, thereby increasing the page 
inventory available to them. In addition to the provision of 
links to advertisements, this method can also be used, for 
example, to provide links to relevant articles or news. 
0220. In an alternative embodiment the tagging system 
may transmit code to the client which causes the client to 
perform the steps described in the method of FIG. 32. For 
example, a piece of javascript could be inserted using the 
method of FIG. 26. 

0221. The methods described in relation to FIGS. 26, 30 
and 32 may be used in combination with each other. For 
example the method of FIG.3 may be used to insert code to 
track a users behaviour and the method of FIG. 32 may be 
used to highlight text for which additional information is 
presented in a space created by the method of FIG. 30. 
Various combinations of the methods are possible to provide 
improved facilities to content providers. 
0222. In an example application the above methods may 
be utilised in the context of the World Wide Web and the 
delivery of web-pages to clients from web-servers. In this 
context, the clients referred to herein would be web-brows 
ers operated by users of the computers on which the web 
browsers are running. The mark-up language utilised would 
be HTML, or extensions thereof such as XML. In this 
context requests for content will be made by web-browsers 
to specific web-servers, which servers would be identified 
by their domain name and related Internet Protocol (IP) 
address. Routing information would be provided by Domain 
Name Servers, which would be configured to route requests 
and responses through the tagging system described herein. 
0223) The above examples and description have been 
given primarily in relation to the HTML mark-up language. 
However, the invention is also equally applicable to other 
mark-up languages which may be used. 
0224. The term page is used herein to describe the 
content sent by a server in response to a request by a client. 
0225. Where the term advertisement has been utilised, it 

is intended to refer to any content added to a page and not 
solely to advertisements for services or products. For 
example, an advertisement may be inserted displaying the 
hosting company on which the page is stored, or listing 
copyright information for the content. 
0226. The term computer is used herein to refer to any 
device with processing capability Such that it can execute 
instructions. Those skilled in the art will realize that such 
processing capabilities are incorporated into many different 
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devices and therefore the term “computer includes PCs, 
servers, mobile telephones, personal digital assistants and 
many other devices. 
0227 FIG.33 illustrates various components of an exem 
plary computing-based device 3300 which may be imple 
mented as any form of a computing and/or electronic device, 
and in which embodiments of the methods described herein 
may be implemented. The computing-based device 3300 
comprises one or more processors 3301 which may be 
microprocessors, controllers or any other Suitable type of 
processors for processing computing executable instructions 
to control the operation of the device. The computer execut 
able instructions may be provided using any computer 
readable media, such as memory 3302. The memory is of 
any suitable type such as random access memory (RAM), a 
disk storage device of any type such as a magnetic or optical 
storage device, a hard disk drive, or a CD, DVD or other disc 
drive. Flash memory, EPROM or EEPROM may also be 
used. Platform software comprising an operating system or 
any other suitable platform software may be provided at the 
computing-based device (e.g. stored in memory 3302) to 
enable application software (which may also be stored in 
memory 3302) to be executed on the device. The computing 
based device may also comprise one or more inputs 3303 
and/or one or more outputs 3304. The input 3303 may be of 
any suitable type for receiving media content, Internet 
Protocol (IP) input, user commands etc. The output 3304 
may comprise an audio and/or video output to a display 
system integral with or in communication with the comput 
ing-based device. The display system (not shown in FIG.33) 
may provide a graphical user interface, or other user inter 
face of any suitable type although this is not essential. The 
device 3300 also comprises communication interface 3305 
through which the device is connected to one or more other 
devices over a network and/or over point to point links. The 
elements 3301-3305 within the computing-based device are 
connected by means of a bus (not shown in FIG. 33). 
0228. In order to track the history of a user's web-access 

it is necessary to be able to establish a common identity for 
each user between domain names. 

0229. The current invention provides a method of iden 
tifying a user between domain names without the use of 
third-party cookies. As has been described hereinbefore the 
use of third party cookies is undesirable as they lead to 
security and privacy concerns. 
0230. In FIG. 34, A.com and B.com are domains which 
may be visited by a client computer 3401. FIG. 35 shows a 
flowchart of a method of establishing a common identity for 
client 3401 between A.com and B.com. Arrows in FIG. 34 
indicate transmissions of information during the assignment 
of a common identity to the client according to the method 
of FIG. 35. 

0231. A user of the client computer 3401 may wish to 
access “a.com/alpha.html located on A.com. At block 3520 
the client computer 3401 issues a request 3402 for that 
content, which request 3402 is routed to the server 3403 of 
A.com according to the routing data associated with A.com. 
Upon receipt of the request A.com analyses the request 
(block 3521) and ascertains whether it includes a cookie for 
A.com. If the request does include a cookie then the client 
already has an identity on A.com from a previous visit and 
the requested content is served directly to the client at block 
3522. 
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0232. As will be apparent to the skilled reader cookies are 
stored by a web-browser in relation to a user's account on 
that web-browser. The identity provided by a cookie there 
fore is that of an account on a web-browser, which does not 
necessarily correlate to a single user, because a single 
account may be used by more than one user. Furthermore, a 
single user may have multiple accounts and therefore be 
identified by multiple cookies. However, for purposes of 
clarity, the term user will be used to describe the entity 
identified by a cookie. The term client is used to describe 
the computer and web-browser used to request and receive 
content from web-servers. 

0233. If at block 3521 the request does not include a 
cookie for A.com then the user is considered to not have an 
identity on A.com (it may be that an identity does exist but 
the cookie has been lost, in which case the identity may be 
recovered as described below). A.com recognises the lack of 
a cookie and instead of responding with the requested 
web-page, responds (3404, block 3523) with a cookie con 
taining an identity for the user, and with a redirect to a 
predefined page on B.com. For example, if the user is to be 
assigned the identity 1, A.com may respond with “redirect 
B.com/intercept.html?ID=1&A.com/alpha.html. Upon 
receipt of this response, the client stores the cookie sent by 
A.com (block 3524), and at block 3525 requests 3405 
intercept.html from B.com with the parameters supplied by 
A.com. 
0234 “intercept.htm' is a predefined page on B.com that 
is used to indicate to B.com that the request is in relation to 
a user's identity, and not a request from a user for content. 
The parameters associated with the content request (ID=1 
and A.com/alpha.html) notify B.com of the identity assigned 
by A.com and the page on A.com that the user originally 
tried to access. B.com replies 3406 at block 3526 to the 
request with a cookie containing the same identity as that 
given by A.com, and with a further redirect to the page 
originally requested, for example “redirect A.com/alpha. 
html. The cookie from B.com is received by the client in the 
context of content from B.com (a redirect back to A.com) 
and so it is categorised as a first-party cookie. The cookie 
will not therefore be blocked by the client’s web-browser, 
and since it cannot be used to identify the user on other 
domains (the B.com cookie only allows identification of the 
user on B.com), it does not create any privacy issues. 
0235. At block 3527 the client stores the cookie from 
B.com and requests 3407 A.com/alpha.html. The A.com 
cookie stored on the client is sent with the request 3407. 
When A.com receives the request the presence of the cookie 
indicates that the user has an identity associated with A.com 
and so at block 3528 A.com responds 3408 with the 
requested content (alpha.html). 
0236. The client has thus received the content requested 
and has cookies for both A.com and B.com, each of which 
contains the same identity. Subsequent requests to A.com or 
B.com can thus be attributed to the same user, allowing that 
user's access history on A.com and B.com to be compiled. 
By extension of the method to more domain names, a more 
complete history can be compiled. 
0237. The identity may be encoded directly into the 
cookie in which case each cookie for a given user will 
contain the identity of the user. Alternatively, cookies may 
each contain a unique reference number, which is related to 
a user by a database containing the reference numbers and 
identities. In this example, the database would contain the 
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reference number of the A.com and B.com cookies and the 
user identity to which they relate. That database may be held 
at either A.com, B.com or a remote computer in contact with 
A.com and B.com. Where herein cookies are described as 
having a particular identity, this is intended to include both 
of the above possibilities, or any alternative methods of 
allowing an identity for a particular cookie to be established. 
0238 Behaviour tracking systems can be utilised to 
acquire more complete information about users behaviour 
in relation to domain names on which the user has an 
identity. For example, U.S. Pat. No. 6,763,383 describes 
methods of acquiring user information Suitable for use in 
conjunction with the current invention. The code discussed 
in U.S. Pat. No. 6,763,383 can be transmitted to the user 
with the cookie described hereinbefore. The user's identity 
may be included in the information sent by the tracking 
system, thereby allowing correlation of logs received by 
many domain names. 
0239. In the current example, A.com acts as a master 
web-server and B.com as a slave web-server in relation to 
the assignment of identities. These names are only used in 
relation to the function of assigning identities performed by 
the web-servers and do not imply any structural or hierar 
chical differences. To avoid an identity being duplicated, the 
master (A.com) is responsible for selecting and assigning 
new identities, while the slave (B.com) only assigns an 
identity when instructed to do so by A.com. Due to the 
difference in function of master and slave servers, the 
method of assigning a new identity varies dependent upon 
whether the user first visits a master or a slave. In the 
foregoing example, the user first visited a master (A.com). 
FIG. 36 shows a flowchart of a process to assign a common 
user identity between two domain names (A.com and 
B.com) in the event that a user visits a slave (B.com) first. 
0240. Upon receiving a request at block 3630 for B.com/ 
beta.html, without a B.com cookie, B.com responds at block 
3631 to the client with instructions to request A.com/ 
intercept.html?B.com/beta.html at block 3633 (i.e. the client 
is redirected to A.com/intercept.html). As explained previ 
ously, intercept.html is predefined as a page for assigning 
identities. The client follows this redirect and requests 
A.com/intercept.html?B.com/beta.html. A.com recognises a 
request for intercept.html as being a request for a new user 
identity and the parameters as identifying the content that 
was initially requested by the client. 
0241. At block 3633 A.com checks if an A.com cookie 
was received with the request, the presence of which indi 
cates that the user has previously visited A.com and has been 
assigned an identity. If that is the case the user has an A.com 
cookie, but not a B.com cookie. If the method described 
above has been used to assign identities this will only occur 
if the B.com cookie has been deleted or has expired, because 
A.com and B.com cookies are, in that method, always 
assigned together. However, in alternative methods, when a 
user visits a master site for the first time, only an identity for 
that master site may be assigned, with identities for other 
sites being assigned as the user visits those sites. A.com 
responds (block 3634) with a redirect to B.com/beta. 
html&ID=2, where the identity provided corresponds to that 
of the user's A.com cookie. The client follows the redirect 
and at block 3635 requests B.com/beta.html&ID=2. B.com 
recognises the parameter ID=2 as an instruction to assign the 
identity ID=2 to the user and, when serving beta.html to the 
client, also sends a B.com cookie having that identity (block 
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3636). The client thus acquires both A.com and B.com 
cookies corresponding to the same identity. 
0242) Ifat step 3.633 the request to A.com is found to not 
include a cookie, then A.com assigns the next available 
identity and in addition to responding with the redirect as set 
out above in relation to block 3634 also sends an A.com 
cookie to the user including that identity (block 3637). As in 
the previous case, the client thus acquires A.com and B.com 
cookies having the same identity. 
0243 The identification system relies on the A.com and 
B.com cookies being retained by the user and being sent 
with each request for content from A.com or B.com. If either 
of the cookies are deleted or expire (i.e. become lost) it may 
be possible to re-establish the identity of the user by rein 
stating the cookies. In order to re-establish the identity 
various methods set out herein may be utilised and the user 
can be identified as previously having had an identity, the 
ability to track the user may be recovered by reinstatement 
of the cookies. 
0244 If only the B.com cookie has been lost, it will be 
reallocated as explained above in relation to FIG. 36, when 
the user next visits B.com. 
0245. If only the A.com cookie has been lost, a new 
A.com identity is assigned as explained below in relation to 
FIG. 37 by reconstructing the user's identity from their 
Surviving B.com cookie. 
0246. At block 3740, A.com receives a request for 
A.com/alpha.htm, but no cookie is present with the request 
because it has been lost and so A.com assumes this is a new 
user and begins following the same steps described in 
relation to FIG.35 (blocks 3740-3742 in FIG. 37). However, 
at block 3742, since client has a cookie for B.com, that 
cookie is sent with the request to B.com. When B.com 
receives the request for a new identity with a B.com cookie 
it recognises that the A.com cookie has been lost. At block 
3743 a redirect is sent to A.com/alpha.html together with 
parameters indicating that an identity matching that given in 
these parameters should be assigned. At block 3744, the 
client requests alpha.html from A.com with the parameters 
given by B.com. At block 3745 A.com serves alpha.html 
together with a cookie having the identity specified. At block 
3746 that cookie is stored in place of the previous cookie by 
the client. Thus the previous identity is reinstated and the 
A.com and B.com identities correspond to each other. 
0247 The new A.com cookie may have the same identity 
as the cookie that has been lost, or alternatively may have a 
new identity that is related to the previous identity by a 
database which is used to record correlations between iden 
tities. In an alternative method, no replacement cookie is 
sent at block 3745, but an entry is made in a database to 
correlate the old and new identities, thus allowing data from 
the old and new identities to be related to the same user. 
0248 If both of the cookies have been deleted the users 
identity cannot be directly recognised and the process is 
restarted as if the user had not previously had an identity. 
However, it may be possible to link the old and new 
identities, and thereby establish a consistent identity. 
0249. If either A.com or B.com has a log-in system, a 
database may be maintained relating user log-ins to identi 
ties. Each time a user logs-in this database can be updated 
to relate the user's current cookies to any previous ones that 
may have been lost. Once this link is established, the 
previous identities could be sent to the client to replace their 
current ones, or the link could be recorded in the database. 
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0250 Alternatively, the client’s network address or other 
information may be used to attempt to match the user to a 
pre-existing identity. If a match can be made the same 
identity may be reissued, or a new identity is sent and related 
to the old one. 

0251. The methods described above require that the client 
computer accepts and stores cookies. For security reasons, 
users may set their web-browser to not accept cookies, 
thereby preventing operation of the above-described meth 
ods. For example, in the method set out in FIG.35, the client 
would be continually redirected between A.com and B.com 
as requests will never be accompanied by a cookie and so 
each server will continually redirect the client in order to 
assign an identity to that user. If this occurs the client will 
be in an unending loop and unable to view the pages 
requested. A mechanism is therefore required to detect Such 
behaviour and prevent it occurring. 
0252 One solution is to detect whether a clients request 
for a valid page (i.e. not an “intercept.html page) is a direct 
request or one that has resulted from a redirect instruction. 
From the methods described herein it is clear that redirects 
to “real' pages should only occur once the user has a cookie 
for the domain to which the request is directed. The lack of 
a cookie can thus be assumed to indicate that the clients 
computer is not accepting cookies. 
0253) The lack of acceptance by cookies can also be 
determined by checking what the referring domain is for a 
request for a real page. If a request for a real page on A.com 
is received by A.com and the referring domain is B.com, the 
absence of a cookie will indicate a lack of acceptance of 
cookies. 

0254. In a further method of checking for the acceptance 
of cookies, the address or parameters passed by a domain 
during a redirect, when that redirect should be accompanied 
by a cookie, may be selected specifically to indicate that a 
cookie should be present. If a domain receives a request that 
includes an indication in the address or parameters that a 
cookie should be present, but no cookie is received, then it 
is clear that cookies are not being accepted by the client. 
0255 FIG. 45 shows a flow chart of a method of directly 
checking whether a client is accepting cookies. At block 
45120 A.com receives a request for alpha.html without a 
cookie. The lack of a cookie indicates that the user has not 
been assigned an identity on A.com, or that the cookie has 
been lost. Before attempting to assign an identity to the user, 
the client is first checked for the acceptance of cookies. At 
block 45121 A.com responds to the client with a cookie for 
A.com (this cookie may be a temporary identity cookie or 
may correspond to the identity that may be assigned to the 
user if the check is successful) and a redirect to A.com/ 
cookiecheck.html. If the client is configured to store cook 
ies, at block 45122 the cookie will be stored on the client and 
at block 45123 the client requests cookiecheck.html from 
A.com, together with the A.com cookie. At block 45124 
A.com receives the request and recognises the presence of 
an A.com cookie. The presence of the cookie indicates that 
the client is accepting cookies and an identity is established 
for the client utilising one of the methods described herein. 
If the client is not accepting cookies, at block 45126 a 
request is made for A.com/cookiecheck.html, but since 
according to the client’s configuration the A.com cookie was 
not stored, that request is not accompanied by a cookie. 
A.com recognises the absence of an A.com, which indicates 
the lack of acceptance of a cookie. At block 45127 A.com 
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does not proceed with assigning an identity to the client, but 
serves the requested page. Alternatively, an alternative iden 
tification system may be employed that does not rely on the 
client accepting cookies. 
0256 The methods described herein rely on cookies for 
operation and so once it has been determined that a client is 
not accepting cookies, other methods need to be utilised to 
establish a common identity 
0257. It is desirable to establish a common identify over 
as many domains as possible in order to be able to generate 
a complete view of a user's behaviour. The basic principles 
described above in relation to the establishment of a com 
mon identity for a user in relation to two domains can be 
expanded to an arbitrary number of domains by a continu 
ation of the principles described hereinbefore. 
0258 FIG. 38 shows a schematic diagram of a common 
identity being established between a network of three 
domains, A.com, B.com and C.com. 
0259. A client requests 3851 A.com/alpha.html, but since 
the client has not visited A.com previously it does not have 
a cookie for A.com. A.com recognises this lack of a cookie 
and instead of serving the requesting page, responds 3852 
with a cookie containing an identity, for example ID-1, and 
a redirect to B.com/intercept.html?ID=1&A.com/alpha. 
thml. The client follows 3853 this redirect, and as explained 
above, B.com recognises the request for intercept.html as a 
request to assign a new user identity, with ID-1, and 
responds 3854 with a cookie containing that identity. In 
order to also establish an identity for C.com, the response 
3854 from B.com also includes a redirect to C.com/inter 
cept.html?ID=1&A.com/alpha.thm, which is followed 3855 
by the client. C.com recognises the request as a request to 
assign a new identity and responds 3856 with a cookie 
containing the requested identity. Since C.com is the final 
domain in the network, it responds with a redirect to 
A.com/alpha.html, which is followed by the client. Since the 
client now has a cookie for A.com, this is sent 3857 with the 
request for A.com/alpha.html and A.com serves 3858 the 
page as requested by the client. The client has thus acquired 
cookies for A.com, B.com and C.com with the same identity. 
0260 The above method can be extended to an arbitrary 
number of sites. FIG. 39 shows a schematic diagram of the 
redirects used by an arbitrary number of servers to establish 
a common identity. The user initially accesses 3960 A.com 
without a cookie, and A.com responds with a cookie and a 
redirect 3961 to B.com. B.com recognises the request for a 
new identity and responds with a cookie and a redirect 3962 
to C.com. C.com recognises the request for a new identity 
and responds with a cookie and a redirect 3963 to the next 
domain in the chain. Each domain is visited in turn and an 
identity assigned until the final domain 3964 in the chain is 
reached, at which point the redirect 3965 is back to A.com, 
which serves 3966 the page as requested. The client thus 
acquires identities from all of the domains in the network. 
0261. As will be apparent from the foregoing description 
a common identity is established by the client being redi 
rected to each domain in turn to acquire a set of cookies 
having the requisite identity. The order in which the sites are 
visited is not significant to the operation of the method and 
many permutations are possible. For example, each domain 
may redirect the client back to A.com, and A.com may then 
redirect to the next domains in its list. This may be advan 
tageous as it allows a master list of domains to be held by 
A.com, and amendments to the domains across which an 
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identity will be established can be made by amending that 
master list. However, a disadvantage of this pattern may be 
that additional redirects are required to visit all of the 
domains, thereby slowing the process. 
0262. As the number of domains across which a common 
identity is required increases, it may become impractical for 
a client to be redirected to all of the domains in the network 
as that may lead to unacceptable delays in serving the 
requested page. Furthermore, it is unlikely that a user will 
visit all of the domains across which an identity can be 
established and so there may be no requirement to obtain an 
identity for all of the domains. Described below are methods 
of establishing a common identity that do not require all of 
the sites across which the identity is to be established to be 
visited. The term network is used herein to describe the 
group of domains across which a common identity is to be 
established. 
0263. In order to allow for the establishment of a com 
mon identity without requiring all of the domains in a 
network to be visited, one of the domains in the network, as 
has been described previously, is defined as the master 
domain, which domain is responsible for storing a master list 
of identities. The other domains are defined as slave domains 
which rely upon the master domain to manage and assign 
identities. FIG. 40 shows a schematic diagram of five 
domains in which A has been defined as the master domain. 
The links shown are purely to highlight the topology and do 
not imply any form of permanent or defined connection, nor 
does an absence of a link imply no communication. 
0264. If the first domain in the network visited by a client 

is the master domain (A) an identity is selected for the client 
by that domain and a cookie is sent having that identity. In 
contrast to the methods described hereinbefore, no redirects 
are made to provide identities for B, C, D or E to the client, 
but rather the identity in connection with those domains is 
assigned when the client visits each domain. 
0265 FIG. 41 shows a process of assigning an identity in 
the network of FIG. 40 when a client visits a slave domain 
for the first time. 
0266. When a client visits a slave domain (e.g. B, C, D or 
E) for the first time (block 4180), which is detected by the 
absence of a cookie for the respective site, the site redirects 
(block 4181) the client to a page on A, which is defined as 
a page used for assigning identities, for example A.com/ 
intercept.html. The address of the content requested by the 
client is also included in the redirect such that once identities 
have been assigned the correct content can be served to the 
client. The request to A, in response to the redirect, will 
include a cookie for A if the client has previously been 
assigned an identity on A. At block 4.182 the presence of an 
A.com with the request is checked. 
0267 If the master site (A) detects that the client does not 
have an identity in the network (i.e. it does not have an A 
cookie), the site responds (block 4.183) with a cookie con 
taining an identity for the client and redirects the client back 
to the requested content on B, passing as a parameter the 
identity that has been assigned. 
0268. Upon receipt of the request, B responds (block 
4184) with a cookie having an identity corresponding to the 
Aidentity (as passed in the parameter with the redirect) and 
with the requested content. 
0269. If the master site (A) detects that the client does 
have an identity of the network, the identity of the A cookie 
is ascertained at block 4.185. A then redirects (block 4186) 
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the client back to the requested content on B and passes the 
identity as a parameter. Upon receipt of the request, B 
responds at block 4184) to the client with a cookie having an 
identity corresponding to the Aidentity (as passed from A to 
B in the parameter with the redirect) and with the requested 
COntent. 

0270. The client therefore has corresponding identities on 
A and B. The same methods can be utilised for each of the 
identities in the network. As will be appreciated these 
methods are comparable to those described in relation to 
FIG. 36. 
0271 The assignment of identities on a domain-by-do 
main basis reduces the number of transactions at each stage 
thereby reducing any delay caused by the system as it 
establishes an identity. Furthermore, an identity on each 
domain is only established when it is required, thereby 
reducing the number of identities created that are not used. 
As explained above, this is particularly important as the 
number of sites increases. 
0272 Although the above method decreases the number 
of steps necessary to form a common identity, a single 
master site must be visited each time a new slave site is 
visited. In order to reduce the load on the master site a 
topology such as that shown in FIG. 42 may be utilised. 
0273 A is defined as a master domain, and is responsible 
for assigning new identities. However, each time A assigns 
a new identity, that identity is also assigned on Z, as per the 
methods described in relation to FIG. 35. Once a user has an 
identity on A and Z, the client can visit either of those 
domains to acquire a new identity on any of the slave 
domains. For example, when the user visits B, C, D or E for 
the first time domain A is used with the method of FIG. 41 
to assign the same identity for the visited domain. When the 
user visits V, W, X or Y for the first time, domain Z is used 
with the method of FIG. 41 to assign the same identity for 
the visited domain. 
0274 The load of creating new identities on slave sites is 
thus shared between two domains. Although there is an 
increase in overhead each time a user visits the network for 
the first time (because identities must be created on two 
domains—A and Z), this is more than compensated for by 
the sharing of Subsequent load between two domains. 
0275. In order to further reduce the load of assigning 
identities, domains can also be arranged in a further level of 
hierarchy as shown in FIG. 43. A is still defined as the master 
domain. When a client visits one of the domains in the tree 
for the first time it is redirected up the tree, using the 
methods described hereinbefore, until it reaches either the 
master site (A), or a domain for which it has an identity 
cookie. On the first visit to the network the client will arrive 
at the master domain which will assign an identity to that 
client. The client is then redirected back down the tree, and 
is assigned a matching identity for each domain it traverses. 
For example, if the client initially arrives at domain F, it will 
acquire cookies from A, B and F as it traverses the tree from 
F to A and then back to F. If the same client then returns to 
the network to H it would be redirected to B, where its 
identity would become apparent, and then revert to H which 
would serve the requested page and an identity cookie 
corresponding to that of B. The load of assigning new 
identities is thus distributed amongst the various domains 
within the network. 
0276 A mechanism for establishing a common identity 
amongst domains can be summarised as follows. When a 
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client arrives at a domain for which the client does not have 
an identity, the client is redirected in steps across the 
network towards the master domain. If the client reaches a 
domain for which it has an identity, the client is then 
redirected back to the initially visited domain, together with 
information to allow the initially visited domain to assign 
the same identity. If the client reaches the master domain, a 
new identity is assigned and the client is redirected back to 
the initially visited domain together with information to 
allow the initially visited domain to assign the same identity. 
The same identity may also be assigned by other domains in 
the network that are visited by the client during the redirec 
tion process. 
0277. In order to further reduce the load on the master 
server, it is possible to utilise multiple domains to assign 
identities, each assigning a unique Sub-set of identities to 
avoid duplication. Such a system utilises a peer-to-peer 
arrangement of master domains. For example, in the net 
work of FIG. 42, both A and Z may be configured to be 
master domains. FIG. 44 shows a flow chart Summarising 
the process of assigning identities in the network of FIG. 42. 
when both A and Z are configured to assign identities. 
0278. The client visits one of the slave domains for which 

it does not have an identity. At block 44110 the domain 
recognises the absence of a cookie as indicating that the 
client does not have an identity on the site and at block 44111 
redirects the client to the most local master server. If the 
client has visited domains B, C, D or E, this will be A, if the 
client has visited domains V, W, X or Y, this will be Z. 
0279. At block 44112 the master server identifies whether 
the client has an identity on that server by checking for the 
presence of a cookie for that server. If an identity is found 
on that server, at block 44113 one other master server may 
also be checked for an identity for the client. This is done by 
redirecting the client to the other master to be checked and 
the other master ascertaining the presence, or absence, of a 
cookie for that master. If an identity is found for the client 
on that master, at block 44114 the relation of the two 
identities is recorded in a database, which can be utilised to 
correlate information gathered with regard to each of the 
individual identities. If at block 44114 no identity is found 
for the client, one may be assigned at block 44115 and its 
relation to the client’s identity on the other master recorded 
in a database at block 44114. 

0280. The steps of checking another master for an iden 
tity, and the Subsequent assignment or relating of those 
identities, are not essential to the performance of the 
method. However, the step of checking other masters for an 
identity, if not performed at the shown point in the method, 
must be performed at Some point, otherwise a set of discreet 
identities will be developed with no link between them. In 
order to establish a common identity for a user links between 
identities that relate to the same user must be established. In 
alternative methods, one other server may be checked for an 
identity, but no new identity created if one is not found. 
Furthermore, more than one other master may be checked 
for identities, which may be advantageous when the network 
of masters grows very large. As will be appreciated, when 
there are more than two masters assigning identities, a 
selection of which master to check must be made. This 
selection may be made according to a predetermined pattern, 
algorithm or at random. 
0281. After block 44114, the client is redirected back to 
the visited site, together with an identity to be assigned to the 
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user. That identity is passed to the user as described here 
inbefore and the requested content served to the user. 
0282) If the local master does not have an identity for the 
user, one other master is checked at block 44116 for an 
identity for that user. That check is performed, as described 
in detail hereinbefore, by redirecting the user to the domain 
to be checking and ascertaining whether the user has a 
cookie for that domain. As explained previously in relation 
to block 44113, the other master to be checked may be 
selected by any suitable method. 
0283) If no identity is found for the user at block 44116, 
at blocks 44117 and 44118 a new identity is assigned on the 
local master and the domain visited using the methods 
described hereinbefore. 

0284. If an identity is found for the user at block 44116, 
an identity corresponding to that identity is assigned by the 
local master at block 44119 prior to redirection back to the 
domain visited. The identity assigned may be the same as 
that found on the other master, or may be a different identity 
that is related to the previous identity. If the identity is not 
the same as that on the other master, at block 44120 the 
correlation of the two identities is recorded in a database 
such that the relation of the two identities to the same user 
can be established. If the identities assigned are the same 
there is no need to record their correlation since their relation 
to the same user can be identified from the fact that the 
identities are the same. At block 44121 the identity assigned 
by the local master is also assigned by the domain visited 
and the content requested is served to the user. 
0285. This method therefore allows the establishment of 
a common identity for a user across a network of sites. Since 
a plurality of domains are responsible for assigning identi 
ties, the load on each domain is greatly reduced. By increas 
ing the number of domains responsible for assigning iden 
tities the load on each domain is increased. However, 
identities assigned by different domains must be related to 
each other in order to develop a common identity. As the 
number of domains assigning identities increases, the task of 
relating those identities also increases as there is a greater 
likelihood of a single user having multiple identities 
assigned by different domains. 
0286. In the foregoing description, each time an identity 
is assigned by a domain, one other domain is checked for an 
identity for that user, and if one is found the relation is 
identified. Checking one domain each time a new identity is 
assigned for a new domain may not be sufficient to establish 
relations between all of the identities for a user where the 
number of domains assigning identities is large. It may 
therefore be required to check for other identities on a more 
regular basis. For example, each time a domain receives a 
request for content, one or more other domains may be 
checked for an identity for the user. 
0287. The process of checking for other identities and 
recording relationship consumes time and therefore delays 
any action that has triggered the check. It is therefore 
necessary to balance the delay caused by the checking 
against the need to perform Sufficient checks to relate 
identities. The time taken to perform a check for an identity, 
or to assign a new identity, is proportional to the number of 
redirects, (hops) that are necessary to reach a domain which 
can assign an identity. As the size of the network grows, 
there is therefore a requirement for more masters to assign 
identities so that the number of hops to reach a master is 
always sufficiently Small to cause an insignificant delay. 
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0288. In an alternative system of establishing a common 
identity, but employing the same principles described in 
relation to other methods, a peer-to-peer system can be 
utilised to assign identities. In Such a system all domains in 
a network are able to assign a Sub-set of identities and so an 
identity can be assigned immediately upon receipt of a 
request for content. The identities assigned by each domain 
are then correlated and related to each other in a database to 
allow a common identity to be established across a network 
of domains. 

0289 FIG. 46 shows a flowchart of a method of assigning 
identities utilised a peer-to-peer structure. 
0290 At block 46130 a domain receives a request for 
content from a client. At block 46131 the request is checked 
for the presence of a cookie, the presence of which indicates 
that the user has an identity on that domain. If the user does 
have an identity on the domain, at block 46132 the client is 
redirected to another domain in the network, which checks, 
at block 46133 for an identity on that domain. 
0291. If the user does not have an identity on the other 
domain, at block 46134 an identity corresponding to that on 
the domain visited may be assigned by that domain. Alter 
natively, a different identity may be assigned and related to 
the user's identity on the domain visited by a database. 
Either of these steps, however, are optional and there it is not 
essential to assign an identity for the other domain since that 
domain has not yet been visited to retrieve content. The 
client is then returned to the visited domain at block 46135 
and subsequently the requested content is served at block 
461351. 

0292. If the user does have an identity on the other 
domain, that identity is ascertained and the relation of the 
two identities to the same user is recorded in a database 
(Block 46.136). Either of the identities may already be 
related to other identities of the user on different domains in 
the network, and so a mesh of related identities can be 
established across the network allowing a user to be iden 
tified at each of the domains. 

0293 Ifat block 46131 it is established that the user does 
not have an identity on the domain visited, the client is 
redirected to another domain at block 46137 to check, at 
block 46138, for the existence of an identity on the other 
domain. If no identity is found, the client is redirected back 
to the visited domain at block 46139 and a new identity is 
assigned by the visited domain and served together with the 
requested content at block 461300. 
0294 Ifat block 46138 the user does have an identity on 
the other domain checked, the client is redirected at block 
461301 back to the domain visited. The user's identity on the 
other domain may also be sent to the domain visited. At 
block 46.1302 an identity is assigned to the user and the 
requested content served. The identity assigned may be the 
same as that sent by the other domain, or alternatively may 
be a different identity which is then related to the other 
identity using a database, as has been described previously. 
0295. In addition to the above checking of one other 
domain for an existing identity, further domains may also be 
checked. By checking more domains, the completeness of 
the common identity is increased, but the time taken to do 
the checking is increased. It is also possible to check for 
other identities at different points to those shown in the 
methods above. For example, every time the user requests 
content, a check may be made of one or more domains. 
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0296. The other domains checked in these methods may 
be selected at random, or may be selected according to a 
predetermined algorithm or pattern. 
0297. In order to increase the efficiency of relating iden 

tities, an indication may be provided in the cookie of the 
domains on which an identity has been established and 
related to the current identity. For example, in a network 
having 4 domains, each domain may assign an identity that 
includes an indication of the domain to which the identity is 
related, and a list of other domains to which that identity has 
been related. If the client visits domain A first, the identity 
assigned may be “A1. This indicates that the identity is for 
domain A that it is identity number 1, and the absence of any 
other parameters shows that this identity has not been related 
to any other identities. 
0298. On a subsequent visit to domain A, the domain then 
picks another of the domains at random to check. If domain 
B is checked, and an identity is found and related to the A 
identity, the A cookie is updated to read “A1 B2” and the 
database storing identity relationships is updated. The “B2” 
part indicates that this identity is related to an identity 
number 2 on the B domain. 
0299. On a further visit to the Adomain, it is apparent that 
the B domain has already been checked and so the domain 
elects to check either C or D. When the C domain is checked 
a C cookie containing “C3 D4” may be found, indicating 
that the user has an identity 3 on domain C and that that 
identity has been related to an identity 4 on domain D. These 
additional relationships are stored in the database and the A 
cookie can be updated to include “A1 B2 C3 D4, indicating 
that a complete set of identities has been established. 
0300. On subsequent visits to A, no checks for identities 
need be made as the A domain is aware that all identities are 
related to the A identity, thereby saving time and reducing 
unnecessary load on the domains. 
0301 At each of the above visits, the other cookies may 
also be identified. For example in the final visit to A, the C 
cookie may also be updated with the information already in 
the A cookie, such that the C cookie also indicates that the 
full set of relationships has been established. 
0302) The above example is only one example of possible 
methods of indicated established relationships between 
identities and there are many other possible schemes to 
provide the same functionality. For example, the cookies 
themselves may not be updated, but a database may be 
consulted by the domains to ascertain which relationships 
have already been established and to identify which other 
domains should thus be checked for related identities. 
0303 As per the above example, the identities assigned 
by each domain may include an indication of the domain that 
assigned them. This is a convenient method of providing an 
indication to other domains what the Source of an identity is. 
0304. The inclusion of related identities in a cookie can 
also be utilised in conjunction with any of the other methods 
described herein to facilitate establishing a network of 
identities in an efficient manner. 
0305. In the foregoing description the identification ser 
vices have been provided by the web-server serving the 
content for a given domain. FIG. 47 shows an alternative 
configuration in which an identification system, independent 
of the web-server, is utilised to provide and manage iden 
tities. 

0306 Client 47140 and domains 47141 and 47142 are 
conventional systems and operate as in a normal network. 
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Identification systems 47143 and 47144 are connected to the 
network and are configured to communicate with client 
47140 and their respective domain 47141 and 47142. The 
routing information for domains 47141 and 47142 is set 
Such that all requests for content from those domains are first 
directed to the respective identification system. The identi 
fication system passes those requests on to the respective 
domain, and then on the return of content from the web 
server passes the content on to the client. An identity 
management database 47145 may also be provided to main 
tain a database of identities and relations between identities, 
as has been explained previously. 
0307 The identification systems are configured such that 
they can view requests sent by the client, and in particular 
so that the identification system can view cookies for their 
respective domains, and pass cookies to the client for that 
domain. The identification systems thereby perform all of 
the functions described above as being performed by web 
servers. Such a system allows the implementation of the 
identification methods described herein, without requiring 
modification of the operation of web-servers and without 
any additional load being placed on those servers. In FIG. 
47, one identification system is show for one domain, but 
one system may, in fact, serve multiple domains. For 
example, a hosting company who hosts a large number of 
domains may utilise a single identification system for all of 
the domains hosted on their servers. 
0308 The identification systems implement the above 
methods by intercepting and, as appropriate, amending 
requests and responses from and to the client. Many of the 
steps of the methods described hereinbefore can be per 
formed exclusively by the identification system. Further 
more, Some parts of the methods can be performed in 
parallel, thereby further improving the efficiency of the 
methods 
0309 FIG. 48 shows a flowchart of a method of assigning 
a common identity utilising the network of FIG. 47. 
0310. At block 48150 a client 48140 requests A.com/ 
alpha.html without a cookie, because the user has not visited 
that domain before. At block 48151 the request is intercepted 
and processed by identification system 48143. The method 
then splits into two parallel paths to increase the efficiency 
of the system. However, it is also possible for the parallel 
steps to be performed sequentially, should that be required 
for any reason. 
0311. In a first path of the method at block 48152 the 
identification system 47143 responds to the client with a 
redirect to B.com/interecept.html, together with a cookie for 
A.com containing an identity and a parameter indicating the 
identity assigned. The client requests intercept.html from 
B.com and includes the parameters giving the identity to be 
assigned. At block 48153 the identification system 47144 for 
B.com intercepts the request and at block 48154 responds to 
the client with a B.com cookie corresponding to the identity 
passed by A.com together with a redirect to A.com/alpha. 
html. At block 48155 the client follows this redirect and 
requests A.com/alpha.html, which request is intercepted at 
block 48156 by the identification system 47143 for A.com. 
0312 The request for alpha.html is accompanied by a 
cookie and the identity of the cookie allows it to be corre 
lated to the earlier request which began the process. 
0313. In the second path of the method at block 48157 the 
identification system 47143 for A.com passes the request for 
Alpha.html to A.com. At block 48.158 A.com serves alpha. 
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html, which is stored by the identification system 47143 for 
later transmission to the client. 

0314. Once the request of block 48155 has been inter 
cepted at block 48156, and alpha.html has been received at 
block 48.158, alpha.html is served to the client at block 
48159. 

0315. The client has thus acquired both A.com and B.com 
cookies, and hence identities, and has also been served the 
requested content. The identification systems allow the 
efficiency of the system to be improved because parts of the 
method can be conducted in parallel and furthermore the 
tasks performed by the web-servers are significantly 
reduced. In this method, A.com only serves the requested 
page and B.com does not perform any steps. This is contrast 
to the implementation of the same method without the 
identification systems in which both A.com and B.com were 
required to perform a number of steps. 
0316 The identification systems only perform functions 
related to the establishment and management of identities 
and so can be configured particularly to those functions. The 
systems can therefore perform the tasks more efficiently than 
web-servers, which must also perform large numbers of 
other tasks. 

0317. Any of the methods described herein may be 
implemented using identification systems. Obvious modifi 
cations of the methods may be required in order that they 
work in conjunction with the identification systems and to 
ensure that they operate in the most efficient manner possible 
by making use of parallel paths in the methods and reducing 
the load placed on web-servers. 
0318. As will be apparent to the skilled person the above 
methods may be used in combination to provide the required 
assignment of identities. Furthermore, parts of the different 
methods may be combined. 
0319. As will be apparent to the skilled person, cookies 
sent by domains may contain additional information to the 
identity of the user to which they correspond. For example, 
cookies for a given domain may also contain information 
relating to the operation of a shopping system on that 
domain. The operation of the methods described herein is 
not affected by the inclusion of additional information in the 
cookie. 
0320 Where in the foregoing description reference has 
been made to assigning an identity to a client, this phrase is 
intended to describe the process of transmitting a cookie to 
the client having the identity. 
0321. In order to provide a more efficient assignment of 
identities, some or all of the domains used in the methods 
described herein may be domains that do not host any 
content, but are used purely in the assignment of identities. 
For example, it may be particularly beneficial for master 
domains to only be utilised to assign identities. 
0322 The domain and content names referred to through 
out this document are used by way of example only and are 
in no way limiting. 
0323 Where reference is made to identities being the 
same, this does not necessarily require that the cookies sent 
relating to those identities are identical, but simply that there 
is a common feature of the two identities that indicates they 
are related to the same user. Furthermore, the relating of 
identities by a database has been described in relation to 
some of the methods described herein for which such a 
system is particularly suitable. However, Such a database 
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may be utilised in conjunction with any of the methods 
described herein to relate identities rather than using the 
same identities. 

0324 Whilst in the above examples, the term revenue 
sharing is used, it will be appreciated that this may refer to 
revenue generated on the basis of sales, profits, per access, 
per user, or any other metric. 
0325 In the figures and above description, the processing 

is described as taking place within a particular element (e.g. 
the web marketing platform or the real time analysis tool). 
However, parts of the processing and communication could 
alternatively be performed within the same entity (e.g. 
within one of the web marketing platform or the real time 
analysis tool or within a separate entity) in order to ensure 
faster processing of the critical elements or for other imple 
mentation or infrastructure reasons. 

0326. The entities shown in the figures may be geo 
graphically co-located or geographically remote. For 
example, the web marketing platform may be geographi 
cally remote from the server. The web marketing platform 
may in addition or instead be geographically remote from 
the host company 
0327. The term computer is used herein to refer to any 
device with processing capability Such that it can execute 
instructions. Those skilled in the art will realize that such 
processing capabilities are incorporated into many different 
devices and therefore the term “computer includes PCs, 
servers, mobile telephones, personal digital assistants and 
many other devices. 
0328. The methods described herein may be performed 
by Software in machine readable form on a storage medium. 
The software can be suitable for execution on a parallel 
processor or a serial processor Such that the method steps 
may be carried out in any suitable order, or simultaneously. 
0329. This acknowledges that software can be a valuable, 
separately tradable commodity. It is intended to encompass 
software, which runs on or controls “dumb' or standard 
hardware, to carry out the desired functions. It is also 
intended to encompass software which “describes” or 
defines the configuration of hardware, such as HDL (hard 
ware description language) software, as is used for designing 
silicon chips, or for configuring universal programmable 
chips, to carry out desired functions. 
0330 Those skilled in the art will realize that storage 
devices utilized to store program instructions can be distrib 
uted across a network. For example, a remote computer may 
store an example of the process described as Software. A 
local or terminal computer may access the remote computer 
and download a part or all of the software to run the 
program. Alternatively, the local computer may download 
pieces of the Software as needed, or execute some Software 
instructions at the local terminal and some at the remote 
computer (or computer network). Those skilled in the art 
will also realize that by utilizing conventional techniques 
known to those skilled in the art that all, or a portion of the 
software instructions may be carried out by a dedicated 
circuit, such as a DSP programmable logic array, or the like. 
0331 Any range or device value given herein may be 
extended or altered without losing the effect sought, as will 
be apparent to the skilled person. 
0332. It will be understood that the benefits and advan 
tages described above may relate to one embodiment or may 

22 
May 11, 2017 

relate to several embodiments. It will further be understood 
that reference to an item refers to one or more of those 
items. 
0333. The steps of the methods described herein may be 
carried out in any suitable order, or simultaneously where 
appropriate. Additionally, individual blocks may be deleted 
from any of the methods without departing from the spirit 
and scope of the subject matter described herein. Aspects of 
any of the examples described above may be combined with 
aspects of any of the other examples described to form 
further examples without losing the effect sought. 
0334. It will be understood that the above description of 
a preferred embodiment is given by way of example only 
and that various modifications may be made by those skilled 
in the art. The above specification, examples and data 
provide a complete description of the structure and use of 
exemplary embodiments of the invention. Although various 
embodiments of the invention have been described above 
with a certain degree of particularity, or with reference to 
one or more individual embodiments, those skilled in the art 
could make numerous alterations to the disclosed embodi 
ments without departing from the spirit or scope of this 
invention. 

1. A method of providing dynamically targeted content in 
a network, the method comprising: 

configuring a domain name service to route requests for 
content hosted at a hosted content server to a system 
remote from the hosted content server; 

receiving, at the system, a request from a user for content 
hosted at the hosted content server, the request being 
received from the user at the system on the basis of the 
configuring: 

in response to receipt of the request, providing, from the 
system, targeting data to a plurality of content providers 
in the network; 

receiving, at the system, targeted content provision bids 
from at least one content provider in the plurality; and 

on the basis of the received targeted content provision 
bids, sending, from the system, targeted content to the 
user via the network. 

2. The method of claim 1, wherein the received targeted 
content provision bids comprise real-time targeted content 
provision bids dynamically generated and provided to the 
system in real-time by the respective content providers in 
response to receipt of the targeting data. 

3. The method of claim 1, wherein the configuring com 
prises updating records of domains for which requests and 
responses will pass through the system such that those 
requests are routed via the system, and wherein the system 
is arranged to receive requests from the user to the hosted 
content server and to receive responses from the hosted 
content server to the user. 

4. The method of claim 1, comprising: 
at the system, analyzing an aspect of the request in 

real-time; and 
creating, at the system, the targeting databased at least in 

part on the real-time analyzing of the aspect of the 
request. 

5. The method of claim 1, comprising: 
accessing, at the system, the requested content from the 

hosted content server; 
analyzing, at the system, an aspect of the accessed content 

in real-time; and 
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creating, at the system, the targeting databased at least in 
part on the real-time analysing of the accessed content. 

6. The method of claim 4, wherein the aspect of the 
accessed content or the request comprises one or more of a 
referrer address, an address of the content, the content, a 
search term, the user, and data associated with the user. 

7. The method of claim 1, comprising identifying, at the 
system, the targeted content based at least in part on the 
targeting data. 

8. The method of claim 1, comprising identifying, at the 
system, the targeted content based at least in part on the 
received targeted content provision bids. 

9. The method of claim 1, comprising: 
accessing, at the system, the requested content from the 

hosted content server, and 
identifying, at the system, the targeted content based at 

least in part on the content accessed from the hosted 
COntent Server. 

10. The method of claim 1, comprising selecting, at the 
system, one of the plurality of content providers based on the 
received bids, 

wherein the targeted content is sent to the user via the 
network based at least in part on the selection. 

11. The method of claim 10, comprising: 
at the system, requesting content to be provided from the 

Selected content provider, and 
receiving, at the system, the requested content from the 

selected content provider. 
12. The method of claim 10, comprising: 
accessing, at the system, the requested content from the 

hosted content server, 
inserting, at the system, a tag associated with the selected 

one of the plurality of content providers into the 
accessed content to create modified content; and 

sending, from the system, the modified content to the user 
via the network. 

13. The method of claim 1, comprising receiving, at the 
system, targeted content provision bids from multiple con 
tent providers in the plurality 

14. The method of claim 1, wherein at least one of the 
received targeted content provision bids comprises content 
to be provided from at least one content provider in the 
plurality of content providers. 

15. The method of claim 1, wherein the targeted content 
comprises a tag for additional content. 

16. The method of claim 1, wherein the targeted content 
comprises one or more of a targeted advertisement and a tag 
for a targeted advertisement. 

17. The method of claim 1, wherein the targeted content 
comprises a tag comprising data relating to the user's 
behaviour. 

18. The method of claim 1, wherein the targeting data 
comprises one or more of information defining the content 
and information defining the user. 

19. The method of claim 1, wherein the targeting data 
provided to the plurality of content providers by the system 
is the same for each content provider in the plurality. 

20. The method of claim 1, wherein the targeting data 
provided to the plurality of content providers by the system 
is different for at least two content providers in the plurality. 

21. The method of claim 1, comprising: 
accessing, at the system, the requested content from the 

hosted content server, 
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inserting, at the system, targeted content into the accessed 
content to create modified content; and 

sending, from the system, the modified content to the user 
via the network. 

22. The method of claim 21, wherein the inserting com 
prises replacing an advertisement with another advertise 
ment. 

23. The method of claim 21, wherein the inserting com 
prises replacing a web page with another webpage. 

24. The method of claim 1, comprising using the targeting 
data to instigate, at the system, one or more of the following 
actions: 

shutting down an entity in the network, 
preventing access to a website, 
sending an email, 
sending an alert, and 
changing future operation of the system. 
25. The method of claim 24, wherein the entity comprises 

one or more of the system and the hosted content server. 
26. The method of claim 24, wherein the website com 

prises a website hosted by the hosted content server. 
27. An apparatus for use in providing dynamically tar 

geted content in a network, the apparatus comprising: 
at least one memory including computer program code: 

and 

at least one processor in data communication with the at 
least one memory, wherein the at least one processor is 
configured to: 
configure a domain name service to route requests for 

content hosted at a hosted content server to a system 
remote from the hosted content server; 

receive, at the system, a request from a user for content 
hosted at the hosted content server, the request being 
received from the user at the system on the basis of 
the configuring; 

in response to receipt of the request, provide, from the 
system, targeting data to a plurality of content pro 
viders in the network; 

receive, at the system, targeted content provision bids 
from at least one content provider in the plurality; 
and 

on the basis of the received targeted content provision 
bids, send, from the system, targeted content to the 
user via the network. 

28. A non-transitory computer-readable storage medium 
comprising computer-executable instructions which, when 
executed by a processor, cause a computing device to 
perform a method of providing dynamically targeted content 
in a network, the method comprising: 

configuring a domain name service to route requests for 
content hosted at a hosted content server to a system 
remote from the hosted content server; 

receiving, at the system, a request from a user for content 
hosted at the hosted content server, the request being 
received from the user at the system on the basis of the 
configuring: 

in response to receipt of the request, providing, from the 
system, targeting data to a plurality of content providers 
in the network; 

receiving, at the system, targeted content provision bids 
from at least one content provider in the plurality; and 
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on the basis of the received targeted content provision 
bids, sending, from the system, targeted content to the 
user via the network. 
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