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BACKGROUND OF THE INVENTION 

0023 1. Field of the Invention 
0024. The present invention relates generally to database 
management, and more particularly, to managing data 
extracted from the World Wide Web. 

0025 2. Background of the Invention 
0026 Data sources often present information in a manner 
that is not easily accessible by a user. For example, when the 
user queries web pages through a search engine, the user is 
burdened with reviewing individual search results for per 
tinent information. In other words, the information must be 
manually synthesized across several web pages. 
0027 Data stored on the web and similar hyperlinked 
networks has no set format and has no set content. Thus, data 
from the web or similar networks is often referred to as 
unstructured data because it is not received in a specific 
format and the documents contents are not necessarily 
identified as structured fields. Extraction and processing of 
data from unstructured sources, such as the World WideWeb 
presents unique challenges. Extraction of data from the Web 
is especially challenging due to the wide variety of topics 
covered and the almost infinite number of authors that are 
providing that information. In addition, not all information 
on the World WideWeb is factually accurate. In fact, just the 
opposite is true. It must be assumed that at least Some of the 
data obtained from the Web is not true, is incomplete, or is 
outdated. 
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0028 Conventional techniques for harvesting data from 
Sources such as web pages also are limited by the variety of 
styles used to present information. The design of web pages 
using HyperTextMarkup Language, or HTML, is a creative 
process. Information can be presented in text paragraphs, 
tables, or across separate web pages of a domain. Further 
more, information Such as a date can be presented in 
different formats such a “Dec. 2, 1981, “Dec. 2, 1981, and 
“12 Dec. 1981. Moreover, similar information harvested 
from different sources can cause data duplication. 
0029. For these reasons, what is needed is a method and 
system for processing facts extracted from web-based docu 
ments to transform to predetermined constraints. 

SUMMARY 

0030 The present invention provides methods and sys 
tems for using a janitor to process facts extracted from the 
Word Wide Web. In one embodiment, janitors are software 
programs that transform facts into more useful data and/or 
provide functions to clean up and corroborate facts. Janitors 
can also process facts to detect and process duplicates. 
Janitors can transform facts responsive to inferring a certain 
condition associated with facts. Generally, a fact is infor 
mation, data, or a series of data that can be represented as an 
attribute and a value. Facts can be in the form of text, 
graphics, or multimedia content. For example, a web page 
can list a series of presidents in a first column of a table and 
list their dates of births in another column. In one embodi 
ment, facts are extracted from documents on the World Wide 
Web for storage in a fact repository. One or more janitors 
transform facts in accordance with constraints designed to 
improve the quality of facts. In one embodiment, facts can 
be processed as they are extracted from documents. In 
another embodiment, facts can be retrieved from the fact 
repository and processed after storage. 

0031. The condition can be related to one or more of an 
attribute, a value, or an object of a fact being analyzed. For 
example, janitors can perform normalization, remove or 
merge similar or duplicate facts, segregate multiple values of 
a fact, synthesize new facts from old, and the like. In one 
embodiment, an administrator can select which janitors are 
applied to facts. The administrator can choose to apply 
several janitors. 
0032) Advantageously, janitors improve the quality of 
facts extracted from the World WideWeb and stored in a fact 
repository. The improved facts are more useful and reliable 
tO uSerS. 

0033. The features and advantages described herein are 
not all inclusive, and, in particular, many additional features 
and advantages will be apparent to one skilled in the art in 
view of the drawings, specifications, and claims. Moreover, 
it should be noted that the language used in the specification 
has been principally selected for readability and instruc 
tional purposes and may not have been selected to circum 
scribe the claimed invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0034. The teachings of the present invention can be 
readily understood by considering the following detailed 
description in conjunction with the accompanying drawings. 
Like reference numerals are used for like elements in the 
accompanying drawings. 
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0035 FIG. 1 is a block diagram of a system for gathering 
facts according to one embodiment of the present invention. 
0036 FIGS. 2(a)-(e) illustrate example data structures for 
facts within a fact repository. 
0037 FIGS. 3(a)-(b) illustrate exemplary data paths for 
fact processing according to one embodiment of the present 
invention. 

0038 FIG. 4 is a flow chart illustrating a method for 
processing facts according to one embodiment of the present 
invention. 

0.039 FIG. 5 is a flow chart illustrating a method for 
processing facts according to another embodiment of the 
present invention. 
0040 FIG. 6 is a flow chart illustrating a method for 
transforming facts based on a condition according to one 
embodiment of the present invention. 
0041. The figures depict embodiments of the present 
invention for purposes of illustration only. One skilled in the 
art will readily recognize from the following discussion that 
alternative embodiments of the structures and methods illus 
trated herein may be employed without departing from the 
principles of the invention described herein. 

DETAILED DESCRIPTION OF EMBODIMENTS 

0042 Methods and systems for processing facts with 
janitors are described. Facts are extracted from documents 
on the Internet or other sources. Generally, facts are infor 
mation, data, or a series of data that can be represented in a 
logical form of an attribute and a value. Facts can be in the 
form of text, graphics, or multimedia content. For example, 
a web page can list a series of presidents in a first column of 
a table and list their dates of births in another column. 
Janitors are used to transform facts into more useful data 
(e.g., to clean-up facts). 
Exemplary Systems 

0043 FIG. 1 is a block diagram illustrating a system 100 
for managing facts according to one embodiment of the 
present invention. System 100 comprises document hosts 
102, object requestor 152, and data processing system 106. 
The components are communicatively coupled through a 
network 104 (e.g., a data network Such as the Internet, a 
telephone network, etc.). At a high level, system 100 can 
gather and organize facts, and then retrieve facts in accor 
dance with queries. For example, facts can be gathered from 
a set of web pages related to baseball players, and then 
presented in response to a query term such as “baseball'. 
“sports’, etc. 

0044) Document host 102 comprises one more hosts that 
store and provide access to documents. Document host 102 
can be implemented in a computing device (e.g., personal 
computer, a workstation, mini-computer, or mainframe, or a 
PDA) including a processor and operating system. Docu 
ment host 102 can communicate over network 104 via 
networking protocols (e.g., TCP/IP), and be configured to 
use application and presentation protocols (e.g., HTTP, 
HTML, SOAP D-HTML, Java). A document comprises 
facts represented by any data that are discernable by a 
machine including any combination of text, graphics, mul 
timedia content, etc. A document (e.g., an e-mail, a web 
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page, a file, news group posting, a blog, or a web adver 
tisement) may be encoded in various formats such as a 
markup language (e.g., HTML), an interpreted language 
(e.g., JavaScript), an application-specific format (e.g., DOC 
format for Microsoft Word, or PDF format for Adobe 
Reader), or any other computer readable or executable 
format. A document can include references to other docu 
ments or other embedded information (e.g., hyperlinks). A 
document stored in a document host 102 may be accessed by 
a Uniform Resource Locator (URL), or Web address, or any 
other appropriate form of identification and/or location. The 
documents stored by document host 102 are typically held in 
a file directory, a database, or other data repository. A 
document from which a particular fact may be extracted is 
a source document (or “source') of that particular fact. In 
other words, a source of a fact includes that fact (or a 
synonymous fact) within its contents. 

0045 Data processing system 106 includes one or more 
importers 108, one or more janitors 110 with a controller 
111, a build engine 112, a service engine 114, and a fact 
repository 115. Each of the components can be implemented 
as Software modules (or programs) executed by a processor 
116. 

0046 Importers 108 can include one or more modules for 
different types of documents (e.g., an HTML importer, a 
PDF importer, etc.). Importers 108 processes documents 
received from document hosts 102 by parsing the data 
content of documents to identify facts, and extracting the 
identified facts from the documents. Importers 108 also 
determine the subject or subjects with which the facts are 
associated, and stores the facts in fact repository 115 as 
individual objects of data. 

0047 Janitors 110 can be self-contained software mod 
ules, or a software architecture with a functionality module 
that can be customized for a particular function. Janitors 110 
manage facts by processing various combinations of objects, 
attributes, or values, according to janitor rules. Janitors 110 
can include one or more modules that each perform a 
different data management function. An administrator can 
configure controller 111 (or a script) to call janitors 110 
based on a specific ordering. For example, if only dates are 
extracted from documents, janitors 110 that specifically 
operate on dates can be used for processing date facts. 

0.048. In one embodiment, janitors 110 infer a condition 
of a fact and, in response, transform an attribute and/or value 
of the fact in accordance with a predetermined constraint. 
Each janitor 110 can be configured to infer a certain condi 
tion of the fact. The fact is transformed to meet predeter 
mined constraints. Generally, janitors 110 can perform func 
tions such as data cleansing, object merging, fact merging, 
fact induction, and the like, as described in more detail 
below. For example, data cleansing can remove useless facts 
that have a low frequency of use. Object merging can 
combine duplicate objects that appear to represent the same 
entity. Fact merging can combine duplicate facts that have 
different formats. Fact induction can imply new facts from 
existing facts, such as implying that a capitalized name 
appearing before a comma and a state name is a city name. 
Some janitors 110 describe desired characteristics of a fact, 
Such as a format or categorization of the attribute and/or 
value. One janitor 110 can normalize attribute names and 
values, and delete duplicate and near-duplicate facts so that 
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an object does not have redundant information. For example, 
we might find on one page that Britney Spears' birthday is 
“Dec. 2, 1981 while on another page that her date of birth 
is “Dec. 2, 1981.” Birthday and Date of Birth can be 
rewritten as Birthdate by one janitor 110 and then another 
janitor 110 can recognize that Dec. 2, 1981 and Dec. 2, 1981 
are different forms of the same date. Janitor 110 transforms 
the dates to a preferred form. There are numerous rules that 
can be implemented, a particular set of which depends on a 
particular implementation. Specific rules are described in 
more detail below. Various embodiments of janitors 110 and 
methods operating therein are described in more detail 
below. 

0049 Referring again to system 100, build engine 112 
builds and manages repository 115. Service engine 114 is an 
interface for querying repository 115. Service engine 114 
processes queries, scores matching objects, and returns them 
to the caller. Service engine 114 is also used by janitors 110. 
0050 Fact repository 115 comprises a storage element 
such a RAM or ROM device in combination with software 
Such as a file system or a database manager. Fact repository 
115 stores the facts extracted from the documents. The facts 
can be stored as a list, a file system, or database data. 
Exemplary data structures for storing facts in fact repository 
215 are described in more detail below with respect to FIGS. 
2(a)-(e). 
0051) Object requesters 152, 154 are entities that request 
objects from fact repository 115. Object requesters 152, 154 
may be understood as clients of the system 106, and can be 
implemented in any computer device or architecture. As 
shown in FIG. 1, a first object requester 152 is located 
remotely from system 106, while a second object requester 
154 is located in data processing system 106. For example, 
in a computer system hosting a blog, the blog may include 
a reference to an object whose facts are in fact repository 
115. An object requester 152, such as a browser displaying 
the blog, will access data processing system 106 so that the 
information of the facts associated with the object can be 
displayed as part of the blog web page. As a second example, 
janitors 120 or other entities considered to be part of data 
processing system 106 can function as object requester 154, 
requesting the facts of objects from fact repository 115. 
0.052 Memory 107 includes importers 108, janitors 110, 
build engine 112, service engine 114, and requester 154, 
each of which are preferably implemented as instructions 
stored in memory 107 and executable by processor 126. 
Memory 107 also includes fact repository 115. Fact reposi 
tory 115 can be stored in a memory of one or more computer 
systems or in a type of memory Such as a disk. FIG. 1 also 
includes a computer readable medium 128 containing, for 
example, at least one of importers 108, janitors 110, build 
engine 112, service engine 114, requester 154, and at least 
some portions of repository 115. FIG. 1 also includes one or 
more input/output devices 120 that allow data to be input 
and output to and from data processing system 106. It will 
be understood that data processing system 106 preferably 
also includes standard Software components such as oper 
ating systems and the like and further preferably includes 
standard hardware components not shown in the figure for 
clarity of example. 
Data Structures 

0053 FIGS. 2(a)-(e) show example data structures for 
the facts as stored. As shown in FIG. 2(a), each fact 204 
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includes a unique identifier for that fact, such as a fact ID 
210. Each fact 204 includes at least an attribute 212 and a 
value 214. For example, a fact associated with an object 
representing George Washington may include an attribute of 
“date of birth” and a value of “Feb. 22, 1732. In one 
embodiment, all facts are stored as alphanumeric characters 
since they are extracted from web pages. In another embodi 
ment, facts also can store binary data values. Other embodi 
ments, however, may store fact values as mixed types, or in 
encoded formats. 

0054 As described above, each fact is associated with an 
object ID 209 that identifies the object that the fact 
describes. Thus, each fact that is associated with a same 
entity (Such as George Washington), has the same object ID 
209. In one embodiment, objects are not stored as separate 
data entities in memory. In this embodiment, the facts 
associated with an object contain the same object ID, but no 
physical object exists. In another embodiment, objects are 
stored as data entities in memory, and include references (for 
example, pointers or IDs) to the facts associated with the 
object. The logical data structure of a fact can take various 
forms; in general, a fact is represented by a tuple that 
includes a fact ID, an attribute, a value, and an object ID. 
The storage implementation of a fact can be in any under 
lying physical data structure. 

0.055 FIG. 2(b) shows an example of facts having respec 
tive fact IDs of 10, 20, and 30 in repository 215. Facts 10 and 
20 are associated with an object identified by object ID “1,” 
Fact 10 has an attribute of "Name” and a value of “China.” 
Fact 20 has an attribute of “Category' and a value of 
“Country.” Thus, the object identified by object ID “1” has 
a name fact 205 with a value of “China” and a category fact 
206 with a value of “Country.” Fact 30208 has an attribute 
of “Property” and a value of “Bill Clinton was the 42nd 
President of the United States from 1993 to 2001. Thus, the 
object identified by object ID “2 has a property fact with a 
fact ID of 30 and a value of “Bill Clinton was the 42nd 
President of the United States from 1993 to 2001. In the 
illustrated embodiment, each fact has one attribute and one 
value. The number of facts associated with an object is not 
limited; thus while only two facts are shown for the “China' 
object, in practice there may be dozens, even hundreds of 
facts associated with a given object. Also, the value fields of 
a fact need not be limited in size or content. For example, a 
fact about the economy of “China' with an attribute of 
“Economy” could have a value including several paragraphs 
of text, numbers, or perhaps even tables of figures. This 
content can be formatted, for example, in a markup lan 
guage. For example, a fact having an attribute “original 
html might have a value of the original html text taken from 
the source web page. 

0056. Also, while the illustration of FIG. 2(b) shows the 
explicit coding of object ID, fact ID, attribute, and value, in 
practice the content of the fact can be implicitly coded as 
well (e.g., the first field being the objectID, the second field 
being the fact ID, the third field being the attribute, and the 
fourth field being the value). Other fields include but are not 
limited to: the language used to state the fact (English, etc.), 
how important the fact is, the Source of the fact, a confidence 
value for the fact, and so on. 

0057 FIG. 2(c) shows an example object reference table 
210 that is used in some embodiments. Not all embodiments 
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include an object reference table. The object reference table 
210 functions to efficiently maintain the associations 
between object IDs and factIDs. In the absence of an object 
reference table 210, it is also possible to find all facts for a 
given object ID by querying the repository to find all facts 
with a particular object ID. While FIGS. 2(b) and 20c) 
illustrate the object reference table 210 with explicit coding 
of object and fact IDs, the table also may contain just the ID 
values themselves in column or pair-wise arrangements. 
0058 FIG. 2(d) shows an example of a data structure for 
facts within repository 215, according to some embodiments 
of the invention showing an extended format of facts. In this 
example, the fields include an object reference link 216 to 
another object. The object reference link 216 can be an 
object ID of another object in the repository 215, or a 
reference to the location (e.g., table row) for the object in the 
object reference table 210. The object reference link 416 
allows facts to have as values other objects. For example, for 
an object “United States, there may be a fact with the 
attribute of “president” and the value of “George W. Bush.” 
with “George W. Bush' being an object having its own facts 
in repository 215. In some embodiments, the value field 214 
stores the name of the linked object and the link 216 stores 
the object identifier of the linked object. Thus, this “presi 
dent fact would include the value 214 of “George W. 
Bush', and object reference link 416 that contains the object 
ID for the “George W. Bush’ object. In some other embodi 
ments, facts 204 do not include a link field 216 because the 
value 214 of a fact 204 may store a link to another object. 
0059 Each fact 204 also may include one or more 
metrics 218. A metric provides an indication of quality of the 
fact. In some embodiments, the metrics include a confidence 
level and an importance level. The confidence level indicates 
the likelihood that the fact is correct. The importance level 
indicates the relevance of the fact to the object, compared to 
other facts for the same object. The importance level may 
optionally be viewed as a measure of how vital a fact is to 
an understanding of the entity or concept represented by the 
object. 

0060 Each fact 204 includes a list of one or more sources 
220 that include the fact and from which the fact was 
extracted. Each source may be identified by a Uniform 
Resource Locator (URL), or Web address, or any other 
appropriate form of identification and/or location, Such as a 
unique document identifier. 
0061 The facts illustrated in FIG. 2(d) include an agent 
field 222 that identifies which importer 108 extracted the 
fact. For example, importers 108 may be a specialized 
importer that extracts facts from a specific source (e.g., the 
pages of a particular web site, or family of web sites) or type 
of source (e.g., web pages that present factual information in 
tabular form), or an importer 208 that extracts facts from 
free text in documents throughout the Web, and so forth. 
0062 Some embodiments include one or more special 
ized facts, such as a name fact 207 and a property fact 208. 
A name fact 207 is a fact that conveys a name for the entity 
or concept represented by the object ID. A name fact 207 
includes an attribute 224 of “name' and a value, which is the 
name of the object. For example, for an object representing 
the country Spain, a name fact would have the value 
“Spain.” A name fact 207, being a special instance of a 
general fact 204, includes the same fields as any other fact 
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204; it has an attribute, a value, a fact ID, metrics, Sources, 
etc. The attribute 224 of a name fact 207 indicates that the 
fact is a name fact, and the value is the actual name. The 
name may be a string of characters. An object ID may have 
one or more associated name facts, as many entities or 
concepts can have more than one name. For example, an 
object ID representing Spain may have associated name 
facts conveying the country's common name “Spain' and 
the official name “Kingdom of Spain.” As another example, 
an object ID representing the U.S. Patent and Trademark 
Office may have associated name facts conveying the agen 
cy’s acronyms “PTO” and “USPTO” as well as the official 
name “United States Patent and Trademark Office.” If an 
object does have more than one associated name fact, one of 
the name facts may be designated as a primary name and 
other name facts may be designated as secondary names, 
either implicitly or explicitly. 
0063 A property fact 208 is a fact that conveys a state 
ment about the entity or concept represented by the object 
ID. Property facts are generally used for summary informa 
tion about an object. A property fact 208, being a special 
instance of a general fact 404, also includes the same 
parameters (such as attribute, value, fact ID, etc.) as other 
facts 404. The attribute field 426 of a property fact 408 
indicates that the fact is a property fact (e.g., attribute is 
“property”) and the value is a string of text that conveys the 
statement of interest. For example, for the object ID repre 
senting Bill Clinton, the value of a property fact may be the 
text string “Bill Clinton was the 42nd President of the United 
States from 1993 to 2001.” Some object IDs may have one 
or more associated property facts while other objects may 
have no associated property facts. It should be appreciated 
that the data structures shown in FIGS. 2(a)-(d) and 
described above are merely exemplary. The data structure of 
the repository 215 may take on other forms. Other fields may 
be included in facts and some of the fields described above 
may be omitted. Additionally, each object ID may have 
additional special facts aside from name facts and property 
facts. Such as facts conveying a type or category (for 
example, person, place, movie, actor, organization, etc.) for 
categorizing the entity or concept represented by the object 
ID. In some embodiments, an object’s name(s) and/or prop 
erties may be represented by special records that have a 
different format than the general facts records 204. 
0064. As described previously, a collection of facts is 
associated with an object ID of an object. An object may 
become a null or empty object when facts are disassociated 
from the object. A null object can arise in a number of 
different ways. One type of null object is an object that has 
had all of its facts (including name facts) removed, leaving 
no facts associated with its object ID. Another type of null 
object is an object that has all of its associated facts other 
than name facts removed, leaving only its name fact(s). 
Alternatively, the object may be a null object only if all of 
its associated name facts are removed. A null object repre 
sents an entity or concept for which the data processing 
system 206 has no factual information and, as far as the data 
processing system 106 is concerned, does not exist. In some 
embodiments, facts of a null object may be left in the 
repository 215, but have their object ID values cleared (or 
have their importance set to a negative value). However, the 
facts of the null object are treated as if they were removed 
from the repository 215. In some other embodiments, facts 
of null objects are physically removed from repository 215. 
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0065 FIG. 2(e) is a block diagram illustrating an alter 
nate data structure 290 for facts and objects in accordance 
with preferred embodiments of the invention. In this data 
structure, an object 290 contains an object ID 292 and 
references or points to facts 294. Each fact includes a fact ID 
295, an attribute 297, and a value 299. In this embodiment, 
an object 290 actually exists in memory 207. 
0066. It should be appreciated that the components of 
document host and data processing system 406 can be 
distributed over multiple computers. For example, reposi 
tory 215 can have components deployed over multiple 
servers. For convenience, however, the components of data 
processing system 206 are discussed as though they were 
implemented on a single computer. 
Exemplary Data Paths 
0067 FIGS. 3(a)-(b) show alternative data paths for fact 
processing. As shown in FIG. 3(a), janitors 10 process facts 
as they are extracted from documents on document hosts 
102 on the World Wide Web. Data Stored on the web and 
similar hyperlinked networks has no set format and has no 
set content. Thus, data from the web or similar networks is 
often referred to as unstructured data. The processed facts 
are then stored in fact repository 115. This embodiment may 
be ideal for janitors 110 that operate on one fact at a time to 
perform functions such as normalization. Some janitors such 
as those in FIG.3(a) may also access facts already stored in 
the repository to process a newly extracted fact. For 
example, a janitor may compare the value of a new fact to 
values of facts that have been previously extracted, stored in 
the repository (and possibly indexed). 
0068. In FIG. 3(b), janitors 110 access facts from fact 
repository 115, after the facts are extracted from document 
hosts 102. Janitors 110 can thus be configured to process 
multiple facts previously stored in the repository 115. This 
embodiment may be ideal for janitors 110 that operate on 
several facts at a time to perform functions such as merging, 
although it can also be used to "clean up.” formats, spelling, 
etc of facts already in the repository. 
0069. Is will be understood that some systems contain a 
combination of the types of janitors shown in FIGS.3(a) and 
3(b), so thatjanitors process facts when the facts are initially 
placed in the repository and also post-processes facts after 
the facts have initially been placed in the repository. 
0070 FIG. 4 is a flow chart illustrating a method 400 of 
processing facts during extraction, according to one embodi 
ment of the present invention. Optionally, an administrator 
(which can be a human being or automated Software) 
configures 410 janitors 110 according to an implementation 
of facts using a script or other controller. In one embodi 
ment, a specific algorithm, or ordering, of janitors 110 is 
configured for a specific implementation. For example, 
janitors 110 performing normalization or other types of 
clean-up operations can be applied to facts early in an order. 
Subsequently, janitors 110 making inductions based on two 
or more facts can be applied. If janitors 110 making induc 
tions were run first, they would not be as efficient, because 
similar facts may not be compatible until transformed to a 
common format. In another embodiment, a predetermined, 
ordered set of janitors 110 can be provided by controller 111. 
0071 Importers 108 extract 420 facts from documents 
stored on document hosts 102. Generally, the extraction 
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process analyzes documents for indicators of facts Such as 
attribute value pairs. For example, a table is encoded using 
specific tags in HTML (e.g., <tdd). Importers 108 can 
identify the table and determine whether column headers or 
row headers are appropriate attributes, and further, whether 
corresponding cells are appropriate values. Importers 108 
can also be directed to documents known to contain facts 
under a known template. Fact repository 115 stores 420 
facts. 

0072 Individual janitors 110 process 430 facts as 
described below with respect to FIG. 6. More than one 
janitor 110 can process a fact. Additionally, one janitor 110 
can process an object, associated with multiple facts or can 
compare the facts associated with multiple objects (e.g., 
during object merging and/or duplicate detection). After 
processing, the fact is stored 440 in fact repository 115. 
0073 FIG. 5 is a flow chart illustrating a method 500 of 
processing facts already stored on fact repository 115. An 
administrator configures 510 janitors as described. However, 
there may be differences in the number and/or type of 
janitors 110 applied to facts since facts are processed from 
the fact repository 115 rather than during extraction as 
above. Importers 108 extract 520 facts from documents 
stored on document hosts 102 and store 530 the facts in fact 
repository 115. Janitors process 540 facts after extraction. 
However, after being processed by janitors 110, facts can be 
stored under a different organization. For example, similar 
facts can be grouped under a single object. 
0074 FIG. 6 is a flow chart illustrating a method 600 of 
transforming facts with an inferred condition according to 
one embodiment of the present invention. A script or other 
controller receives 610 a fact (or more than one fact) 
containing an attribute and a value. The Script or controller 
selects 620 a janitor to process the fact. As described, 
janitors 110 can be applied sequentially or according to a 
specific algorithm. In addition, a Subset of all available 
janitors 110 can be used for processing certain facts. 
0075 Ajanitor 110 infers 630 a condition associated with 
the fact from the attribute and/or value. In one embodiment, 
inferences can be made from multiple facts associated with 
an object. Conditions of attributes and/or values can be 
birthdates, numerical values, names, cities, etc. Ajanitor 110 
detecting fact for a Date of Birth and a fact for a Social 
Security Number, may infer that the facts concern a person. 
Because the fact concerns a person, the janitor 110 can apply 
specific constraints associated with persons such as the 
format of a person's name, or associate the fact with other 
person facts. In some embodiments, the janitor can also add 
a new fact explicitly indicating that the associated object 
represents a “person.” Subsequently, additional janitors 110 
configured to operate on persons can examine the fact to 
make additional inferences and adjustments. Thus, a janitor 
110 may not perform any operation on the fact if the 
appropriate condition cannot be inferred. Facts typically 
require inferences since they are not specially formatted for 
fact repository 115 as is data that is generated for a particular 
database. 

0076) The janitor 110 transforms 640 the fact to a pre 
determined constraint by adjusting the attribute and/or 
value. For example, the name of an attribute or format of a 
value can be changed as discussed above. If the fact has 
needs to be processed by more janitors in the configured 
order, the process repeats at the step selecting 620 a janitor. 
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0077. The above paragraphs provide some general dis 
cussion and examples of janitors. The paragraphs that follow 
provide some specific examples of janitors. Different 
embodiments of the present invention may include some, all, 
or none of these example janitors. For the purpose of clarity, 
only a few types of janitors 110 have been described below. 
However, one of ordinary skill in the art will recognize that 
other types of janitors 110 are possible in addition to those 
described below. 

0078. In some embodiments, some janitors 110 reduce 
information in fact repository 115. A singleton-attribute 
janitor 110 identifies attributes which should be unique per 
object, and eliminates all but one instance of that attribute on 
any given object. For example, a person should only have 
one date of birth. A blacklist janitor 110 reads in a list of 
patterns, and deletes any fact that matches a pattern. For 
example, blacklist janitor 110 can be used to remove curse 
words. A string-cleanup janitor 110 trims unuseful charac 
ters, such as (a), ii. 96, or , from the beginning or end of 
attributes. A name-group-threshold-match janitor 110 
merges duplicate objects if they share a certain number of 
attributes, based on their entropy. An entropy is calculated 
for each value as described in further detail in U.S. appli 
cation Ser. No. 1 1/356,765. Objects having similar facts can 
be merged if associated entropy values fall within an entropy 
threshold. The name-group-threshold-match janitor 110 is 
described in further detail in U.S. application Ser. No. 
11/356,765. A near-duplicate-fact merger janitor 110 iden 
tifies duplicate facts within an object. 
0079 Thus, some janitors compare a first fact to a plu 
rality of existing facts. The existing facts can be obtained 
from the repository or from any other appropriate source. In 
Some janitors, a fact is compared to existing facts to deter 
mine whether the new fact should be stored in the fact 
repository. In one janitor, if the fact duplicates a threshold 
number of existing facts, the fact is not stored in the fact 
repository. In another janitor, if the fact is corroborated by a 
threshold number of existing facts, the fact is stored in the 
fact repository. In another janitor, if the fact is not corrobo 
rated by a threshold number of existing facts, the fact is not 
stored in the fact repository. Because the facts extracted 
from the world-wide web are from unstructured data, the 
facts can have many formats when they re initially extracted 
and some of the facts that are compared by the janitors may 
not have the same format. For example, dates can be in 
MMDDYY format, DDMMYY format, in formats where 
months are spelled out (“December), and so on. Some 
janitors know about various formats, such as various date 
formats, and take those formats into account when compar 
ing facts to facts in the repository. In some embodiments, the 
facts are normalized before they are stored in the repository. 
In some embodiments, a janitor may require that another 
janitor runs first in order to normalize formatting of the facts 
to be compared. Any of these situations allows a comparing 
janitor to compare facts that had different formats when they 
were extracted. 

0080. One set of janitors 110 is applied to delete certain 
facts. A persisted-id-fact-deleter janitor 110 deletes any fact 
from a previous repository that should no longer be kept as 
described in further detail in U.S. application Ser. No. 
11/356.842. A stuttering-fact-deleter janitor 110 removes 
any fact whose attribute and value are the same. A reference 
redirect-collapser janitor 110 collapses value links that point 
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to objects that have been merged. An invalid-fact-deleter 
janitor 110 removes any fact that fail some basic validity 
checks (e.g., the value is empty). A Suspicious-fact-deleter 
janitor 110 removes facts with lengthy attributes (e.g., 3 
words) and repeat information that appears elsewhere in the 
object. These facts can result from extraction problems. An 
invalid-language-deleter janitor 110 removes any fact in 
certain languages. This janitor 110 can be used to segregate 
facts by language. A legal-constraint janitor 110 enforces 
constraints on objects for legal purposes. For example, 
certain document can be limited as to how many facts should 
be extracted. An unlicensed-fact-finder janitor 110 removes 
any facts marked as being internal only for legal or other 
reasons. A small-object-deleter janitor 110 removes any 
object with too few facts. A dangling-reference-deletion 
janitor 110 removes any fact with a value link that points at 
a non-existent object. An object can be missing when 
removed by another janitor 110. A name-references-resolver 
janitor 110 identifies references to other objects in facts and 
creates search links to the other objects. 

0081. One set of janitors 110 can characterize preferred 
formats such as canonical forms. A place-cannonicalizer 
janitor 110 rewrites place names into canonical form. For 
example, the value “Trenton, N.J.” can be rewritten to 
“Trenton, N.J.” A date-canonicalizer janitor 110 rewrites 
dates into a canonical form. For example, the date “2006 
02-16' is rewritten to “16 Feb. 2006. A measurement 
cleanup janitor 110 rewrites measurements to a canonical 
form. For example, the measurements “5'4" or “5 ft. 4 in.” 
can be rewritten to '5' 4’.” An attribute-cannonicalizer 
janitor 110 rewrites attributes. For example, “birthday”. 
“birthdate', and “birth date' can be rewritten to “date of 
birth.” An article-value-normalizer janitor 110 rewrites val 
ues with articles to a readable format. For example, the value 
“Foo, The can be rewritten to “The Foo.” 

0082) Other janitors 110 can be implemented as well. A 
type-identifier janitor 110 assigns type values to objects 
based on a subset of janitors 110. For example, every fact 
with a “date of birth” attribute is assigned a type value of 
“person. A born-died cleanup janitor 110 splits facts asso 
ciated with birth and death dates into several facts. For 
example, the fact “Born: 14 Jul. 1960 in Scranton, Pa.” can 
be split into a fact for date of birth and another fact for place 
of birth. A near-duplicate-fact-merger janitor 110 combines 
duplicate facts. A value-dereferencer janitor 110 identifies a 
fact having a value which is a link to another object, and 
updates a display value of the fact to be the name of the 
object. 

0083) The order in which the steps of the methods of the 
present invention are performed is purely illustrative in 
nature. The steps can be performed in any order or in 
parallel, unless otherwise indicated by the present disclo 
sure. The methods of the present invention may be per 
formed in hardware, firmware, software, or any combination 
thereof operating on a single computer or multiple comput 
ers of any type. Software embodying the present invention 
may comprise computer instructions in any form (e.g., 
Source code, object code, interpreted code, etc.) stored in 
any computer-readable storage medium (e.g., a ROM, a 
RAM, a magnetic media, a compact disc, a DVD, etc.). Such 
Software may also be in the form of an electrical data signal 
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embodied in a carrier wave propagating on a conductive 
medium or in the form of light pulses that propagate through 
an optical fiber. 
0084. While particular embodiments of the present 
invention have been shown and described, it will be apparent 
to those skilled in the art that changes and modifications may 
be made without departing from this invention in its broader 
aspect and, therefore, the appended claims are to encompass 
within their scope all Such changes and modifications, as fall 
within the true spirit of this invention. 
0085. In the above description, for purposes of explana 
tion, numerous specific details are set forth in order to 
provide a thorough understanding of the invention. It will be 
apparent, however, to one skilled in the art that the invention 
can be practiced without these specific details. In other 
instances, structures and devices are shown in block diagram 
form in order to avoid obscuring the invention. 
0086) Reference in the specification to “one embodi 
ment” or “an embodiment’ means that a particular feature, 
structure, or characteristic described in connection with the 
embodiment is included in at least one embodiment of the 
invention. The appearances of the phrase “in one embodi 
ment' in various places in the specification are not neces 
sarily all referring to the same embodiment. 
0087. Some portions of the detailed description are pre 
sented in terms of algorithms and symbolic representations 
of operations on data bits within a computer memory. These 
algorithmic descriptions and representations are the means 
used by those skilled in the data processing arts to most 
effectively convey the substance of their work to others 
skilled in the art. An algorithm is here, and generally, 
conceived to be a self-consistent sequence of steps leading 
to a desired result. The steps are those requiring physical 
manipulations of physical quantities. Usually, though not 
necessarily, these quantities take the form of electrical or 
magnetic signals capable of being stored, transferred, com 
bined, compared, and otherwise manipulated. It has proven 
convenient at times, principally for reasons of common 
usage, to refer to these signals as bits, values, elements, 
symbols, characters, terms, numbers, or the like. 
0088. It should be borne in mind, however, that all of 
these and similar terms are to be associated with the appro 
priate physical quantities and are merely convenient labels 
applied to these quantities. Unless specifically stated other 
wise as apparent from the discussion, it is appreciated that 
throughout the description, discussions utilizing terms such 
as “processing or “computing or "calculating or “deter 
mining or “displaying or the like, refer to the action and 
processes of a computer system, or similar electronic com 
puting device, that manipulates and transforms data repre 
sented as physical (electronic) quantities within the com 
puter system's registers and memories into other data 
similarly represented as physical quantities within the com 
puter system memories or registers or other Such informa 
tion storage, transmission or display devices. 
0089. The present invention also relates to an apparatus 
for performing the operations herein. This apparatus can be 
specially constructed for the required purposes, or it can 
comprise a general-purpose computer selectively activated 
or reconfigured by a computer program stored in the com 
puter. Such a computer program can be stored in a computer 
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readable storage medium, Such as, but is not limited to, any 
type of disk including floppy disks, optical disks, CD 
ROMs, and magnetic-optical disks, read-only memories 
(ROMs), random access memories (RAMs), EPROMs, 
EEPROMs, magnetic or optical cards, or any type of media 
Suitable for storing electronic instructions, and each coupled 
to a computer system bus. 
0090 The algorithms and modules presented herein are 
not inherently related to any particular computer or other 
apparatus. Various general-purpose systems can be used 
with programs in accordance with the teachings herein, or it 
may prove convenient to construct more specialized appa 
ratuses to perform the method steps. The required structure 
for a variety of these systems will appear from the descrip 
tion below. In addition, the present invention is not 
described with reference to any particular programming 
language. It will be appreciated that a variety of program 
ming languages can be used to implement the teachings of 
the invention as described herein. Furthermore, as will be 
apparent to one of ordinary skill in the relevant art, the 
modules, features, attributes, methodologies, and other 
aspects of the invention can be implemented as Software, 
hardware, firmware or any combination of the three. Of 
course, wherever a component of the present invention is 
implemented as Software, the component can be imple 
mented as a standalone program, as part of a larger program, 
as a plurality of separate programs, as a statically or dynami 
cally linked library, as a kernel loadable module, as a device 
driver, and/or in every and any other way known now or in 
the future to those of skill in the art of computer program 
ming. Additionally, the present invention is in no way 
limited to implementation in any specific operating system 
or environment. 

0091. It will be understood by those skilled in the rel 
evant art that the above-described implementations are 
merely exemplary, and many changes can be made without 
departing from the true spirit and scope of the present 
invention. Therefore, it is intended by the appended claims 
to coverall Such changes and modifications that come within 
the true spirit and scope of this invention. 

What is claimed is: 
1. A computer-implemented method for processing facts 

extracted from web-based-documents, comprising: 
extracting a fact from a plurality of web-based documents 

stored on document hosts, the fact comprising an 
attribute and a value, at least two of the web-based 
documents presenting the fact in different formats; 

applying two or more janitors to the fact, each janitor 
inferring one or more conditions associated with the 
fact from at least one of the attribute and value, and 
responsive to inferring the one or more conditions, each 
of the two or more janitors transforming the fact in 
accordance with a different predetermined constraint 
for the condition by adjusting at least one of the 
attribute and value; and 

storing the transformed fact in a fact repository. 
2. The method of claim 1, wherein the applying two or 

more janitors comprises: 
applying a first and a second janitor in a predetermined 

order to infer a first condition and a second condition, 
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respectively, wherein the second janitor is able to detect 
the second condition responsive to applying the first 
janitor. 

3. A computer-implemented method for processing facts 
extracted from web-based-documents, comprising: 

extracting a fact from an unstructured web-based docu 
ment, the fact containing an attribute and a value; 

inferring a condition associated with the fact from at least 
one of the attribute and value; 

responsive to inferring the condition, transforming the 
fact to a predetermined constraint for the condition by 
adjusting at least one of the attribute and value; and 

storing the transformed fact in a fact repository. 
4. The method of claim 3, wherein: 
inferring the condition comprises inferring a type for the 

fact, and 
transforming the fact comprises transforming the fact to a 

predetermined constraint for the fact type. 
5. The method of claim 3, further comprising: 
receiving another fact, 
wherein inferring the condition comprises inferring that 

the facts have the same condition, and 
wherein transforming the fact comprises comparing the 

facts. 
6. The method of claim 3, further comprising: 
receiving another fact containing another attribute and 

another value, 
wherein inferring the condition comprises detecting that 

at least one of the attributes or the values are similar, 
wherein transforming the fact comprises merging the 

facts. 
7. The method of claim 3, wherein: 
transforming the fact comprises reformatting the value 

according to the predetermined constraint. 
8. The method of claim 3, wherein: 
inferring the condition comprises inferring that the value 

includes two or more independent values, and 
transforming the fact comprises generating two or more 
new facts, each one of the two or more new facts having 
one of the two or more independent values. 

9. The method of claim 3, wherein: 
inferring the condition comprises inferring the condition 

based on an object associated with the fact, the object 
being common to both the fact and at least one other 
fact. 

10. The method of claim 3, further comprising: 
retrieving the fact from Storage in the fact repository. 
11. The method of claim 3, further comprising: 
receiving the fact during extraction from the web-based 

document. 
12. The method of claim 3, wherein the web-based 

document is encoded in Hypertext Markup Language, and 
the fact is extracted from an HTML table in the document. 

13. A computer-implemented method for processing facts 
extracted from documents, comprising: 
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extracting a fact from an unstructured web-based docu 
ment, the fact containing an attribute and a value; 

applying a collection of janitors in a predetermined order 
to process the fact, each janitor configured to infer a 
different condition associated with a fact from at least 
one of the attribute and value, and responsive to the 
janitor inferring the specific condition, the janitor trans 
forming the fact to a different predetermined constraint 
for the condition by adjusting at least one of the 
attribute and value, and responsive to the janitor failing 
to infer the specific condition, the janitor discontinuing 
processing of the fact, and 

storing the fact in a fact repository of the computer. 
14. A computer program product stored on a computer 

readable medium and configured to perform a method for 
processing facts extracted from unstructured web-based 
documents and stored in a repository, comprising: 

extracting a fact containing an attribute and a value, the 
fact extracted from an unstructured web-based docu 
ment; 

inferring a condition associated with the fact from at least 
one of the attribute and value; 

responsive to inferring the condition, transforming the 
fact to a predetermined constraint for the condition by 
adjusting at least one of the attribute and value; and 

storing the facts in the fact repository. 
15. The computer program product of claim 14, wherein: 
inferring the condition comprises inferring a type for the 

fact, and 
transforming the fact comprises transforming the fact to a 

predetermined constraint for the fact type. 
16. The computer program product of claim 14, further 

comprising: 

receiving another fact, 
wherein inferring the condition comprises inferring that 

the facts have the same condition, and 
wherein transforming the fact comprises normalizing the 

facts. 
17. The computer program product of claim 14, further 

comprising: 

receiving another fact containing another attribute and 
another value, 

wherein inferring the condition comprises detecting that 
at least one of the attributes or the values are similar, 

wherein transforming the fact comprises merging the 
facts. 

18. The computer program product of claim 14, wherein: 
transforming the fact comprises reformatting the value 

according to the predetermined constraint. 
19. The computer program product of claim 14, wherein: 
inferring the condition comprises inferring that the value 

includes two or more independent values, and 
transforming the fact comprises generating two or more 
new facts, each one of the two or more new facts having 
one of the two or more independent values. 
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20. The computer program product of claim 14, wherein: 
inferring the condition comprises inferring the condition 

based on an object associated with the fact, the object 
used as a common indexer for both the fact and at least 
one other fact. 

21. The computer program product of claim 14, further 
comprising: 

retrieving the fact from Storage in the fact repository. 
22. The computer program product of claim 14, further 

comprising: 

receiving the fact during extraction from the document. 
23. The computer program product of claim 14, wherein 

the web-based document is encoded in Hypertext Markup 
Language, and the fact is extracted from a table as indicated 
within the encoding. 

24. A system for processing facts extracted from docu 
ments, comprising: 

an extractor to extract facts, the facts each containing an 
attribute and a value, the facts extracted from a plurality 
of unstructured web-based documents; 

two or more janitors configured to receive a fact, each of 
the two or more janitors configured to operate in a 
predetermined order and to infer a different specific 
condition associated with the fact from at least one of 
the attribute and value, the two or more janitors con 
figured to transform the fact to a predetermined con 
straint for the condition by adjusting at least one of the 
attribute and value, and store the fact. 

25. The system of claim 24, further comprising: 

a script module, in communication with the one or more 
janitors, the script to describe an order for the one or 
more janitors to process the fact. 

26. A method performed by a software janitor in a data 
processing System, comprising: 

receiving a first fact containing an attribute and a value, 
the value having a first format when it was been 
extracted from an unstructured web-based document; 

receiving a plurality of existing facts, the plurality of facts 
each containing an attribute and a value, each value 
having been previously extracted from an unstructured 
web-based document, and at least one of the values 
having had a second format different from the first 
format at the time the existing fact was extracted from 
the web-based document; and 

comparing the value of the first fact to values of the 
existing facts to determine whether the first fact should 
be stored in a fact repository of the data processing 
system. 

27. The method of claim 26, wherein comparing to 
determine whether the first fact should be stored in the fact 
repository comprises: not storing the fact in the fact reposi 
tory if it duplicates a threshold number of the existing facts. 

28. The method of claim 26, wherein comparing to 
determine whether the first fact should be stored in the fact 
repository comprises storing the fact in the fact repository if 
it is corroborated by a threshold number of the existing facts. 

29. The method of claim 26, wherein comparing to 
determine whether the first fact should be stored in the fact 



US 2007/01433 17 A1 Jun. 21, 2007 
10 

repository comprises refraining from storing the fact in the 31. The method of claim 26, wherein comparing the first 
fact repository if it is not corroborated by a threshold number fact and the existing facts further comprises being able to 

compare facts in the first and second formats. 
32. The method of claim 26, wherein receiving the 

30. The method of claim 26, further comprising: normal- plurality of existing facts comprises receiving the plurality 
izing the first fact and the at least one existing fact prior to of existing facts from the fact repository. 
comparing the first fact and the existing facts. k . . . . 

of the existing facts. 


