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procedure fragmentCombine(x, y) 
// Copyx into z. 
2. K 

//Find the first gap in x: 
while is x and x, z () 

i (-i + 1 

// Combine with y: 
for j (-l...by 

ify, = d or i + j > x or x = 0 
2. K- y, 

else 
return notCompatible 

return Z 

FIG. 4 

procedure sourceCover(s,d) 
//Allocate V and initialize it to zero. 
|V = I 
V - O 
// Examine all decisions. 
for k (- 1...K 

i <- i(d) 
x - Source(d) 
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MACHINE TRANSLATON USING 
NON-CONTIGUOUS FRAGMENTS OF TEXT 

BACKGROUND 

The present exemplary embodiment is directed to the field 
of machine translation. It finds particular application in the 
translation of non-contiguous bi-fragments of text. 
A recent development in statistical machine translation has 

entailed the step from word-based models to phrase-based 
models. While in traditional word-based statistical models, 
the atomic unit that translation operates on is the word, 
phrase-based methods acknowledge the significant role 
played in language by multi-word expressions, thus incorpo 
rating, in a statistical framework, the insight behind Example 
Based Machine Translation. Example-Based Machine Trans 
lation seeks to exploit and integrate a number of knowledge 
resources, such as linguistics and statistics, and symbolic and 
numerical techniques, for integration into one framework. In 
this way, rule-based morphological, syntactic and/or seman 
tic information is combined with knowledge extracted from 
bilingual texts which is then re-used in the translation pro 
CCSS, 

Many recent natural language translation methods operate 
on the basis of bi-fragments: these are pairs of equivalent 
fragments of text, one in the Source language (the language in 
which a document to be translated is expressed), one in the 
target language (the language into which the document is to 
be translated). Such methods are often collectively referred to 
as “phrase-based methods’. The bi-fragments on which they 
operate are harvested automatically from large collections of 
previously translated texts (“bilingual parallel corpora'), and 
stored in a database. When given a new segment of text to 
translate, these systems search the database to extract all 
relevant bi-fragments, i.e., items in the database whose 
Source-language fragment matches some portion of the new 
input. A Subset of these matching bi-fragments is then 
searched for, such that each word of the input text is covered 
by exactly one bi-fragment in the subset, and that the combi 
nation of the target-language fragments produces a coherent 
translation. 

However, phrase-based models proposed so far only deal 
with multi-word units that are sequences of contiguous words 
on both the Source and the target side. 

In many translation systems, the quality of the resulting 
translation is assessed by means of a statistical translation 
model, which estimates the probability of observing some 
target-language segment of the text as the translation of the 
given Source-language input. The translation problem 
reduces to that of finding the combination of bi-fragments 
which produces the most probable translation. This is a com 
plex task, because the number of possible translations typi 
cally grows exponentially with the size of the input, and so not 
all Solutions can be examined in practice. Sub-optimal search 
procedures are usually employed, that rely on dynamic pro 
gramming, A*-like beam-search, or heuristic hill-climbing 
methods. 

INCORPORATION BY REFERENCE 

The following references, the disclosures of which are 
incorporated herein in their entireties by reference, are men 
tioned: 

U.S. Pat. No. 5,477,451 by Brown, et al. entitled 
METHOD AND SYSTEM FOR NATURAL LANGUAGE 
TRANSLATION,” and U.S. Pat. No. 6,304.841 by Berger, et 
al., entitled “AUTOMATIC CONSTRUCTION OF CONDI 
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2 
TIONAL EXPONENTIAL MODELS FROM ELEMEN 
TARY FEATURES describe word-based Statistical machine 
translation methods and systems for natural language trans 
lation. In the U.S. Pat. No. 6,304.841 patent, log-linear fea 
tures are used to score word hypotheses depending on their 
lexical context. 
The following references relate to phrase-based statistical 

machine translation methods. U.S. Pat. No. 6,182,026 by 
Tillmann, et al., entitled “METHOD AND DEVICE FOR 
TRANSLATING A SOURCE TEXT INTO A TARGET 
USING MODELING ANDDYNAMIC PROGRAMMING 
discloses a method and device for translating a source text 
into a target using modeling and dynamic programming. The 
method uses a monotonic phrase-based decoder for transla 
tion of contiguous phrases. 

U.S. Published Application No. 2004/0024581 by Koehn, 
et al., entitled “STATISTICAL MACHINE TRANSLA 
TION, discloses a phrase-based statistical machine transla 
tion method using syntactic markers for contiguous phrases. 

U.S. Published Application No. 2004/0030551 by Marcu, 
et al., entitled “PHRASE TO PHRASE JOINT PROBABIL 
ITY MODEL FOR STATISTICAL MACHINE TRANSLA 
TION’ discloses a phrase to phrase joint probability model 
for statistical machine translation. The phrase-based transla 
tion is performed using a generative approach (joint model for 
Source-target). 

BRIEF DESCRIPTION 

Aspects of the exemplary embodiment relate to a machine 
translation method and system for machine translation. 

In one aspect, a machine translation method for translating 
Source text from a first language to target text in a second 
language includes receiving the Source text in the first lan 
guage and accessing a library of bi-fragments, each of the 
bi-fragments including a text fragment from the first language 
and a text fragment from the second language. At least some 
of the bi-fragments are non-contiguous bi-fragments in which 
at least one of the text fragment from the first language and the 
text fragment from the second language comprises a non 
contiguous fragment. Text fragments from the second lan 
guage are retrieved from the library. At least one target 
hypothesis is generated, each of the target hypotheses com 
prises text fragments selected from the second language. In 
another aspect, a machine translation system includes a 
memory which stores a library of bi-fragments. Each of the 
bi-fragments includes a source text fragment from a first 
language and a corresponding target text fragment from the 
second language. At least some of the bi-fragments in the 
library are non-contiguous bi-fragments. A processing com 
ponent receives text comprising source text fragments 
selected from the first language the processing component 
accessing the memory to retrieve stored text fragments from 
the second language. 

In another aspect, an article of manufacture includes a 
program storage medium readable by a computer. The 
medium includes a processing component which translates 
Source text comprising source text fragments selected from a 
first language and outputs at least one hypothesis comprising 
target text fragments selected from a second language, differ 
ent from the first language. The processing component is 
configured for accessing an associated memory to retrieve 
stored text fragments from the second language. The memory 
stores bi-fragments comprising a text fragment in the first 
language and a corresponding text fragment in the second 
language. The processing component including a scoring 
function which includes a first feature function which evalu 
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ates bi-fragment discontinuities and a second feature function 
which evaluates bi-fragment reorderings, whereby a hypoth 
esis which includes a non-contiguous fragment in at least one 
of the first language and the second language is scored. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram of a system for machine transla 
tion of text which utilizes non-contiguous bi-fragments 
according to one aspect of the exemplary embodiment; 

FIG. 2 is a flow diagram of a method for machine transla 
tion of text which utilizes non-contiguous bi-fragments 
according to one aspect of the exemplary embodiment; 

FIG.3 is an example of the combination of bi-fragments to 
produce a translation; 

FIG. 4 illustrates an exemplary fragment combination pro 
cedure; 

FIG.5 illustrates an exemplary source coverage procedure; 
FIG. 6 illustrates an example of a partial translation search 

graph for a French sentence; and 
FIG. 7 illustrates the development of hypothesis stacks for 

the partial translation of FIG. 6. 

DETAILED DESCRIPTION 

Aspects of the exemplary embodiment relate to a computer 
implemented system and method for translating source text 
from a first language to target text in a second language 
different from the first language and to a method of training 
Such a translation system. In one aspect, a phrase-based sta 
tistical machine translation method is provided, based on 
non-contiguous phrases, i.e., phrases with gaps, in which 
each gap represents a word. 

In one aspect, a method for producing Such phrases from 
word-aligned corpora is provided. In another aspect, a statis 
tical translation model is provided that deals with such 
phrases. In another aspect, a training method is provided 
which is based on the maximization of translation accuracy, 
for example, as measured with the National Institute of Stan 
dards and Technology (NIST) evaluation metric. The trans 
lations may be produced by means of a beam-search decoder 
or other Suitable optimizing function which takes into 
account the probabilities of various hypothetical translations 
being found in practice. 

The exemplary translation method translates natural lan 
guage text, using as primary resource a collection of bi 
fragments, i.e., matching pairs of Source-target fragments of 
text. Translations are produced by combining together Such 
bi-fragments. A search for the optimal combination may be 
performed by means of a specially adapted, multiple-stack 
beam search. Within this search procedure, the potential of 
each candidate translation is evaluated by means of a statis 
tical model of translation. 
A "phrase.” as used herein generally refers to two or more 

words in either the Source or target language. 
A“non-contiguous phrase' refers to two or more words in 

either the source or target language wherein two of the words 
are separated by a gap of at least one word. The size of the gap, 
in terms of the number of words, may be specified, such as 
one, two, three, words, etc, or may be limited to a maximum 
and/or minimum number of words N, where N may be, for 
example, from 1 to 5.The maximum gap N may be different 
for one phrase than for another, based on the statistical prob 
abilities for a particular phrase. 
A "bi-fragment, as used herein, generally comprises two 

text fragments: a first text fragment in the source language 
and a second text fragment in the target language, which is a 
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4 
translation of the first text fragment. The first and second text 
fragments may be a word or a phrase. The first and second 
fragments are associated in a word-aligned corpora, Such as a 
library, whereby a target fragment corresponding to an input 
source fragment may be retrieved. It will be appreciated that 
a text fragment in one language may appear in more than one 
bi-fragment, where multiple translations exist. 

A“non-contiguous bi-fragment, as used herein, refers to a 
bi-fragment in which at least one of the text fragments com 
prises a non-contiguous phrase. 

With reference to FIG. 1, a block diagram of an automated 
natural language translation system 10 for translating text 
comprising non-contiguous bi-fragments is illustrated. Text 
is input to the system by an input device 12. Input text may be 
directly input into the natural language translation system 10 
(for example, as with a person typing sentences into a com 
puter using a keyboard). Alternatively, input text to natural 
language translation system 10 may be the output of another 
system, Such as, for example, output from a speech recogni 
tion system (for example, speech input device) or from an 
optical character recognition system (not shown). Or the text 
may be input from a database or word document. The text 
may include one or more sentences, such as a paragraph oran 
entire document comprising multiple paragraphs. 
The translation system 10 includes a processing compo 

nent 16 and a memory component 18. A part or all of the 
memory component 18 may be located remote from the pro 
cessing component 16 and accessed by a wired or wireless 
link. The memory component stores a library of bi-fragments 
20, including non-contiguous bi-fragments. The processing 
component 16 includes a translation module 22. Working on 
a string of contiguous words in the source language, such as 
a sentence of the input text, the translation module accesses 
the library 20 to retrieve fragments in the target language 
corresponding to input fragments in the source language text 
string. The processing component includes a scoring module 
24 which evaluates translation hypotheses to identify prob 
able translations of the text string. A system bus 26 provides 
outputs to an output device 28, Such as one or more of a visual 
display device (Such as a monitor with a screen), a hard copy 
device (such as a printer), and an audible output device (Such 
as, for example, an audio speaker). Translated Strings of text 
and the entire text, once translated, may be stored in Volatile 
or non-volatile memory 30. The system 10 may be instanti 
ated in a personal computer in which the memory 18 may 
include, for example, read only memory (ROM), random 
access memory (RAM), flash memory, or any combination of 
the above. Alternatively, the processing component accesses 
a remote database which stores the bi-fragment library, for 
example, via the internet or via a network link. It will be 
appreciated that computer system 10 may be controlled by 
operating system software which includes a file management 
system, such as, for example, a disk operating system, which 
is part of the operating system software. The file management 
system may be stored in a non-volatile memory storage 
device. Such as memory 18 and may be configured to cause 
processing component 16 to execute the various functions 
required by the operating system to input and output data and 
to store data in volatile memory 30. 

FIG. 2 illustrates steps in an exemplary method for trans 
lation of text comprising non-contiguous bi-fragments. It will 
be appreciated that the method may include fewer or more 
steps and that the steps need not proceed in the order outlined. 
At step S100, source text to be decoded is input to the system 
10. At step S110, the processing component 16 identifies a 
string of the source text to be translated. This step may include 
a tokenizing procedure, in which the processing component 
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identifies words in the text, as well as punctuation marks. At 
step S112, the processing component builds a target language 
string comprising target fragments corresponding to frag 
ments in the Source language. Step S112 may include mul 
tiple sub-steps in which the processor retrieves from bi-frag 
ment library 20 a target language fragment corresponding to 
a fragment of the source language (Substep S112A), builds a 
hypothesis which includes the target language fragment and 
one or more additional target language fragments (Substep 
S112B), scores the partial hypothesis based on a predeter 
mined set of scoring parameters (Substep S112C) and pur 
Sues a set of the most promising (highest scoring) partial 
hypotheses (Substep S112D) by eliminating low scoring 
hypotheses. Steps S112A, 112B, 112C, 112D may be 
repeated multiple times in the process of generating a target 
language text string. The target language text string corre 
sponding to the highest scoring complete hypothesis is then 
output at Step S114. These steps will be described in greater 
detail below. 
As will be appreciated, at step S112A, the library 20 may 

identify a non-contiguous bi-fragment which is retrieved by 
the processing component and which may ultimately used in 
translation of the text string. The library also includes con 
tiguous bi-fragments, one or more of which may be utilized in 
combination with one or more non-contiguous bi-fragments 
in translation of the source language text string. 
Non-Continuous Bi-Fragments 

Aspects of the exemplary embodiment relate to a transla 
tion method which has the ability to produce translations 
from bi-fragments whose source and/or target fragments con 
tain discontinuities, i.e., fragments made up of words that do 
not necessarily appear contiguously in text. One motivation 
for using Such bi-fragments is to make better usage of the 
bilingual corpora from which the bi-fragments are acquired, 
while giving the system the ability to handle non-contiguous 
bi-fragments in natural language. 

Examples of non-contiguous bi-fragments abound in many 
natural languages. As an example, in French, negation is 
typically constructed by inserting the words “ne' and “pas’ 
before and after the verb or auxiliary. Thus, "Je ne mange pas’ 
translates to “I do not eat” in English. Standard phrase-based 
methods cannot handle this properly unless they have trans 
lations for the whole fragment “ne mange pas' in their data 
base. In the present system, this is naturally handled by a 
non-contiguous bi-fragment such as “ne pas”, “do not. 
where the represents a gap, and, in the present example, 
occupies the space of exactly one word. 
An example in English is that many idiomatic expressions 

are constructed from the combination of a verb and a prepo 
sition, which can appear non-contiguously: “Switch the light 
off translates in French to “Eteindre la lumiere,” while 
“Switch the light on translates to “Allumer la lumiere'. Both 
are handled by non-contiguous bi-fragments such as 'al 
lumer”, “switch on and “éteindre”, “switch off. Here 
the gaps( ) both occupy the space of two words, although 
larger gaps can be envisaged. 
Bi-fragment Libraries 
To produce translations, the method relies on a collection 

of bi-fragments, which is referred to as a bi-fragment library 
20. Techniques exist to construct Such libraries from a corpus 
of existing translations, aligned at the level of words. Such a 
technique is described, for example, in M. Simard, N. Can 
cedda, B. Cavestro, M. Dymetman, E. Gaussier, C. Goutte, P. 
Langlais, and K. Yamada, “Traduction Automatique Statis 
tique Avec Des Segments Discontinues,” in 12" Annual Con 
ference on the Automatic Treatment of Natural Language 
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6 
(TALN), pages 233-242, Dourdan, France (June 2005) (here 
inafter “Simard'). In one aspect, the present method adapts an 
existing library to include non-contiguous bi-fragments. 
Two strategies are outlined in Simard for producing non 

contiguous bi-phrases for these libraries. The first is to align 
the words using a “standard' word alignment technique, Such 
as the Refined Method described in Franz Josef Och and 
Hermann Ney, “A Systematic Comparison of Various Statis 
tical Alignment Models. Computational Linguistics, 29(1): 
19-51 (March 2003) (Ochand Ney, 2003) (the intersection of 
two IBM Viterbi alignments, forward and reverse, enriched 
with alignments from the union) and then generate bi-phrases 
by combining together individual alignments that co-occur in 
the same pair of sentences. A difference from other phrase 
based machine translation approaches is that it is not 
restricted to combinations that produce strictly contiguous 
bi-phrases. The second strategy is to rely on a word-alignment 
method that naturally produces many-to-many alignments 
between non-contiguous words, such as the method 
described in Cyril Goutte, Kenji Yamada, and Eric Gaussier, 
“Aligning Words Using Matrix Factorisation.” in Proc. 
ACL’04, pages 503–510 (2004) (hereinafter Goutte 2004). By 
means of a matrix factorization, this method produces a par 
allel partition of the two texts, seen as sets of word tokens. 
Each token therefore belongs to one, and only one, Subset 
within this partition, and corresponding Subsets in the Source 
and target make up what are called cepts. These cepts natu 
rally constitute bi-phrases, and can be used directly to pro 
duce a bi-phrase library. The two strategies may be combined. 
Additionally, it is always possible to produce increasingly 
large and complex bi-phrases by combining together co-oc 
curring bi-phrases, contiguous or not. As the size of the bi 
phrase increases, its usefulness diminishes in terms of the 
likelihood of it being found in any text to be translated and its 
incorporation in the library may not be warranted in view of 
the desired size of the library. 

An Adapted Beam-Search Translation Method 
It will be appreciated that a source String may be translated 

as multiple different target strings where multiple alternative 
bi-fragments exist. The exemplary translation system may 
employ a log-linear statistical translation model for identify 
ing statistically probable translations. Such models use prob 
ability functions to identify a target language string with 
maximum entropy, i.e., a string which optimizes one or more 
functions which model statistically probable translations. 
Using non-contiguous bi-fragments in phrase-based transla 
tion methods raises a number of issues for the statistical 
translation model, which the present method addresses. In 
one aspect, two new components (“feature functions') are 
added to a log-linear statistical translation model. A first 
feature function models bi-fragment discontinuities within 
known translations, by counting the total number of gaps 
appearing in the set of source and target fragments that make 
up the translation (illustrated as a “gap feature’32 on FIG. 1). 
In this way, proposed translations having a total number of 
gaps which falls within a statistically probable range are 
favored over translations where the total number of gaps falls 
within a statistically improbable range. 
A second feature function models bi-fragment reorderings, 

i.e., differences in the order of fragments in the Source and the 
target languages, by counting, for each bi-fragment used in 
the translation, the number of Source-language words to the 
left of the bi-fragment's source-language part, that are trans 
lated by target-language words located to the right of this 
bi-fragment's target-language part (illustrated as a "reorder 
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ing feature 34 on FIG. 1). Thus, proposed translations which 
result in probable reorderings are favored over improbable 
OS. 

A multiple-stack beam-search procedure for phrase-based 
translation may be adapted to deal with non-contiguous 
phrases. An exemplary multiple-stack beam-search proce 
dure is described in Philipp Koehn, “PHARAOH: A Beam 
Search Decoder For Phrase-Based Statistical Machine Trans 
lation Models. USC Information Science Institute (Decem 
ber 2003). This procedure may be modified to account for 
discontinuities. 

In the modified multiple-stack beam-search procedure 
(S112D), some or all of the following procedures may be 
adopted to deal with non-contiguous phrases: 

1. Replacing a standard left-to-right string concatenation 
operation with a fragment-combination procedure 
which, given as input a pair of fragments that possibly 
contain discontinuities in the form of gaps, returns as 
output eithera combined fragment (possibly discontinu 
ous as well), or a special “incompatible fragments’ sym 
bol. 

2. Introducing a well-formedness verification procedure: 
this is to validate whether a given complete translation 
for the input source String is valid or not. In practice, this 
procedure verifies whether or not the translation con 
tains gaps, in which case it is generally considered not 
valid. 

3. Introducing translation scoring update procedures for 
the new feature functions 32, 34 introduced above. The 
role of the update procedure is to compute how combin 
ing a new bi-fragment to an existing partial translation 
(translation hypothesis) affects the probability (score) of 
the resulting translation. Update procedures are 
employed for each of the feature functions that make up 
the log-linear statistical translation model. 

4. Introducing heuristic translation completion estimation 
procedures for the new feature functions 32, 34 intro 
duced above. The role of these estimation procedures is 
to produce, given a partial translation, an approximation 
of the cost (or gain) to complete the translation. Estima 
tion procedures are employed for each of the feature 
functions that make up the log-linear statistical transla 
tion model. 

5. Replacing the translation scoring update function and 
completion estimation function for the N-gram lan 
guage model. Such a language model is used in all 
current phrase-based translations systems, and may be 
included in the present system. Allowing for discontinu 
ous partial translations involves modifying the proce 
dure that computes the language model contributions to 
the probability of the translation. 

6. Replacing the conventional hypothesis merging verifi 
cation procedure with one that takes discontinuities into 
account. This procedure is used during the search to 
establish whether two partial translations have identical 
optimal completions, in which case they can be 
"merged', i.e., only the most promising (in terms of 
probability) need be pursued. This component is particu 
larly valuable in allowing a reduction in the search-space 
in the beam-search procedure. 

7. Introducing a timeout-controlled gradual refinement 
beam-search procedure: In practice, it is more compu 
tationally costly to translate with non-continuous bi 
fragments than without, because Some of the basic 
operations (such as the fragment-combination and 
hypothesis-merging procedures) are more costly, but 
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8 
more importantly because there are more bi-fragments 
available to translate a given input, and therefore the 
search-space is larger. 

To gain a better control on execution times (procedure 7 
above), a variant to the beam-search procedure is introduced, 
in which the search is repeated with an increasing beam: A 
first search is performed with a very narrow beam, which 
produces a first translation. Then the beam-size is incre 
mented, and the search is redone, producing a second solu 
tion, at least as good as the first. Special provisions are taken 
so that results computed in the first search need not be recom 
puted in the second. This process is repeated until some 
maximum beam-width is reached, or until some pre-deter 
mined timeout period is over. The translation resulting from 
the last iteration is then retained. 
The beam-width is the maximum number of alternative 

hypotheses being simultaneously pursued. For example, a 
first search is performed with a beam-width of 25 (a maxi 
mum of 25 hypotheses). Hypotheses in excess of this number 
are periodically culled by removing statistically less probable 
hypotheses). A Subsequent search may be performed, for 
example, with a beam-width of 100. 
A Translation Model 
A bi-fragment can be defined as a pair comprising a source 

fragment and a target fragment: b (x, y). Each of the Source 
and target fragments is a sequence of words and gaps (indi 
cated by the symbol (X). Each gap acts as a placeholder for 
exactly one unspecified word. For example, 
www () w () () wa is a fragment of length 7, made up of 
two contiguous words w and w a first gap, a third word w. 
two consecutive gaps and a final word wa To avoid redun 
dancy, fragments may not begin or end with a gap. If a 
fragment does not contain any gaps, we say it is contiguous; 
otherwise it is non-contiguous. Likewise, a bi-fragment is 
said to be contiguous if both its fragments are contiguous. 
The translation of a source sentence S is produced by com 

bining together bi-fragments so as to entirely cover the Source 
sentence, and produce a well-formed target-language sen 
tence, i.e., a sequence without gaps. More formally, a com 
plete translation for S can be described as an ordered sequence 
of decisions d ... d, each of which is a pairdi, b, where 
b is a bi-fragment, and i is its source position, i.e., the position 
in S of the leftmost word in the Source language fragment ofb. 
The resulting translation t can be obtained by combining the 
target-language fragments of the decisions, in the order given 
by the sequence of decisions: the first fragment is first laid 
down, then the others are successively positioned either over 
the leftmost gap, or at the right end of the translation if there 
are no gaps. 

FIG. 3 illustrates the process of constructing a translation 
from bi-fragments with an example. There, bi-fragment 3 
(<ne () plus, not () () () anymore>) has source position i=2. 
i.e., the leftmost word of its source language fragment ("ne' 
covers the second word in the Source language sentence. The 
combination of its target-language fragment with the frag 
ment"/ do () want results in the new partial translation"/ do 
not want () () anymore'. Overall, the translation of the 
sentence is given by the following sequence of decisions: 

d=fi=5, b=<danser le tango, to dance tangos 
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In the following discussion b(d) denotes the bi-fragment 
associated with decision d, i(d) its source position, source(b) 
and target(b)are the source language (SL) and target language 
(TL) fragments of bi-fragment b source (d) and target (d) 
denote source(b(d)) and target(b(d)) respectively. 
An exemplary procedure by which target-language frag 

ments are combined from left to right is illustrated in FIG. 4. 
A "fragmentCombine” procedure takes, as input, two frag 
ments X and y, i.e., sequences of words and gaps, and returns 
a new fragment Z that either combines the words of X and y, 
while possibly eliminating gaps, or outputs a special symbol 
“notCompatible.” meaning that X and y can not be combined. 

Statistical Model 

Many existing machine translation systems are based on 
probability models, that assign to any TL sequence t, a 
probability of being a translation of a SL sequences'. The 
general approach in statistical machine translation is to find 
the most probable translation for s'. 

(1) 

A typical approach to approximating Pr(ts) is based on 
so-called log-linear models, as described, for example, in 
Christoph Tillmann and Fei Xia., “A Phrase-Based Unigram 
Model For Statistical Machine Translation, in Proc. of the 
HLT-NMCL 2003 Conference, Edmonton, Canada (2003), 
and in Richard Zens and Hermann Ney, “Improvements in 
Phrase-Based Statistical Machine Translation, in Proceed 
ings of the Human Language Technology Conference (HLT 
NAACL) (2004): 

s 

where each “feature function’h, scores a particular aspect 
of the relationship between s, and t': the contribution of 
each feature function is determined by the corresponding 
model parameter, Z is a normalization constant. 

Additional variables can be introduced in a log-linear 
model, so as to account for hidden characteristics, and the 
feature functions can be extended accordingly. For example, 
if the translation t of s is produced using bi-fragments as 
described here, the model can be modified to take into 
account the actual set of decisions that lead to t'. 

1 i 

Pr(r, dik |s) ZeSuit. r. a n=1 s 

Note that givend, t, is actually redundant, because it can 
be directly derived as t(d). For uniformity of the notation 
here, it is retained. 
When solving the machine translation problem (Eq. 1) with 

this type of model, the value of Z. need not be computed 
explicitly, because it depends only on S', and so the problem 
reduces to: 
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i (2) 
i = argmaxy Anh, (s,t) g X. is 

Feature functions for this sort of statistical translation 
model, in which bi-fragments are strictly contiguous have 
been described, for example, in Franz Josef Och and Her 
mann Ney, “The Alignment Template Approach to Statistical 
Machine Translation' Computational Linguistics, 30(4):417 
449 (2004), and Philipp Koehn, “PHARAOH: A Beam 
Search Decoder For Phrase-Based Statistical Machine Trans 
lation Models, USC Information Science Institute (Decem 
ber 2003). Most of these feature functions can be used 
directly within a model that accommodates non-contiguous 
bi-fragments. For example, the present model can include the 
following “standard” feature functions 36,38, 40, 42, and 44 
(FIG. 1): 

1. A “bi-fragment” feature function he illustrated at 36. It 
represents the probability of producing ti using some 
set of bi-fragments, under the assumption that each 
Source fragment produces a target fragment indepen 
dently of the others: 

K (3) 
hbf (s t d) X. log Pr(target(d) source(d)) 

k=1 

Individual bi-fragment probabilities Pr(target(d) source 
(d)) can be estimated based on occurrence counts in the 
word-aligned training corpus. 

2 A "compositional bi-fragment” feature function h, 
illustrated at 38. This is introduced to compensate for 
his strong tendency to overestimate the probability of 
rare bi-fragments; it is computed as in equation (3), 
except that bi-fragment probabilities are computed 
based on individual word translation probabilities, 
somewhat as in IBM model 1 (See Peter F. Brown, 
Stephen A. Della Pietra, Vincent J. Della Pietra, and 
Robert L. Mercer, “The Mathematics Of Statistical 
Machine Translation: Parameter Estimation. Computa 
tional Linguistics, 19(2):263-3 11, (1993)): 

3. A “target language' feature function h illustrated at 40. 
This is based on an N-gram language model of the target 
language. As such, it ignores the Source language sen 
tence and the decomposition of the target into 
bi-phrases, to focus on the actual sequence of target 
language words produced by the combination of bi 
phrases: 

4. "Word-count” and “bi-fragment count feature func 
tions handhi. illustrated at 42 and 44, respectively. 
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These control the length of the translation and the num 
ber of bi-fragments used to produce it: 

The two additional feature functions 32, 34 introduced 
address directly the notion of discontinuities. These are 
described below. 

1. Bi-Fragment Non-Contiguity (Gap feature) 
In practice, it is to be expected that contiguous bi-frag 

ments are somewhat more reliable than non-contiguous ones. 
Therefore, one aspect that the translation scoring function 
may take into account is the amount of “non-contiguity” that 
goes into any given translation. To this end, a log-linear model 
may contain a "gap count” feature function he illustrated 
at 32, which takes as value the total number of gaps (Source 
and target) within the bi-fragments of d, thus allowing the 
model some control over the nature of the bi-fragments it 
uses, in terms of the discontinuities they contain. For 
example, his may be defined by the expression: gaps 

hop.(si, ii., d) =XgapCount(b(d)) 
i=1 

where gapcount(b) counts the number of gaps (Q) in the 
Source and target fragments ofb. 
2. Bi-Fragment Reordering (“Distortion) (Reordering Fea 
ture) 
A "reordering” feature function h(s", t.d.), illus 

trated at 34, measures the difference in order between source 
and target fragments. Such feature functions are a standard 
component in most existing phrase-based machine transla 
tion systems. However, measuring bi-fragment reorderings 
when there are discontinuities cannot be readily implemented 
with conventional techniques. 

In one embodiment, a measure of reordering is used which 
relies on the “source coverage vector V of the sequence of 
decisions d ... d. This is a vector with as many elements as 
there are words in the SL inputs; each V, takes as value the 
index of the decision d whose source fragment covers word 
s, or zero if words, is not covered by a fragment in d'. The 
coverage vector can be computed using the procedure of FIG. 
5. Given V, we thus measure reordering: 

(4) 
I(V, is k) 

= 
hood (si, r, di) =X 

i 

where/() returns 1 if its argument is true, 0 otherwise. In other 
words, he sums, for each bi-fragment used to translates', 
the number of SL words to the left of the beginning of the 
current SL fragment, that are translated by TL words from 
fragments that begin to the right of the current bi-fragment. 
Beam Search Procedure 

Beam-search procedures are described, for example, in 
Och and Ney and in Koehn discussed above. In an exemplary 
beam-search procedure, given as input a source-language 
sentences, and a collection of relevant bi-fragments, a trans 
lation t, is constructed with certain optimal characteristics. 
Decoding, as this procedure is called, is done by expanding a 
search graph on the fly. Each node of the search graph repre 
sents a partial translation, which is called a hypothesis; each 
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12 
directed edge connecting one node with another node repre 
sents a decision (i.e., which bi-fragment is instantiated in 
which source position). Each node H in the graph is uniquely 
defined by the sequence of decisions d' that connect it to an 
initial “null hypothesis' node Ho (a starting hypothesis in 
which there are no words translated). Therefore, to each node 
H corresponds a TL sequence, which is just the combination 
of the TL portions of the bi-fragments of decisions, which we 
denote tod), or just toH). Starting from the null hypothesis 
Ho, the search proceeds by extending hypotheses: a hypoth 
esis His extended by adding an edge di.b (i.e., a decision) 
to the search graph, connecting it to a new hypothesis H', 
corresponding to the (possibly partial) translation resulting 
from the combination of bi-fragment b with H. This new 
hypothesis is then pushed onto a stack of hypotheses in need 
of being extended. 
To reduce the search space, translation hypotheses are 

scored, and the stack is periodically pruned based on these 
scores, i.e., only the most promising hypotheses are retained 
on the stack. Furthermore, hypotheses that are deemed 
equivalent are merged together, so that only one needs to be 
expanded. The search terminates when all remaining hypoth 
eses on the stack are complete, i.e., they coverall the Source 
words. 

Existing decoding procedures assume bi-fragments to be 
contiguous. The following method adapts a beam search pro 
cedure to handle noncontiguous bi-fragments. 
Extending Hypotheses in the Beam Search Procedure 
As noted above, extending a hypothesis H means adding an 

edge (i.e., a decision) to the search graph, connecting it to a 
new hypothesis H', corresponding to the (possibly partial) 
translation resulting from the combination of bi-fragment b 
with H. FIG. 6 illustrates this with the example sentence "Je 
neveux plus danser le tango. As illustrated in FIG. 6, the 
beam search proceeds as for a conventional beam search 
except as otherwise noted. Hypothesis H4 is a merger of two 
hypotheses deemed equivalent which are merged together. 

With non-contiguous bi-fragments, two conditions are 
verified before adding an edge d=ib from hypothesis H: 

1. The SL fragment source(b) should match the SL words 
in position i, without overlapping SL words from previ 
ous bi-fragments (i.e., bi-fragments in decisions leading 
to H in the graph); this can be verified using a variant of 
procedure “sourceCover” (FIG. 5), that returns an error 
code whenever two bi-fragments cover the same source 
position. 

2. TL words in target (b), when positioned at the proper 
place (leftmost gap or right end of t(H)) should not 
interfere with TL words already there. This last verifi 
cation can be performed by Verifying whether fragment 
Combine (t(H), target (b)) returns value notCompatible: 
if not, then the result is t(H) (see FIG. 4). 

Additional constraints can be imposed to reduce the 
search-space. Here are some examples: 

1. A limit may be placed on the number of gaps in any 
partial translation tCH). Note that a constraint which 
imposes that partial translation tCH) may not contain 
gaps at all amounts to translating exclusively with con 
tiguous bi-fragments. Thus, for the present application, 
the limit should be 21. 

2. A limit may be placed on the number of TL words that 
appear to the right of the leftmost gap (“dangling 
words”). 

3. A limit may be placed on the number of uncovered SL 
words to the left of i. Note that if the constraint com 
pletely disallows uncovered SL words to the left of the 
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decoder works as a monotone decoder, meaning that 
reorderings are not allowed between the source and the 
target. For most translations, the benefits of bi-frag 
ments are not realized without allowing some reorder 
1ng. 

FIG. 7 illustrates, by way of example, how the stacks 
utilized in the beam search procedure of FIG. 6 are developed. 
The string 50 to be translated is matched to the bi-phrase 
library 20. It will be appreciated that only some of the possible 
library matches are illustrated. The stacks 52,54, 56,58, 60, 
62 contain hypotheses of increasing Source-coverage size 
(respectively, 0, 1, 2, 3, 4, and 7 words), with the last stack 
corresponding to the number of words in the source String. 
The 0 stack 52, by convention contains a null hypothesis. 
Stack 1. (identified as 52) contains hypotheses in which the 
Source projection is a string of 1 word, such as Je and danser. 
The beam search starts with an hypothesis in the first stack 
and adds a bi-phrase using the principles outlined above. 
Depending on the number of words in the added bi-phrase, it 
may be assigned to the second stack or to a higher stack. Once 
all the hypotheses in the first stack 52 have been expanded in 
this way, the search moves to the second stack 54, expanding 
those hypotheses, and so forth, moving from left to right 
across the stacks until the final stack 62 is reached. Eventu 
ally, one or more of the stacks may reach or exceed its maxi 
mum beam size and is culled by eliminating hypotheses 
which are statistically less favored to bring the number of 
hypotheses to the maximum permitted by the beam. In addi 
tion to limiting the stacks to the maximum beam size, the 
scoring functions may also compare the scores of the hypoth 
eses in the stack and eliminate hypotheses for which the 
scores differ from those of other hypotheses by more than a 
predetermined amount. Translation scoring functions for 
identifying statistically favored hypotheses are outlined 
below. 

Translation Scoring Functions 
The exemplary method for automatically producing trans 

lations relies on a translation scoring function, i.e., a math 
ematical function which, given a SL texts, and a sequence 
d' of decisions returns a numerical value Q(s', d'), denot 
ing how 'good the translation obtained by combining 
together the decisions ind is for S. Assuming this function 
is such that larger values denote “better translations, the 
exemplary translation method seeks, for a givens', to select 
the sequence of decisions for which this score is maximized: 

(5) d = argmax Q0s, d) 
dik 

As a further requirement, function Q should be cumulative. 
To this end, an update function q is employed which computes 
the gain resulting from appending decision d to an existing 
sequence d (possibly null) for the translation of s'. 

In other words, if a given translation t' for s, is obtained 
by combining the target-language fragments of d, then it 
must be possible to compute its score as: 

K (7) 

Q(s; d) =X g(st, di', d) 
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where d'e (the empty sequence) 
Note that, in particular, if Q can be obtained as a sum of 

individual bi-fragment scores X, score(b(di)), then it satisfies 
the required property. 
The translation method may also make use of a “translation 

completion estimation' function, i.e., a mathematical func 
tion R(s.d.) which, given a sequence of decisions d, which 
produces a partial translation of s', estimates the maximum 
score that could be obtained for the remaining untranslated 
portion of s. In one embodiment, R is an admissible heuris 
tic function, meaning that it should never underestimate this 
score. In other words, whatever Suffix sequence of decisions 
d. . . . d is used to complete the translation, then: 

or equivalently, using a decomposition Such as that of Eq. (7): 

K (9) 

Designing such an admissible heuristic function is easy: if 
R systematically produces a score larger than any that can be 
produced by Q, then it should never underestimate the poten 
tial gain. In practice, “sharper heuristics (i.e., functions that 
closely approximate the maximum possible gain) will lead to 
better and faster translations. 

Both the translation scoring and translation completion 
estimation functions can be composite functions, in the sense 
that they combine information describing different aspects of 
the relationship between the source and the target texts. For 
example, the function Q could combine information coming 
from two different functions Q, and Q, where Q, (s.d.') 
measures to what degrees, and the TL fragments of d' are 
related in terms of the words they contain, while Q(s.d.') 
measures relatedness in terms of the SL and TL grammatical 
Structures. 

If the feature functions h, are properly designed, a log 
linear statistical translation model Such as that previously 
described may very well satisfy the requirements to be used as 
a translation scoring function. Because Eq. (2) is formulated 
as a Sum, it obviously follows that if each feature function h, 
is itself cumulative, then so is the whole scoring function. 

Within the search procedure, the partial translation score Q 
and the estimated completion score R should be efficiently 
calculated. Koehn and Och and Ney, referenced above, and 
others have examined how this may be done with a log-linear 
model, when translating with contiguous bi-fragments or 
equivalent structures. The existence of non-contiguous bi 
fragments adds complexity to some of these calculations for 
existing feature functions. Furthermore, update functions and 
completion estimation functions are designed for the new 
features introduced, as discussed below. 
Bi-Fragment Discontinuity 
The bi-fragment discontinuity function his formulated 

as a sum over the d, therefore it follows that it is cumulative. 
The corresponding update function simply returns the total 
number of gaps in the last decision. 

q.(S'id' ', de)-gapCount(b(d)) 
To design a corresponding translation completion estima 

tion (heuristic) function R that is admissible, it is helpful 
to establish what it means to be “optimistic' with regard to 
this characteristic of a translation. Under the assumption that 
“contiguity is good”, then R. would sum, for each uncov 
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ered position jins', the number of source and target gaps in 
the “less gappy' available bi-fragment that covers position. 
In practice, this function can be quite expensive to compute, 
because each bi-fragment available to translates, is exam 
ined in turn to verify whether or not it is applicable in the 
current hypothesis (i.e., it covers only word positions in s, 
that are not already covered by b, ). 
A less precise, but more economical option is to ignore 

whether a bi-fragment is applicable or not in any given situ 
ation, and precompute the best possible yield for each Source 
position once and for all. 

In most real-life situations, there will be a one-word-to 
one-word bi-fragment to cover any SL position, and the fol 
lowing heuristic will produce an exact value: 

Bi-fragment Reordering 
The bi-fragment reordering feature function h, dis 

cussed above is also formulated as a sum over decisions, and 
is therefore naturally cumulative. It relies on the source cov 
erage vector V" corresponding to the partial translation of the 
previous hypothesis H'. 

(10) 
good (st, di', d) = X(d)-11(V = 0) 

i=1 

In other words, for any given partial translation hypothesis 
H, the update function simply counts the number of Zeros to 
the left of the current source position source(d) in the Source 
coverage vector V". 
As for the corresponding heuristic, assuming that “no reor 

dering is good', and assuming that it is always possible to 
translate s' monotoneously, i.e., without reorderings, it is 
reasonable to assume: 

It should be noted that the assumption that it is always 
possible to translates, monotoneously is actually not gener 
ally true: it depends on the actual bi-fragments available to 
translates'. In practice, however, it is reasonable to expect to 
have at least one “one-word-to-one-word” pair of bi-frag 
ments available for each SL position, which is a sufficient 
condition to ensure that monotone decoding is feasible. 
Language Model 
One component that is often used in statistical machine 

translation systems is a N-gram model of the target language, 
i.e., a component that completely ignores the SL texts, and 
estimates the probability of observing any given target lan 
guage sequence of words, based on the individual probabili 
ties of the N-grams (sequences of N words) that it contains. If 
we have TL sequence t, then: 

where t-S (a special “sentence-boundary” word) whenever 
is 0. 
When using a log-linear model for translation, it is possible 

to incorporate a feature function h(s", t.d.) based on 
such a N-gram model. However, because t is potentially a 
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16 
partial translation of s, and may contain discontinuities, in 
the present system, h, only considers those portions of if 
that constitute complete N-grams, i.e., sequences of N non 
gap words (here again, allowing for N-1 initial S symbols). 
Furthermore, to obtain a feature function with the "cumula 
tive” property, he computes the logarithm of the probabil 

(12) 
harge (si, ti, di) =X, noGaps(tw.)log Pr(tilt?k.) 

i=l 

where noGaps(t) returns 1 if sequence it does not contain 
any gaps (Q), 0 otherwise. 
The corresponding heuristic function R, 

account two different aspects of the situation: 
1. Underspecified contexts c(t): the contribution from 
words in t, that are not part of complete N-grams, and 
that was not counted in h, for lack of information; 

2. Untranslated source words u(s,t): those target words 
that have not yet been generated, corresponding to the 
still uncovered portions of the source texts. 

To produce optimistic estimates for both of these, the 
N-gram model is extended to account for gaps in the context. 
To this end, the notion of optimistic N-gram probability may 
be introduced: 

then takes into 

(13) 

where M(x) is the set of all sequences of non-gap words 
that “match’ x: ye M(x) if and only if |x|=ly and for all i, 
either x, y, or y = (). In other words, the context y that 
matches X, and after which word w is the most likely to occur 
are sought. 

Given Such optimistic probability estimates, computing the 
contribution from underspecified contexts is straightforward: 

For untranslated Source words, the maximum potential 
contribution from each uncovered source words, to the over 
all probability of the translation of s is computed. We begin 
by computing, for each available bi-fragment b=<x,ys from 
the bi-fragment library, the optimal probability of the words 
of TL fragment y, a value which is denoted 

T: (15) 

3. 
th X. noGaps(y)log Pry, yiki) 

i=l 

If bi-fragment b is used in the translation tofs, then its 
contribution to the probability oft', as given by the N-gram 
model, will be at most exp(t..). Dividing t by the number of 
(non-gap) words in the SL fragment X of b, gives the per 
Source-word log-contribution of b, a value denoted by O,: 

th 
Oh, words (x) 
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These values can be computed in advance for each bi 
fragment b. Now, for each untranslated words, in SL inputs, 
it is possible to determine which bi-fragments can potentially 
cover S, without interfering with previously used bi-frag 
ments, a set denoted B(i.d.). Then, for each bi-fragment in 
these sets, we can find the one which has the highest value of 
O. The optimistic estimate of contributions from untrans 
lated Source words is then obtained by Summing these values 
over all untranslated words: 

X. 
s; not covered by di 

(16) 
u(s. di) max O, 

bes(ibi) 

When a large number of bi-fragments is available to trans 
late a given inputs', it can be expensive to compute f(i.d.). 
As a time-saving approximation, for each source words, 
precompute G(s), the overall maximum contribution of s. 
regardless of whether the corresponding bi-fragment is 
usable or not in the current configuration: 

(17) Ö(Si) = max O, 
be8(i.e) 

Then: 

u(st, di) = X 6-(s) 
s; not covered by di 

The heuristic for the target language feature function is just 
the Sum of optimistic estimates for target words in under 
specified contexts and untranslated Source words: 

Rage (s "t,d)=c(t)+u(s.d.) (18) 

Pruning 
In any realistic setting, it is not practicable to consider all 

possible hypotheses, as the number of hypotheses grows 
exponentially with the size of the input SL sequence. In one 
embodiment, hypotheses are pruned in a beam-search man 
ner. The pruning can be applied either globally (uni-stack 
beam search), or hypotheses can be grouped into several sets 
and the pruning is applied for each hypotheses set (multi 
stack beam search). Typically, hypotheses are grouped 
according to the number of covered words in the Source 
sentence, so that the hypotheses are more comparable. 
The beam width is denned in both the relative score win 

dow W, and the absolute hypotheses count N. For each stack, 
hypotheses which ranked below N, or those whose score 
difference to the best is greater than W may be discarded. 

To reduce search errors, hypotheses are compared by the 
sum of the current score Q and the estimated score R to 
complete the translation. If the heuristic function for obtain 
ing R is admissible (i.e., the real score is always Smaller than 
or equal to the estimated score) and if only the best hypothesis 
is extended without pruning, it performs as an optimal 
A*-search decoder. 

Merging Hypotheses 
In the course of creating new hypotheses by extending 

existing ones, pairs of competing hypotheses may become 
undistinguishable from the decoder's point of view, in the 
sense that both will be completed in the exact same way. Two 
such hypotheses may be said to be equivalent. When this 
happens, there is no point in extending both hypotheses 
explicitly, and the search space can be reduced by retaining 
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18 
for further extension only the most promising of equivalent 
hypotheses. In a context where only a single translation to a 
SL input is sought, then all but one of the equivalent hypoth 
eses can be discarded. If multiple translations are required for 
a SL input (so-called N-best decoding), then a list of equiva 
lent hypotheses can be retained, while only one, which is 
referred to as the dominant decision, is extended. In practice, 
merging amounts to having multiple decisions point to the 
same hypothesis in the graph, as in the example of FIG. 6. 
where dominant decisions are represented by full lines, while 
merged hypotheses are dotted. 

It will be appreciated that this sort of hypothesis merging is 
reasonable only if it is possible to identify equivalent hypoth 
eses in an efficient manner (i.e., without effectively complet 
ing the hypotheses). It should also be noted that it is not 
essential to identify all equivalent hypotheses (total recall). 
However, the more which are identified, the better. 

In general, for two hypotheses to be equivalent, they need 
to have the same source language coverage: this means that 
even though the lists of decisions that lead to each hypothesis 
will be different, the source-language positions that are cov 
ered by bi-fragments in these decisions must be the same. For 
example, given the source-language sentence "Je ne veux 
plus danser le tango', the two following hypotheses H and 
He have identical source-language coverage: 

H={fi=I, b =<Je. Is Li-2, b=<ne veux plus, don't 
want anymore>} 

H={fi=1, b=<Je O veux, I O want>i=2, b=<ne & 
plus, don't O (O & anymores 

In both cases, the four initial word positions are covered: 
"Je ne veux plus”. 

Given the current search procedure, for two hypotheses to 
be completed in the same way, they should also have identical 
target-language tails L., where tail means the segment of text 
starting at the leftmost gap and extending to the right end of 
the string. In the example above, the two target sequences are: 

t(H)=I don't want anymore 

t(H)=I don't want O (O anymore 

and the corresponding tails: 

L(H)= 0 (0) anymore 

Here, H and H would not be equivalent, because they 
have different tails. However 

H={fi=1, b =<Je, Islfi=2, b=<ne veux plus, do not 
want & O anymores 

would be equivalent to H, because both have identical tails 
“ () () anymore' (even though they have different transla 
tions: t(H)zt(H). 

Additional merging criteria may be imposed by the nature 
of the translation scoring function used. In particular, if the 
translation model outlined above is used with a N-gram lan 
guage model, then the completion of any given hypothesis 
will depend on the n-1 words preceding the tail, because 
these words will affect the contribution to the language model 
of the words inserted at the beginning of the tail. Therefore, if 
an N-gram model is used, one can not assume two hypotheses 
to be equivalent if their n-1 words before the tail, what we call 
the language model State, are different. 

For example, under this new criteria, and using a trigram 
model, hypotheses H and H would not be equivalent, 
because they have different language model states: 
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(1)(H)=don't want 

co(H)= not want 

Implementation Issues 
In practice, a hypothesis H may be implemented as a data 

structure, with the following fields: 
V is the source coverage vector; 
V, is the analog of V, but for the (possibly partial) trans 

lation t(H). Note that if t(H) contains gaps, then the corre 
sponding positions in the coverage vector are equal to Zero; 
Q is the accumulated score of all previous decisions; 
H' is a backpointer to the best previous hypothesis 
d is the last decision d=b.i leading to H from H' 
m is a list of merged hypotheses (required only for N-best 

decoding) 
The data structure for the stack(s) should be carefully 

designed, so as to allow fast access and operations based on 
the score and the merging criteria. One of the simplest imple 
mentations is to use a vector, sorted by score; in this case, 
score-based access is fast, but the merging procedure needs to 
scan all the entries to find a merge candidate for a new hypoth 
esis. Alternatively, stacks can be implemented using binary 
heaps indexed by scores, allowing rapid insertions and access 
to the best-scoring hypothesis; each hypothesis H could have 
an additional field () that contains all the information neces 
sary to verify equivalence (e.g., the coverage vector V and 
some suffix of the TL sequence); and an auxiliary hash-table 
could be used to index hypotheses by values of (). 

The garbage collection of hypothesis H should be taken 
care of, so as to get rid of hypotheses which are not referenced 
anymore, either directly in the graph, or as merged hypoth 
eses. As an example implementation, each His given a refer 
ence counter, which is incremented when H is extended. 
Whenever a hypothesis is removed from the stack as a result 
of pruning, the counter is decremented, and the actual 
memory deallocation occurs when it reaches to Zero, at which 
time, the previous hypotheses are also marked for deletion. 
The above-described translation method has advantages 

over conventional translation systems, which may be realized 
singly or in combination. In one aspect, it has the ability to 
make use of non-contiguous fragments of source and target 
language text. In another aspect, it includes components 
within a statistical translation model to model fragment dis 
continuity. In yet another aspect, it includes procedures for 
efficiently computing the potential of partial translations with 
discontinuities with regard to the statistical model. In yet 
another aspect, a search mechanism allows translation of text 
in almost-constant time. 

EXAMPLE 

A prototype of the machine translation method described 
above was implemented. Libraries comprising contiguous 
and non-contiguous bi-phrases were developed and evaluated 
on samples of text. This has allowed the feasibility of the 
approach to be demonstrated. Furthermore, experiments have 
been conducted, to assess the impact of using non-continuous 
fragments in translation. These experiments have shown that 
this method allows for improved translation quality. The 
details of these experiments and results are described in 
Simard. 
The results demonstrated that adding non-contiguous bi 

phrases can be fruitful in phrase-based statistical machine 
translation. The results suggest that concentrating on 
bi-phrases with 3 gaps or less was found to afford a good 
compromise for providing improved translation while allow 
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ing control of exponential growth of the libraries. The results 
suggest that constructing increasingly large bi-phrases does 
not necessarily lead to better translations. Some of the best 
results were obtained with relatively small libraries (just over 
200,000 entries) of short bi-phrases. Thus, it is suggested that 
selecting the most useful bi-phrases (interms of the frequency 
of their occurrence) for a library may prove more valuable 
than simply increasing the number of bi-phrases in the library. 

It will be appreciated that various of the above-disclosed 
and other features and functions, or alternatives thereof, may 
be desirably combined into many other different systems or 
applications. Also that various presently unforeseen or unan 
ticipated alternatives, modifications, variations or improve 
ments therein may be subsequently made by those skilled in 
the art which are also intended to be encompassed by the 
following claims. 
The invention claimed is: 
1. A machine translation method for translating source text 

from a first language to target text in a second language, 
comprising: 

receiving the source text in the first language; 
accessing a library of bi-fragments stored in computer 

memory, each of the bi-fragments including a text frag 
ment from the first language and a text fragment from the 
second language, at least some of the bi-fragments com 
prising non-contiguous bi-fragments in which at least 
one of the text fragment from the first language and the 
text fragment from the second language comprises a 
non-contiguous fragment; and 

retrieving text fragments from the second language from 
the library corresponding to text fragments in the source 
text, including retrieving a non-contiguous bi-fragment 
for a text fragment in the first language for which the 
library includes a non-contiguous bi-fragment: 

generating at least one target hypothesis, each of said target 
hypotheses comprising text fragments selected from the 
second language; and 

evaluating the hypothesis with a translation scoring func 
tion, the translation scoring function comprising at least 
one feature function which accounts for non-contiguous 
text fragments. 

2. The method of claim 1, wherein the generation of the 
target hypothesis includes expanding an existing hypothesis, 
and where the existing hypothesis includes at least one non 
contiguous bi-fragment which includes at least one gap, add 
ing a text fragment to the existing hypothesis which covers at 
least one of the at least one gaps in the existing hypothesis. 

3. The method of claim 1, wherein the generating of a target 
hypothesis includes performing a multiple stack beam 
search. 

4. The method of claim 1, wherein each word in the text is 
assigned a source position and wherein a hypothesis which 
would result in two bi-fragments covering the same source 
position in the first language is rejected. 

5. The method of claim 1, wherein the feature function 
comprises at least one of: 

a first feature function which models bi-fragment discon 
tinuities within known translations; and 

a second feature function models bi-fragment reorderings 
whereby statistically probable reorderings are favored 
over improbable ones. 

6. The method of claim 5, wherein the feature function 
models bi-fragment discontinuities by counting the number 
of gaps within the source and target fragments that make up 
the translation hypothesis. 

7. The method of claim 1, wherein each non-contiguous 
bi-fragment in the library includes at least one gap in at least 
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one of the text fragment from the first language and the text 
fragment from the second language. 

8. The method of claim 7, further including, rejecting a 
target hypothesis which includes a gap and wherein there is 
no bi-fragment in the library which includes a contiguous or 
non-contiguous text fragment in the second language corre 
sponding to the text fragment from the first language which 
covers the gap. 

9. The machine translation method of claim 1, further 
comprising: 

generating the library of bi-fragments including storing 
non-contiguous bi-fragments in memory. 

10. The machine translation method of claim 1, wherein the 
at least one target hypothesis is a partial hypothesis which 
covers fewer than all words in the source text. 

11. A machine translation method for translating source 
text from a first language to target text in a second language, 
comprising: 

receiving the source text in the first language; 
accessing a library of bi-fragments, each of the bi-frag 

ments including a text fragment from the first language 
and a text fragment from the second language, at least 
Some of the bi-fragments comprising non-contiguous 
bi-fragments in which at least one of the text fragment 
from the first language and the text fragment from the 
Second language comprises a non-contiguous fragment; 

with a computer processing component, retrieving text 
fragments from the second language from the library 
corresponding to text fragments in the source text, 
including retrieving a non-contiguous bi-fragment for a 
text fragment in the first language for which the library 
includes a non-contiguous bi-fragment; and 

generating at least one target hypothesis, each of said target 
hypotheses comprising text fragments selected from the 
second language, wherein a hypothesis which positions 
a word in the second language in the same position as a 
word already there is rejected. 

12. A machine translation system comprising: 
a memory which stores a library of bi-fragments, each of 

the bi-fragments including a source text fragment from a 
first language and a corresponding target text fragment 
from the second language, at least Some of the bi-frag 
ments in the library comprising non-contiguous bi-frag 
ments; and 

a processing component which receives text comprising 
Source text fragments selected from the first language 
and accesses the memory to retrieve stored text frag 
ments from the second language including non-contigu 
ous bi-fragments, the processing component comprising 
a translation scoring function which includes at least one 
of: 

a first feature function which evaluates bi-fragment discon 
tinuities; and 

a second feature function which evaluates bi-fragment 
reorderings. 

13. The machine translation system of claim 12, wherein 
the processing component further comprises: 

instructions for generating at least one target hypothesis, 
each of said target hypotheses comprising text frag 
ments selected from the second language; and 

instructions for evaluating the hypothesis with a translation 
scoring function. 
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14. The machine translation system of claim 13, wherein 

the first feature function counts gaps in the target text of the 
hypothesis and corresponding source text. 

15. The machine translation system of claim 13, wherein 
the second feature function measures a difference in order 
between source and target fragments by Summing over each 
bi-fragment used to translate the source text, a number of 
words from the first language which are positioned to the left 
of the source fragment in the bi-fragment, which are trans 
lated by corresponding words in the target text that begin to 
the right of the target fragment in the bi-fragment. 

16. The machine translation system of claim 12, wherein 
the translation scoring function combines the outputs of first 
and second scoring functions to provide a score and wherein 
the processing component prunes hypotheses based on their 
SCOS. 

17. The machine translation system of claim 12, wherein 
the non-contiguous bi-fragments each include at least one of 
a non-contiguous source text fragment and a non-contiguous 
target text fragment. 

18. The machine translation system of claim 12, wherein 
the library associates each of a plurality of non-contiguous 
bi-fragments with a corresponding maximum gap in at least 
one of the Source text fragment and the target text fragment. 

19. An article of manufacture comprising a program Stor 
age medium readable by a computer comprising: 

a processing component which translates source text com 
prising source text fragments selected from a first lan 
guage and outputs at least one hypothesis comprising 
target text fragments selected from a second language, 
the processing component configured for accessing an 
associated memory to retrieve stored text fragments 
from the second language, the memory storing bi-frag 
ments comprising a text fragment in the first language 
and a corresponding text fragment in the second lan 
guage, the processing component including a scoring 
function which comprises: 

a first feature function which evaluates bi-fragment discon 
tinuities, and 

a second feature function which evaluates bi-fragment 
reorderings, 

whereby a hypothesis which includes a non-contiguous 
fragment in at least one of the first language and the 
Second language is scored. 

20. A machine translation method comprising: 
storing a library of bi-fragments, each of the bi-fragments 

including a source text fragment from a first language 
and a corresponding target text fragment from the sec 
ond language, at least Some of the bi-fragments in the 
library comprising non-contiguous bi-fragments; 

receiving text comprising source text fragments selected 
from the first language; 

retrieving stored text fragments from the second language 
including non-contiguous bi-fragments; 

generating at least one target hypothesis, each of said target 
hypotheses comprising text fragments selected from the 
Second language; and 

with a computer processing component, applying a trans 
lation scoring function which includes at least one of 

a first feature function which evaluates bi-fragment discon 
tinuities; and 

a second feature function which evaluates bi-fragment 
reorderings. 


