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interrupt after a lapse of a setting period; change, when the 
guest OS inputs or outputs data from or to the I/O device via 
the virtual machine monitor, the setting period set in the timer 
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recognized by the virtual machine monitor and the I/O pro 
cess time; set the timer setting with the changed setting period 
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VIRTUAL MACHINE, VIRTUAL MACHINE 
MONITOR AND COMPUTER CONTROL 

METHOD 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application is based upon and claims the benefit of 
priority of the prior Japanese Patent Application No. 2010 
007426, filed on Jan. 15, 2010, the entire contents of which 
are incorporated herein by reference. 

FIELD 

The present invention relates to a technology of managing 
execution time of a process on a virtual machine. 

BACKGROUND 

FIG. 1 illustrates an example of a configuration of a com 
puter system called a virtual machine. Known as one example 
of the virtual machine is a system in which hardware such as 
a CPU (Central Processing Unit) and a memory is installed 
with a computer program called a virtual machine monitor. In 
the virtual machine, one guest OS or a plurality of guest OSs 
runs on the virtual machine monitor. Further, an application 
program runs on the guest OS. The virtual machine is also 
called a virtual computer, a VM (Virtual Machine), etc. 
The virtual machine monitor is a computer program that is 

also called a VMM (Virtual Machine Monitor) and Hypervi 
sor. The virtual machine monitor controls the whole virtual 
machine. For example, the virtual machine monitor executes, 
when the plurality of guest OSs operates, a dispatch process 
of the guest OS, i.e., a process of determining the guest OS to 
which the CPU is allocated and starting up the guest OS. 
Further, the virtual machine monitor performs emulation of a 
privilege instruction executed by each guest OS. For instance, 
when the guest OS makes a request for executing the privilege 
instruction in a user status, the virtual machine monitor 
executes a process of intercepting the privilege instruction 
requested for the execution by exception handling and emu 
lating the execution-requested privilege instruction. 

Moreover, the virtual machine monitor is started up when 
the virtual machine is booted, and the virtual machine moni 
tor performs the processes such as starting up and stopping 
the guest OS and managing and controlling the virtual 
machine. There is, however, a case in which the virtual 
machine is managed and controlled via a special guest OS 
called a host OS. Further, there is a case in which the man 
agement and the control of the virtual machine are performed 
as a function called service control by a computer program 
different from the virtual machine monitor. 

Still further, the virtual machine monitor performs an I/O 
(input/output) process with a physical device in response to 
an I/O request given from the guest OS. The I/O process with 
the physical device is also called a real I/O process. For 
example, each guest OS requests, through an interface called 
a Hypervisor call, the virtual machine monitor to execute the 
I/O process. Then, the virtual machine monitor accesses, via 
a device driver, the physical device Such as a display, an 
external storage device and a LAN (Local Area Network). 
Known also is, however, a configuration in which the guest 
OS called a driver OS (driver domain) dedicated to the execu 
tion of the real I/O process or the host OS described above 
executes the real I/O process. 
On the other hand, the guest OS can be exemplified as the 

OS having no real I/O on the virtual machine. The guest OS 
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2 
provides the application program with virtual resources on 
the hardware via the virtual machine monitor. Accordingly, in 
terms of a relation with the application program, the guest OS 
can be considered to be the normal OS. It should be noted that 
the guest OS, the host OS and the driver OS on the virtual 
machine monitor are deemed to be different computers and 
are therefore each called the virtual machine as the case may 
be. 

In the virtual machine, the application program is executed 
on the guest OS, while the guest OS is executed on the virtual 
machine monitor. And, when the application program 
requests the guest OS to execute the I/O process, the guest OS 
issues an I/O instruction. The thus-issued I/O instruction is, 
e.g., intercepted by the virtual machine monitor, and the I/O 
process with the physical device is performed by the driver of 
the virtual machine monitor, the guest OS or the host OS. The 
guest OS, however, hands over the I/O instruction to the 
virtual machine monitor by issuing the Hypervisor call as the 
case may be. In any case, the operation of the virtual machine, 
which ranges from the request for the I/O process of the 
application program to the I/O process with the physical 
device, is complicated. 
As described above, the virtual machine has a complicated 

path extending from the I/O process request to the I/O to the 
actual physical device, and besides the guest OS receives the 
virtual interrupt via the virtual machine monitor and mea 
Sures the time. Accordingly, such a problem arises that in the 
virtual machine, the guest OS is disabled from acquiring 
performance information such as execution time of the pro 
cess which involves the I/O process with high accuracy. 

Documents of Related Arts 
Patent document 1 Japanese Laid-Open Patent Publica 
tion No. 2008-225655 

Patent document 2 Japanese Laid-Open Patent Publica 
tion No. 2006-059052 

SUMMARY 

One aspect of the disclosed technology can be exemplified 
as a virtual machine having a computer including a memory, 
a processor, a timer and an I/O device and a virtual machine 
monitor deployed on the memory and executed by the pro 
cessor. The virtual machine monitor controls execution of at 
least one guest OS (Operating System) on the processor, 
accepts a process request given to the computer from the 
guest OS, and hands over an execution result of the computer 
in response to the process request to the guest OS. For 
example, the virtual machine monitor may simply make the 
processor function as a unit to receive, in place of the timer, a 
timer setting for setting occurrence (generation) of a timer 
interrupt after a lapse of a setting period in the timer from the 
guest OS. Further, the virtual machine monitor may also 
simply make the processor as a timer changing unit. Herein, 
the timer changing unit changes the timer setting when the 
guest OS inputs and outputs data to the I/O device via the 
virtual machine monitor. For instance, the timer changing 
unit changes the timer setting so that a ratio of I/O wait time 
recognized by the guest OS to I/O process time other than the 
I/O wait time becomes approximate to a ratio of the I/O wait 
time recognized by the virtual machine monitor to the I/O 
process time. Still further, the virtual machine monitor, when 
receiving the timer interrupt, may simply make the processor 
function as a unit to notify the guest OS of the occurrence of 
the timer interrupt. 
The object and advantages of the invention will be realized 

and attained by means of the elements and combinations 
particularly pointed out in the claims. 
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It is to be understood that both the foregoing general 
description and the following detailed description are exem 
plary and explanatory and are not restrictive of the invention, 
as claimed. 

BRIEF DESCRIPTION OF DRAWING(S) 

FIG. 1 is a diagram illustrating an example of a configura 
tion of a computer system; 

FIG. 2 is a diagram illustrating a configuration of the com 
puter system according to a comparative example: 

FIG. 3 is a diagram illustrating a schedule example of a 
guest OS according to a comparative example: 

FIG. 4A is a diagram illustrating an example of process 
time on a per-status basis on a physical computer; 

FIG. 4B is a diagram illustrating an example of the process 
time on the per-status basis on a virtual machine; 

FIG. 4C is a diagram illustrating time ratios on the per 
status basis between the physical computer and the virtual 
machine; 

FIG. 5 is a diagram illustrating an example of the process 
time in an I/O process in the virtual machine according to a 
first working example in comparison with the virtual machine 
in the comparative example: 

FIG. 6 is a diagram illustrating an example of a configura 
tion of the virtual machine according to the first working 
example; 

FIG. 7 is a diagram illustrating components related to a 
process when setting a timer interrupt and after occurrence of 
the timer interrupt; 

FIG. 8 is a diagram illustrating an example of virtual CPU 
management data; 

FIG. 9 is a diagram illustrating a type of time measured by 
the virtual machine; 

FIG. 10 is a diagram illustrating a process of a process 
scheduler in a physical OS: 

FIG. 11 is a diagram illustrating a virtual CPU status table: 
FIG. 12 is a diagram illustrating a processing flow of a 

virtual CPU status determining means; 
FIG. 13 is a diagram illustrating a relation between a timer 

cycle L set by the guest OS and a virtual timer cycle returned 
by the virtual machine monitor to the guest OS; 

FIG. 14 is a diagram illustrating a processing flow of a 
virtual CPU usage statistics calculating unit; 

FIG. 15 is a diagram illustrating a processing flow when a 
timer modulation unit sets the timer; 

FIG.16 is a diagram illustrating a processing flow when the 
timer modulation unit transfers the virtual timer interrupt to 
the guest OS; and 

FIG. 17 is a diagram illustrating a configuration of the 
virtual machine including none of the virtual CPU status 
determining unit. 

DESCRIPTION OF EMBODIMENT(S) 

A computer system according to one embodiment will 
hereinafter be described with reference to the drawings. A 
configuration in the following embodiment is an exemplifi 
cation, and the computer system is not limited to the configu 
ration in the embodiment. 
A computer system 300 according to a comparative 

example will hereinafter be described with reference to FIGS. 
2 through 4. FIG. 2 illustrates a configuration of the computer 
system 300 according to the comparative example. As in FIG. 
2, the computer system 300 includes, as pieces of hardware, 
e.g., a processing device 300A including a CPU (Central 
Processing Unit) and a memory, and a physical disk302. The 
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4 
CPU corresponds to a processor. On the processing device 
300A, a virtual machine monitor 301 operates to manage and 
control the computer system 300. 

Further, a guest virtual machine 310-1 including a front 
end driver 310A-1, a guest OS 310B-1 and an application 
program 310C-1 operates on the virtual machine monitor 
301. Moreover, a guest virtual machine 310-2 including a 
front-end driver 310A-2, a guest OS 310B-2 and an applica 
tion program 310C-2 operates on the virtual machine monitor 
301. Hereinafter, the guest virtual machines 310-1,310-2 are, 
as generically termed, the guest virtual machine 310. Further 
more, the front-end drivers 310A-1, 310A-2, the guest OSs 
310B-1, 310B-2 and the application programs 310C-1, 
310C-2 are, as generically termed, called the front-end driver 
310A, the guest OS 310B and the application program 310C, 
respectively. 
As in FIG. 2, the virtual machine monitor 301 includes a 

back-end driver 304, a timer mechanism 305, a scheduler 306 
and a real I/O driver 307. The back-end driver 304 functions 
as an interface with the front-end driver 310A connected to 
the guest OS 310B. For example, the back-end driver 304 
shares an unillustrated shared memory with the front-end 
driver 310A, thus transferring and receiving the data therebe 
tWeen. 

On the computer system 300, the virtual machine monitor 
301 schedules the processes of the guest virtual machine 310. 
To be specific, the virtual machine monitor 301, after saving 
register value of the guest virtual machine 310 into a prede 
termined memory area, switches over the virtual machine 310 
to which the CPU is allocated. When switching over the guest 
virtual machine, for instance, the CPU is released from the 
guest virtual machine 310-1, and, instead, the CPU is allo 
cated to the guest virtual machine 310-2. More specifically, 
the CPU is released from the guest OS 310B-1 and the CPU 
is allocated to the guest virtual machine 310B-2. Allocation of 
the CPU to the guest OS 310B is performed by the scheduler 
306. Note that the scheduler 306 is also called a virtual CPU 
scheduler. Further, a computer program execution environ 
ment as viewed from the guest OS 310B, for instance, a 
resource containing a register set is called a virtual CPU. 
The scheduler 306 executes a dispatch process of allocat 

ing the CPU to the guest OS 310B. For example, the scheduler 
306 sequentially starts up the guest OSs 310B-1 and 310B-2 
on a time-sharing basis. Moreover, the scheduler 306, when 
the guest OS 310B-1 is now being started up, saves the present 
register set into the predetermined memory area. Then, the 
scheduler 306 stops the guest OS 310B-1. Furthermore, the 
scheduler 306 takes over the saving content of the register set 
of the guest OS 310B-2, of which the process is now being 
interrupted, to the guest OS 310B-2. Then, the scheduler 306 
starts up the guest OS 310B-2. 
The timer mechanism 305 sets an address of an interrupt 

processing program in an interrupt vector of the built-in CPU 
of the processing device 300A, and sets the timer interrupt in 
the register by specifying a predetermined time. Then, the 
timer interrupt occurs in the CPU after an elapse of the pre 
determined time, the CPU starts up a process of the interrupt 
processing program set in the predetermined address on a 
memory space, which corresponds to the occurred timer 
interrupt. The virtual machine monitor 301 recognizes the 
elapse of the predetermined time from the process of the 
interrupt processing program. The virtual machine monitor 
301 measures the time by repeatedly receiving the timer 
interrupt on the basis of the interrupt processing program. 
Note that the interrupt processing program is also called a 
handler and a callback function as well. 
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An I/O instruction to the physical device such as the physi 
cal disk 302 is, e.g., processed as follows. The application 
program 310C running on the guest OS 310B invokes the I/O 
instruction of the guest OS 310B by use of a system call. 
Then, the guest OS 310B sets an I/O request in the shared 
memory via the front-end driver 310A, and requests the vir 
tual machine monitor 301 to execute the process through a 
function called a Hypervisor call. Thereupon, the back-end 
driver 304 reads the I/O request set in the shared memory and 
hands over this request to the virtual machine monitor 301. 
The virtual machine monitor 301, according to the thus 
handed-over I/O request, starts up the device driver which 
accesses the physical device and executes the I/O process. 

In the I/O process, the device driver executes a data transfer 
instruction, whereby the data in a buffer area reserved in the 
predetermined memory area is handed over to an unillustrated 
I/O controller. The data to be handed over contains a com 
mand given to the I/O controller and the I/O data that is input 
or output. After issuing the data transfer instruction, the 
scheduler 306 makes the guest virtual machine 310 go to an 
I/O waiting status. As a result, the operation of the guest 
virtual machine 310 the status of which is changed to the I/O 
waiting status is temporarily interrupted. Then, the scheduler 
306, while the operation of the guest virtual machine 310 in 
the I/O waiting status remains interrupted, allocates the CPU, 
which has so far been allocated to the guest virtual machine 
with its operation kept interrupting, to another guest Virtual 
machine 310. Note that the I/O controller notifies the CPU 
through the interrupt that the I/O process of the physical 
device is completed. 
The guest OS 310B requests the virtual machine monitor 

301 to execute the I/O process through the Hypervisor call, 
however, the following procedures can be also used instead. 
For example, when the guest OS 310B invokes the system call 
of the I/O request in a user status, the CPU detects a privilege 
instruction violation. Next, the CPU transfers the control to 
the virtual machine monitor 301, and the virtual machine 
monitor 301 may emulate the I/O process from the system 
call. 
The virtual machine monitor 301 starts up a plurality of 

guest virtual machine 310-1,310-2, e.g., on the time-sharing 
basis. It should be noted that the driver OS and the host OS 
may be loaded with the back-end driver and may execute the 
real I/O control. The guest virtual machine 310 will herein 
after be also simply termed the virtual machine 310. 

FIG. 3 illustrates a scheduling example of the guest OS 
310B in the computer system 300. In FIG. 3, a guest 1 repre 
sents the guest OS 310B-1, and a guest 2 represents the guest 
OS 310B-2. In the computer system 300, the CPU of the 
processing device 300A is allocated to the guest 1 and the 
guest 2 alternately, e.g., on the time-sharing basis, thereby 
operating the plurality of guest OSs 310B. A period of allo 
cation time per allocation, which is time-shared, can be 
defined fixedly within the virtual machine monitor 301. Fur 
ther, the allocation time can be set based on a system param 
eter etc. 

Moreover, if the guest OS 310B is unable to completely 
consume the given time for the reason Such as a low load of 
the guest OS 310B, the scheduler 306 deprives the guest OS 
with the low load, e.g., the guest OS 310B-1 of a right-of-use 
of the CPU but allocates the CPU to another guest OS, e.g., 
the guest OS 310B-2, thus operating the guest OS 310B-2. 
The CPU resources can be effectively utilized owing to the 
management of the CPU allocation to the guest OS 310B as in 
FIG. 3. 
The guest OS 310B continues to collect various items of 

statistical information by use of the timer mechanism via the 
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6 
virtual machine monitor 301. The statistical information con 
tains, for instance, user time which indicates a period of time 
when each process running on the guest OS 310B operates in 
the user status, system time (sys time) indicating a period of 
time of operating in a kernel status on the extension of this 
process, I/O waiting time (iOwait time) indicating a period of 
time required for the I/O wait, and so on. The statistical 
information is useful for performance tuning etc. of the appli 
cation program and middleware. 

In the computer system 300 including the virtual machines, 
the virtual machine monitor 301 processes the I/O request of 
the guest OS 310B in a way that converts the I/O request into 
the real I/O process with respect to the physical device by use 
of the back-end driver 304 and the front-end driver 310A. In 
the computer system 300 or by using the emulation of the I/O 
instruction by the virtual machine monitor 301, the virtual 
machine monitor 301 processes the I/O request of the guest 
OS 310B in a way that converts the I/O request into the real 
I/O process with respect to the physical device. 

FIGS. 4A-4C illustrate the I/O process in the computer 
system 300 including the virtual machine 310 in comparison 
with a normal computer including none of the virtual 
machine. The normal computer, which does not include the 
virtual machine, will hereinafter be called a physical com 
puter. The physical computer includes a physical CPU. Fur 
ther, the OS running on the physical computer is called a 
physical OS. 

FIG. 4A illustrates an example of the time recognized by 
the physical OS in the I/O process of the physical computer. 
In FIG.4A, an APPLICATION’ line indicates that the physi 
cal CPU executes the application program. The application 
program will hereinafter be simply termed the application. 
During the execution of the application, the process executed 
by the physical CPU is in the user status. Furthermore, in FIG. 
4A, a “KERNEL line indicates that the process executed by 
the physical CPU is in the kernel status. The user status and 
the kernel status will be described in a first working example 
which will be discussed later on. Further, in FIG. 4A, a 
“PHYSICAL DEVICE line indicates the process of the 
physical device. 

In the example of FIG. 4A, during the execution of the 
application, i.e., during the process by the physical CPU is in 
the user status (user-A1), the I/O request occurs for the appli 
cation and a process in the kernel status (sys-A1) is per 
formed. Then, in the process in the kernel status (sys-A1), an 
I/O issue with respect to the physical device is made, and the 
real I/O process with respect to the physical device is per 
formed. Subsequently, the process in the kernel status comes 
to the I/O wait (iowait-A). In FIG. 4A, the process in the 
kernel status (sys-A1) is started in response to the I/O request 
given from the application, and the process in the kernel status 
(sys-A1) comes to the I/O wait due to the I/O issue with 
respect to the physical device. During the I/O wait (iowait-A), 
the process in the kernel status of the physical OS is deprived 
of the right-of-use of the CPU. Incidentally, in FIG. 4A, an 
interval at which the process in the kernel status is the I/O wait 
is indicated by a blank interval in the line of the kernel 
corresponding to “iowait-A’ in the line of the physical device, 
however, the blank interval in the line of the kernel corre 
sponding to “iowait-A1 is also referred to as “iowait-A1.” 

Then, after an I/O completion with respect to the physical 
device, a process in the kernel status (sys-A2) is performed. 
Moreover, upon finishing the process in the kernel status 
(sys-A2), a process in the user status (user-A2) is performed. 
An assumption in FIG. 4A is that periods of time of the 
process in the kernel status (sys-A1), the I/O wait (iowait-A) 
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with respect to the physical device and the process in the 
kernel status (sys-A2) are TSA1, TWA and TSA2, respec 
tively. 

FIG. 4B illustrates an example of the time recognized by 
the guest OS 310B in the I/O process of the virtual machine 
monitor 301 and the time recognized by the virtual machine 
monitor 301. In the example of FIG. 4B, in the virtual 
machine monitor 301, the application is executed in the user 
status on the guest OS 310B. During the execution of the 
application in the user status (user-B1), the I/O request occurs 
from the application, and a process in the kernel status (sys 
B11) of the guest OS 310B is carried out. The process in the 
kernel status (sys-B11) includes, e.g., the process of the front 
end driver 310A. 

Then, in the process in the kernel status (sys-B11), the 
request for the I/O process with the virtual device is made. 
The I/O process with the virtual device is converted into the 
process by the real I/O driver of the physical device on the 
virtual machine monitor 301, and a process by the real I/O 
driver (sys-B21) is performed. Then, the I/O issue is done for 
the physical device in the process by the real I/O driver 
(sys-B21), and the process by the real I/O driver (sys-B21) 
comes to the I/O wait (iowait-B2) with respect to the physical 
device. In FIG. 4B, the process in the kernel status (sys-A1) of 
the guest OS 310B is started in response to the I/O request 
given from the application. Then, in the process of the real I/O 
driver (sys-B21), into which the I/O process with the virtual 
device is converted, the I/O issue is done for the physical 
device. In the case of FIG. 4B, the process in the kernel status 
of the guest OS 310B extends from the I/O request given from 
the application to the request for the I/O process with the 
virtual device, and it corresponds to the process in the kernel 
status in the case of the physical OS in FIG. 4A. Accordingly, 
the process of the sys-A1 in FIG. 4A is hatched in the same 
way as the process of sys-B11 is hatched. 

Then, upon the completion of the I/O process with the 
physical device, the control returns to the process by the real 
I/O driver (sys-B22). Further, with the termination of the 
process by the real I/O driver (sys-B22), the process in the 
kernel status (sys-B12) of the guest OS 310B is performed. 
The process of sys-B12 contains, similarly to the process of 
sys-B11, the process by the front-end driver 310A. 

Then, further, with the termination of the process in the 
kernel status (sys-B12) of the guest OS 310B, the control gets 
back to the process of the application in the user status (user 
B2). The process in the kernel status (sys-B12) of the guest 
OS 310B in FIG. 4B corresponds to the process in the kernel 
status (sys-A2) in FIG. 4A. Therefore, the process of the 
sys-A2 in FIG. 4A is hatched in the same way as the process 
of sys-B12 is hatched. 

Then, as in FIG. 4B, the guest OS 310B recognizes, in the 
process taking the kernel status (sys-B11), a period of time till 
a virtual I/O process (iowait-B1) with the virtual device is 
finished since this process has been started up, as the time of 
the I/O wait (iowait time) with respect to the virtual device. 
An assumption in FIG. 4B is that periods of processing 

time of the process in the kernel status (sys-B11) of the guest 
OS 310B, the I/O wait (iowait-B1) with respect to the virtual 
device and the process in the kernel status (sys-B12) are 
TSB11, TWB1 and TSB12, respectively. 

Further, it is also assumed in FIG. 4B that periods of the 
time of the process of the real I/O driver (sys-B21), the time 
of the I/O wait (iowait-B2) of the physical device and the 
processing time of the process of the real I/O driver (sys-B22) 
in the virtual machine monitor 301 are TSB21, TWB2 and 
TSB22, respectively. 
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As described above, the process in the kernel status (sys 

B11) of the guest OS 310B is kept in the I/O waiting status 
during the execution of the process (iowait-B1) for the virtual 
device. The process in the kernel status (sys-B11) of the guest 
OS 310B is kept to be the I/O wait, during which (the interval 
at which the virtual device is iniowait-B1) the guest OS 310B 
is deprived of the right-of-use of the CPU on the basis of the 
scheduling by the scheduler 306. 

Herein, in the processing time of the guest OS 310B, a 
period of time till the process in the kernel status is deprived 
of the right-of-use of the CPU (the time of TSB11 based on 
the process of sys-B11), is calculated as the system time (sys 
time) of the guest OS 310. Note that a period of time after the 
I/O wait (the interval at which the virtual device is in iowait 
B1) till the status of the guest OS 310B returns to the user 
status from the kernel status (the time of TSB12 based on the 
process of sys-B12) is also calculated as the system time (sys 
time) of the guest OS 310. 
On the other hand, during the process in the kernel status 

(sys-B11) of the guest OS 310B is kept to be the I/O wait 
(iowait-B1) with respect to the virtual device, in the virtual 
machine monitor 301, the process by the real I/O driver (sys 
B21) is performed and the I/O issue is done to the physical 
device from the process of the real I/O driver (sys-B21). Then, 
after the I/O issue to the physical device, the process of the 
real I/O driver (sys-B21) comes to the I/O wait. 

However, as for the statistical information of the guest OS 
310B, the period of time (TSB21 and TSB22) while the real 
I/O driver of the virtual machine monitor 301 performs the 
processes (sys-B21 and sys-B22) is calculated as the I/O wait 
time (iowait time). Namely, in the guest OS 310B, the time 
TWB1 of the I/O wait (iowait-B1) with the virtual device 
turns out to be a period of time obtained by adding the time 
TSB21 and time TSB22 of the processes (sys-B21 and sys 
B22) of the real I/O driver before and after the I/O wait in 
addition to the time TWB2 of the I/O wait (iowait-B2) with 
the physical device. 
A comparison between the processing time as viewed from 

the physical OS in the case of FIG. 4A and the processing time 
as viewed from the virtual OS 310B in FIG. 4B, is made as 
follows. In the physical OS, the processing time after the I/O 
request has been given from the application includes the time 
TSA1 of the process (sys-A1) till the I/O issue in the kernel 
status is done in the physical OS, the wait time (the time 
corresponding to the interval of iowait-A1) TWA till the I/O 
completion is made since the I/O issue has been done and the 
time TSA2 of the process (sys-A2) till I/O reception is made 
since the I/O completion has been performed. 
On the other hand, in the case of the virtual machine system 

300 in FIG. 4B, the time TSB21 of the process (sys-B21) by 
the real I/O driver corresponds to the time TSA1 in FIG. 4A. 
Similarly, the time TSB22 in FIG. 4B corresponds to the time 
TSA2 in FIG. 4A. Then, the time TWB2 of the I/O wait 
(iowait-B2) with the physical device corresponds to the time 
TWA in FIG. 4A. Accordingly, a relation between the time 
TSB21+TSB22 of the processes (sys-B21,sys-B22) of the 
real I/O driver in the virtual machine monitor 301 and the time 
TWB2 of the I/O wait (iowait-B2) with the physical device, 
substantially corresponds to the case of the physical OS. To be 
specific, the relation between the time TSA1+TSA2 of the 
processes (sys-A1, Sys-A2) in the kernel status in the case of 
the physical OS and the time TWA of the I/O wait (iowait-A1) 
with the physical device, corresponds to the relation between 
the time TSB21+TSB22 and the time TWB2 in the virtual 
machine monitor 301. 

However, the relation between of the time related to the I/O 
process as viewed from the guest OS 310B in FIG. 4B does 



US 8,539,010 B2 

not necessarily correspond to the relation of the time related 
to the I/O process as viewed from the physical OS in FIG. 4A. 
Namely, as in FIG. 4B, in the guest OS 310B, the time TWB1 
of the I/O wait (iowait-B1) with the virtual device includes the 
time TSB21+TSB22 of the processes (sys-B21.sys-B22) of 
the real I/O driver and the time TWB2 of the I/O wait (iowait 
B2) with the physical device. Hence, the time TWB1 of the 
I/O wait (iowait-B1) with the virtual device is longer by the 
time TSB21+TSB22 of the processes (sys-B21.sys-B22) of 
the real I/O driver than the time TWB2 of the I/O wait(iowait 
B2) with the physical device. 
As a result, the relation between the time TSB11+TSB12 

of the processes (sys-B11, sysB12) in the kernel status as 
viewed from the guest OS 310B and the time TWB1 of the I/O 
(iowait-B1) with the virtual device is different from the rela 
tion between the time TSA1+TSA2 and the time TWA in the 
virtual machine monitor 301 corresponding to the physical 
OS running on the physical computer. 
As in FIG. 4B, the I/O wait time TWB1 as viewed from the 

guest OS 310B is the time including the system time TSB21+ 
TSB22 for which the virtual machine monitor 301 operates in 
the kernel status and the I/O wait time TWB2 of the virtual 
machine monitor 301. Accordingly, the I/O wait time TWB1 
required for the I/O wait in the virtual machine 310 as viewed 
from the guest OS 310B is measured as a longer period of 
time than the I/O wait time TWB2 required for the I/O wait of 
the real I/O driver executed by the virtual machine monitor. 

FIG. 4C illustrates a comparative relation between the 
processing time in the kernel status and the I/O wait time with 
respect to the physical OS on the physical computer and the 
guest OS 310B on the virtual machine310. As in FIG. 4C, the 
time TSB11+TSB12 of the processes (sys-B11, sysB12) in 
the line attached with a character string “CASE OF GUEST 
OS' is shorter than the time TSA1+TSA2 of the processes 
(sys-A1.sys-A2) in the line attached with a character string 
such as “CASE OF PHYSICAL OS.” On the other hand, the 
time TWB1 of iowait-B1 in the line attached with the char 
acter string “CASE OF GUEST OS is longer than the time 
TWA of iowait-A in the line attached with the character string 
such as “CASE OF PHYSICAL OS. Therefore, the statisti 
cal information of the guest OS 310B decreases in reliability 
by way of a key to performance tuning. 

FIG. 4B illustrates a process in the case of having one guest 
OS 310B. Plural guest OSs 310B operate, in which case a 
more complicated situation related to the statistical informa 
tion occurs. Because of the situation as illustrated in FIGS. 
4A-4C, in the case of conducting the performance tuning of 
the application program 310C on the guest OS 310B or the 
middleware on the guest OS 310B, the statistical information 
viewed from the guest OS 310B hard to be reliable. Such 
being the case, it is also considered that the statistical infor 
mation collected by the virtual machine monitor 301 is uti 
lized in place of the statistical information viewed from the 
guest OS 310B. Normally, however, the statistical informa 
tion of the virtual machine monitor 301 is not disclosed to the 
users of the guest OS 310B in terms of the security and access 
authority. 
The computer system according to the embodiment is pro 

vided with a mechanism for correcting the timer mechanism 
so that the statistical information collected by the guest OS is 
equalized to the statistical information viewed from the 
physical computer without adding any modification to the 
guest OS. The computer system according to the embodiment 
provides the more effective statistical information than by the 
computer system 300 according to the comparative example 
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10 
interms of the performance tuning of the application program 
and the middleware owing to the mechanism for correcting 
the timer mechanism. 

FIRST WORKING EXAMPLE 

The computer system (which will hereinafter be referred to 
as a virtual system) according to a first working example will 
hereinafter be described with reference to FIGS. 5 through 
16. FIG. 5 illustrates an example of how the processing time 
of the I/O process in the virtual system according to the first 
working example is managed in comparison with the com 
puter system 300 in the comparative example. In FIG. 5, an 
example of the processing time in the I/O process of the 
computer system 300 according to the comparative example 
is given in an upper stage designated by a symbol C1, whilean 
example of the processing time in the I/O process of the 
virtual system according to the first working example is given 
in a lower stage designated by symbols C2 and C3. Broken 
lines extending in the vertical direction in FIG. 5 represent 
time delimiters detected by the timer. The time delimiters of 
the timer in the guest OS 310B are identical with the time 
delimiters of the timer in the virtual machine monitor 301 
which manages the guest OS 310B, and hence the time delim 
iters of the timer in the virtual machine monitor 301 are 
omitted in C1 of FIG. 5. Further, the processes denoted by 
user-B1, user-B2, sys-B11, iowait-B1 sys-B12, sys-B21, 
iowait-B2 and sys-B22 are the same as those in the case of 
FIG. 4B. In the first working example, however, the virtual 
machine monitor adjusts the time when the virtual machine 
monitor notifies the guest OS of the timer interrupt. The time 
adjustment might lead to occurrence of such a state that a 
discrepancy occurs between the time delimiters of the timer in 
the guest OS and the time delimiters of the timer in the virtual 
machine monitor. Such being the case, in FIG.5, C2 indicates 
the time delimiters of the timer in the guest OS according to 
the first working example, and C3 indicates the time delim 
iters of the timer in the virtual machine monitor according to 
the first working example. Herein, the time delimiters of the 
timer in the guest OS are shown as just the time of the timer 
interrupt observed by the guest OS. Further, the time delim 
iters of the timer in the virtual machine monitor are shown as 
just the time of the timer interrupt observed by the virtual 
machine monitor. 
The time of the timer interrupt observed by the guest OS in 

the first working example is depicted by the broken line 
extending in the vertical direction within a range defined by 
arrows of C21 in the field of the symbol C2. Note that in the 
field of the symbol C2, the broken line existing more upward 
than the range defined by the arrows of C21 is a line for 
reference serving to represent a relation with the timer inter 
rupt time in the C1 field. Moreover, the time of the timer 
interrupt observed by the virtual machine monitoris indicated 
by the broken line extending in the vertical direction in the 
field of the symbol C3. Hereafter, the timer started by the 
guest OS of the virtual machine 310 is called a virtual timer, 
while the timer started by the virtual machine monitor is 
called a real timer. 

In the first working example, the timing adjustment of the 
timer interrupt by the virtual machine monitor improves the 
reliability on the statistical information collected in the guest 
OS without changing the timer mechanism of the guest OS 
and without adding any modification to the guest OS. This 
being the case, the virtual machine monitor adjusts the timing 
of notifying the guest OS of the timer interrupt so that the 
relation between the system time viewed from the guest OS 
and the I/O wait time with respect to the virtual device is 
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equalized to the relation between the system time in the 
physical computer and the I/O wait time with respect to the 
physical device. Namely, in the first working example, the 
timing of the timer interrupt by the virtual timer is adjusted in 
Such a way that a timer interrupt occurrence count of the 
virtual timer in the guest OS is kept coincident with a timer 
interrupt occurrence count of the real timer in the virtual 
machine monitor. R1 is a ratio of the timer interrupt occur 
rence count in the time TSB11+TSB12 of the processes (sys 
B11, sys-B12) in the kernel status of the guest OS to the timer 
interrupt occurrence count in the I/O wait (iowait-B1) time 
(TWB1) with respect to the virtual device. Further, R2 is a 
ratio of the timer interrupt occurrence count in the time 
TSB21+TSB22 of the processes (sys-B21, sys-B22) in the 
kernel status of the virtual machine monitor to the timer 
interrupt occurrence count in the I/O wait (iowait-B2) time 
TWB2 with respect to the physical device. In the first working 
example illustrated in FIG. 5, the interrupt occurrence timing 
of the virtual timer is modified so that R1 approximates R2. 

Hereinafter, a ratio of each of the occurrence counts in the 
time in the kernel status and the time in the I/O wait status to 
the total occurrence count in the periods of time in a combined 
mode of the kernel status and the I/O waiting status, is called 
a timer density. In the first working example illustrated in 
FIG. 5, the timer density of the virtual timer is modified as 
follows. Note that the total occurrence count of the timer 
interrupt in the periods of time in the combined mode of the 
kernel status and the I/O wait status, is called a total count of 
the timer interrupt which accompanies the I/O process. 
(a) The number of broken lines of C1 is kept coincident with 

the number of broken lines of C2. Then: 
(b) the timer density within the period of the processes (sys 

B11, sys-B12) in the kernel status of the guest OS as 
indicated by the arrows C21 and the timer density within 
the period of the processes (sys-B21, sys-B22) in the kernel 
status of the virtual machine monitor in the field of C3, are 
so modified as to be approximate to each other to the 
greatest possible degree. Besides; 

(c) the timer density within the period of the I/O wait (iowait 
B1) with the virtual device in the field of C2 and the timer 
density within the period of the I/O wait (iowait-B2) with 
the physical device in the field of C3, are so modified as to 
be approximate to each other to the greatest possible 
degree. 
Through the processes described above, the timer interrupt 

timing is adjusted in Such a direction as to set the timer 
densities by the process (sys-B11, sys-B12) in the kernel 
status of the guest OS and the process (sys-B21, sys-B22) in 
the kernel status of the virtual machine monitor in common. 
Moreover, the timer interrupt timing is adjusted in Such a 
direction as to set the timer densities in the period of the I/O 
wait (iowait-B1) with the virtual device and the period of the 
I/O wait (iowait-B2) with the physical device in common. As 
a result, the ratio R1 is made approximate to the ratio R2. 

For example, in the virtual machine monitor 301 according 
to a comparative example in the field of C1, the timer interrupt 
occurrence count comes to 24 altogether in the periods of the 
processes sys-B11, iowait-B1 and sys-B12. More specifi 
cally, the time interrupt occurs twice, twenty times and twice 
in the respective periods of the processes sys-B11, iowait-B1 
and sys-B12. Speaking of a timer frequency ratio, the timer 
interrupt occurs at the ratio Such as 1:10:1. Accordingly, the 
timer density is on the order of /12 in each of the processes 
sys-B11 and sys-B12 in the kernel status. Further, the timer 
density in the I/O wait (iowait-B1) with the virtual device is 
on the order of 1/12. 
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On the other hand, in the first working example, as given in 

the field of C3, the timer interrupt occurrence count comes to 
21 altogether in the periods of the processes sys-B21, iowait 
B2 and sys-B22. To be more specific, the timer interrupt 
occurs seventimes, seventimes and seventimes in the respec 
tive periods of the processes sys-B21, iowait-B2 and sys-B22. 
Speaking of the timer frequency ratio, the timer interrupt 
occurs at the ratio Such as 1:1:1. Accordingly, the timer den 
sity is on the order of/3 in each of the processes sys-B21 and 
sys-B22 in the kernel status. Moreover, the timer density in 
the I/O wait (iowait-B2) with respect to the physical device is 
on the order of /3. 

In short, the ratio of the timer interrupt occurrence count in 
the kernel status to the timer interrupt occurrence count in the 
I/O waiting status of the guest OS according to the compara 
tive example is not coincident with the ratio in the case of the 
virtual machine monitor in the first working example or in the 
case of the physical OS in the physical computer. It should be 
noted that the ratio of the timer interrupt occurrence count in 
the kernel status to the count in the I/O waiting status of the 
virtual machine monitor according to the first working 
example may be considered to be the same as the ratio in the 
case of the physical OS in the physical computer. 

Such being the case, in the field of C2 according to the first 
working example, the timing when the virtual machine moni 
tor notifies the guest OS of the virtual timer interrupt is 
adjusted so that the virtual timer interrupt occurs eight times, 
eight times and eight times in the respective processes, i.e., in 
terms of the timer density, the virtual timer interrupt occurs at 
a ratio such as 1/3:1/3:1/3 to the greatest possible degree. As 
a result of the timing adjustment, as obvious from the com 
parison between C2 and C3 in FIG. 5, the timer densities 
become common within the period of sys-B11 and within the 
period of sys-B21 in the field C2. Further, the timer densities 
become common within the period of iowait-B1 in the field 
C2 and within the period of iowait-B2 in the field C3. More 
over, the timer densities become common within the period of 
sys-B12 in the field C2 and within the period of sys-B22 in the 
field C3. 

According to FIG. 5, in the fields of C1 and C2, the total 
timer interrupt count accompanying one single I/O process is 
the same (common), and hence there is no error in timer 
between the guest OS 310B of the virtual machine 310 
according to the comparative example and the guest OS 
according to the first working example. 
On the other hand, due to the adjustment of the virtual timer 

interrupt timing, the occurrence of a deviation in timing 
between the virtual timer of the guest OS according to the first 
working example and the physical timer of the virtual 
machine monitor, is seen between the processes sys-B11, 
iowait-B1 sys-B12 in the guest OS as shown in C2 and the 
processes sys-B11, iowait-B1 sys-B12 of the virtual machine 
monitor as shown in C3. Accordingly, the timing deviation 
observed by the guest OS according to the first working 
example is limited to within the range in which to operate in 
the kernel status. The OS is designed to operate in several 
milliseconds in the kernel status. Hence, there is a low pos 
sibility that the timing deviation observed by the guest OS 
might affect the time information detected by the application 
program. 

<Configuration of Virtual System 
FIG. 6 illustrates an example of a configuration of a virtual 

system 11 as the computer system according to the first work 
ing example. The virtual system 11 in FIG. 6 includes a 
physical CPU, a memory and a timer. Further, the memory 
retains computer programs including a virtual machine moni 
tor 1 and a guest OS 10B. Hereinafter, the physical CPU is 
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simply referred to as the CPU. It should be noted that in the 
first working example, the whole computer system including 
the hardware such as the physical CPU, the memory and the 
timer, the virtual machine monitor and the guest OS executed 
on the virtual machine monitor, is termed a virtual system 11. 
As in FIG. 6, the virtual machine monitor 1 has a virtual 

CPU scheduler 2, a virtual CPU status determining unit 3, a 
physical CPU usage statistics calculating unit 4, a virtual 
CPU usage statistics calculating unit 5 and a timer modula 
tion unit 6. The physical CPU of the virtual system 11 
executes the computer program as the virtual machine moni 
tor 1 including the virtual CPU scheduler 2, the virtual CPU 
status determining unit 3, the physical CPU usage statistics 
calculating unit 4, the virtual CPU usage statistics calculating 
unit 5 and the timer modulating unit 6. Further, the virtual 
system 11 includes, on the memory, virtual CPU management 
data 7 managed by the virtual machine monitor 1. On the 
other hand, the guest OS 10B has a timer process setting unit 
8. The physical CPU of the virtual system 11 executes the 
computer program as the guest OS 10B including the timer 
process setting unit 8. 

<Process Scheduler and Virtual CPU Schedulers 
In the first working example, the virtual machine monitor 1 

handles a plurality of virtual CPUs and allocates the physical 
CPU to the virtual CPU. The virtual CPU is defined as a 
concept embracing a processing status and a resource in the 
physical CPU in the case of allocating the physical CPU to the 
guest OS. Namely, the virtual CPU can be also considered to 
be the concept corresponding to each individual process in a 
multi-process environment realized by the physical OS which 
directly operates on the conventional physical computer. 
Alternatively, when viewed from the guest OS, the virtual 
CPU can be handled as each individual CPU in a multi 
processor system. 

Note that in the computer system including the virtual 
machine, for example, Such a scheme is considered that the 
single guest OS separately uses the plurality of virtual CPUs, 
however, what is considered in the first working example is a 
case where one virtual CPU is prepared per guest OS. 
A process of allocating the physical CPU to the virtual 

CPU which is requested by the guest OS to execute the 
process, is called “dispatch. Therefore, in order not to inter 
fere with each other even when successively switching over 
the virtual CPUs, the virtual machine monitor 1, after tempo 
rarily saving an execution context such as register values into 
a predetermined memory area when Switching over the Vir 
tual CPU, stops the in-execution virtual CPU. Then, the vir 
tual machine monitor 1 restores again the execution context 
of the in-stop virtual CPU, and resumes the execution of the 
in-stop virtual CPU. This execution context is contained in 
the virtual CPU management data 7. The virtual machine 
monitor 1 stores the execution context of each of the plural 
virtual CPUs, thereby repeating the execution process, the 
saving process, the stop process and the resumption process. 
The virtual CPU scheduler 2 determines time and a sequence 
for allocating the virtual CPUs to the physical CPUs accord 
ing to a predetermined rule. 

FIG. 10 illustrates a process of the virtual CPU scheduler 2 
together with a process scheduler in the physical OS. The 
process with the physical OS is similar in a certain aspect to 
a role of the virtual CPU in the virtual machine monitor 1. 
This being the case, in FIG. 10, the process of the process 
scheduler and the process of the virtual CPU scheduler 2 are 
depicted en bloc in one drawing. The following discussion 
will be focused mainly on the process with the physical OS, 
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however, the virtual CPU in the virtual machine monitor 1 
also takes the same status as the status of the process with the 
physical CPU. 
The process scheduler has a FIFO (First In First Out) and 

sequentially dispatches the wait-for-allocation processes on 
the FIFO to the CPUs. The schedule status of the process is 
classified into an active status, a queued status and an 
undueued status. The active status is a status of the process to 
which the CPU has already been allocated. The active status 
can be also said to be a status of the process that is in the 
execution by the CPU. The queued status connotes a status in 
which the process is in a wait-for-allocation status of the CPU 
on the FIFO. In the active status or the queued status, the 
process managed by the physical OS or the virtual CPU 
managed by the virtual machine monitor 1 is classified into 
the user status (user) or the kernel status (sys). 

Furthermore, the undueued status denotes neither a status 
in which the process is not in the execution by the CPU northe 
wait-for-allocation status of the CPU but is a status of the 
process not existing on the FIFO. The process in the undueued 
status is in the I/O wait status (iowait) of waiting the comple 
tion of the I/O process or in an idle status (idle) where nothing 
is done. 
The physical OS can distinguish the idle process and the 

I/O wait process in the processes taking the undueued status, 
which are not connected to the FIFO, from the management 
information per process. Similarly, the virtual machine moni 
tor 1 can distinguish the virtual CPUs in the idle status and in 
the I/O wait status in the virtual CPUs taking the unqueued 
status, which are not connected to the FIFO, from the man 
agement information per virtual CPU. 

<Calculation of Statistical Information> 
As described above, the virtual system 11 classifies the 

process of the physical computer or the virtual CPU of the 
virtual system 1 into the four statuses such as the user status 
(user), the kernel status (sys), the I/O wait status (iowait) and 
the idle status (idle). These statuses are determined based on 
the mode and the schedule status of the CPU. The mode of the 
CPU is defined as a concept which specifies, for giving a 
distinction between the instructions executable by the CPU, a 
status set in the CPU or whether or not the privilege is given 
or an execution level. For example, the user mode is a mode 
having no privilege or a mode having the lowest privilege. In 
the first working example, the terminology "status' is used 
with respect to the process (or the virtual CPU) in distinction 
from the mode of the CPU. Such being the case, in the first 
working example, when the CPU which is in the execution of 
the process (or the real CPU allocated with the virtual CPU) 
is in the user node, it is said that the process (or the virtual 
CPU) is in the user status. 

Moreover, the kernel mode is a mode having the privilege 
or a mode having the higher privilege than the user mode. The 
kernel mode may be called a privilege mode. In the case of 
saying the privilege mode, however, though other is a case of 
including modes having different levels into which the CPU's 
status is subdivided, there is no distinction between these 
modes in the first working example. According to the first 
working example, when the CPU which is in the execution of 
the process (or the real CPU allocated with the virtual CPU) 
is in the kernel mode or the variety of privilege modes, the 
process (or the virtual CPU) is said to be in the kernel status. 
When the control is transferred to the guest OS 10B from 

the application program due to, e.g., the system call etc., the 
virtual CPU becomes the kernel status. In the kernel status, 
the virtual CPU usage statistics calculating unit 5 totalizes 
and accumulates the elapsed time given from the timeras the 
system time (sys time). 
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In the kernel status, after transferring the data input and 
output to the I/O controller of the physical device from, e.g., 
the device driver, the virtual CPU (process) is linked to the 
queue and the execution of the virtual CPU (process) is tem 
porarily stopped, at which time the virtual CPU (process) 
comes to the I/O wait status. In the I/O wait status, the virtual 
CPU usage statistics calculating unit 5 totalizes and accumu 
lates the elapsed time given from the timeras the I/O wait time 
(iowait time). 

If neither in the in-execution status of the user process nor 
in the in-execution status of the system call nor in the I/O wait 
status, the virtual CPU (process) becomes the idle status 
(idle). In the idle status, the virtual CPU usage statistics 
calculating unit 5 totalizes and accumulates the elapse time 
given from the timer as the idle time (idle time). 
The virtual machine monitor 1, the guest OS or the physical 

OS distinguishes between the I/O wait time and the idle time, 
corresponding to a cause of why the process Scheduler or the 
virtual CPU scheduler 2 sets the process or the virtual CPU in 
the unqueued status which will be described later on. For 
instance, in the physical computer, the device driver executed 
by the physical OS transfers the I/O request to the unillus 
trated I/O controller in response to a data transfer instruction 
and temporarily stops the process, in which case the process 
ing time measured in the temporarily-stopped status of the 
process becomes the I/O wait time. Moreover, if the process 
comes to the undueued status due to a cause other than the I/O 
request, the processing time becomes the idle time. 

FIG. 9 illustrates a type of the time measured by the virtual 
machine 10. Each period of time is the time based on the CPU 
cycle and is measured based on, e.g., the occurrence of the 
timer interrupt as one unit. The user time is the time when 
executing the application program or an accumulated total of 
time thereof. The system time (sys time) is the time when 
executing codes of a kernel program or an accumulated total 
of time thereof. The I/O wait time (iowait time) is the time 
when executing neither the application program nor the ker 
nel program as well as being the standby time till the process 
of the device is completed, or an accumulated total of time 
thereof. The idle time (idle time) is the time when executing 
neither the application program nor the kernel program as 
well as being the non-standby time till the process of the 
physical device is completed, or an accumulated total of time 
thereof. 

The physical CPU usage statistics calculating unit 4 total 
izes the periods of elapse time in a way that categorizes the 
elapsed time into the user time, the Sys time, the iowait time 
and the idle time in accordance with the user status, the sys 
status, the iowait status and the idle status of the process that 
is in the execution by the physical CPU. Note that in FIG. 6, 
the physical CPU usage statistics calculating unit 4 exists 
within the virtual machine monitor 1. 

The virtual CPU usage statistics calculating unit 5 also 
totalizes the elapsed time in the same way as the physical 
CPU usage statistics calculating unit 4 does, however, a dif 
ferent point is that the elapsed time in the virtual CPU is 
totalized corresponding to the status of the virtual CPU. 
As already stated, the virtual CPU can be said to be the 

computer resource when executing the guest OS on the physi 
cal CPU and the execution environment including the register 
set. To the virtual CPU, the physical CPU is allocated by the 
virtual CPU scheduler 2 of the virtual machine monitor 1. 
Then, the execution environment Such as the register set of the 
virtual CPU is handed over to the guest OS 10B, whereby the 
guest OS 10B is started up. The startup of the guest OS 10B 
triggers a start of the process of the virtual CPU. The virtual 
CPU status determining unit 3 determines the status, i.e., user, 
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sys, iowait or idle, of the virtual CPU by use of various items 
of data (refer to <Management Data and Data Structure>) 
retained within the virtual machine monitor 1. 
The virtual CPU usage statistics calculating unit 5 identi 

fies the status of the virtual CPU according to the determina 
tion of the virtual CPU status determining unit 3 and totalizes, 
for a predetermined period, the user time, the system time (sys 
time), the I/O wait time (iowait time) and the idle time, 
thereby calculating an accumulated value of each length of 
time. 
<Management Data and Data Structure> 
FIG. 8 illustrates an example of the virtual CPU manage 

ment data 7. The execution context is the data representing the 
status of each individual virtual CPU. The execution context 
is exemplified such as the register values. When switching 
over the guest OS, the execution context at the OS execution 
time, which has so far been executed before the Switchover, is 
saved into the memory. On the other hand, the registers are set 
based on the execution context remaining saved in the 
memory for the guest OS that is executed after the switchover, 
and the guest OS executed after the switchover is started up. 
An exit flag is a flag used for the virtual CPU to determine 

whether the status is the user status (user) or the kernel status 
(sys). The guest OS 10B executes the privilege instruction, 
and, before the process is shifted to the virtual machine moni 
tor 1, the virtual machine monitor 1 sets “1” in the exit flag 
with respect to the virtual CPU that is in the execution of the 
guest OS 10B. Reversely, when the process returns to the 
guest OS 10B from the virtual machine monitor 1, the virtual 
machine monitor 1 sets “O'” in the exit flag. The virtual system 
11 uses the exit flag as one determining element for the virtual 
CPU status determining unit 3. 
A wait-for-completion I/O count indicates the number of 

the not-yet-completed I/O processes in the I/O request issued 
by the guest OS 10B. The wait-for-completion I/O count is 
calculated, e.g., in the following procedures. When the con 
trol is transferred to the virtual machine monitor 1 as triggered 
by the I/O request given from the guest OS 10B, the virtual 
machine monitor 1 adds “1” to the wait-for-completion I/O 
count. Then, on the occasion of sending an I/O response back 
to the guest OS 10B upon the completion of the physical I/O. 
the virtual machine monitor 1 subtracts “1” from the wait 
for-completion I/O count. The wait-for-completion I/O count 
also becomes the determination element of the virtual CPU 
status determining unit 3. 

In the first working example, the virtual machine monitor 1 
calculates the wait-for-completion I/O count per guest OS 
10B. In the first working example, however, the thus-calcu 
lated wait-for-completion I/O count per guest OS 10B is 
retained in the virtual CPU management data 7 in the way of 
being identifiable by the virtual CPU which executes the 
guest OS 10B. A premise in the first working example is that 
one guest OS 10B is to be executed by one virtual CPU, and 
hence the virtual CPU status determining unit 3 can, if the 
virtual CPU can be specified, acquire the wait-for-completion 
I/O count in the virtual CPU. 

FIG. 11 illustrates a virtual CPU status table used for the 
virtual machine monitor 1 to identify the status (user, SyS, 
iowait, idle) of the virtual CPU. The virtual CPU status table 
is contained in the virtual CPU management data 7 in FIG. 6. 
The virtual CPU status table in FIG. 11 contains “execution 

status' in the first column, “exit flag” in the second column 
and “wait-for-completion I/O count” in the third column. The 
execution status connotes any one of the statuses, i.e., the 
active status, the queued status and the undueued status of the 
process explained in FIG. 10. The virtual machine monitor 1 
queries the virtual CPU scheduler 2 about the execution status 
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of the virtual CPU. On the other hand, as already described in 
FIG. 8, the exit flag and the wait-for-completion I/O count are 
retained in the virtual CPU management data 7. 

Accordingly, if the execution status of the virtual CPU is 
the active status or the queued status, the virtual machine 
monitor 1 can identify the status of the virtual CPU with user 
or sys from the value of the exit flag. 

If the virtual CPU is in the unqueued status, however, the 
virtual machine monitor 1 is hard to determine which status, 
idle or iowait, the process (virtual CPU) takes. The virtual 
machine monitor 1 acts as a proxy in the input and output 
given from the guest OS 10B, which does not, however, mean 
that the virtual machine monitor 1 manages the I/O request 
count and a process completion count in the guest OS 10B. 
Therefore, in the first working example, the information rep 
resenting the wait-for-completion I/O count is provided in the 
virtual CPU management data 7. Then, the virtual machine 
monitor 1 increments or decrements the wait-for-completion 
I/O count when the I/O request is given from each guest OS 
10B and when completing the real I/O for the input and 
output, and retains the incremented or decremented wait-for 
completion I/O count per guest OS 10B. Then, when the 
virtual CPU is in the unqueued status, the virtual machine 
monitor 1, if the wait-for-completion I/O count is larger than 
“0”, identifies the status of the virtual CPU with iowait. Fur 
ther, when the virtual CPU is in the unqueued status, the 
virtual machine monitor 1, if the wait-for-completion I/O 
count is “0”, identifies the status of the virtual CPU with idle. 
The assumption in the first working example is that one guest 
OS is executed by one virtual CPU, and hence the virtual 
machine monitor 1 retains the wait-for-completion I/O count 
per virtual CPU. Accordingly, the virtual machine monitor 1 
can identify the status of the virtual CPU from the wait-for 
completion I/O count per virtual CPU. 

Incidentally, to add a few more words, if one guest OS 10B 
is executed by a plurality of virtual CPUs, the process may 
simply be changed as follows. To be specific, if one guest OS 
10B is executed by the plurality of virtual CPUs, the guest OS 
10B is associated with a specified virtual CPU called a virtual 
primary CPU. The guest OS 10B is, when booted for the first 
time, started up by, at first, the virtual primary CPU and is 
thereafter executed by one other virtual CPU as the case may 
be. This being the case, the wait-for-completion I/O count 
may simply be retained in the virtual CPU management data 
7. Accordingly, the virtual CPU status determining unit 3 can, 
if capable of specifying the virtual primary CPU, acquire the 
wait-for-completion I/O count in the guest OS 10B executed 
by the virtual primary CPU. Namely, the wait-for-completion 
I/O count of the plurality of virtual CPUs as a whole is 
deemed to be the wait-for-completion I/O count of the indi 
vidual virtual CPUs by holding the totalized wait-for 
completion I/O count of the plurality of virtual CPUs by way 
of the information of the virtual primary CPU, and approxi 
mately each individual virtual CPU may identify the status 
with iowait or idle. 

<Description of Timer Process.> 
A timer process in the virtual machine will hereinafter be 

described. The timer process of the guest OS 10B is basically 
the same as the timer process of the physical computer. In the 
timer process, to begin with, a callback function is registered 
in the timer, and, when a specified period of time elapses, the 
timerinterrupt occurs. As triggered by this timerinterrupt, the 
physical OS, after canceling the callback function from the 
timer, invokes the callback function. As for the callback func 
tion, after performing a predetermined process that should be 
cyclically done with the timer interrupt, the callback function 
is again registered in the timer. With this process, it follows 
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that the callback function is cyclically invoked. The callback 
function is also called a handler or an interrupt processing 
program. Specific implementation of the timer is different 
depending on the physical OS. 
The following is a different point of the timer process of the 

guest OS 10B from the timer process of the physical com 
puter. A timer registration process involves the privilege 
instruction. Therefore, when executing the process of regis 
tering the callback function in the timer, the control is tem 
porarily transferred to the virtual machine monitor 1 from the 
guest OS 10B. The virtual machine monitor 1, after the elapse 
of the time specified by the guest OS 10B, generates the 
virtual timer interrupt to the guest OS 10B, and further wakes 
up the virtual CPU. The phrase “wakes up the virtual CPU” 
refers to “allocates the physical CPU to the virtual CPU after 
restoring the execution context of the guest OS 10B that is 
executed by the virtual CPU. The virtual machine monitor 1, 
however, sets the occurrence of the timer interrupt in the 
execution context handed over to the guest OS 10B. There 
upon, after waking up the virtual CPU, the guest OS 10B 
receives the virtual timer interrupt. Based on the method 
described so far, the virtual machine monitor 1 virtually acts 
as the proxy to execute the timer process started up from the 
guest OS 10B. In the first working example, the virtual 
machine monitor 1 includes the timer modulation unit 6 and 
executes the timer adjusting process illustrated in FIG. 5 by 
properly modifying the time specified by the virtual machine 
10. 

FIG. 7 illustrates components related to the processes when 
setting the timerinterrupt and after the occurrence of the timer 
interrupt. It is assumed that the virtual system 11 includes one 
physical CPU. The guest OS 10B is executed on one physical 
CPU. The guest OS 10B sets the timer interrupt in the hard 
ware timer at a first timer interval (arrow A1). In the physical 
computer other than the virtual system 11, the timer interrupt 
is set in a hardware timer ATM via a route depicted by dotted 
line AB2 in FIG. 7. 
The setting of the timer interrupt is of the privilege instruc 

tion, and hence, in the case of the virtual system 11, an 
exception occurs in the physical CPU. With the exception, the 
control is transferred to the virtual machine monitor 1 from 
the guest OS 10B. The virtual machine monitor 1, to which 
the control is transferred from the guest OS 10B, intercepts 
the setting request of the timer interrupt from the guest OS 
10B (arrow A2). The term “intercept refers to receiving, in 
place of the hardware timer ATM, such timer setting that the 
guest OS 10B sets the occurrence of the timer interrupt after 
the elapse of a setting period in the hardware timer ATM. In 
the virtual machine 10 according to the first working 
example, the virtual machine monitor 1 intercepts the timer 
setting through the exception handling. As a result of the 
intercept, the guest OS 10B does not set the timer interrupt in 
the hardware timer. Note that the physical CPU executes the 
computer program deployed on the memory as a unit that 
receives the timer setting in place of the hardware timer ATM. 
The virtual machine monitor 1, which has intercepted the 

timer setting by the guest OS 10B, sets the timer interrupt in 
the hardware timer ATM at a second timer interval modulated 
as a substitute for the first timer interval set by the guest OS 
10B (arrow A3). On the occasion of setting the timer inter 
rupt, the virtual machine monitor 1 sets an address of a guest 
timeractivating handler AAH in an interrupt vector AIV1 that 
is processed when the timer interrupt is occurred. The timer 
handler is defined as a function that is started up when the 
timer interrupt is occurred. In FIG. 7, the guest timer activat 
ing handler AAH is also started up when the timer interrupt is 
occurred and notifies the guest OS 10B of the timer interrupt. 
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Upon the occurrence of the timerinterrupt, an interrupt flag 
is set in a timer interrupt register AIR1 (A4), and the guest 
timer activating handler AAH is started up based on the 
address set in the interrupt vector AIV1 associated with the 
timer interrupt. 

The started-up guest timeractivating handler AAH sets the 
interrupt flag in a timerinterrupt register AIR2 in an execution 
context AC containing the content of the register set of the 
guest OS 10B, and transmits a virtual interrupt to the guest OS 
10B (arrow A5). 
When the guest OS 10B receives the virtual interrupt, the 

control is transferred to the timer handler ATH (with its 
address) set in the interrupt vector ATV2, and the timer pro 
cess is executed. After the process of the timer handler ATH, 
the control is shifted to the normal process of the guest OS 
10B (arrow A6). With the configuration described above, the 
virtual machine monitor 1 sets the timer interrupt in the hard 
ware timer ATM at the second timer interval modulated in 
place of the first timer interval set by the guest OS 10B. Then, 
the virtual machine monitor 1 notifies, in place of the hard 
ware timer ATM, the guest OS 10B of the virtual timer inter 
rupt. 

<Timer Modulating Unit 
A method of how the timer modulating unit 6 adjusts the 

timer cycle specified by the guest OS 10B will hereinafter be 
described. FIG. 12 illustrates a relation between a timer cycle 
Ll set by the guest OS 10B and virtual timer cycles usandu, 
which are returned by the virtual machine monitor 1 (VMM) 
to the guest OS 10B. 

In the period indicated by t and the period indicated by 
T. in FIG. 12, a relation between the timer cycle uset by the 
guest OS 10B and the virtual timer cycleus returned by the 
virtual machine monitor 1 to the guest OS 10B, is expressed 
in the following formula 1. 

ls's titsys Ty's Formula 1 

In the formula 1, t, corresponds to a period (e.g., TSB11+ 
TSB12 in FIG. 4B) during the execution of the kernel pro 
gram recognized by the guest OS 10B in the single I/O (which 
is the process ranging from the I/O request to the I/O recep 
tion in FIGS. 4 and 5). Further, T. corresponds to a period 
(e.g., TSB21+TSB22 in FIG. 4B) during the execution of the 
kernel program recognized by the virtual machine monitor 1 
in the single I/O. Actually, t can be obtained as an accumu 
lated value into which to accumulate, for a predetermined 
period, the execution time of the kernel program that is cal 
culated by the virtual CPU usage statistics calculating unit 5. 
Herein, the “accumulated value' is meant to be a total value 
collected for the predetermined period. An average value 
obtained in the predetermined period throughout may, how 
ever, be used as the accumulated value. As a substitute for the 
accumulated value of the execution time calculated by the 
virtual CPU usage statistics calculating unit 5, however, there 
may be used the execution time, during the predetermined 
period, of the kernel program contained in the usage statistics 
calculated in the past by the guest OS 10B. As a matter of 
course, the usage statistics calculated in the past by the guest 
OS 10B may involve employing the usage statistics in a 
non-modulation status of the virtual timer cycleus based on 
the formula 1. The periodt corresponds to a reference value SS 
of the processing time in the privilege status recognized by 
the guest OS. 

Further, T. can be obtained as the accumulated value into 
which to accumulate the execution time of the kernel program 
that is calculated by the physical CPU usage statistics calcu 
lating unit 4. The period to corresponds to the reference 
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value of the processing time in the privilege mode recognized 
by the virtual machine monitor 1. 
As a timer cycle which replaces the timer cycle uset by the 

guest OS 10B, a timer cycleus modulated so that an occur 
rence frequency of the virtual timer interrupt generated in the 
period to gets coincident with an occurrence frequency of 
the physical timer interrupt generated in the period T is 
determined by the formula 1. According to the formula 1, it 
follows that the timer cycle is modulated at a ratio such as 
tes/Tss. 
To transform the formula 1, a relation is established such as 

t?u-T?u, whereby the virtual timer is modulated in 
such a direction that the occurrence count of the timer inter 
rupt generated at the intervalue recognized by the guest OS 
10B within the accumulation time to becomes coincident 
with the occurrence count of the timer interrupt generated at 
the interval L recognized by the virtual machine monitor 1 in 
the accumulation time T. Namely, the timer density of the 
virtual timer in the period t is common to the timer density 
of the physical timer in the period T. 
On the other hand, in the period indicated by t and the 

period indicated by T in FIG. 12, a relation between the 
timer cycle L set by the guest OS 10B and the virtual timer 
cycle L, returned by the virtual machine monitor 1 to the 
guest OS 10B, is expressed in the following formula 2. 

lie litic/Tie Formula 2 

In the formula 2, t corresponds to the I/O wait period (e.g., 
TWB1 in FIG. 4B) with respect to the virtual device recog 
nized by the guest OS 10B in the single I/O (which is the 
process ranging from the I/O request to the I/O reception in 
FIGS. 4 and 5). Further, T. corresponds to an I/O wait period 
(e.g., TWB2 FIG. 4B) with respect to the physical device 
recognized by the virtual machine monitor 1 in the single I/O. 
Actually, t can be obtained as an accumulated value of the 
I/O wait time calculated by the virtual CPU usage statistics 
calculating unit 5. In place of the accumulated value t cal 
culated by the virtual CPU usage statistics calculating unit 5. 
there may be used the I/O wait time during the predetermined 
period contained in the usage statistics calculated by the guest 
OS 10B. As a matter of course, the usage statistics calculated 
in the past by the guest OS 10B may involve employing the 
usage statistics in the non-modulation status of the virtual 
timer cycle u, based on the formula 2. The period t corre 
sponds to a reference value of the I/O wait time recognized by 
the guest OS. Moreover, T is the accumulated value of the 
I/O wait time during the predetermined period calculated by 
the physical CPU usage statistics calculating unit 4. The 
period T corresponds to the reference value of the I/O wait 
time recognized by the virtual machine monitor. 
As a timer cycle which replaces the timer cycle uset by the 

guest OS 10B, a timer cycle u modulated so that the occur 
rence frequency of the virtual timer interrupt generated in the 
periodt gets coincident with the occurrence frequency of the 
physical timer interrupt generated in the period T is deter 
mined by the formula 2. 
To transform the formula 2, a relation is established such as 

t?u-T/L, whereby the occurrence count of the timer inter 
rupt generated at the interval L recognized by the guest OS 
10B within the accumulation time t becomes coincident 
with the occurrence count of the timer interrupt generated at 
the interval L recognized by the virtual machine monitor 1 in 
the accumulation time T. Therefore, the timer is modulated 
in Such a direction that the occurrence count of the timer 
interrupt in the I/O wait time recognized by the guest OS 10B 
becomes coincident with the occurrence count of the timer 
interrupt in the I/O wait time recognized by the virtual 

id 
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machine monitor 1. Namely, the timer density of the virtual 
timer in the period tio is common to the timer density of the 
physical timer in the period T. 

Further, there is established a relation such as tes/us--t/ 
Ll, (T +T)/u, and hence the total interrupt count in the 
kernel status and in the I/O wait status, which is recognized by 
the guest OS 10B, coincides with the total interrupt count 
recognized by the virtual machine monitor 1. 

FIG. 13 illustrates a processing flow of the virtual CPU 
status determining unit 3. The virtual CPU status determining 
unit 3 manages and refers to the virtual CPU status table in 
FIG. 11, thus determining the status of the virtual CPU. For 
example, the virtual CPU status determining unit 3, in 
response to the request given from the virtual CPU usage 
statistics calculating unit 5, determines the status of each 
Virtual CPU. 
The physical CPU serving as the virtual CPU status deter 

mining unit 3 executes the computer program. In the first 
working example, however, the discussion will proceed on 
the assumption that the virtual CPU status determining unit 3 
performs the process in FIG. 13. In the process of FIG. 13, the 
virtual CPU status determining unit 3 queries the virtual CPU 
scheduler 2 about the schedule status of each virtual CPU 
(F1). Then, the virtual CPU status determining unit 3 deter 
mines, based on a response given from the virtual CPU sched 
uler 2, which status, the active status or the queued status or 
alternatively neither the active status nor the queued status, 
each virtual CPU takes (F2). 

If the virtual CPU is in the active status or the queued status 
(F2;YES), the virtual CPU status determining unit 3 acquires 
the exit flag from the virtual CPU management table (F3). 
Then, the virtual CPU status determining unit 3 advances the 
control to F5. Whereas if the virtual CPU is in neither the 
active status nor the queued status, i.e., the virtual CPU is in 
the unqueued status (F2; NO), the virtual CPU status deter 
mining unit 3 advances the control to F4. In this case, the 
virtual CPU status determining unit 3 acquires the wait-for 
completion I/O count from the virtual CPU management data 
(F4). 

Then, the virtual CPU status determining unit 3 determines 
the status of the virtual CPU, which is, i.e., any one of user, 
sys, iowait and idle, by referring to the virtual CPU status 
table in a way that uses the exit flag acquired in F3 or the 
wait-for-completion I/O flag acquired in F4, and outputs the 
result of the determination to the virtual CPU usage statistics 
calculating unit 5 (F5). 

For instance, if the virtual CPU is in the active status or the 
queued status and if the value of exit flag is “0”, the virtual 
CPU status determining unit 3 outputs the user status (user). 
Moreover, if the virtual CPU is in the active status or the 
queued status and if the value of Exit flag is “1, the virtual 
CPU status determining unit 3 outputs the kernel status (sys). 
If the virtual CPU is in neither the active status nor the queued 
status (undueued) and if the wait-for-completion I/O count is 
equal to or smaller than “0”, the virtual CPU status determin 
ing unit 3 outputs the idle. If the virtual CPU is in neither the 
active status nor the queued status (undueued) and if the 
wait-for-completion I/O count is equal to or larger than “1”, 
the virtual CPU status determining unit 3 outputs the I/O wait 
(iowait). 
As described above, the virtual CPU status determining 

unit 3 distinguishes between user, Sys, iowait and idle, and 
therefore, if the virtual machine monitor 1 periodically moni 
tors, e.g., the status of the virtual CPU, the virtual CPU usage 
statistical information can be calculated. 

FIG. 14 illustrates a processing flow of the virtual CPU 
usage statistics calculating unit 5. The physical CPU serving 
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as the virtual CPU usage statistics calculating unit 5 executes 
the computer program contained in the virtual machine moni 
tor 1. The following discussion will proceed on the assump 
tion that the virtual CPU usage statistics calculating unit 5 
executes the process in FIG. 14. The process in FIG. 14 is 
started up when the virtual CPU scheduler 2 switches over the 
status of each virtual CPU to the active status or the queued 
status or the undueued status or when the wait-for-completion 
I/O count changes. 
Note that the process in FIG. 14 may be started up at a 

predetermined time interval. If the process in FIG. 14 is 
started up at the predetermined time interval, for example, as 
compared with the period for which the status (user, SyS, 
iowait, idle) of the virtual CPU changes, the process in FIG. 
14 may be started up at a short time interval that is allowable 
aSal CO. 

The virtual CPU usage statistics calculating unit 5, to begin 
with, determines the present status, i.e., “user, Sys, iowait and 
idle' of the virtual CPU (F21). The present status of the 
virtual CPU is determined in the process of the virtual CPU 
status determining unit 3 in FIG. 13. 

Next, the virtual CPU usage statistics calculating unit 5 
subtracts the process end time of the last time from the present 
time, and obtains the elapsed time from the end of the process 
of the past time (F22). The present time is the present time 
recognized by the virtual machine monitor 1 when executing 
the process in F22. 

Next, the virtual CPU usage statistics calculating unit 5 
determines whether the present status, obtained in F11, of the 
virtual CPU is the kernel status (sys) or not (F23). If the 
present status of the virtual CPU is the kernel status (sys) 
(F23:YES), the virtual CPU usage statistics calculating unit 5 
adds the elapsed time calculated in F22 to the accumulated 
value to of the sys time (F24). Then, the virtual CPU usage 
statistics calculating unit 5 shifts the control to F27. 
Whereas if the present status of the virtual CPU is not the 

kernel status (sys) (F23; NO), the virtual CPU usage statistics 
calculating unit 5 determines whether or not the present sta 
tus, obtained in F21, of the virtual CPU is the I/O wait (iowait) 
status (F25). If the present status of the virtual CPU is the I/O 
wait (iowait) status (F25: YES), the virtual CPU usage statis 
tics calculating unit 5 adds the elapsed time calculated in F21 
to the accumulated valuet of the iowait time (F26). Then, the 
virtual CPU usage statistics calculating unit 5 shifts the con 
trol to F27. 

Next, the virtual CPU usage statistics calculating unit 5 
records the present time as the end time in a static memory, 
e.g., the shared memory (F27). Then, the virtual CPU usage 
statistics calculating unit 5 finishes the process. 
Note that in the process of FIG. 14, though omitted, it is 

feasible to similarly calculate the user time when the virtual 
CPU is kept in the user status or the idle time when the virtual 
CPU is kept in the idle status. 

Further, the process of the physical CPU usage statistics 
calculating unit 4 is, except the point that the process is 
executed by the virtual machine monitor 1, the same as the 
process executed by the conventional physical OS. Namely, 
the virtual machine monitor 1 is capable of handling the 
process on the Hypervisor similarly to the process of the 
physical OS in the physical computer. Accordingly, the physi 
cal CPU usage statistics calculating unit 4 can determine 
whether the status of the process on the Hypervisor is the user 
status (user), the kernel status (sys), the wait-for-completion 
I/O status (iowait) or the idle status (idle). It is to be noted that 
the case in which the status of the process on the Hypervisor 
is the kernel status can be exemplified by a case in which the 
process (sys-B21, sys-B22) of the real I/O driver in FIG. 4B 
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is in the execution. Accordingly, for instance, the physical 
CPU usage statistics calculating unit 4 may, if in the execution 
of the process of the real I/O driver illustrated in FIG. 4B, 
determine that the status of the process on the Hypervisor is 
the kernel status. Then, the physical CPU usage statistics 
calculating unit 4 sets the execution time (sys time) in the 
kernel status in the predetermined accumulated period to the 
accumulated value T. Further, the physical CPU usage 
statistics calculating unit 4 sets the I/O wait time (iowait time) 
in the predetermined accumulated period to the accumulated 
value T. 

FIGS. 15 and 16 illustrate a processing flow of the timer 
modulation unit 6. The physical CPU serving as the timer 
modulation unit 6 executes the computer program contained 
in the virtual machine monitor 1. The following discussion 
will be made on the assumption that the timer modulation unit 
6 executes the processes in FIGS. 15 and 16. The timer modu 
lation unit 6 modulates the virtual timer interrupt occurrence 
time transferred to the guest OS 10B in accordance with the 
formulae 1 and 2. The timer cycle u is the cycle specified by 
the guest OS 10B, and hence the timer modulation unit 6 
calculates the timer cycle modulated corresponding to the 
result of the virtual CPU status determining unit 3. FIG. 15 
depicts the process when setting the timer, and FIG. 16 illus 
trates the process when transferring, after the occurrence of 
the timer interrupt, the virtual timer interrupt to the guest OS 
10B. A program for executing the process in FIG.16 is called 
a guest timeractivating handler. The physical CPU serving as 
a unit for notifying the guest OS of the occurrence of the timer 
interrupt executes the process in FIG. 16 according to the 
computer program deployed on the memory. 
When the guest OS 10B sets the timer interrupt, the setting 

of the timer interrupt is of the privilege instruction, and con 
sequently an exception occurs in the physical CPU. The Vir 
tual machine monitor 1 intercepts, through the exception 
generated in the CPU, the setting of the timer interrupt set by 
the guest OS 10B, and starts up the process of the timer 
modulation unit 6 in FIG. 14. The CPU intercepts, based on 
the computer program deployed on the memory, the setting of 
the timer interrupt (arrow B1 in FIG. 6). 

The timer modulation unit 6 queries the virtual CPU status 
determining unit 3 about the status of the virtual CPU, thus 
acquiring the status of the virtual CPU (F31). Then, the timer 
modulation unit 6 determines the status of the in-execution 
virtual CPU (F32). 

If the status of the virtual CPU is the kernel status (sys), the 
timer modulation unit 6 calculates the post-modulating timer 
interval us according to the formula 1. Note that the timer 
interval L set by the guest OS 10B can be acquired when 
intercepting the timer interrupt set by the guest OS 10B. Then, 
the timer modulation unit 6 sets, in place of the timer interval 
uset by the guest OS 10B, the timer interrupt in the hardware 
timer, in which us is the post-modulating timer interval. 
Moreover, the timer modulation unit 6 sets the guest timer 
activating handler for waking up the guest OS 10B as the 
timer handler which accepts the set timer interrupt (F33). 

If the status of the virtual CPU is the user status (user) or the 
idle status (idle), the timer modulation unit 6 sets, without 
modulating the timer interval, the timer interrupt at the timer 
interval L set by the guest OS 10B (F34). Moreover, the timer 
modulation unit 6 sets the guest timer activating handler for 
waking up the guest OS 10B as the timer handler which 
accepts the set timer interrupt. Namely, in the modulation 
method in the first working example, the timer interval is not 
modulated in the user time and the idle time. 

If the status of the virtual CPU is the I/O wait status (io 
wait), the post-modulating timer interval L is calculated 
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according to the formula 2. Then, the timer modulation unit 6 
sets, as the substitute for the timer intervalu set by the guest 
OS 10B, sets the timer interrupt, in which u is the post 
modulating timer interval. Moreover, the timer modulation 
unit 6 sets the guest timeractivating handler for waking up the 
guest OS 10B as the timer handler which accepts the set timer 
interrupt (F35). 
Upon the occurrence of the timer interrupt set according to 

the process in FIG. 15, the guest timer activating handler is 
started up, and the process in FIG. 16 is executed. The guest 
timer activating handler, at first, cancels the startup setting of 
the guest timer activating handler when the timer interrupt is 
generated. Namely, the setting of the guest timer activating 
handler is cleared from the timer interrupt vector with respect 
to the timer interrupt (F41). 

Next, the guest timer activating handler sets the interrupt 
flag in the timer interrupt register AIR2 in the execution 
context of the virtual CPU (see FIG. 7). Then, the guest timer 
activating handler starts up the guest OS 10B. 
The started-up guest OS 10B sets the variety of register 

values contained in the context in the register of the CPU, and 
thus starts the process. Thereupon, it appears to the virtual 
CPU that the timer interrupt is generated. Namely, the guest 
timer activating handler notifies the virtual CPU of the virtual 
timer interrupt (F42). As described above, in the guest OS 
10B, the timer handler is started up with the virtual timer 
interrupt. Accordingly, the guest OS 10B is actually notified 
of the interrupt at the timer intervalu or u and, neverthe 
less, behaves as if notified of the interrupt at the timer interval 
l. 
As discussed above, according to the virtual system 11 in 

the first working example, the virtual CPU usage statistics 
calculating unit 5 calculates the accumulated valuet of the 
execution time in the kernel status and the accumulated value 
tio of the execution time in the I/O wait status in the virtual 
machine 10. Moreover, the physical CPU usage statistics 
calculating unit 4 calculates the accumulated value T of the 
execution time in the kernel status and the accumulated value 
T of the execution time in the I/O wait status in the physical 
CPU included in the virtual system 11. Then, the timer modu 
lation unit 6 intercepts the setting of the timer interrupt by the 
guest OS 10B, then changes the timer interval according to 
the formulae 1 and 2, and sets the timer interrupt in the actual 
physical CPU. Furthermore, the timer modulation unit 6 sets 
the guest timer activating handler in FIG. 16 as the timer 
handler. 

Accordingly, when in the kernel status and the I/O wait 
status, the timer interval is changed based on the formula 1 or 
2, and the virtual timer interrupt occurs in the guest OS 10B at 
the thus-changed timer interval. Namely, as shown in the 
fields C2 and C3 in FIG. 5, the timer interrupt occurrence 
count in the kernel status and the I/O wait status is retained as 
the total count in the single I/O process of the guest OS 10B. 
Then, the ratio of the timer interrupt occurrence count in the 
kernel status to the timer interrupt occurrence count in the I/O 
wait status with respect to the virtual CPU in the guest OS 
10B, is adjusted in the status of retaining the timer interrupt 
occurrence count as the total count. Namely, the timerinterval 
is changed so that the ratio of the timer interrupt occurrence 
count in the kernel status to the timer interrupt occurrence 
count in the I/O wait status with respect to the virtual CPU in 
the guest OS 10B coincides with the ratio of the timer inter 
rupt occurrence count in the kernel status to the timer inter 
rupt occurrence count in the I/O wait status with respect to the 
process with the physical CPU. 

Therefore, in the virtual OS, the statistical information on 
the kernel execution time and the I/O wait execution time 
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when executing the I/O process get approximate to the statis 
tical information under the condition similar to the case of 
being measured by the actual physical computer. Namely, as 
illustrated in FIG. 5, when the guest OS 10B inputs and 
outputs the data to the I/O device via the virtual machine 
monitor 1, the ratio of the I/O wait time recognized by the 
guest OS 10B to the processing time other than the I/O wait 
time becomes approximate to the ratio of the I/O wait time 
recognized by the virtual machine monitor 1 to the processing 
time other than the I/O wait time. 
By the way, the first working example has discussed so far 

the case of using one virtual CPU. The first working example 
can be also applied as it is to the case of using the plurality of 
virtual CPUs. The reason why so is that there is no necessity 
for modulating the user time and the idle time while only the 
Sys time and iowait time are modulated. The user time does 
not originally need modulating, while the idle time is another 
item of value which has no concern therewith in the virtual 
CPU usage statistics, and it is therefore sufficient to modulate 
only the sys time and iowait time. As exemplified in the first 
working example, the case in which the virtual machine 
monitor 1 calculates the physical CPU usage statistical infor 
mation with respect to the whole physical system, involves 
using Such a primary approximate method of performing the 
modulation so as to equalize the ratio of the Sys time to the 
iowait time in the virtual CPU usage statistical information of 
all of the virtual machines. 

Further, the accumulated values to and t, exemplified in 
the first working example are the estimated values of the 
iowait time and the systime observed actually by the guest OS 
10B in a way that uses as a key the wait-for-completion I/O 
count that is newly provided by the virtual machine monitor 1, 
and the estimation thereof is also done otherwise. 
The following are plural other methods of increasing accu 

racy of the approximation to the iowait time and the Sys time 
and estimating the iowait time and the Sys time of the guest 
OS 1 OB. 

FIRST MODIFIED EXAMPLE 

The physical CPU usage statistical information may be 
calculated per virtual CPU by way of a policy of carrying out 
the timer modulation with the high accuracy. Namely, the 
virtual machine monitor 1 manages the individual virtual 
CPUs in a way that identifies each virtual CPU, and hence an 
available scheme is that the virtual machine monitor 1 hands 
over the information for identifying the target virtual CPU 
which calculates the usage statistical information to the 
physical CPU usage statistics calculating unit 4 by which the 
physical CPU usage statistical information is calculated for 
each individual virtual CPU. For attaining this scheme, T. 
and T are prepared corresponding to the (number of) differ 
ent entries distinguished by the information for identifying 
the individual virtual CPUs and are thus accumulated. Then, 
the timer modulation unit 6 illustrated in FIG. 14 refers to T. 
and T defined as the statistical information of the virtual 
CPU concerned on the basis of the information for identifying 
the modulation target virtual CPU, and calculates us and LL 
according to the formulae 1 and 2. 
The method of calculating the physical CPU usage statis 

tical information on a per-virtual CPU basis is suited to a case 
of giving a different type of load per physical CPU. For 
example, the case is exemplified such that a certain guest OS 
frequently accesses the disc, while other guest OSs frequently 
access the network, and on these occasions each guest OS 
uses the predetermined physical CPU. 
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Further, the virtual machine monitor 1 manages the indi 

vidual physical devices in a way that identifies each physical 
device, and hence the available scheme is that the virtual 
machine monitor 1 hands over the information for identifying 
the target physical device which calculates the usage statisti 
cal information to the physical CPU usage statistics calculat 
ing unit 4 by which the physical CPU usage statistical infor 
mation is calculated for each individual physical device. For 
attaining this scheme, TsandT, are prepared corresponding 
to the number of different entries distinguished by the infor 
mation for identifying the individual physical devices and are 
thus accumulated. Then, the timer modulation unit 6 illus 
trated in FIG. 14 refers to T. and T defined as the statistical 
information concerned on the basis of the information for 
identifying the now-in-execution I/O process target physical 
device, and calculates usandu, according to the formulae 1 
and 2. 

The process of calculating T and T. per individual 
physical device is Suited to the case of handling the plurality 
of physical devices having different characteristics. The 
physical device is exemplified such as a USB (Universal 
Serial Bus) device, a SAN (Storage Area Network) disk and 
an IDE (Integrated Drive Electronics) disk. 

SECOND MODIFIED EXAMPLE 

FIG. 17 illustrates a configuration of the virtual machine 
including none of the virtual CPU status determining unit 3. 
Note that the same components in FIG. 17 as those in FIG. 6 
are marked with the same numerals and symbols, and their 
explanations are omitted. 

In the configuration of FIG. 17, the guest OS 10B makes an 
explicit entry in the virtual CPU management data 7 about 
which item, user or sys oridle oriowait, the virtual CPU usage 
statistics calculating unit 5 should calculate the data. To be 
specific, the guest OS 10B, before executing the process of 
prompting the issue of the privilege instruction Such as the 
system call, explicitly shows that the process is in the user 
status to the status flag on the shared memory. Moreover, the 
guest OS 10B, till the privilege instruction is completed after 
executing the process of prompting the issue of the privilege 
instruction Such as the system call, explicitly shows that the 
process is in the kernel status to the status flag on the shared 
memory. Furthermore, the guest OS 10B, till the I/O process 
is completed after executing the I/O request, explicitly shows 
that the process is in the I/O wait status to the status flag on the 
shared memory. On the other hand, the virtual CPU usage 
statistics calculating unit 5, if the information of being the I/O 
wait time is not explicitly indicated in the flag of the shared 
memory, accumulates the elapse time in the idle time. In order 
for the guest OS 10B to explicitly show user, sys, iowait 
described above, though the guest OS 10B needs modifying 
slightly, there is no necessity for making a change in the timer 
process itself. In this case, the virtual CPU status determining 
unit 3 can be omitted. Further, the guest OS 10B indicates 
user, sys, iowait recognized by the guest OS 10B itself to the 
virtual CPU usage statistics calculating unit 5, and it is there 
fore feasible to totalize and accumulate the user time, the sys 
time and iowait time with the high accuracy. 

Note that for simplicity, the guest OS 10B may totalize and 
accumulate the user time, the Sys time and iOwait time. Then, 
the virtual machine monitor 1 may read the user time, the sys 
time and iowait time that are totalized and accumulated by the 
guest OS 10B. The virtual CPU usage statistics calculating 
unit 5 receives, from the guest OS 10B, the user time, the sys 
time and iowait time recognized by the guest OS 10B, thereby 
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enabling the statistical information to be acquired more pre 
cisely. Accordingly, t, and t, given in the formulae 1 and 2 
can be exactly acquired. 

Moreover, the modulation ratio t/T of the I/O time and 
the modulation ratio te?T of the kernel time may involve 
using values which are obtained empirically and experimen 
tally beforehand. Specifically, the same operation system is 
operated on each of the guest OS 10B on the virtual system 11 
and the physical OS on the physical system300, at which time 
the I/O time and the kernel time are measured as t t and 
T.T., respectively. The calculations in the formulae 1 and 
2 are made by use of the I/O time modulation ratio and the 
kernel time modulation ratio, which are calculated by 
employing these values. 
<Computer-Readable Medium-> 
The program for adding one of the above-mentioned func 

tions to the computer, another machine or device (hereinafter, 
the computer etc.) can be recorded into the computer and the 
like readable medium. And, it is possible to perform the 
function thereof by making the computer and the like read the 
program from the computer etc-readable medium and 
execute the program. 

Herein, the computer etc-readable medium connotes a 
recording medium capable of accumulating information Such 
as the program and the data by electrical, magnetic, optical, 
chemical, physical, or mechanical action, and retaining the 
information in a readable-by-computer status. Moreover, in 
the computer etc-readable mediums, the attachable/detach 
able computer etc-readable medium can be exemplified by a 
flexible disk, a magneto optical disk, a CD-ROM, a CR-R/W. 
a DVD, a blu-ray disc, a DAT, an 8 mm tape, a memory card 
such as a flash memory. Furthermore, the computer etc-read 
able mediums fixedly installed in the computer etc. can be 
exemplified by a hard disk, a ROM (Read Only Memory). 

All examples and conditional language recited herein are 
intended for pedagogical purposes to aid the reader in under 
standing the invention and the concepts contributed by the 
inventor to furthering the art, and are to be construed as being 
without limitation to Such specifically recited examples and 
conditions, nor does the organization of such examples in the 
specification relate to a showing of the Superiority and infe 
riority of the invention. Although the embodiment(s) of the 
present invention has (have) been described in detail, it should 
be understood that the various changes, Substitutions, and 
alterations could be made hereto without departing from the 
spirit and scope of the invention. 
What is claimed is: 
1. A virtual machine, comprising: 
a computer including a memory, a processor, a timer and an 

input/output (I/O) device; and 
a virtual machine monitor to be loaded on the memory and 

executed by the processor, the virtual machine monitor 
controlling execution of at least one guest operating 
system (OS) on the processor, accepting a process 
request from the guest OS to the computer and handing 
over a result of execution made by the computer in 
response to the process request to the guest OS, 

wherein the virtual machine monitor makes the processor 
function as: 

a unit to receive a timer setting from the guest OS, the timer 
setting being for making the timer generate a timer inter 
rupt after a lapse of a setting period; 

a timer changing unit to change the setting period set in the 
timer setting so that a ratio of first I/O wait time to first 
I/O process time other than the first I/O wait time 
becomes approximate to a ratio of second I/O wait time 
to second I/O process time, the first I/O wait time being 
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time recognized by the guest OS as I/O wait time, time 
first I/O process time being time recognized by the guest 
OS as I/O process time, the second I/O wait time being 
time recognized by the virtual machine monitor as I/O 
wait time, and the second I/O process time being time 
recognized by the virtual machine monitor as I/O pro 
cess time; 

a unit to set the timer setting with the changed setting 
period in the timer, and 

a unit to notify, when receiving the timer interrupt, the 
guest OS of occurrence of the timer interrupt. 

2. The virtual machine according to claim 1, wherein the 
timer changing unit changes, in a period of a privilege status 
recognized by the guest OS when data is transferred between 
the I/O device and the guest OS via the virtual machine 
monitor, the setting period in the timer setting according to a 
ratio of a reference value of the first I/O process time in the 
privilege status recognized by the guest OS and a reference 
value of the second I/O process time in the privilege status 
recognized by the virtual machine monitor. 

3. The virtual machine according to claim 1, wherein the 
timer changing unit changes, in a period of the I/O wait 
recognized by the guest OS when data is transferred between 
the I/O device and the guest OS via the virtual machine 
monitor, the setting period in the timer setting according to a 
ratio of a reference value of the first I/O wait time and a 
reference value of the second I/O wait time. 

4. A non-transitory storage medium stored with a virtual 
machine monitor executed by a processor of a computer 
including a memory, the processor, a timer and an input/ 
output (I/O) device, the virtual machine monitor controlling 
execution of at least one guest operating system (OS) on the 
processor, accepting a process request from the guest OS to 
the computer and handing over a result of execution made by 
the computer in response to the process request to the guest 
OS, 

wherein the virtual machine monitor makes the processor 
function as: 

a unit to receive a timer setting from the guest OS, the timer 
setting being for making the timer generate a timer inter 
rupt after a lapse of a setting period; 

a timer changing unit to change the setting period set in the 
timer setting so that a ratio of first I/O wait time to first 
I/O process time other than the first I/O wait time 
becomes approximate to a ratio of second I/O wait time 
to second I/O process time, the first I/O wait time being 
time recognized by the guest OS as I/O wait time, the 
first I/O process time being time recognized by the guest 
OS as I/O process time, the second I/O wait time being 
time recognized by the virtual machine monitor as I/O 
wait time, and the second I/O process time being time 
recognized by the virtual machine monitor as I/O pro 
cess time; 

a unit to set the timer setting with the changed setting 
period in the timer, and 

a unit to notify, when receiving the timer interrupt from the 
timer, the guest OS of occurrence of the timer interrupt. 

5. The non-transitory storage medium according to claim 
4, wherein the timer changing unit changes, in a period of the 
privilege status recognized by the guest OS when data is 
transferred between the I/O device and the guest OS via the 
virtual machine monitor, the setting period in the timer setting 
according to a ratio of a reference value of the first I/O process 
time in the privilege status recognized by the guest OS and a 
reference value of the second I/O process time in the privilege 
status recognized by the virtual machine monitor. 
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6. The non-transitory storage medium according to claim 
4, wherein the timer changing unit changes, in a period of the 
I/O wait recognized by the guest OS when data is transferred 
between the I/O device and the guest OS via the virtual 
machine monitor, the setting period in the timer setting 
according to a ratio of a reference value of the first I/O wait 
time and a reference value of the second I/O wait time. 

7. A computer control method executed by a computer 
comprising a memory, a timer, an input/output (I/O) device 
and a processor on which to operate one guest OS and a 
Virtual machine monitor controlling execution of the guest 
OS, the method comprising: 

making the virtual machine monitor receive a timer setting 
from the guest OS, the timer setting being for making the 
timer generate a timer interrupt after a lapse of a setting 
period; 

making the virtual machine monitor change the setting 
period set in the timer setting so that a ratio of first I/O 
wait time to first I/O process time other than the first I/O 
wait time becomes approximate to a ratio of second I/O 
wait time to second I/O process time, the first I/O wait 
time being time recognized by the guest OS as I/O wait 
time, the first I/O process time being time recognized by 
the guest OS as I/O process time, the second I/O wait 
time being time recognized by the virtual machine moni 
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tor as I/O wait time, and the second I/O process time 
being time recognized by the virtual machine monitor as 
I/O process time; 

setting the timer setting with the changed setting period in 
the timer from the virtual machine monitor; and 

making the virtual machine monitor notify, when receiving 
the timer interrupt from the timer, the guest OS of occur 
rence of the timer interrupt. 

8. The computer control method according to claim 7, 
wherein, in a period of a privilege status recognized by the 
guest OS when data is transferred between the I/O device and 
the guest OS via the virtual machine monitor, changing of the 
setting period in the timer setting is performed according to a 
ratio of a reference value of the first I/O process time in the 
privilege status recognized by the guest OS and a reference 
value of the second I/O process time in the privilege status 
recognized by the virtual machine monitor. 

9. The computer control method according to claim 7. 
wherein, in a periodofan I/O wait recognized by the guest OS 
when data is transferred between the I/O device and the guest 
OS via the virtual machine monitor, changing of the setting 
period in the timer setting is performed according to a ratio of 
a reference value of the first I/O wait time and a reference 
value of the second I/O wait time. 


