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(57) ABSTRACT 

The present invention is a method for providing multi-pathing 
via Small Computer System Interface Input/Output (SCSI 
I/O) referral between an initiator and a storage cluster which 
are communicatively coupled via a network, the storage clus 
ter including at least a first target device and a second target 
device. The method includes receiving an input/output (I/O) 
at the first target device from the initiator via the network. The 
I/O includes a data request. The method further includes 
transmitting a SCSI I/O referral list to the initiator when data 
included in the data request is not stored on the first target 
device, but is stored on the second target device. The referral 
list includes first and second port identifiers for identifying 
first and second ports of the second target device respectively. 
The first and second port identifiers are SCSI relative port 
identifiers. The first and second ports of the target device are 
identified as access ports for accessing the data requested in 
the data request. 
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TRANSPORT AGNOSTC SCSI AO 
REFERRALS 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This Application is a continuation-in-part of U.S. 
patent application Ser. No. 12/316,778 filed Dec. 15, 2008 
entitled: Multi-Pathing With SCSI I/O Referrals (pending): 
this application is also a continuation-in-part of U.S. patent 
application Ser. No. 12/316,713 filed Dec. 15, 2008 entitled: 
Small Computer System Interface Input Output (SCSI I/O) 
Referral (pending). Said application Ser. Nos. 12/316,778 
and 12/316,713 are hereby incorporated by reference in their 
entirety herein. 

FIELD OF THE INVENTION 

0002 The present invention relates to the field of net 
worked storage accessed via a block storage protocol and 
particularly to a system and method for implementing multi 
pathing with Small Computer System Interface (SCSI) Input/ 
Output referrals between an initiator system and a block 
storage cluster over a network implemented from multiple 
transport protocols. 

BACKGROUND OF THE INVENTION 

0003 Currently available systems/methods for providing 
communication between a block storage cluster and an ini 
tiator may not provide a desired level of performance. 
0004. Therefore, it may be desirable to provide system(s)/ 
method(s) for providing communication between a block 
storage cluster and an initiator which address the above 
referenced problems of currently available solutions. 

SUMMARY OF THE INVENTION 

0005 Accordingly, an embodiment of the present inven 
tion is directed to a method for providing multi-pathing via 
Small Computer System Interface Input/Output (SCSI I/O) 
referral between an initiator and a storage cluster which are 
communicatively coupled via a network, the storage cluster 
including at least a first target device and a second target 
device, said method including: receiving an input/output 
(I/O) at the first target device from the initiator via the net 
work, the I/O including a request for a first portion of data and 
a second portion of data; and when the first portion of data, but 
not the second portion of data is stored on the first target 
device and the second portion of data is stored on the second 
target device, initiating a transfer of the first portion of data to 
the initiator and transmitting a SCSI I/O referral list to the 
initiator, wherein the referral list includes a first port identifier 
for identifying a first port of the second target device and a 
second port identifier for identifying a second port of the 
second target device, the first port and the second port being 
identified as access ports for accessing the second portion of 
data, wherein the first port identifier and the second port 
identifier are SCSI relative port identifiers. 
0006 An additional embodiment of the present invention 

is directed to a computer-readable medium having computer 
executable instructions for performing a method for provid 
ing multi-pathing via Small Computer System Interface 
Input/Output (SCSI I/O) referral between an initiator and a 
storage cluster which are communicatively coupled via a 
network, the storage cluster including at least a first target 
device and a second target device, said method including: 
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receiving an input/output (I/O) at the first target device from 
the initiator via the network, the I/O including a request for a 
first portion of data and a second portion of data; and when the 
first portion of data, but not the second portion of data is 
stored on the first target device and the second portion of data 
is stored on the second target device, initiating a transfer of 
the first portion of data to the initiator and transmitting a SCSI 
I/O referral list to the initiator, wherein the referral list 
includes a first port identifier for identifying a first port of the 
second target device and a second port identifier for identify 
ing a second port of the second target device, the first port and 
the second port being identified as access ports for accessing 
the second portion of data, wherein the first port identifier and 
the second port identifier are SCSI relative port identifiers. 
0007. A further embodiment of the present invention is 
directed to a computer-readable medium having computer 
executable instructions for performing a method for provid 
ing multi-pathing via Small Computer System Interface 
Input/Output (SCSI I/O) referral between an initiator and a 
storage cluster which are communicatively coupled via a 
network, the storage cluster including at least a first target 
device and a second target device, said method including: 
receiving an input/output (I/O) at the first target device from 
the initiator via the network, the I/O including a data request; 
when data included in the data request is not stored on the first 
target device but said data is stored on the second target 
device, transmitting a SCSI I/O referral list to the initiator, 
wherein the referral list includes a first port identifier for 
identifying a first port of the second target device and a second 
port identifier for identifying a second port of the second 
target device, the first port and the second port being identi 
fied as access ports for accessing said data; receiving a refer 
ral I/O at the second target device from the initiator via the 
network, the referral I/O being responsive to the SCSI I/O 
referral list and said referral I/O requesting access to the data 
via one of the first port and the second port as directed by the 
initiator, and initiating a transfer of the data to the initiator, 
wherein the first port identifier and the second port identifier 
are SCSI relative port identifiers. 
0008. It is to be understood that both the foregoing general 
description and the following detailed description are exem 
plary and explanatory only and are not necessarily restrictive 
of the invention as claimed. The accompanying drawings, 
which are incorporated in and constitute a part of the speci 
fication, illustrate embodiments of the invention and together 
with the general description, serve to explain the principles of 
the invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0009. The numerous advantages of the present invention 
may be better understood by those skilled in the art by refer 
ence to the accompanying figures in which: 
0010 FIG. 1 is a block diagram of a networked storage 
implementation/system accessible via a block storage proto 
col in accordance with an exemplary embodiment of the 
present invention; 
0011 FIG. 2 is a block diagram schematic of a SCSI 
command/response remote procedure call with referral, as 
implemented by/in accordance with exemplary embodiments 
of system/method of the present invention; 
0012 FIG. 3 is a flow chart illustrating a method for com 
munication between an initiator system and a clustered Stor 
age array, in accordance with an exemplary embodiment of 
the present invention; 
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0013 FIG. 4 is a diagram of a SCSI referral format in 
accordance with an exemplary embodiment of the present 
invention; 
0014 FIG. 5 is a block diagram topology of a networked 
storage implementation having multiple paths to portions of a 
virtual volume in accordance with a further exemplary 
embodiment of the present invention; 
0015 FIG. 6 is a diagram of a SCSI I/O referral format 
with multiple paths in accordance with a further exemplary 
embodiment of the present invention; 
0016 FIG. 7 is a diagram of a SCSI I/O referral format 
with multiple paths in accordance with an alternative exem 
plary embodiment of the present invention; 
0017 FIG. 8 is a diagram of a SCSI I/O referral format 
with prioritized multiple paths in accordance with a further 
exemplary embodiment of the present invention; 
0018 FIG. 9 is a flow chart illustrating a method for pro 
viding multi-pathing via Small Computer System Interface 
Input/Output (SCSI I/O) referral between an initiator and a 
storage cluster which are communicatively coupled via a 
network, inaccordance with an exemplary embodiment of the 
present invention; 
0019 FIG. 10 is a flow chart illustrating a method for 
providing multi-pathing via Small Computer System Inter 
face Input/Output (SCSI I/O) referral between an initiator and 
a storage cluster which are communicatively coupled via a 
network, in accordance with an alternative exemplary 
embodiment of the present invention; and 
0020 FIG. 11 is a block diagram topology of a networked 
storage implementation having multiple paths from multiple 
transport protocols to portions of a virtual Volume in accor 
dance with a further embodiment of the present invention. 

DETAILED DESCRIPTION OF THE INVENTION 

0021 Reference will now be made in detail to the pres 
ently preferred embodiments of the invention, examples of 
which are illustrated in the accompanying drawings. 
0022 Referring generally to FIG. 1, a networked storage 
implementation/system accessible via a block storage proto 
col in accordance with an exemplary embodiment of the 
present invention is shown. For example, the block storage 
protocol may be a Small Computer System Interface (SCSI) 
protocol implemented over a network capable media trans 
port, such as Fibre Channel, iSCSI, or Serial Attached SCSI 
(SAS). The invention may further be implemented in other 
block storage protocols, such as SCSI RDMA Protocol 
(SRP). The system/method of the present invention extends 
the block storage protocol to allow for distribution of data 
with a common logical block address space across multiple, 
discrete, cooperating storage systems which form a block 
storage cluster. 
0023. In the illustrated embodiment (shown in FIG. 1), the 
networked storage implementation/system/storage infra 
structure 100 includes an application system/server 102. The 
application system 102 may run one or more applications 
104. The applications 104 running on the application system 
102 may access storage resources stored on one or more 
storage systems (106. 108) across/via/using a storage area 
network (SAN) 110. The applications may use a block stor 
age protocol stack (ex.-a Small Computer System Interface 
(SCSI) protocol stack) 112 of an operating system 114 of the 
server (without loss of generalization) to access the storage 
resources/network storage resources. The operating system 
114 of the server 102 may be directly running on server 
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hardware or may run within a virtual machine in a virtualized 
environment without loss of generality. 
0024. In current embodiments of the present invention, the 
SCSI protocol stack 112 of the server 102 may present local 
(ex.-on the server) and remote (ex.-on the network) stor 
age resources to the applications 104 as block storage 
devices/logical units/SCSI logical units. Each logical unit/ 
SCSI logical unit may have a unique logical block address 
space. The remote storage resources/remote storage devices 
(106,108) may be accessed by one or more SAN adapters 116 
of the server 102 and/or storage systems (106, 108), which 
may run a network media transport protocol over which block 
storage protocol is mapped. For example, SCSI protocol may 
be mapped over various types of implementable network 
transports. Without loss of generalization, the SAN adapters 
116 and their media transport protocol layer may be physical 
or virtual network adapters. 
0025. In exemplary embodiments of the present invention, 
the storage area network 110 may be implemented from any 
network media and transport protocol that allows port level 
addressing (ex. Fibre Channel, EtherNet, InfiniBand, and 
Serial Attached SCSI (SAS)). Media transport layer protocols 
may handle all routing of protocol packets from end-point to 
end-point ports across network fabric 110. Without loss of 
generality, the network 110 may be implemented as a single 
fabric or multiple redundant fabrics. Network 110 may be a 
single network implemented from a single network media 
and transport protocol or multiple networks implemented 
from a combination of multiple network media and transport 
protocols. Preferably, network ports on the application sys 
tem(s)/server(s) 102 are able to physically reach network 
ports on the storage system(s) (106, 108). 
0026. In further embodiments of the present invention, the 
storage system(s) (106, 108) may be a networked attached 
storage device(s). For instance, the storage systems (106. 
108) may be general purpose computers, dedicated Storage 
arrays or networked disk drives which make their local 
devices visible on the SAN 110. Storage resources of the 
storage system may be accessed via SAN ports which are 
running the media transport protocol layer. SCSI layer may 
use said SAN ports to communicate with the storage network 
as storage ports. Each storage system 106, 108 may include a 
local block virtualization layer (118, 120) which may apply 
data protection or block abstraction to its physical storage 
devices. For example, data protection such as Redundant 
Array of Inexpensive Disks (RAID) may be used on dedi 
cated network storage systems. Each storage system 106, 108 
may further include an internal block protocol stack (122. 
124) which may access the actual attached physical storage 
devices 126 which it exports to the network 110. 
0027. The amount of storage available to application serv 
ers/application systems/servers 102 may be extended by add 
ing more storage devices 126 to individual storage systems 
(106, 108), or by adding additional storage systems (106. 
108) to the storage area network. When additional storage 
devices 126 are added to the individual storage systems (106. 
108), the local block virtualization layers (118, 120) in the 
storage systems (106, 108) may be used to create larger vir 
tual block storage devices (128, 130) from multiple physical 
disks (126). This may preserve the single logical block 
address space of virtual volumes (128, 130), but, at some 
point, the number of physical attachment points on the indi 
vidual storage system(s) (106, 108) may be exhausted, thus 
providing a limitation on total capacity expansion. When 
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storage systems are added to the storage area network, the 
total storage available to applications may be increased 
beyond the physical limits of a single storage system. How 
ever, storage provided by multiple storage systems (106.108) 
may need to be combined into a common logical block 
address space for use by application server(s) (102). 
0028. A number of techniques may be utilized for creating 
a single name space/common logical block address space 
from Storage resources 126 on multiple network attached 
storage systems (106, 108). For example, said techniques 
may use different storage protocols, such as clustered file 
systems or object storage protocols. Block storage cluster 
aggregation may be added to the storage network 110. Such 
that block cluster aggregation may be provided by a cluster 
block virtualization device in each of a plurality of redundant 
SAN fabrics 110. The cluster block virtualization device may 
sit between a network Storage system(s) and an application 
system(s). The cluster block virtualization device may import 
block storage logical units exported by the network storage 
systems/storage systems, and may create an additional layer 
of block virtualization by creating virtual volumes. The clus 
ter block virtualization device may then export the virtual 
Volumes as logical units to the application system(s). The 
application system does not see or access the logical units 
exported by the storage system, but rather, only sees the 
virtual volumes/cluster virtual volumes. The cluster physical 
structure discovery, virtualization mapping, and management 
may be provided by a cluster virtualization manager. The 
cluster virtualization manager may reside on a separate pair 
of redundant devices anywhere in or on the edge of the SAN. 
Without loss of generalization, the block storage cluster 
aggregation function may be distributed across the cluster 
block virtualization devices/block cluster virtualization 
devices. 

0029. Alternatively, block storage cluster aggregation/ 
block cluster aggregation may be added to application system 
(s) 102 (application system aggregation). For example, block 
cluster aggregation may be provided by an additional abstrac 
tion layer added to the application system's block storage 
protocol stack. Numerous options may be implemented for 
placing said abstraction layer on the application system. The 
block virtualization layer may mask or hide logical units 
exported by the storage system(s) and may present virtual 
volumes to layers above the block virtualization layer in the 
block storage protocol stack. Unlike when block storage clus 
ter aggregation is added to the storage area network (network 
aggregation), when adding block storage cluster aggregation 
to application systems, logical units exported by the storage 
system(s) are accessible to application system(s)/server(s). 
The block virtualization layer may hide access to said logical 
units from applications running on the application system(s)/ 
server(s). Like network aggregation, when block cluster 
aggregation is added to the application system(s), a cluster 
virtualization manager function may be present for discover 
ing storage resources in the cluster and for distributing virtu 
alization mapping across the application server(s). One varia 
tion of this management approach may include having 
separate cluster virtualization configuration in each server, 
which may prevent virtual Volumes from being shared across 
application servers. Alternatively, to provide sharing of the 
virtual volumes, a cluster-wide virtualization manager may 
be required. 
0030. In the illustrated embodiment of the present inven 
tion (as shown in FIG. 1), block storage cluster aggregation 
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may be added to the storage system(s) (106, 108) (storage 
system aggregation). The block cluster aggregation may be 
provided by a cluster block virtualization layer(s) 132 added 
to the block protocol stacks (122,124) of one or both storage 
systems (106.108). The cluster block virtualization layer 132 
may combine storage devices 126 on local and remote storage 
systems into virtual volumes (128, 130). The storage devices 
126 on each storage system (106, 108) in the cluster are 
detectable by/visible to one or more of the other storage 
systems (ex.- the storage devices of storage system 106 are 
visible to storage system 108 and the storage devices of 
storage system 108 are visible to storage system 106) to allow 
for creation of virtual volumes (128, 130) by the cluster block 
virtualization layer 132. In a number of storage system aggre 
gation implementations, only virtual volumes (128, 130) are 
exported by the cluster block virtualization layer 132 to appli 
cation system(s) 102 over the storage area network 110. In 
Some networked storage implementations, an Input/Output 
(I/O) request arriving at a storage system (106 or 108) which 
requires data from one or more different storage systems may 
beforwarded to the correct storage system(s) to satisfy the I/O 
request. A number of technologies may be implemented to 
perform I/O redirection, such as proxy I/O and command 
forwarding. As with other block storage cluster techniques 
described above, in storage system aggregation, a separate 
cluster virtualization manager function 134 may be required 
to exist on at least one of the storage systems (106.108) in the 
storage infrastructure. Without loss of generality, said cluster 
virtualization manager function 134 may be distributed 
across the storage systems (106, 108) in the cluster, thereby 
providing a low cost, low invasiveness implementation of the 
storage management function. 
0031. The above-described methods/implementations for 
creating block storage clusters provide a number of useful 
features. For instance, block storage Volumes may be spread 
across multiple storage systems (106.108). Also, application 
system(s) 102 may access data from any storage system in the 
cluster. Still further, the virtual volumes (128, 130) may pro 
vide a common blockaddress space across all storage nodes/ 
storage systems (106.108). However, each of the above meth 
ods/implementations (network aggregation, storage system 
aggregation, application system aggregation) have different 
disadvantages. 
0032 Storage aggregation in the network 110 (network 
aggregation) may be disadvantageous in that it may require 
additional special purpose components in the network 110. 
Said special purpose components may add cost to the network 
fabric 110 and may force a high cost moving from a single 
storage system to a multiple system storage cluster. Further, if 
storage aggregation devices are not included in the network 
fabric when it is created to minimize the overall cost, the 
network may need to be re-cabled in order to incorporate the 
aggregation devices and cluster virtualization manager. Still 
further, migrating from a single storage system to a storage 
cluster may require reconfiguration of all application systems 
to use virtual Volumes instead of the original Volumes from 
the storage systems. 
0033 Storage aggregation on the application server 102 
(application system aggregation) may be disadvantageous in 
that it may require that additional components be added to the 
server block storage stack 112. Said components may be 
required to mask all non-virtual logical units from access by 
the applications 104 running on the system. If masking is not 
complete for all operating systems 114 accessing the cluster, 
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data corruption or loss may occur due to unregulated access to 
the non-virtual logical units. The cluster block virtualization 
layer in the application system may also be required to pro 
vide block virtualization for the applications. Unique cluster 
block virtualization components may be required for each 
operating system. These unique cluster block virtualization 
components may be forced to use undocumented interfaces in 
the system's storage stack to accomplish their function, which 
may create an explosion of configurations that need to be 
maintained and tested. Further, the cluster virtualization man 
ager may still require an external system separate from the 
application systems. If the cluster virtualization manager is 
placed on an application system, it may consume resources 
which could be used for applications and, said cluster virtu 
alization manager may still be required to communicate with 
all other application systems in the infrastructure. Regardless 
of storage virtualization manager location, a separate proto 
col may be needed to distribute and update block storage 
maps maintained by the cluster virtualization manager and 
used by the cluster block virtualization layer in the applica 
tion system. 
0034 Storage aggregation in the storage system(s) (106. 
108) (storage system aggregation) may eliminate the cost of 
additional network components. Storage system aggregation 
may further eliminate the impact on the application server 
102 of additional components in the storage stack 112 and 
may also eliminate the impact of the storage virtualization 
manager running on the application server 102. Storage sys 
tem aggregation may allow all components needed for the 
block storage cluster/for block storage clustering to be 
located on the storage systems (106, 108). Storage system 
aggregation may require that I/O requests be redirected when 
they are sent to the wrong storage system. As previously 
mentioned, proxy I/O and/or command forwarding may be 
used for redirecting, however, both have their drawbacks. 
When proxy I/O is used, this may add an additional store and 
forward delay to route data through the storage system receiv 
ing the original misdirected request. Command forwarding 
across a private storage cluster interconnect may add addi 
tional cost to the storage cluster and may limit the maximum 
size of the cluster. 

0035. The present invention overcomes the weaknesses of 
the above-described block storage cluster techniques by pro 
viding a SCSI referral technique/method for use with a net 
worked storage implementation/system, such as said imple 
mentation/system 100 illustrated in FIG. 1. The technique/ 
method of the present invention is designed to allow for the 
creation of block storage cluster(s) without the need for non 
standard components in the application system block storage 
stack 112 or additional special-purpose cluster devices in the 
storage network 110. 
0036 Referring generally to FIG. 3, a method for data 
transfer via a networked storage implementation (ex.-a 
method for communication between an initiator system/ini 
tiator and a clustered storage array/block storage clustered 
array) in accordance with an exemplary embodiment of the 
present invention is shown. For example, the method may 
implement techniques for block storage clustering using a 
storage protocol command and reply sequence (ex.-Such as 
a SCSI command/response remote procedure call model) as 
described below (and as shown in FIGS. 2 and 3). In a current 
embodiment of the present invention, the method 300 
includes the step of receiving a command at a first storage 
system included in a plurality of storage systems of the clus 
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tered storage array 302. For example, the block storage clus 
ter may include two or more storage systems (106, 108) each 
communicatively coupled with/including physical storage 
device(s) 126. Further, the command may be transmitted by 
an initiator/initiator system/host/server 102 to the first storage 
system 106 (ex.-a target system/target) via a storage area 
network 110. In exemplary embodiments, the command may 
be an I/O request, such as a request for data (ex.-read 
request). In further embodiments, the target may be any Stor 
age system in the clustered array and the command may be 
sent using any port (ex.- the primary port, as shown in FIG. 
2) on any prospective target storage system in the cluster/ 
clustered storage array. Still further, the command may be a 
SCSI command, the initiator/initiator system 102 may be a 
SCSI initiator, and the target (ex.- first storage system 106) 
may be a SCSI target. 
0037. In additional embodiments, when sent over the stor 
age area network 110/network transport, the command may 
be transmitted on an established initiator and target associa 
tion (ex.- an I T Nexus). In SCSI protocol, the I T Nexus 
between the initiator and target may be established between a 
SCSI port on the initiator (ex.- a SCSI port of the server/ 
application system 102) and a SCSI port on the target (ex.-a 
SCSI port of the first storage system 106). A target with 
multiple ports may provide a unique SCSI port identifier for 
each port. A block storage cluster with multiple storage sys 
tems (ex.-a target of the block storage cluster) may provide 
a unique port identifier for each port on all storage systems in 
the cluster. The SCSI port identifiers may be SCSI relative 
port identifiers as defined in the SCSI Architecture Model 
specification. In another embodiment, each SCSI command 
may identify the data to be transferred by its starting address 
and length in the Volume's logical blockaddress space. 
0038. In exemplary embodiments, the method 300 may 
further include the step of transferring data requested in the 
data request which is stored on the first storage system to the 
initiator system via the storage area network 304. In current 
embodiments of the present invention, any part of the 
requested data which is stored in/resides on the storage sys 
tem receiving the command (ex.- the target storage system) 
may be moved to/transferred to the initiator. For instance, 
data may be moved between the target 106 and the initiator 
102 via a series of SCSI data transfer steps over the above 
mentioned/same I T Nexus (ex.- the data stored on the first 
storage system 106 may be transferred to the application 
system/initiator system 102). In current embodiments of the 
present invention, data may flow in either or both directions 
between the initiator and target as required by the particular 
SCSI command. 

0039. In further embodiments of the present invention, the 
method 300 may further include the step of transmitting a 
referral response from the first storage system to the initiator 
system when a portion of the data requested in the data 
request is not stored by/does not reside on the first storage 
system, but is stored by/does reside on a second storage 
system included in the plurality of storage systems of the 
storage cluster/clustered storage array 306. In exemplary 
embodiments, the referral response may provide an indica 
tion to the initiator that not all of the data requested in the 
original data request was transferred, the referral response 
may provide information for directing the initiator system to 
the second storage system, and/or the referral response may 
indicate/provide an indicator to the initiator system that one 
or more other storage systems of the cluster (ex.- the second 
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storage system 108) stores said portion of remainder of the 
data. For instance, the referral response may include a list of 
referrals to one or more other storage systems/cluster nodes 
(ex.-Such as the second storage system 108) of the cluster 
where the remainder of the requested data (ex.- remainder of 
the data requested in the original data request received at Step 
302) is located/stored. 
0040. As mentioned above, there is a referral for each 
additional cluster node/storage system where data must be 
obtained by the initiator for fulfilling the original data request. 
In current embodiments of the present invention, each referral 
of the referral list may include the following information (as 
shown in FIG. 4) for each storage system/node which it is 
referring the initiator to: a port identifier (ex-associated with 
a port on a cluster node/storage system which contains at least 
Some of the remainder of the data requested in the original 
data request; an offset (ex.- the logical block address of a 
first byte of data on its associated storage system/storage 
node); and a length (ex-an amount of data to be transferred 
for the referral). The port identifier may follow the definitions 
of SCSIrelative port identifiers as defined by the SCSI Archi 
tecture Model specification. Other information needed to 
complete a referral. Such as Volume, logical unit, and target 
are available from the context of the command which gener 
ated the SCSI referral. 
0041. In exemplary embodiments of the present invention, 
the method 300 further includes receiving a second command 
at the second storage system 308. For instance, in response to 
receiving the list of referral(s), the initiator 102 may transmit 
the second command (ex.- via the storage area network) to 
one of the other storage system(s) of the cluster which are 
identified in the referral list as storing at least a portion of the 
remainder of the data. For example, the initiator may transmit 
the second command (ex.- which may be based upon the 
referral response) to a port identified in the referral list, said 
port being associated with said second system. In further 
embodiments, the block storage protocol initiator 102 may 
send separate commands to all other storage systems in the 
cluster which hold data requested in the original request by 
using the ports indicated in the referral list (ex.-secondary 
ports). 
0042. In further embodiments of the present invention, the 
method 300 further includes the step of transferring said 
stored portion of the requested data from the second storage 
system to the initiator System via the storage area network 
310. For example, the initiator 102, as mentioned above, may 
send command(s) to all other storage systems (ex.-storage 
system 108) in the cluster which hold data requested in the 
original request by using the ports indicated in the referral list 
(ex.-secondary ports), said storage systems send their local 
data back to the initiator along with a status indicating that 
their local data has been transferred. After all data transfers in 
response to commands issued based on said referrals have 
been completed, the block storage protocol may complete the 
operation by returning to its caller. 
0043. In alternative embodiments of the present invention 
where all of the data requested in the original data request (of 
step 302) was stored by and was transferred by the first 
storage system, the method 300 may further include the step 
of transmitting a transfer complete response from the first 
storage system to the initiator system, said transfer complete 
response indicating that all of the data requested in the data 
request was transferred 312. In further embodiments, when 
all data responsive to a command has been transferred or if an 
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error condition occurs in either the command or data transfer, 
the SCSI target may complete the operation by returning/ 
transmitting a SCSI response including a command status to 
the initiator (method step 314). 
0044) To support the present invention, the storage array 
cluster technique may be required to provide a number of 
attributes. For example, the block storage protocol target may 
be required to be distributed across all storage systems (106. 
108) in the cluster. Further, all ports on all storage systems in 
the cluster may be required to have unique port identifiers. 
The port identifiers may be required to be SCSI relative port 
identifiers as defined in the SCSI Architecture Model speci 
fication. Still further, a logical block address space for a 
virtual Volume may be required to be common across all 
storage systems on which the virtual Volume exists. Addition 
ally, it may be required that the cluster block virtualization 
function (134) on all storage systems (106, 108) be able to 
determine which storage system in the cluster holds which 
address ranges of data within virtual volumes (128, 130). 
0045. As discussed above, the method of the present 
invention may be implemented in block storage clusters that 
provide block virtualization on the storage system(s) (106. 
108). In exemplary embodiments, the system/method of the 
present invention, rather than utilizing command forwarding 
or proxy I/O, implements cluster block virtualization (132. 
134) which indicates that data resides on other cluster nodes 
by completing its local data transfer with status information 
containing a SCSI check condition and a list of referrals in 
SCSI sense data. 

0046. In further embodiments, the SCSI initiator 102 may 
be configured to detect a new check condition, issue new 
SCSI commands for each referral, and track when all referrals 
are completed. The initiator 102 may further be configured 
for accumulating data retrieved via referrals across multiple 
initiator-target nexus. 
0047. The system/method of the present invention pro 
vides a number of advantages over current block storage 
cluster approaches. First, no additional hardware is needed in 
the storage infrastructure in order to Support clustering. As is 
the case with host agent and storage system resident block 
virtualization, no hardware needs to be added to the SAN 110. 
Further, discovery of targets and logical units may be 
unchanged for an initiator 102, the target may be visible on all 
nodes of the storage cluster, and all nodes of the storage 
cluster are configured for determining which logical units are 
available through the target. Still further, there is no need to 
hide non-virtualized volumes from initiators and only virtu 
alized Volumes are exported from the storage systems in the 
cluster. Additionally, the initiator does not need to retain 
information about the distribution of data in the cluster. The 
initiator/host 102 of the present invention is configured for 
determining where data resides in the cluster. Data may be 
requested from any port on any node in the cluster. The 
referral directs the initiator to the cluster node holding the 
data. Further, data on storage systems (106, 108) may be 
moved without informing initiators, because, if an initiator 
attempts to access data via a port on a wrong cluster node, the 
initiator is simply redirected (by the referral) to a port on a 
cluster node which contains the data. Still further, the method 
of the present invention may be applied to an arbitrary number 
of storage devices, as opposed to storage virtualization in the 
SAN 110, which is limited to the capacity of the hardware 
added to the SAN. Additionally, the method of the present 
invention may be applied to storage clusters with multiple 



US 2010/0153612 A1 

ports on a cluster node. If data is accessible via more than one 
path, the referral only needs to include a single port via which 
the data may be accessed. Implementing the present invention 
in a standard storage protocol may be advantageous in that no 
unique Software installation in the block storage protocol 
stack on the initiator systems may be required. 
0048. The above described system(s)/method(s) for pro 
viding SCSI I/O referral may allow initiators to access data on 
Logical Unit Numbers (LUNs) which are spread across a 
plurality of target devices. The target devices may be disks, 
storage arrays, tape libraries, or any other type of storage 
device. In a further exemplary embodiment of the present 
invention, we may provide a system(s)/method(s) which 
allow initiators to access a portion of a virtual Volume (ex.- 
said portion being a data segment, said portion may be com 
posed of a physical disk, a virtual disk, or any other segment 
of data available on the target) via more than one target port. 
For instance, this may occur if a target device with access to 
a data segment has more than one target port connected to the 
storage area network (SAN). In Such an instance, system(s)/ 
method(s) of the present invention may be provided which 
allow target devices (which may be utilizing the above 
described method(s) of SCSI I/O referral described above) to 
inform initiator(s) about each of the multiple paths available 
for that data segment. 
0049 Referring generally to FIG. 5, a system (ex.- topol 
ogy) configured for providing multi-pathing via SCSI I/O 
referrals inaccordance with an exemplary embodiment of the 
present invention is shown. The system 500 may include an 
initiator 502 (ex.- an application server). The initiator 502 
may be configured for being communicatively coupled to a 
plurality of targets/target devices/storage devices (506, 508, 
510,512) via a storage area network 504. In current embodi 
ments of the present invention, the system 500 may further 
include a plurality of data segments (514, 516, 518, 520) 
which make up/are part of are included in a virtual volume 
522. The initiator 502 may be configured for accessing a 
portion of a virtual volume 522 (ex.- said portion being one 
or more of the data segments 514, 516, 518, 520) via one or 
more ports (shown in FIG.5 as Port 0 through Port 7) of the 
target devices. For example, the initiator 502, utilizing the 
above-described method(s) of SCSI I/O referral, may have 
multiple paths to each of the data segments which make up the 
virtual volume 522. 

0050. In an exemplary embodiment of the present inven 
tion, to inform the initiator 502 that a data segment (514,516, 
518 or 520) is available through multiple target ports, the 
target devices (506, 508,510,512) may return multiple SCSI 
I/O referrals which list different ports, but which associate the 
different ports/indicated that the different ports are associated 
with a same data segment. The data segments may be 
uniquely identified in the SCSI referral list(s) by their data 
offset and data length values. For example, the initiator 502 
may contact/send an I/O to one of the targets (ex.-target 
506) via either Port 0 or Port 1 of target 506 requesting data 
which is spread across the data segments (514,516,518, 520) 
and is accessible via the multiple ports. For instance, the I/O 
may request data which is stored on/spread across each of 
data segment 514, data segment 516, data segment 518, and 
data segment 520. Target 506 may then initiate data transfer 
(s) for data held locally (ex.-data on data segment 514). 
Further, target 506 may then return a SCSI I/O referral list 
which contains the following referrals: 
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0051 Port 2 Identifier, Data segment 516 Data Offset, 
Data segment 516 Data Length 
0052 Port 3 Identifier, Data segment 516 Data Offset, 
Data segment 516 Data Length 
0053 Port 4 Identifier, Data segment 518 Data Offset, 
Data segment 518 Data Length 
0054 Port 5 Identifier, Data segment 518 Data Offset, 
Data segment 518 Data Length 
0055 Port 6 Identifier, Data segment 520 Data Offset, 
Data segment 520 Data Length 
0056 Port 7 Identifier, Data segment 520 Data Offset, 
Data segment 520 Data Length 
0057. In current embodiments of the present invention, the 
initiator 502, in response to receiving the I/O referral list, may 
then be configured for issuing referral I/Os to each of the data 
segments identified in the SCSI I/O referral list. For example, 
the initiator 502 may issue I/O referrals to data segments 516, 
518, and 520 in order to retrieve the remainder of the data 
requested in the original I/O sent by the initiator 502. In 
exemplary embodiments of the present invention, the initiator 
502 may selectively determine via which port to access each 
data segment. Because of the I/O referral multi-path listing 
method of the present invention described above, the initiator 
502 is able to determine, based on the I/O referral list, pos 
sible alternate pathway S/multiple paths for accessing a same 
data segment. For example, based on the SCSI I/O referral list 
above, the initiator 502 may select either Port 2 or Port 3 for 
accessing Data segment 516 via a referral I/O. Further, if a 
given referral I/O encounters problems, the initiator 502 may 
choose to retry it on another port with access to the same data 
segment. For instance, if the initiator 502 issues a referral I/O 
via Port 2 to access/requesting access to Data segment 516 
and said referral I/O encounters problems, the initiator may 
retry the referral I/O by issuing the referral I/O via Port 3 
instead (ex.- the initiator may failover to an alternate path(s) 
when a given path to a data segment becomes unfavorable). 
FIG. 6 shows an exemplary SCSI I/O referral list which may 
be provided by a target in the above-referenced topology 
when the original I/O is sent to Port 0 of Target 514, the 
original I/O size is four hundred (400) blocks, and each of the 
data segments (514,516,518, 520) holds one hundred (100) 
blocks of the data requested in the original I/O request. 
0058. The above-described I/O referral multi-pathing 
method/functionality may allow initiators to utilize new/al 
ternate paths to a data segment(s) at any time. One possible 
use of said functionality may be to achieve load balancing for 
the system 500, such as via round-robin scheduling. Depend 
ing on the behavior of the initiator(s), the above-described I/O 
referral multi-pathing method/functionality may allow tar 
gets to distribute load based on the ordering of referrals in the 
SCSI I/O referral list. Such ordering may be determined via 
round-robin scheduling, by current load distribution, etc. 
0059. In alternative embodiments of the present invention, 
the SCSI I/O referral list, rather than implementing implicit 
port grouping, as described above, may explicitly group mul 
tiple ports to the same data segment. Said explicit grouping 
may be achieved by adding additional structure to the SCSI 
I/O referral list. Referring generally to FIG. 7, an alternative 
exemplary SCSI I/O referral list (to that shown in FIG. 6) may 
be provided by a target in the above-referenced topology in 
accordance with a further exemplary embodiment of the 
present invention. The port identifier may follow the defini 
tions of SCSI relative port identifiers as defined by the SCSI 
Architecture Model specification. In configurations where 
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data segments are routinely accessible via multiple ports, the 
alternate method of explicit port grouping/alternate SCSI I/O 
referral list shown in FIG.7 may promote increased efficiency 
in that it eliminates/obviates the need of having to repeat/re 
list the data segment offset and data segment length for each 
available port. 
0060. In further embodiments of the present invention, it 
may be beneficial to allow target devices to designate primary 
and alternate paths, although allowing further additional pri 
orities is encompassed by the present invention. Referring 
generally to FIG. 8, an alternative exemplary SCSI I/O refer 
ral list may be provided by a target in the above-referenced 
topology, said list implementing designation of primary and 
alternate paths as mentioned above in accordance with a 
further exemplary embodiment of the present invention. The 
port identifier may follow the definitions of SCSI relative port 
identifiers as defined by the SCSI Architecture Model speci 
fication. 

0061 Referring generally to FIG. 9, a method 900 for 
providing multi-pathing via Small Computer System Inter 
face Input/Output (SCSI I/O) referral between an initiator and 
a storage cluster which are communicatively coupled via a 
network, inaccordance with an exemplary embodiment of the 
present invention is shown. In exemplary embodiments, said 
method 900 may be implemented via the system 500 
described above. In current embodiments of the present 
invention, the storage cluster includes at least a first target 
device and a second target device. For example, the first target 
device and/or the second target device may be disks, storage 
arrays, tape libraries, and/or storage devices. In exemplary 
embodiments of the present invention, the method 900 
includes the step of receiving an input/output (I/O) at the first 
target device from the initiator via the network 902. For 
instance, the I/O may include a request (ex.-read request) 
for a first portion of data and a second portion of data. In 
current embodiments of the present invention, the first portion 
of data is located on a first data segment and the second 
portion of data is located on a second data segment. Further, 
the first data segment and the second data segment may be 
included in a virtual volume. 

0062. In further embodiments, when the first portion of 
data, but not the second portion of data is stored on the first 
target device, and when the second portion of data is stored on 
the second target device, the method 900 may further include 
the steps of initiating a transfer of the first portion of data to 
the initiator 904; and transmitting a SCSI I/O referral list to 
the initiator 906. In exemplary embodiments, the referral list 
may include a first port identifier for identifying a first port of 
the second target device and a second port identifier for iden 
tifying a second port of the second target device. The first port 
and the second port may be identified in the referral list as 
access ports for accessing the second portion of data (ex.- 
access ports of the second target device via which the initiator 
may access the second portion of data). In additional embodi 
ments, the referral list may identify the second data segment 
by a data offset value of the second data segment, and/or a 
data length value of the second data segment. Further, the 
referral list may associate the first port identifier and the 
second port identifier with the second data segment, the data 
offset value of the second data segment, and/or the data length 
of the second data segment. The first port identifier and the 
second port identifier may follow the definitions of SCSI 
relative port identifiers as defined by the SCSI Architecture 
Model specification. 
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0063. In additional embodiments, the method 900 may 
further include receiving a referral I/O at the second target 
device from the initiator via the network 908. For example, 
the referral I/O may be responsive to the SCSI I/O referral list. 
Also, said referral I/O may request access to the second 
portion of data via one of the first port and the second port as 
directed by the initiator. In further embodiments, the method 
900 may further include initiating a transfer of the second 
portion of data to the initiator 910. 
0064. Referring generally to FIG. 10, a method 1000 for 
providing multi-pathing via Small Computer System Inter 
face Input/Output (SCSI I/O) referral between an initiator and 
a storage cluster which are communicatively coupled via a 
network in accordance with an exemplary embodiment of the 
present invention is shown. In exemplary embodiments, said 
method 1000 may be implemented via the system 500 
described above. The storage cluster may include at least a 
first target device and a second target device. The method 
1000 may include the step of receiving an input/output (I/O) 
at the first target device from the initiator via the network 
(ex the I/O includes a data request) 1002. The method 1000 
may further include, when data included in the data request is 
not stored on the first target device but said data is stored on 
the second target device, transmitting a SCSI I/O referral list 
to the initiator 1004. The referral list includes a first port 
identifier for identifying a first port of the second target device 
and a second port identifier for identifying a second port of the 
second target device, the first port and the second port being 
identified as access ports for accessing said data. The first port 
identifier and the second port identifier may follow the defi 
nitions of SCSI relative port identifiers as defined by the SCSI 
Architecture Model specification. The method 1000 may fur 
ther include the step of receiving a referral I/O at the second 
target device from the initiator via the network 1006. The 
referral I/O may be responsive to the SCSI I/O referral list, 
and said referral I/O may request access to the datavia the first 
port or the second port as directed by the initiator. The method 
1000 may further include initiating a transfer of the data to the 
initiator 1008. 

0065 Referring generally to FIG. 11, a system (ex.- to 
pology) configured for providing multi-pathing via SCSI I/O 
referrals inaccordance with an exemplary embodiment of the 
present invention is shown. The system 1100 may include an 
initiator 1102 (ex.- an application server). The initiator 1102 
may be configured for being communicatively coupled to a 
plurality of targets/target devices/storage devices (1108, 
1110) via storage area networks (1104, 1106). As shown in 
FIG. 11, storage area networks 1104 (Fibre Channel) and 
1106 (iSCSI) may be implemented from different media 
transport layer protocols. In current embodiments of the 
present invention, the system 1100 may further include a 
plurality of data segments (1112, 1114) which make upfare 
part of are included in a virtual volume 1122. The target 
devices, data segments, and virtual Volume may all comprise 
a storage cluster 1116. The initiator 1102 may be configured 
for accessing a portion of a virtual Volume 1122, said portion 
being one or more of the data segments (1112, 1114) via one 
or more ports (shown in FIG. 11 as Port 1 through Port 4) of 
the target devices. For example, the initiator 1102, utilizing 
the above-described method(s) of SCSI I/O referral, may 
have multiple paths to each of the data segments which make 
up the virtual volume 1122. 
0066. In an exemplary embodiment of the present inven 
tion, to inform the initiator 1102 that a data segment (1112, 
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1114) is available through multiple target ports, the target 
devices (1108, 1110) may return multiple SCSI I/O referrals 
which list different ports, but which associate the different 
ports/indicated that the different ports are associated with a 
same data segment. The data segments may be uniquely iden 
tified in the SCSI referral list(s) by their Logical Block 
Address (LBA) and data length values. For example, the 
initiator 1102 may contact/send an I/O to one of the targets 
(ex.- target 1110) via either Port 3 or Port 4 of target 1110 
requesting data which is spread across the data segments 
(1112, 1114) and is accessible via the multiple ports. For 
instance, the following I/O may request data which is stored 
on/spread across each of data segment 1112 and data segment 
1114: 

0067 Port 4, LBA 0, Length 200 
0068 Target 1110 may then initiate data transfer(s) for 
data held locally (ex.-data on data segment 1114). Further, 
provided data segments 1112 and 1114 are each 100 blocks in 
length, target 1110 may then return a SCSI I/O referral list 
which contains the following referral list containing one 
entry: 

0069 LBA 0, Length 100, Port 1 relative port ID, Port 2 
relative port ID 

0070. In current embodiments of the present invention, the 
initiator 1102, in response to receiving the I/O referral list, 
may then be configured for issuing referral I/Os to each of the 
data segments identified in the SCSI I/O referral list. For 
example, the initiator 1102 may issue I/O referrals to data 
segments 1112 and 1114 in order to retrieve the remainder of 
the data requested in the original I/O sent by the initiator 
1102. In exemplary embodiments of the present invention, the 
initiator 1102 may selectively determine via which port to 
access each data segment. Because of the I/O referral multi 
path listing method of the present invention described above, 
the initiator 1102 is able to determine, based on the I/O 
referral list, possible alternate pathways/multiple paths for 
accessing a same data segment. For example, based on the 
SCSI I/O referral list above, the initiator 1102 may select 
either Port 1 or Port 2 for accessing Data segment 1112 via a 
referral I/O. Further, if a given referral I/O encounters prob 
lems, the initiator 1102 may choose to retry it on another port 
with access to the same data segment. For instance, if the 
initiator 1102 issues a referral I/O via Port 2 to access/request 
ing access to Data segment 1112 and said referral I/O encoun 
ters problems, the initiator may retry the referral I/O by issu 
ing the referral I/O via Port 1 instead (ex.- the initiator may 
failover to an alternate path(s) when a given path to a data 
segment becomes unfavorable). 
(0071. The above-described I/O referral method/function 
ality may allow for multiple media transport protocols to 
coexist in a SCSI referral storage system. The method/func 
tionality may allow the port identifiers in a SCSI referral 
storage system to be a fixed size. In addition, port identifiers 
for SCSI ports of different media transport layer protocols 
may coexist in a referral or referral list issued by the present 
method/functionality. Further, an I/O issued to a port of a 
media transport protocol may be redirected to a port of a 
second media transport protocol. For example, an I/O 
directed to a SAS port may be redirected to a Fibre Channel 
Port. 

0072. It is to be noted that the foregoing described embodi 
ments according to the present invention may be conveniently 
implemented using conventional general purpose digital 
computers programmed according to the teachings of the 
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present specification, as will be apparent to those skilled in 
the computer art. Appropriate Software coding may readily be 
prepared by skilled programmers based on the teachings of 
the present disclosure, as will be apparent to those skilled in 
the software art. 
0073. It is to be understood that the present invention may 
be conveniently implemented informs of a software package. 
Such a software package may be a computer program product 
which employs a computer-readable storage medium includ 
ing stored computer code which is used to program a com 
puter to perform the disclosed function and process of the 
present invention. The computer-readable medium may 
include, but is not limited to, any type of conventional floppy 
disk, optical disk, CD-ROM, magnetic disk, hard disk drive, 
magneto-optical disk, ROM, RAM, EPROM, EEPROM, 
magnetic or optical card, or any other Suitable media for 
storing electronic instructions. 
0074. It is understood that the specific order or hierarchy 
of steps in the foregoing disclosed methods are examples of 
exemplary approaches. Based upon design preferences, it is 
understood that the specific order or hierarchy of steps in the 
method can be rearranged while remaining within the scope 
of the present invention. The accompanying method claims 
present elements of the various steps in a sample order, and 
are not meant to be limited to the specific order or hierarchy 
presented. 
0075. It is believed that the present invention and many of 

its attendant advantages will be understood by the foregoing 
description. It is also believed that it will be apparent that 
various changes may be made in the form, construction and 
arrangement of the components thereof without departing 
from the scope and spirit of the invention or without sacrific 
ing all of its material advantages. The form herein before 
described being merely an explanatory embodiment thereof, 
it is the intention of the following claims to encompass and 
include Such changes. 

What is claimed is: 
1. A method for providing multi-pathing via Small Com 

puter System Interface Input/Output (SCSI I/O) referral 
between an initiator and a storage cluster which are commu 
nicatively coupled via a network, the storage cluster including 
at least a first target device and a second target device, said 
method comprising: 

receiving an input/output (I/O) at the first target device 
from the initiator via the network, the I/O including a 
request for a first portion of data and a second portion of 
data; and 

when the first portion of data, but not the second portion of 
data is stored on the first target device and the second 
portion of data is stored on the second target device, 
initiating a transfer of the first portion of data to the 
initiator and transmitting a SCSI I/O referral list to the 
initiator, 

wherein the referral list includes a first SCSI relative port 
identifier for identifying a first port of the second target 
device and a second SCSI relative port identifier for 
identifying a second port of the second target device, the 
first port and the second port being identified as access 
ports for accessing the second portion of data. 

2. A method as claimed in claim 1, further comprising: 
receiving a referral I/O at the second target device from the 

initiator via the network, the referral I/O being respon 
sive to the SCSI I/O referral list, said referral I/O 
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requesting access to the second portion of data via one 
of the first port and the second port as directed by the 
initiator. 

3. A method as claimed in claim 2, further comprising: 
initiating a transfer of the second portion of data to the 

initiator. 
4. A method as claimed in claim3, wherein the first portion 

of data is located on a first data segment and the second 
portion of data is located on a second data segment. 

5. A method as claimed in claim 4, wherein the first data 
segment and the second data segment are included in a virtual 
Volume. 

6. A method as claimed in claim 5, wherein the first target 
device and the second target device are one of disks, storage 
arrays, tape libraries and storage devices. 

7. A method as claimed in claim 5, wherein the referral list 
identifies the second data segment by a data offset value of the 
second data segment. 

8. A method as claimed in claim 7, wherein the referral list 
identifies the second data segment by a data length value of 
the second data segment. 

9. A method as claimed in claim 8, wherein the referral list 
associates the first port identifier and the second port identi 
fier with the second data segment, the data offset value of the 
second data segment and the data length value of the second 
data segment. 

10. A computer-readable medium having computer-ex 
ecutable instructions for performing a method for providing 
multi-pathing via Small Computer System Interface Input/ 
Output (SCSI I/O) referral between an initiator and a storage 
cluster which are communicatively coupled via a network, the 
storage cluster including at least a first target device and a 
second target device, said method comprising: 

receiving an input/output (I/O) at the first target device 
from the initiator via the network, the I/O including a 
request for a first portion of data and a second portion of 
data; and 

when the first portion of data, but not the second portion of 
data is stored on the first target device and the second 
portion of data is stored on the second target device, 
initiating a transfer of the first portion of data to the 
initiator and transmitting a SCSI I/O referral list to the 
initiator, 

wherein the referral list includes a first SCSI relative port 
identifier for identifying a first port of the second target 
device and a second SCSI relative port identifier for 
identifying a second port of the second target device, the 
first port and the second port being identified as access 
ports for accessing the second portion of data. 

11. A computer-readable medium as claimed in claim 10, 
said method further comprising: 

receiving a referral I/O at the second target device from the 
initiator via the network, the referral I/O being respon 
sive to the SCSI I/O referral list, said referral I/O 
requesting access to the second portion of data via one 
of the first port and the second port as directed by the 
initiator. 

12. A computer-readable medium as claimed in claim 11, 
said method further comprising: 

initiating a transfer of the second portion of data to the 
initiator. 
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13. A computer-readable medium as claimed in claim 12, 
wherein the first portion of data is located on a first data 
segment and the second portion of data is located on a second 
data segment. 

14. A computer-readable medium as claimed in claim 13, 
wherein the first data segment and the second data segment 
are included in a virtual volume. 

15. A computer-readable medium as claimed in claim 14, 
wherein the first target device and the second target device are 
one of disks, storage arrays, tape libraries and storage 
devices. 

16. A computer-readable medium as claimed in claim 14, 
wherein the referral list identifies the second data segment by 
a data offset value of the second data segment. 

17. A computer-readable medium as claimed in claim 16, 
wherein the referral list identifies the second data segment by 
a data length value of the second data segment. 

18. A computer-readable medium as claimed in claim 17, 
wherein the referral list associates the first port identifier and 
the second port identifier with the second data segment, the 
data offset value of the second data segment and the data 
length value of the second data segment. 

19. A system, comprising: 
means for receiving an input/output (I/O) at a first target 

device from an initiator, the I/O including a request for a 
first portion of data and a second portion of data; and 

when the first portion of data, but not the second portion of 
data is stored on the first target device and the second 
portion of data is stored on the second target device, 
means for initiating a transfer of the first portion of data 
to the initiator and means for transmitting a SCSI I/O 
referral list to the initiator, 

wherein the referral list includes a first SCSI relative port 
identifier for identifying a first port of the second target 
device and a second SCSI relative port identifier for 
identifying a second port of the second target device, the 
first port and the second port being identified as access 
ports for accessing the second portion of data. 

20. A computer-readable medium having computer-ex 
ecutable instructions for performing a method for providing 
multi-pathing via Small Computer System Interface Input/ 
Output (SCSI I/O) referral between an initiator and a storage 
cluster which are communicatively coupled via a network, the 
storage cluster including at least a first target device and a 
second target device, said method comprising: 

receiving an input/output (I/O) at the first target device 
from the initiator via the network, the I/O including a 
data request; 

when data included in the data request is not stored on the 
first target device but said data is stored on the second 
target device, transmitting a SCSI I/O referral list to the 
initiator, wherein the referral list includes a first SCSI 
relative port identifier for identifying a first port of the 
second target device and a second SCSI relative port 
identifier for identifying a second port of the second 
target device, the first port and the second port being 
identified as access ports for accessing said data; 

receiving a referral I/O at the second target device from the 
initiator via the network, the referral I/O being respon 
sive to the SCSI I/O referral list and said referral I/O 
requesting access to the data via one of the first port and 
the second port as directed by the initiator; and 

initiating a transfer of the data to the initiator. 
c c c c c 


