
(84) Designated States (unless otherwise indicated, for every kind of national protection available): ARIPO (BW, GH, GM, KE, LS, MW, MZ, NA, SD, SL, SZ, TZ, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, MD, RU, TJ, TM), European (AT, BE, BG, CH, CY, CZ, DE, DK, EE, ES, FI, FR, GB, GR, HU, IE, IS, IT, LT, LU, MC, NL, PL, PT, RO, SE, SI, SK, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN, GQ, GW, ML, MR, NE, SN, TD, TG).

Published: without international search report and to be republished upon receipt of that report

For two-letter codes and other abbreviations, refer to the "Guidance Notes on Codes and Abbreviations" appearing at the beginning of each regular issue of the PCT Gazette.

(54) Title: TRANSACTION BASED VIRTUAL FILE SYSTEM OPTIMIZED FOR HIGH-LATENCY NETWORK CONNECTIONS

(57) Abstract: A method and system are provided for a virtual distributed data manager. In one example of the method, the virtual data manager involves receiving a request to mount a file system onto the client computer, wherein the file system is stored on the server system and contains the one or more data files; transferring a copy of a directory structure of the file system stored on the server system to the client computer; and creating on the client computer a virtual file system including the copy of the directory structure. The method is preferably transaction based and provides high performance on high latency network connections.
TRANSACTION BASED VIRTUAL
FILE SYSTEM OPTIMIZED FOR HIGH-LATENCY NETWORK CONNECTIONS

Inventor:
Robert O. Keith, Jr.

RELATED APPLICATIONS

FIELD OF THE INVENTION
The present invention relates to data files. More particularly, the present invention relates to managing data files over a network.

BACKGROUND OF THE INVENTION
In the past, the process of installing and updating applications as well as sharing information on a plurality of computers was arduous and time-consuming. Professionals would install software on each computer using compact discs (CDs), network shares or other similar methods. As mentioned, this is time-consuming as well as difficult to synchronize throughout an entire company. With the advent of computer networking, where a plurality of computers communicate together, the process became much more streamlined. Specifically, two techniques for delivering applications have
been developed over the years, remote execution and local delivery.

In a remote execution embodiment, a user accesses software which is loaded and executed on a remote server under the control of the user. One example is the use of Internet-accessible CGI programs which are executed by Internet servers based on data entered by a client. A more complex system is the Win-to-Net system provided by Menta Software. This system delivers client software to the user which is used to create a Microsoft® Windows® style application window on the client machine. The client software interacts with an application program executing on the server and displays a window, which corresponds to one which would be shown if the application were installed locally. The client software is further configured to direct certain I/O operations, such as printing a file, to the client's system, to replicate the "feel" of a locally running application. Other remote-access systems, such as provided by Citrix Systems, are accessed through a conventional Internet Browser or a proprietary client and present the user with a "remote desktop" generated by a host computer which is used to execute the software.

Since the applications are already installed on the server system, remote execution permits the user to access the programs without transferring a large amount of data. However, this type of implementation requires the supported software to be installed on the server. Thus, the server must utilize an operating system which is suitable for the hosted software. In addition, the server must support separately executing program threads for each user of the hosted software. For complex software packages, the necessary resources can be significant, limiting both the number of
concurrent users of the software and the number of separate applications which can be provided.

In a local delivery embodiment, the desired application is packaged and downloaded to the user's computer. Preferably, the applications are delivered and installed as appropriate using automated processes. After installation, the application is executed. Various techniques have been employed to improve the delivery of software, particularly in the automated selection of the proper software components to install and initiation of automatic software downloads. In one technique, an application program is broken into parts at natural division points, such as individual data and library files, class definitions, etc., and each component is specially tagged by the program developer to identify the various program components, specify which components are dependent upon each other, and define the various component sets which are needed for different versions of the application.

Once such tagging format is defined in the Open Software Description ("OSD") specification, jointly submitted to the World Wide Web Consortium by Marimba Incorporated and Microsoft Corporation on Aug. 13, 1999. Defined OSD information can be used by various "push" applications or other software distribution environments, such as Marimba's Castanet product, to automatically trigger downloads of software and ensure that only the needed software components are downloaded in accordance with data describing which software elements a particular version of an application depends on.

Although on-demand local delivery and execution of software using OSD/push techniques is feasible for small programs, such as simple Java applets, for large applications, the download time can be prohibitively long. Thus, while
suitable for software maintenance, this system is impractical for providing local application services on-demand because of the potentially long time between when the download begins and the software begins local execution.

In the more recent past, attempts have been made to use streaming technology to deliver software to permit an application to begin executing before it has been completely downloaded. Streaming technology was initially developed to deliver audio and video information in a manner which allowed the information to be output without waiting for the complete data file to download. For example, a full-motion video can be sent from a server to a client as a linear stream of frames instead of a complete video file. As each frame arrives at the client, it can be displayed to create a real-time full-motion video display. However, unlike the linear sequences of data presented in audio and video, the components of a software application can be executed in sequences which vary according to user input and other factors.

To address the deficiencies in prior data streaming and local software delivery systems, an improved technique of delivering applications to a client for local execution has been developed. This technique called "Streaming Modules" is described in U.S. Pat. No. 6,311,221 to Raz et al. In a particular embodiment of the "Streaming Modules" system, a computer application is divided into a set of modules, such as the various Java classes and data sets which comprise a Java applet. Once an initial module or modules are delivered to the user, the application begins to execute while additional modules are streamed in the background. The modules are streamed to the user in an order which is selected to deliver the modules before they are required by the locally executing software. The sequence of streaming can be varied in response to the manner in which the user operates the application to
ensure that needed modules are delivered prior to use as often as possible. To reduce streaming time, the size of code files, such as library modules, can be reduced by substituting various coded procedures with shortened streaming "stub" procedures which act as link-time substitutes for the removed code. Suitable modules to replace are those which are not required for the initial execution of the application. As the application is running locally on the client, additional modules are streamed to the client and the stub code can be dynamically replaced as the substituted procedures are received. The stub procedure can point to a streaming engine which will request a missing procedure if the program calls it before it has been received at the client. Although effective, the stub-code substitution technique used in the "Streaming Modules" system may require a reasonable degree of processing to prepare a given application for streaming. In addition, the client software required to manage the streamed modules does not necessarily integrate cleanly with the normal routines used by the operating system executing on the client machine.

To remedy some of the remaining issues, U.S. Pat. No. 6,574,618 to Eylon et al. disclosed a method and system for executing network streamed applications. Within the system, a client computer executes an application while parts of the application code are still being retrieved from the server over a network. The additional components of the application not required for startup are continuously loaded in the background until the entire application resides on the client computer. There are a number of drawbacks with this system though. The client cannot function without the server being available. Although, the application is physically available on the client once downloaded, due to encryption or other proprietary methods of preventing unauthorized access, the
application is unavailable. Further, the prior art does not permit a user to access the server and applications from multiple client locations.

**SUMMARY OF THE INVENTION**

What is needed is an improved system having features for addressing the problems mentioned above and new features not yet discussed. Broadly speaking, the present invention fills these needs by providing a virtual distributed data manager. It should be appreciated that the present invention can be implemented in numerous ways, including as a method, a process, an apparatus, a system or a device. Inventive embodiments of the present invention are summarized below.

In one embodiment, a method of managing one or more data files over a network is provided, wherein the network is configured to be connected to a server system and to a client computer. The method comprises receiving a request to mount a file system onto the client computer, wherein the file system is stored on the server system and contains the one or more data files; transferring a copy of a directory structure of the file system stored on the server system to the client computer; and creating on the client computer a virtual file system including the copy of the directory structure.

In another embodiment, a method of managing one or more data files over a network is provided, wherein the network is configured to be connected to a server system and a client computer. The method comprises receiving a request to update a data file of the one or more data files; comparing a client prior version of the data file to a client current version of the data file; creating difference information based on the comparing of the client prior version to the client current version; and checking whether the difference information is larger than the client current version.
In still another embodiment, a server system for managing one or more data files over a network is provided, wherein the network is configured to be connected to the server system and to a client computer. The server system comprises a file system including a directory having a directory structure and the one or more data files, wherein the server system is configured to receive a request to mount the file system onto the client computer, to transfer a copy of the directory structure to client computer, and to instruct the client computer to create a virtual file system including a copy of the directory.

In yet another embodiment, a client computer for managing one or more data files over a network is provided, wherein the network is configured to be connected to the client computer and to the server system, wherein the server system includes a file system having a directory structure, wherein the client computer is configured to receive a request to mount the file system onto the client computer, wherein the client computer is further configured to receive a copy of the directory structure of the file system. The client computer comprises a virtual file system including the copy of the directory of the file system.

The invention encompasses other embodiments are configured as set forth above and with other features and alternatives.

**BRIEF DESCRIPTION OF THE DRAWINGS**

The present invention will be readily understood by the following detailed description in conjunction with the accompanying drawings. To facilitate this description, like reference numerals designate like structural elements.
FIG. 1 is a graphical representation of a Virtual Distributed Data Manager (VDDM), in accordance with the present invention;

FIG. 2 is a flowchart of a mount file process, in accordance with the present invention;

FIG. 3 is a flowchart of a dismount file system process, in accordance with the present invention;

FIG. 4 is a flowchart of a file open (read, write) process, in accordance with the present invention;

FIG. 5 is a flowchart of a file open (create, truncate) process, in accordance with the present invention;

FIG. 6 is a graphical representation of a net-change algorithm, in accordance with the present invention;

FIG. 7 is a flowchart for a file update process, in accordance with the present invention;

FIG. 8 is a flowchart of an offline data read process, in accordance with the present invention;

FIG. 9 is a flowchart of an offline data write process, in accordance with the present invention; and

FIG. 10 is a flowchart of a synchronize client data process, in accordance with the present invention.

DETAILLED DESCRIPTION OF THE PREFERRED EMBODIMENT(S)

An invention for a virtual distributed data manager (VDDM) is disclosed. Numerous specific details are set forth in order to provide a thorough understanding of the present invention. It will be understood, however, to one skilled in the art, that the present invention may be practiced with other specific details.

Overview of a Virtual Distributed Data Manager

A virtual distributed data manager (VDDM) is a set of technologies for managing a centralized network file system,
distributed to clients over wide area networks (WAN's) and Internet architectures. The VDDM described here provides an end-user client a file system facility for storage and support of application data, optimized for lower performing and less reliable WAN and Internet network infrastructures. The VDDM provides central storage benefits, including security, reliability, mobility, fault tolerance and automated backups, while having the performance and access of a local file system.

FIG. 1 is a graphical representation of a VDDM 100, in accordance with the present invention. The VDDM 100 provides high performance, high availability access to user data maintained on a remote server system 110. The technology makes extensive use of compression, stateless transactional based protocols, and other data transfer performance enhancement mechanisms to optimize performance.

The VDDM 100 maintains an individual user file system, or virtual file system 108, on the client computer 102. Files of the virtual file system 108 are stored and maintained in a file system 114 on a server system 110. The VDDM 100 provides high speed performance and response for user interactions, similar to a local real-time file system. The virtual file system 108 is a virtualized local file system, where local data files may or may not be available on the local file database, but will have a "backing stored" copy on the server system 110.

Note that the VDDM 100 is not necessarily optimized for read only file systems such as large application code directories or input-output (IO) intensive, multi-user shared database file systems. For both of these cases above, the VDDM 100 may not perform optimally.

The VDDM 100 appears to a client computer 100 as another file system, such as a local drive. This appearance is
implemented using VDDM file system device drivers 106 specially designed for the VDDM 100. The VDDM file system device drivers 106 are connected to a client transaction processor 104, which processes instruction of the VDDM 100 on the client computer 102. The file system 114 will appear to the end-user operating system as a local or network file system, when the user is interfacing with the virtual file system 108. On the server side, the file system 114 is connected to a server transaction processor 112, which processes instructions of the VDDM 100 on the server system 110.

Client side file IO is localized when possible. The remote server file system 114 directory structure is copied and replicated onto a local directory structure, including individual file statistics. The local directory structure in the virtual file system 108 allows the end-user applications to traverse directory trees locally without having to access the server system 110. When individual files are opened by the operating system of the client computer 102, the file is transferred from the remote servers and all subsequent access to the file is local to the client computer 102. The virtual file system 108 replicates and/or references the master copy of the file on the remote central server system 110.

Transaction File System Protocol

The VDDM 100 utilizes several technologies to isolate network file system communications to atomic and stateless transactions. Each transaction processed will retrieve data, update the central file system directory or update individual files.

File system mounts appear as network drives on operating systems of client computers. Once created, most operating systems remount file systems at initialization or login. The
mount file system operation transfers a copy of the directory structure from the central server system 110, and creates this directory structure on the client computer 102. This directory includes the full path structure for each file in the file system and the individual file statistics. All subsequent read access to the directory structure is performed against the client copy.

Directory operations include but are not limited to create directory; remove directory; rename file, where the individual file is not affected because rename is a directory operation; and delete file, where removal of the orphaned file is left to temporary storage garbage collection. Also, local modifications to the directory on the virtual file system 108 are queued to the central directory structure on the file system 114.

FIG. 2 is a flowchart of a mount file process 200, in accordance with the present invention. In step 202, the VDDM 100 receives a request to mount the file 114 onto the client computer 102. The actual file 114 is not mounted onto the client computer 102. Instead, in step 204, the VDDM 100 transfers a copy of the file system directory from the server system 110 to the client computer 102. In step 206, the VDDM 100 then creates the copy of the file system directory on the client computer 102. The mount file process 200 is then completed.

In a dismount file system operation, the local directory and existing temporarily stored files are retained. When the system is remounted, the directories are synchronized. The local files are used later to eliminate or reduce resources in transferring data to/from the central server. If the retained data is not used within a certain period, this stored data will eventually be expired by the temporary storage manager operation.
FIG. 3 is a flowchart of a dismount file system process 300, in accordance with the present invention. In step 302, the VDDM 100 receives a request to dismount the file system from the client computer 102. As discussed above with reference to FIG. 2, the actual file system 114 is not mounted on the client computer 102. Instead, the client computer 102 contains a copy of the file system directory. The VDDM 100, in step 304, retains a local directory of the file system on the client computer 102, as well as the existing temporarily stored files. Next, in step 306, the VDDM 100 receives a request to remount the file system. The VDDM 100 then transfers a copy of the directory from the server system 110 to the client computer 102 in step 308. The VDDM 100, in step 310, synchronizes the retained directory on the client computer 103 with the copy of the directory from the server system 110. The dismount process is then complete.

Open file operations include but are not limited to the following: read, write, create, and truncate. The file open (read, write) operation transfers a copy of the central server file to the client computer 102.

FIG. 4 is a flowchart of a file open (read, write) process 400, in accordance with the present invention. The VDDM 100 receives a request to open (read, write) file in step 402. The VDDM 100, in step 403, checks whether a local client file is available on the client computer 102. If the VDDM 100 determines in the decision operation 404 that a local file is not available, then in the step 406, the VDDM 100 transfers a copy of the file from the server system 110. However, if the VDDM 100 determines in the decision operation 404 that a local file is available, the VDDM 100 obtains the cyclic redundancy check (CRC) value of the server system file version in step 408.

The file open (read, write) process 400 then moves to
step 409, where the VDDM 100 checks whether the CRC value of the local client file is equal to the CRC value of the server system file version. If the values are equal, the VDDM 100 exits the file open (read, write) process 400 with an OK status, meaning opening the file is acceptable. However, if the values are unequal, the VDDM 100 checks whether the CRC value of another file on the server system 110 is equal to the CRC value of the local client file. In decision operation 416, if the VDDM determines that another file version with the same CRC exists on the server system 110, the VDDM 100 creates in step 418 a differential of the server file having the same CRC and the current version on the server. In step 420, the VDDM 100 transfers this differential from the server system 110 to the client computer 102. The VDDM 100 then merges the differential with the current version on the client computer 102 to create a current file that matches the current version on the server system 110.

On the other hand, in decision operation 416, if the VDDM 100 determines that another file version with the same CRC is not available on the server system 110, the VDDM 100 transfers the file in full from the server system 110 to the client computer 102 in step 426. The VDDM 100, in step 428, then synchronizes the client version of the file with the server version. Such synchronization involves performing a "sliding CRC" transfer algorithm on the file. The VDDM 100 exists the file open (read, write) process 400 in step 424. The file open (read, write) process 400 is then completed.

The file open (create, truncate) process creates a new file on the client file structure. The server file system will be updated asynchronously as a background operation. The differential file transfer will provide a truncate function by deleting all data within the file, retaining the file statistics as an empty file. If network connection is aborted
before all asynchronous updates complete, the client will complete the queued transactions when the network connection becomes available.

FIG. 5 is a flowchart of a file open (create, truncate) process 500, in accordance with the present invention. In step 502, the VDDM 100 receives a request to perform a file open (create, truncate). The VDDM 100 then checks for a valid network in step 504. If the VDDM 100 determines in decision operation 506 that a valid network connection does not exist, the VDDM 100 continues to check for a valid network connection in step 504. Once the VDDM 100 determines in decision operation 506 that a valid network connection exists, the VDDM 100 updates the server file in step 508. The update is performed asynchronously in the background. During the update, the differential file transfer is performed. The network connection may abort midway through the update. If the VDDM 100 determines in decision operation 510 that the update is not complete, the VDDM 100 returns to step 504 and checks for a valid network connection until a valid network connection exists. The file open (create, truncate) process 500 moves again to update the server file in step 508 during existence of a valid network connection. Once the VDDM 100 determines in decision operation 510 that the update is completed, the file open (create, truncate) process 500 is completed.

Read operations are performed against the local copies of the file. Read operations include but are not limited to the following: read and seek.

Write operations are performed against the local copy of the file. Write operations include but are limited to the following: write block and write append.

The server file system 114 will be updated asynchronously. Server file system updates happen by file
group transactions in the background, based on a scheduled time interval and/or on file update activity.

Temporary Local Storage

The VDDM architecture maintains a local cached file system, as well as the "master" file system stored centrally. Retaining temporary local file system data provides several advantages over conventional systems. Performance increases greatly. Temporary storage technology greatly reduces network traffic. Much of the file IO is isolated to the local system, thereby reducing network traffic. Further, updates to the remote file system can be bundled in transactions, removing most of the network "chatter" created by small network file system operations of most network file system protocols. Furthermore, the temporary storage technology provides support for offline file system read and write access, where stored data will be written to the central storage servers asynchronously at the next active network connection.

Compressed Data

Certain document types compress more efficiently than other document types. Pre-compressed data formats, such as MP3 and GIF, do not compress appreciably. However, office business document types, such as word processing and spreadsheet documents, compress typically between about 70 to 80 percent.

Compressing data is quick, can reduce network usage, and can increase speeds of transfers. The VDDM protocol bundles transactions into larger information transactions, which allow for compression.

Differential File Transfer

The VDDM 100 uses a net-change algorithm to update files.
The net-change algorithm reduces the network load required to read and write data to existing user data files. This algorithm takes advantage of the local client file system storage.

FIG. 6 is a graphical representation of the net-change algorithm, in accordance with the present invention. As a file is saved from a user application, the client computer 102 compares the client current version 604 of the document with the client prior version 602 of the same document. The client computer 102 obtains difference information 606 and compresses the difference information 606 to obtain a compressed difference 608. The client computer 102 sends the compressed difference 608 of the two versions over the network 105 to the server system 110.

Once the differential data, or compressed difference 608, is transferred to the server system 110, the server system 110 decompresses the compressed difference 608 to obtain the difference information 606. This difference information 606 from the client computer 102 is merged with the server prior version of the file. The server prior version is patched, creating a server current version 610 with the exact contents of the client current version 604 on the client computer 102. This patching process reduces greatly network usage for file updates. Many applications do automatic saves, which create many periodic file update saves, with small changes occurring between updates.

FIG. 7 is a flowchart for a file update process 700, in accordance with the present invention. In step 702, the VDDM 100 receives a request to update a file. The VDDM 100 then checks whether a client prior version 602 of the file is available on the client computer 102, in step 704. If the VDDM 100 determines in decision operation 706 that a client prior version 602 is not available, the file update process
700 moves to step 708 where the VDDM 100 transfers the file compressed to the server system 110. In such a case, differential transfer is not possible because no prior version is available.

On the other hand, if the VDDM 100 determines in decision operation 706 that a client prior version 602 is available on the client computer 102, the VDDM 100 compares the client prior version 602 to the client current version 604. From this comparison, the VDDM 100 creates a subset of the differences in step 712. The difference information 606 will include addition and deletion information. In step 714, the VDDM 100 then checks whether the difference information 606 is larger than the client current version 604. If the VDDM 100 determines in decision operation 716 that the difference information 606 is larger, the VDDM 100 transfers the file compressed to the server system 110, in step 718, without performing differential processing.

However, if the VDDM 100 determines in decision operation 716 that the difference information 606 is not larger, the VDDM 100 transfers the compressed difference 608 to the server system 110 in step 720. The server system decompresses the compressed difference 608. In step 722, the VDDM 100 patches the server prior version using the difference information 606 to create a server current version 610. The VDDM 100 then creates a CRC for the server current version 610 in step 724. In step 726, the VDDM 100 returns this CRC value to the client computer 102. The VDDM 100 then verifies that the CRC value of the server current version 610 matches the CRC value of the client current version 604 in step 728. If the VDDM 100 determines in decision operation 730 that the CRC values are identical, the VDDM 100 exits the file update process 700 in step 732.

On the other hand, the CRC values may be unequal, which
likely means the file update process 700 has somehow collided with processes initiated by another user. This provides a safeguard for environments without a file locking mechanism. If the VDDM 100 so determines in decision operation 730 that the CRC values are unequal, the VDDM 100 sends the compressed entire contents of the client current version 604 to the server system 110 in step 734. In step 736, the VDDM 100 replaces entirely the server current version 610 with a copy of the client current version 604. The file update process 700 is then completed.

Queued Background Writes

The VDDM 100 performs write operations real time to files on the client computer 102. Writes back to the central file system are batched and performed on a periodic schedule depending on file update activity. The VDDM 100 bundles in the background all update activity into transactions, thereby providing transaction based, high performance on high latency network connections, such as for example, a wide-area network. This method of file writings across slower WAN networks does not create undue performance lags to users.

The period between transactions is performed when the following occur: there has been file update activity; a time interval has expired, usually about 5 seconds; update file IO is larger than a transaction, usually about 300 kilobytes; and the server system 110 is available via a network connection.

Offline Data Read Process

The VDDM method of storing local versions of data also has the advantage of allowing a form of offline access to data. When a client computer 102 is disconnected from the server system 110, and the user is using the hardware device that created the last updates on the file system, the client
computer 102 will likely contain a copy of the most recent version of user data. When the user attempts to open a document from a VDDM 100, and the network 105 is disconnected, the user is prompted with a warning message. The user then has the option of waiting for a network connection to be available or working on the data offline.

FIG. 8 is a flowchart of an offline data read process 800, in accordance with the present invention. In step 802, the VDDM 100 receives a request to open a file of the VDDM 100 while the client computer 102 is disconnected from the network 105. The VDDM 100 displays an error message on the display of the client computer 102 in step 804. In step 806, the VDDM 100 then provides an option of waiting for a network connection or working on the data offline. The user may then select the appropriate option. The offline data read process 800 is then completed.

Offline Data Write Process

The Virtual Distributed Data Manager queues writes in the background. If a user is updating data in the background and the network is not available, the write operations will continue to the local file system, and updates will continue to queue until the network becomes available.

FIG. 9 is a flowchart of an offline data write process 900, in accordance with the present invention. In step 902, the VDDM 100 receives a request to update data while the client computer 102 is disconnected from the network 105. The write operations will be performed to the virtual file system 108 in step 904. In step 906, these updates will queue in the client computer 102 until a network connection to the server system 110 exists. The offline data write process 900 is then completed.
Server File System Versioning

The VDDM server file system 114 will optionally retain prior versions of files. Each server prior version is suffixed with the time and date. File versions are retained based on time expirations or maximum generation quotas for each file.

Data Stored Encrypted

It is important to store user data encrypted with the user encryption password on the server system 110. Data stored centrally is exposed to the personnel that maintain the hardware and backup systems. This exposure is not as vulnerable when the data is encrypted because even technicians of the server system 110 have no way of decrypting data.

Preferably, the personnel of the server system 110 cannot decrypt data if the user loses his encryption password. Accordingly, such data stored on the server system 110 is permanently lost.

Synchronize Local Data

The user can optionally select individual files or folders to be synchronized with the central server. Once a file is tagged as synchronized, the VDDM 100 will insure that there is always a current copy of this file or folder on the client computer 102. This tagging is done inside the user’s profile. So, if the user migrates to a different end-user hardware device, the user data will only migrate to the end-user device as needed unless the synchronize flag is set.

FIG. 10 is a flowchart of a synchronize client data process 1000, in accordance with the present invention. In step 1002, the VDDM 100 receives a request to synchronize individual files or folders with the server file system 114. The VDDM 100 synchronizes these files and tags these files or
folders, in step 1004, as synchronized. The user may move to another client computer. In step 1006, the VDDM 100 receives the user’s login information from the other client computer. The VDDM 100 will migrate the user data as needed to the other client computer. However, in step 1008, the VDDM 100 will make sure to synchronize the tagged files or files with the other client computer. The synchronize client data process 1000 is then completed.

According to systems and methods described above, the VDDM 100 is a set of technologies that uses a localized directory structure on an end-user device. Temporary storage is created on the client computer 102 as a virtual file system 108, which contains a directory of the file system 114 stored on the server system 110. When a user accesses or changes a file through the virtual file system 108, the VDDM 100 uses a net-change algorithm to synchronize the virtual file system 108 on the client computer 102 with the file system 114 stored on the server system 110.

The VDDM 100 presents several advantages over conventional systems. File updates are performed as a net-change operation. Applications typically create and write a completely new copy of the file each time a document update is performed. Such copying creates a large amount of IO, which is acceptable on local hard drive file systems or Local Area Networks, but are a major problem over WAN’s. In the VDDM 100, however, a local copy of each version of the document is available. Accordingly, only document “differences” are required to be transferred over the network to the central server.

Another advantage is that file system updates are performed as stateless transactions, which allow the system to scale extremely large user bases. This mechanism will scale because the underpinning technologies are Web hypertext
transfer protocol (HTTP) technologies, and will scale to any size.

Still another advantage is that file system writes and updates are compressed. The file system uses transactions, which perform whole operations. Network file systems, on the other hand, are a stream of many small tasks. Accordingly, the VDDM 100 can take advantage of data compression, which has efficiencies of compressing typical data files to between about 50 to 90 percent of their uncompressed size.

Yet another advantage is that file write operations can be performed in the background. The end-user write operation is written to the local file system, and the application responds immediately since the local file system is fast. The write operation via network transfer is queued and completed in the background.

A further advantage is that the VDDM 100 uses a store and forward mechanism, with background data synchronization. The VDDM 100 also supports local temporary file system storage for offline reads and writes. When the data file is available locally, the user can optionally use the local file copy. When the user updates this local file, the write operation can be performed to the central server version when the network is available. If necessary, the VDDM 100 will wait until the network is available.

Capabilities of a Virtual Application Manager

The VAM 100 provides desirable capabilities discussed above and further highlighted in the following discussion.

Central Data Storage - The technology provides the ability for client computers 101 to interface with a virtual file system 108 appearing local to the client computer operating system, while the data resides in a file system 114 on a centralized server system 110.
Scalability - Traditional file systems require heavy overhead to networks and storage systems. A VDDM 100 will scale similar to large transaction processing systems using Web technologies.

Multi-platform - The technology is operating system independent, so the file system drivers can be ported to different operating environments such as Microsoft Windows®, Unix®, Palm®, etc. Such portability allows the user data to move to different hardware infrastructures, independent of the underlying network technology.

Support for thin clients - The file storage relies on central storage, so the local storage is used for performance enhancement and offline access. Thin clients work well in this environment because local storage is not essential, and minimal local storage requirements create major performance increases.

Optimized for WAN - The protocols to transmit data from the end-user device to the central servers are optimized for high latency and possibly error prone network infrastructures, such as WAN’s.

Offline Access - The system provides a best-case support for access to data when the network is unavailable.

Minimal Hangs - Network systems commonly hang, waiting for network packet retransmits when intermittent network errors occur. The system minimizes this delay by using local data caching, write back, and transactional transfer technologies.

Firewall Friendly - The network application protocols use HTTP and XML technologies, which are safe for end-user networks and typically available through most firewalls.

Secure Repository - Centralized storage is encrypted for security. Even central server administrators managing storage
have no capability to decrypt and obtain the contents of this data.

Optimized Performance - Application data can be voluminous and require large transmit times over lower performing networks. Extensive use of compression, differential data transfer, sliding CRC, and other technologies are used to minimize data transfer times.

Fault Tolerant Storage - The data transfer technologies use transaction mechanisms similar to financial systems. These transaction mechanisms have provisions for access to high uptime, fault tolerant storage technologies, such as geographically dispersed replicated storage facilities.

Synchronization - Files can be optionally tagged as synchronized. Such tagging insures that end-user copies of data are always replicated and synchronized with central server versions.

File Versioning - Each update copy of each file can be optionally stored with a version tag. Older versions of files are thereby available.

**System and Method Implementation of a Virtual Application Manager**

Portions of the present invention may be conveniently implemented using a conventional general purpose or a specialized digital computer or microprocessor programmed according to the teachings of the present disclosure, as will be apparent to those skilled in the computer art.

Appropriate software coding can readily be prepared by skilled programmers based on the teachings of the present disclosure, as will be apparent to those skilled in the software art. The invention may also be implemented by the preparation of application specific integrated circuits or by interconnecting an appropriate network of conventional
component circuits, as will be readily apparent to those skilled in the art.

The present invention includes a computer program product which is a storage medium (media) having instructions stored thereon/in which can be used to control, or cause, a computer to perform any of the processes of the present invention. The storage medium can include, but is not limited to, any type of disk including floppy disks, mini disks (MD's), optical disks, DVD, CD-ROMS, micro-drive, and magneto-optical disks, ROMs, RAMs, EPROMs, EEPROMs, DRAMs, VRAMs, flash memory devices (including flash cards), magnetic or optical cards, nanosystems (including molecular memory ICs), RAID devices, remote data storage/archive/warehousing, or any type of media or device suitable for storing instructions and/or data.

Stored on any one of the computer readable medium (media), the present invention includes software for controlling both the hardware of the general purpose/specialized computer or microprocessor, and for enabling the computer or microprocessor to interact with a human user or other mechanism utilizing the results of the present invention. Such software may include, but is not limited to, device drivers, operating systems, and user applications. Ultimately, such computer readable media further includes software for performing the present invention, as described above.

Included in the programming (software) of the general/specialized computer or microprocessor are software modules for implementing the teachings of the present invention, including but not limited to receiving a request to mount a file system onto the client computer, wherein the file system is stored on the server system and contains the one or more data files; transferring a copy of a director of the file system stored on the server system to the client computer; and
creating on the client computer a virtual file system including the copy of the directory, according to processes of the present invention.

In the foregoing specification, the invention has been described with reference to specific embodiments thereof. It will, however, be evident that various modifications and changes may be made thereto without departing from the broader spirit and scope of the invention. The specification and drawings are, accordingly, to be regarded in an illustrative rather than a restrictive sense.
CLAIMS

What is claimed is:

1. A method of managing one or more data files over a network, wherein the network is configured to be connected to a server system and to a client computer, the method comprising:
   receiving a request to mount a file system onto the client computer, wherein the file system is stored on the server system and contains the one or more data files;
   transferring a copy of a directory structure of the file system stored on the server system to the client computer; and
   generating on the client computer a virtual file system including the copy of the directory structure.

2. The method of Claim 1, further comprising:
   receiving a request to open a data file of the one or more data files; and
   determining whether a client file version of the data file is available on the client computer.

3. The method of Claim 2, further comprising:
   determining that a client file version is available;
   obtaining a CRC value of a server file version of the data file;
   obtaining a CRC value of the client file version of the data file; and
   comparing the CRC value of the server file version to the CRC value of the client file version.
4. The method of Claim 3, further comprising:
   determining that the CRC value of the server file version
   is equal to the CRC value of the client file
   version; and
   assigning an acceptable status to the request to open the
   data file.

5. The method of Claim 3, further comprising:
   determining that the CRC value of the server file version
   is unequal to the CRC value of the client file
   version; and
   checking whether a CRC value of another server file
   version is equal to the CRC value of the client file
   version.

6. The method of Claim 5, further comprising:
   determining that the CRC value of the other server file
   version is equal to the CRC value of the client file
   version;
   generating a differential of the server file version;
   transferring the differential to the client computer; and
   merging the differential with the client file version to
   generate a current client file version matching the
   other server file version.

7. The method of Claim 5, further comprising:
   determining that the CRC value of the other server file
   version is unequal to the CRC value of the client file
   version;
   transferring a copy of the server file version to the
   client computer; and
   synchronizing the client file version with the server
   file version.
8. The method of Claim 2, further comprising:
determining that a client file version is unavailable;
and
transferring a server file version of the data file from
the server system to the client computer.

9. The method of Claim 1, further comprising:
receiving a request to open a data file of the one or
more data files;
checking for a valid network connection between the
client computer and the server system;
determining that a valid network exists; and
updating the file system stored on the server system.

10. The method of Claim 9, wherein updating the file system
is performed asynchronously as a background operation.

11. The method of Claim 1, wherein the request to mount the
file system is received when a network connection between
the client computer and the server system does not exist,
the method further comprising:
displaying an error message; and
providing an option of at least one of waiting for the
network connection or working on data files offline.

12. A method of managing one or more data files over a
network, wherein the network is configured to be
connected to a server system and a client computer, the
method comprising:
receiving a request to update a data file of the one or
more data files;
comparing a client prior version of the data file to a
client current version of the data file;
generating difference information based on the comparing
of the client prior version to the client current
version; and
determining whether the difference information is larger
than the client current version.

13. The method of Claim 12, further comprising:
determining that the difference information is larger
than the client current version; and
transferring the client current version to the server
system without performing differential processing at
the server system.

14. The method of Claim 12, further comprising:
determining that the difference information is not larger
than the client current version;
transferring the difference information to the server
system; and
performing differential processing using the difference
information.

15. The method of Claim 14, wherein performing differential
processing comprises:
patching a server prior version using the difference
information to create a server current version; and
sending a CRC value of the server current version to the
client computer.

16. The method of Claim 15, further comprising verifying that
the CRC value of the server current version matches a CRC
value of the client current version.

17. The method of Claim 15, further comprising:
determining that the CRC value of the server current
version does not match a CRC value of the client
current version;
sending the client current version to the server system;
and
replacing the server current version with the client
current version.

18. The method of Claim 12, wherein the request to update the
data file is received when a network connection between
the client computer and the server system does not exist,
the method further comprising:
performing updates to a data file stored on the client
computer; and
queuing the updates to the data file until the network
connection is established.

19. The method of Claim 12, wherein the request to update the
data file is initiated by a user using the client
computer, the method further comprising:
receiving a request to synchronize a data file with a
server file system on the server system;
tagging the data file as synchronized;
receiving login information of the user from another
client computer; and
synchronizing the other client computer with the data
file tagged as synchronized.

20. A server system for managing one or more data files over
a network, wherein the network is configured to be
connected to the server system and to a client computer,
the server system comprising a file system including a
directory having a directory structure and the one or
more data files, wherein the server system is configured to receive a request to mount the file system onto the client computer, to transfer a copy of the directory structure to client computer, and to instruct the client computer to generate a virtual file system including a copy of the directory structure.

21. The server system of Claim 20, wherein the server system is further configured to receive a CRC value of a client file version of a data file, to obtain a CRC value of the server file version of the data file, and to compare the CRC value of the server file version to the CRC value of the client file version.

22. The server system of Claim 20, wherein the server system is further configured to receive a request to update a data file, and to receive difference information from the client computer, wherein the difference information is based on a comparison of a client prior version of the data file to a client current version of the data file.

23. A client computer for managing one or more data files over a network, wherein the network is configured to be connected to the client computer and to the server system, wherein the server system includes a file system having a directory with a directory structure, wherein the client computer is configured to receive a request to mount the file system onto the client computer, wherein the client computer is further configured to receive a copy of the directory structure of the file system, the client computer comprising a virtual file system including the copy of the directory structure of the file system.
24. The client computer of Claim 23, wherein the client computer is further configured to receive a request to open a data file, and to check whether a client file version of the data file is available on the client computer.

25. The client computer of Claim 23, wherein the client computer is further configured to receive a request to update a data file, to compare a client prior version of the data file to a client current version of the data file, and to generate difference information based on the comparing of the client prior version to the client current version.

26. A computer-readable medium carrying one or more instructions for managing one or more data files over a network, wherein the network is configured to be connected to a server system and to a client computer, wherein the one or more instructions, when executed by one or more processors, cause the one or more processors to perform the following:
receiving a request to mount a file system onto the client computer, wherein the file system is stored on the server system and contains the one or more data files;
transferring a copy of a directory, having a directory structure, of the file system stored on the server system to the client computer; and generating on the client computer a virtual file system including the copy of the directory structure.
**Fig. 2**

1. Start
2. Receive request to mount file system
3. Transfer copy of directory from server
4. Create copy of directory on client

**Fig. 3**

1. Start
2. Receive request to dismount file system
3. Retain local directory and existing temporarily stored files
4. Receive request to remount file system
5. Transfer copy of directory from server
6. Synchronize retained directory on client with copy of directory from server

End
start
\[400\]
receive request to open (read, write) file
\[402\]
check whether local client file available
\[403\]
local file available?
\[404\]
transfer of file from server
\[406\]
N
Y
obtain CRC value of server file version
\[408\]
check whether CRC value of client file is equal to CRC value of server file version
\[409\]
values equal?
\[410\]
exit open operation with "OK" status
\[412\]
N
Y
check if CRC value available on server as another version of file
\[414\]
create differential of server file version
\[418\]
other version available?
\[416\]
transfer file in full from server
\[426\]
synchronize client version with server version
\[428\]
transfer differential to client
\[420\]
merge the differential with the current version of the client
\[422\]
exit open operation
\[424\]
end
\[412\]
500

start

502 receive request to open (create, truncate) file

504 check for valid network connection

506 valid connection exists?

508 update server file asynchronously in background

510 update completed?

end

Fig. 5
700 start

702 receive request to update file

704 check whether client prior version available

706 prior version available?

708 transfer file compressed to server

700 transfer file compressed to server

710 compare prior version to current version

712 create subset of differences

714 check whether difference information is larger than current version

716 difference is larger?

718 transfer file to server without differential processing

720 transfer differential information to server system

722 patch the server file using the differential information

724 create a CRC for server version

726 return CRC to client

728 verify server file CRC matches client file CRC

730 CRC values identical?

732 exit transaction

734 send entire contents of client file to server

736 replace patched server version

end

Fig. 7
Fig. 8

800
start

802
receive request to open file while client is disconnected from work

804
display error message

806
provide option of waiting for a network connection or working on data offline

end

Fig. 9

900
start

902
receive request to update data while client is disconnected from network

904
perform write operations to client file system

906
queue updates until network available

end
start

1000 receive request to synchronize individual files or folders with server file system

1002 tag files folders as synchronized

1004 receive user's login information from another client computer

1006 synchronize tagged files or folders with other client computer

1008 end

Fig. 10