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PARTITIONED GRAPH PROCESSING

BACKGROUND

18081] A graph is a representation of a set of data (e.g., Big Data). An
example graph may include a plurality of nodes and edges connecling the
plurality of edges. The graph may be processed by executing nodes in
accordance with characteristics of edges linked to the nodes and related nodes

finked by the edges.

BRIEF DESCRIPTION OF THE DRAWINGS

166021 FIG. 1 is a schamalic diagram of an example partitioned graph
processing system including an example partition manager constructed in
accordance with examples hergin,

[60031FIG. 2 is a block diagram of an example graph partition manager
that may be used to implement the graph partition managsr of FIG. 1.

100041 F1G. 3 is a flowchart representative of example machine readable
instructions that may be executed to implement the graph partition manager of
FiG. 2.

[GGOS8IFIG. 4 is another flowchart representative of other example
machine readable instructions that may be execuied to impiement graph
partition manager of FIG. 2.

(60081 FIG. 5 is a block diagram of an example processor platform
capable of executing the instructions of FIGS. 3 and/or 4 {o implement the graph
partition manager of FIG. 2.

(38071 Wherever possible, the same reference numbers will be used
throughout the drawing(s) and accompanying written description to refer {o the

same or like paris.
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DETAILED DESCRIPTION

[8088] Examples disclosed herein involve processing a graph having
graph data distributed across a plurality of partitions of a memory {e.g., a shared
memory). in exampies herein, lccal graph data of the partitions is processsed by
focal graph updaters. Replicale node data within the graph data (e.9., node
data for a same node that is in a plurality of partitions) is aggregated for each
fteration and returnad to the local graph updaters for subsequent iterations.

[8009]In graph processing, cluster-based compuling environments
include a relatively small number of processing unils with relatively small
amounts of memory in gach cluster. In examples herein, a multi-core
environment, in combination with a shared memory enable relatively short inter-
process communication latency while holding increased amount of in-memory
data structures that provide betler data locality. Accordingly, examples hereain
enable increased speeds for graph processing over distributed partitions that
run on multi-core and shared memory machines by having several local graph
updaters process local graph data of corresponding dala partitions of a shared
memory.

[6818]An example method includes recsiving node data for replicate
nodes of a graph. The example node data may be generated from first
processing llerations of graph data distributed in a plurality of graph partitions
received from respective local graph updaters of the plurality of graph partitions
of a shared memory; aggregating beliefs of the processsed replicate nodes; and
instructing the local graph updaters of the graph pariitions to update beliefs of
the replicate nodes for second processing iterations of the graph partitions.

18811]As used herein, graph processing (or processing a graph) invoives
processing nodes of a graph until ali nodes {(or a threshold percentage of the
nodes) have been processed, which is known as convergence of the graph
processing. Convergence occurs when all nodes {or a threshold percentage of
the nodes) have been processed such that a particular characteristic of the
nodes has reached a fixed point (or value), and, thus, does not change with

subsegqueni iterations. In examples herein, parallel graph processing or

-
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processing graphs in parallel (2.g., synchronous graph processing) may involve
several iterations of processing a set of nodes in parallel (at a same time or
within a same time pericd). For example, in a first iteralion, z first sef of nodes
may be processad and in a second iteration a second set of nodes may be
processed. In examples herein, the second set of nodes may or may not
inciude nodes related or linked o the first set of nodes.

[6612] As used herein, asynchronous graph processing involves
processing graphs based on priority of nodes of a graph. The example priority
or priority of {or associated with) a node refers to an importance that the node
be processed sooner rathsr than later. For example, it is desirable that a node
having a higher priority be processed before a node having a lower priority.
Pricrity may be ranked or rated on any suifable scale, (e.g., from 1 10 10, 10
being highest priority, 1 being lowest priority {or vice versa). And finally, hybrid
graph processing or hybrid synchronous/asynchronous graph processing refers
to a combination of synchronous graph processing and asynchronous graph
processing to process a graph.

18013] Furthermore, in examples herein, graph data of a graph includes
edge data and node data corresponding 1o the edges and nodes of the graph,
respectively. The edge data includes edge information, such as message daia,
characteristic data, elc. The node data includes node information, such as node
characteristics, node atlributes, priority, elc.

160141 FIG. 1 is a schematic diagram of an example partitioned graph
processing system 100 including an example graph partition manager 110
constructed in accordance with examples herein. The example partitioned
graph processing system 100 includes the graph partition manager 110, 2
memory fabric 120, a graph database 130, and a user interface 140. The
example memory fabric 120 includes a plurality of pariitions 122 {which may be
referred {o colleclively herein as the partitions 122). Each of the plurality of
partitions include local graph data 124 and a local graph updater 128 {(e.g., an
iteration processor, a virtual machine, efc.). In examples herein, the graph
pariition manager 110 facillitates graph processing of graph dala distributed

among the plurality of partitions 122.
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[8015] The example user interface 140 facilitates user interaction with the
graph partition manager 110 and/or the memory fabric 120. For example, the
user interface 140 may include user inpul{s) {e.g., a keyboard, a mouse, a
frackball, a touchscreen, eic.}) andior user ouipui{s) (e.g., a display, a
touchscreen, speakers, indicators, sic.). In examples herein, the user interface
140 enables a user o access and control setlings of the graph partition
manager 110, For example, the user interface 140 may request processing of a
particular graph from the graph database 130. Furthermore, the user interface
140 enables a user to indicate or set processing settings {8.g., synchronous
setlings, asynchronous setlings, hybrid setlings, etc.) {o process the selected
graph or particular types of graphs/graph data in accordance with examples
hersin.

[68316] The example graph database 130 stores graph data for graphs.
The example graph database 130 may be implemented by al least a siorage
device, computing device, network device, eic. that may siore or provide graph
data for graphs that are 1o be processed in accordance with examples herein.
The example graph partition manager 110 may recelve/retrieve graph data for
graphs from the graph dalabase 130. In some examples, the graph partition
manager 110 may partition the graph data into the plurality of partitions 122 of
the memory fabric 120. Accordingly, the graph partition manager 110 may load
the parlitioned graph data into respedclive partitions of the plurality of partitions
122 using any suitable technigue.

(80171 The example memory fabric 120 of FIG. 1 stores the graph data in
the partitions 122 of the memory fabric. The memory fabric 120 may be
implermented by a non-volatile memory (NVM), such as a memristor, a phase
change memory, a dynamic random access memory (DRAM), or any other
suitable memaory fabric/device. In some examples, the memory fabric 120 may
be a shared memory fabric thal is accessible {o a plurality of processing
engines, devices, or systems (e.g., a plurality of graph partition managers 110, a
plurality of shuffle engines, etc.). The example partitions 122 of the memory
fabric 120 store graph data for a graph or a plurality of graphs. For the sake of

readability, though examples herein may refer to graph data for a single graph

-4 -



WO 2017/086986 PCT/US2015/061798

being distributed across the partitions 122, the pariitions 122 may store graph
data for a plurality of graphs.

18018} In exampies herein, the graph partition manager 110 may partition
a graph from the graph database 130 such that edge data for edges of a graph
is distributed across different partitions of the plurality of partitions 122,
Accordingly, edge data for a same edge may not be located in more than one
partition of the plurality of partiions 122. Furthermore, node data corresponding
to nodes linked by edges of the edge data is included in the corresponding
partitions 122. Thus for example, if edge data for a first edge is located in a first
pariition of the pluralily of partitions 122, node data corresponding the nodes
linked by the firsi edge is also stored in the first partition. Thus, in examples
hersin, because the nodes linked by the first edge may aiso be linked {6 other
nodes via additional edges, node data for the same nodes may be replicated
{i.e., duplicated) across mulliple partitions of the plurality of partitions 122, Such
nodes may be referred 1o herein as replicate nodes.

[8019] The graph partition manager 110 facilitates graph processing of
graph data for a graph stored in the plurality of partitions 122 by accounting for
replicated node data in the plurality of partitions 122, In some exampies, the
graph partition manager 110 may partition graph daia for a graph from the
graph database 130 into the plurality of pariilions 122 in order to lessen {(2.g.,
fower or minimize) a number of replicate nodes across the plurality of partitions
122, For example, some nodes may have an order of magnitude greater
number of edges than other nodes (L.e., more edges may be associated with
some nodes that others). Accordingly, in such an example, edge dala for edges
of the nodes may be distributed across the partitions 122 (along with node dala
corresponding o those edges) to relatively minimize the number of replicate
nodes. The example graph partition manager 110 may identily (s.g., flag, mark,
etc.) replicale nodes s0 that the local graph updater 128 may identify replicate
nodes when performing local processing of the local graph data 124).

[8028] The example partitions 122 each includs local graph data 124 and
a local graph updater 126. The local graph updater 126 Heralively processes

the example local graph data 124, In examples herein, each process iteration

- 5.
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may involve the local graph updater 126 processing the local graph data 124
{e.g., calculating beliefs of nodes of edges in the iocal graph data 124)and a
reconciliation process implemented by the graph partition manager, as further
described below {0 account for replicate nodes.

[6621]in exampies heregin, the local graph updater 126 may perform a
belief propagation caloulation on the local graph data 124, For example, the
focal graph updater 126 may aggregate message data of edges for each node
in the local graph data. For example, the local graph updater 126, for gach
node { may mulliply a nods potential pr with a product of all messages from
neighbor nodes 1o calculale belief b for each node, as Tollows:

by = pilljerqymyu {1)

wherein, ['(i) denotes the neighbor nodes of node i, Subsequently, the
focal graph updater 126 may send messages from each node § {0 neighbor

nodes j. The example message may be:

my; ﬂz“ﬁ“‘yij (2)

M

wherein ¥y, is the polential defined on the edge from vertex /{0 verlex
and the summation is over the slales of the node 1.

[6022]In examples hersin, for non-replicate nodes {i.e., nodes that are in
a single partition of the partitions 122}, the local graph updater 128 may perform
each partition locally within the corresponding partition 122, However, for
replicate nodes {which may be identified by a node identifier, flag, mark, table,
etc.), ali edges may not be incident on the node locally within a partition {as the
edges are distributed across the partitions 122). Accordingly, for replicate
nodes, the local graph updaters 126 may skip replicate nodes and but still mark
such nodes as processed.

[6623] The graph partition manager 110 of FIG. 1 may determine whether
convergence of a2 graph has been reached. For gxample, the local graph
updaters 126 may provide convergence information 1o the graph partition
manager 110 when local graph data 124 of the corresponding local graph
updater 126 has converged. Accordingly, the graph partition manager 110 may

monitor when the local graph data 124 for all of the partitions 122 {or atleast a
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threshold percentage of the partitions 122) has converged, and end graph
processing of the graph.

[60241F1G. 2 is a block diagram of an example graph partilion manager
110 that may be used o implement the graph partition manager 110 of FIG. 1.
The example graph partition manager 110 of FIG. 2 includes an update recsiver
210, a replicate aggregator 220, and partition updater 230. In examples herain,
graph pariifion manager 110 receives/relriaves sets of updated node data
corresponding io replicate nodes marked as processed by the local graph
updaters 126 during iterations of processing the local graph data 124, The
updated node data is received from the plurality of graph partitions 122 via the
update receiver 210. The example replicate aggregator 220 aggregates node
data for the set of replicate nodes, and the partition updater 230 instructs the
focal graph updaters 126 to update the node data for the replicate nodes with
the aggregaled node dala of the replicate nodes for subseguent Herations.

[8025] The example update receiver 210 may serve as a buffer for
receiving updated graph data from the local graph updaters 126 of the plurality
of graph parlitions 122. The replicale aggregator 220 aggregates the updaled
node data from the graph dala that corresponds to replicate nodes. In
examples hergin, replicate nodes may have been identified (e.g., following a
partitioning of the graph by the graph pariition manager 110 or other graph
manager) and/or marked using any suitable techniques. In some examples, the
graph partitioning manager 110 may dynamicaily partition the graph after each
iteration. In such examples, the replicats nodes may be different for each
fteration, and the replicate aggregator 220 may need to analyze the node data
fo identify replicate nodes (8.9, by identifving same node data corresponding to
a same node in multiple partitions, by determining calculaled hash codes from
node data for nodes from separate partitions are the same, efc.). Accordingly,
the graph partition manager 110 may determine and/or identify replicate nodes
in the graph data form the local graph updaters 126 using any suitable
techniques.

18026] in examples herein, the replicate aggregator 220 of FIG. 2 may

aggregale the node data for the replicate nodes by adding, combining,
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averaging, efc. the updated data such that different/separate updates {o the
node data in each partilion for each iteration is considered/taken into account
for a subsegquent iteration. Once the node dala for the replicate nodes is
aggregated, the replicate aggregator 220 provides the aggregated replicate
node data to the partition updater 230, In examples herein, the replicate
aggregator 220 may be implementied by a shuffle engine by refrieving {e.g.,
mapping into buckeis) node data for replicale nodes {a.g., nodes marked as
replicate nodes) from a processing iteration, and reducing the replicate nodes o
genserale by aggregating the replicate node data.

180277 The example partition updater 230 provides the aggregated
repiicate node data back to the local updaters 126 of the 122 of FIG. 1. From
there, the local updaters 126 may update the node data coresponding to the
repiicate nodes in the partition for any subseguent iterations. For exampie, the
focal updater 126 may recalculate the above belief propagation caiculations of
Egquations (1) and Equation (2) for the above using the aggregated node data
{e.g., aggregated beliefs) for the replicate nodes. Upon recalculating the above,
the local updaters 126 may continue to a subseqguent processing ileration of the
local graph data 124.

[60628]in some examples herein, the partition updater 230 may provide
update strategies {e.g., graph processing types) 1o be implemenied by the local
graph updaters. For example, the partition updater 230 may instruct the local
graph updaters 126 to process the local graph data 122 using synchronous
graph processing, asynchronous graph processing, or a hybrid
synchronous/asynchronous graph processing. Examples herein may consider
the following when selecling or providing instructions to the local graph updaters
126 1o use particular update sirategies {graph processing types):
communication volume, number of iterations to reach convergence, and fotal
time. In examples herein, the synchronous graph processing strategy
processes all nodes once in each partition which may involve relatively
increased communication volume with relatively less iterations o reach
convergence. The asynchronous processing strategy involves processing a

subsetl of unconverged nodes in each partition. The example set of nodes for
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asynchronous processing may be selected from a priority gusue having the
unconverged nodes of the local graph data 122 in decreasing order of residue
{(a greatest difference belween two successive messages received over ali
neighbor nodes). The hybrid synchronous/asynchronous graph processing
strategy combinegs the synchronous and asynchronous strategy which may
involve communication volume and number of iterations between the
synchronous and asynchronous strategies, bul lower total fime 1o reach
CONVergence.

[6029] Additionally or alternatively, the partition updater 230 may instruct
the local graph updaters 126 o swiich from one update sirategy used for a
previous Heration to another updater sirateqy for a subsequent iteration. For
example, in the hybrid synchronous/asynchronous strategy, a first number of
iterations may be synchronous and the remaining iterations may be
asynchronous. The example number of synchronous operations may be
tunable or adjustable depending on the graph type (which may be empirically
determined). In some example, empirical data may be generated for graph
types to determine appropriate {2.9., optimal) update strategies for processing
graph data distributed across the partifions 122 in accordance with examples
hersin.

16G38] Furthermore, processing or update scheduling may be uned to
selectively updale a proportion (or percentage) of replicate nodes and non-
replicated. For example, for a particular one of the partilions 122, in each
iteration, a certain number of replicate nodes and non-replicate nodes may be
processed for asynchronous updates where the number of updales is
Min {a(u,) + (1 —a}{u —u,), k) where «is a percentage of the replicate
nodes processed, w,. is the number of replicate nodes, u is the iotal number of
nodes, and K is the max valus for the updates. The percentage of replicate
nodes processed {¢) may be empirically determined to find a suitable (..,
optimal) update strategy.

(8031 Accordingly, in examples herein, a processing iteration to calcuiate
belief propagation of nodes of a graph distributed among the partitions 122

includes the local updater 126 updaling the local graph data 124 (e.g.,
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caloulating the beliefs of the nodes in the local graph data by processing the
edge data of edges of the nodes and the node data for the nodes), providing the
updated iocal graph data to the graph partition manager 110 to update the local
graph data with aggregated node data for the replicate nodes, and continuing to
the next iteration (and/or checking for convergence of the graph).

16332 While an example manner of implementing the graph partition
manager 110 of FIG. 1 is illustrated in FIG. 2, at least one of the elemenis,
processes and/or devices Hustrated in FIG. 2 may be combined, divided, re-
arranged, omitted, eliminated and/or implemented in any other way. Further,
the update receiver 210, the replicate aggregalor 220, the pariition updater 230,
and/or, more generally, the example graph partition manager 110 of FIG. 2 may
be implemented by hardware and/or any combination of hardware and
executable Instructions (2.g., software and/or firmware}. Thus, for exampie, any
of the update receiver 210, the replicate aggregator 220, the partition updater
230, and/or, mora generally, the example graph partition manager 110 couid be
implemented by at least one of an analog or digital circuit, a logic circuit,
programmable processor, an appiication specific integrated circuit (ASIC), a
programmable logic device (FLD) and/or g field programmable logic device
(FPLD). When reading any of the apparatus or sysiem claims of this patenito
cover a purely software and/or firmware implementation, at least one of the
update receiver 210, the replicate aggregator 220, and/or the partition updater
230 isfare hereby gxpressiy defined {0 include a tangible machine readable
storage device or storage disk such as a memory, a digital versatile disk (DVD),
a compact disk (D), a Blu-ray disk, elc. storing the executable
instructions. Further still, the example graph partition manager 110 of FIG. 2
may include at least one element, process, and/or device in addition o, or
instead of, those illustrated in FIG. 2, and/or may include more than one of any
or all of the illustrated elemenis, processes and devices.

[0033] Flowcharts representative of exampie machine readable
instructions for implementing the graph partition manager 110 of FIG. 2 s
shown in FIGS. 4 and 5. In this example, the machine readable instructions

comprise a program/process for execution by a procassor such as the
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processor 512 shown in the example processor platform 500 discussed below in
connection with FIG. 5. The program/process may be embodied in executable
instructions (&.g., software) stored on a tangible machine readable storage
medium such as a CD-ROM, a floppy disk, a hard drive, a digital versaiile disk
(BVD), a Blu-ray disk, or a memory associated with the processor 512, but the
entire program/process and/or parts thereof could allernatively be execuled by a
device other than the processor 512 and/or embodied in firmware or dedicated
hardware. Further, although the example program is described with reference
to the flowchart flustrated in FIG. 4 and/or §, many other msthods of
impiementing the example graph partition manager 110 may alternatively be
used. For example, the order of execution of the blocks may be changed,
and/or some of the blocks described may be changed, eliminated, or combined.

[6334] The example process 300 of FIG. 3 begins with an initiation of the
graph pariition manager 110 (e.g., upon startup, upon instructions from a user,
upon startup of a device implementing the graph partition manager 110 {e.g,,
the partitionsd graph processing system 100), elc.). The example process 300
may be executed {0 process a graph having graph data distribuled across a
plurality of partitions {e.g., the partitions 122} in accordance with examples
hersin. Al block 310, the update receiver 210 receives replicated nodes of a
graph in node data generated from first processing iterations of graph data
distribuied in the plurality of graph pariitions 122. The example first processing
iterations of block 310 may be belief propagation calculations in each of the
partitions 122. Al block 320, the example replicate aggregator 220 aggregates
{e.g., reduces) beliefs for the replicated nodes.

[60351 AL block 330, the partition updater 230 instructs the local graph
updaters 126 of the graph pariitions o update beliefs of the replicated nodes for
second processing fterations of the graph partitions {e.g., a subssguent
processing iteration of the graph). After block 330, the example process 300
ends, although the example process 300 may be ileratively executed for a
subsequent iteration of processing the graph.

18036] The example process 400 of FIG. 4 begins with an initiation of the

graph partition manager 110. The example process 400 may be exscuted o
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process an iteration of a graph having graph data distributed o the plurality of
pariitions 122. Al block 410, the partition updater 230 instrucis the local graph
updaters 126 of the pariifions 122 to perform next graph processing iterations of
graph data in the graph partitions 122, At block 420, the replicate aggregator
220 detarmines whether node data includes node data for replicated nodes in
the first graph processing iterations. f no replicate nodes are in the updated
graph data, then conirol retums to block 410 and the nexd teration may be
executed. If replicate nodes are in the updated graph data, the replicate
aggregator 220, at block 430, aggregates the node data (&.g., reducss beliefs of
the replicate nodes) across the graph partitions that include the replicate nodes.

(G337 AL block 440 of FIG. 4, the partition updater 230 instrucis the local
graph updaters 128 to update node data of the replicate nodes with the
aggregate node data in the graph partitions 122 for second graph processing
iterations {e.g., subsequent execution of the process 400). Afler block 440, the
example process 400 ends. In some examples, after block 440, control may
fteratively return o block 410 until the graph manager 110 determines that the
focal graph data 124 for the graph has converged.

[6038] As mentioned above, the example processes of FIGS. 3and 4
may be implemented using coded instructions {(g.g., computer and/or machine
readable instructions) stored on a {angible machine readable storage medium
such as a hard disk drive, a flash memory, a read-only memory (ROM), a
compact disk (CD), a digital versatile disk (DVD), a cache, a random-access
memory (RAM) and/or any other storage device or storage disk in which
information is stored for any duration {e.q., for extended time periods,
permanently, for brief instances, for temporarily buffering, and/or for caching of
the information). As used herein, the term tangible machine readable storage
medium is expressly defined {o include any type of maching readable storage
device and/or storage disk and {o exclude propagating signals and 1o exclude
transmission media. As used herein, "computer readable storage medium” and
"machine readable storage medium” are used inferchangeably. Additionally or
alternatively, the example processes of FIGS. 3 and 4 may be implemented

using coded instructions (e.g., computer and/or machine readable instructions)
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stored on a non-transitory computer and/or machine readable medium such as
a hard disk drive, a flash memory, a read-only memory, a compact disk, a digital
versatile disk, a cache, a random-access memory and/or any other slorage
device or storage disk in which information is stored for any duration {e.g., for
extended time pericds, permanently, for brief inslances, for temporarily
buffering, and/or for caching of the information). As used herein, the term non-
transitory machine readable medium is expressly defined o include any tvpe of
machine readable storage device and/or storage disk and to exclude
propagating signals and to exclude transmission media.

[0038] As used hersin, when the phrase "at least” is used as the
fransition term in a preamble of a claim, it is open-ended in the same manner as
the term "comprising” is open ended. As used herein the term “@” or “an” may
mean “at least ong,” and therefore, “a” or “an” do not necessarily limit a
particular element 1o a single slement when used 10 describe the element. As
used herein, when the term “or’ is used in a series, it is noi, unless otherwise
indicated, considered an “exclusive or”

1804871 F1G. B is a block diagram of an exampie procassor platform 500
capable of execuling the insfructions of FIGS. 3 and 4 to implement the graph
partition managsr 110 of FIG. 2. The example processor platform 500 may be
or may be included in any type of apparalus, such as a server, a personal
computer, or any other type of computing device.

[8041] The processor platform 500 of the Hlustrated example of FIG. 5
includes a processor 512, The processor 512 of the Hustrated example is
hardware. For example, the processor 5§12 can be implementad by at isast one
integrated circuit, logio cirguit, microprocessor or controller from any desired
family or manufaciurer,

[3842] The processor 512 of the lllusirated example includes a local
memory 513 {e.qg., a cache). The processor 512 of the Hllusirated example is in
communication with a main memory including a volatile memory 514 and a non-
volatile memory 516 via a bus 518, The volatile memory 514 may be
impiemented by Synchronous Dynamic Random Access Memory (SDRAM),
Dynamic Random Access Memory (DRAM), RAMBUS Dynamic Random
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Access Memory (RDRAM) and/or any other type of random access memory
device. The non-volatile memory 516 may be implemented by flash memaory
and/or any other desired type of memory device. Access o the main memory
514, 516 is controlled by a memory controller,

(384 3] The processor platform 500 of the Hlustrated exampls alsc
includes an interface circult 520. The interface circuit 520 may be implemented
by any type of interface standard, such as an Ethernel interface, a universal
serial bus (USB), and/or a peripheral component inferconnect (PGl express
interface.

100441 In the Hllustrated example, at least one input device 822 is
connected o the interface circuit 526, The input device(s) 522 permit(s) a user
to enter data and commands into the processor 512, The input device(s) can be
implemented by, for example, an audio sensor, a microphone, a camera {(still or
video), a keyboard, a button, a mouse, a touchscreen, a track-pad, a trackball,
isopoint and/or a voice recognition system.

[8045] At least one output device 524 is also conneclaed o the interface
circuit 520 of the llustraled example. The output device(s) 524 can be
implemented, for example, by display devices {e.¢., a light emitling dicde (LED),
an organic light emitting diode (OLED)}, a liguid crystal display, a cathode ray
tube display (CRT), a louchscreen, a tactile culput device, a light emitting dicde
(LED), a printer and/or speakers). The interface cirouit 520 of the llustraled
example, thus, may include a graphics driver card, a graphics driver chip or a
graphics driver processor.

13048] The interface circuit 520 of the iliustrated example also includes a
communication device such as a iransmilter, a recelver, a transceiver, a modem
and/or network interface card to facilitate exchange of data with external
machings (e.g., computing devices of any kind} via a network 526 {e.g., an
Ethermnet conneclion, a digital subscriber line (DSL), a telephons line, coaxial
cable, a cellular telephone system, efc.).

(80471 The processor platform 500 of the Hllustrated example also
includes at least one mass storage device 528 for storing execuiable

instructions (e.g., software) and/or data. Examples of such mass storage
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device(s) 528 include floppy disk drives, hard drive disks, compact disk drives,
Biu-ray disk drives, RAID systems, and digital versatile disk (DVD) drives.

[6048] The coded instructions 532 of FIGS. 3 and 4 may be slored in the
mass storage device 528, in the local memory 513 in the volatile memory 514,
in the non-volatile memaory 5186, and/or on a removable tangible machine
readable storage medium such as a CD or DVD.

[8048] From the foregoing, it will be appreciated that the above disclosed
methods, apparatus and articles of manufacture enable graph processing of a
graph with graph data distributed across a plurality of partitions of a memory
{2.g., a shared memory of a system). In examples herein, local graph data is
processed within each partition and node data corresponding to replicate nodes
is aggregated and re-exscuted in sach Heration of the graph processing.
Furthermore, in examples herein, different update stralegies {e.g., synchronous,
asynchronous, hybrid synchronous/asynchronous) may be implement to
process the local graph data for sach iteration.

[8058] Although certain example methods, apparatus and articles of
manufacture have been disclosed herein, the scope of coverage of this palent is
not imited thereto. On the contrary, this patent covers all methods, apparatus
and articles of manutacture fairly falling within the scope of the claims of this

patent.
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CLAIMS

What is claimed is:

1. A method comprising:

receiving node data for replicate nodeas of a graph, the node data
gensraled from first processing ilerations of graph data distributed in a plurality
of graph partitions and received from respective local graph updaters of the
plurality of graph partitions of a shared memory;

aggregating beliefs of processed replicate nodes; and

instructing the iocal graph updaters of the graph partitions to updats
beliefs of the replicate nodes for second processing iterations of the graph

partitions.

2. The method as defined in claim 1, wherein each of the graph partitions
comprise edge dala for different edges of the graph, the edge data for each
graph partition being processed with node data for nodes of the edges in each

partition to generate the node data.

3. The method as defined in claim 1, further comprising:

selecting a graph processing types o process the first processing
iterations and the second processing iterations based on characteristics of the
graph, the graph processing types comprising at least oneg of synchronous
graph processing, asynchronous graph procassing, or a hybrid

synchronous/asynchronous graph processing.
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4, The method as defined in claim 1, further comprising:

instructing the local graph updaters o process the first processing
iterations using a first graph processing type; and

instructing the iocal graph updaters to process the second processing
iteralions using a second graph processing ivpe that is different from the first

processing type.

5. The method as defined in claim 4, wherein the first processing type
comprises synchronous graph processing and the second processing type

comprises asynchronous graph processing.

8. The method as defined in claim 4, wherein al least one of the first
processing type or the second processing type comprises hybrid graph

processing.

7. A non-transitory machine readable storage medium comprising
instructions that, when executed, cause a machine to at least:
instruct respeclive local graph updaters of graph partitions to perform first
graph processing iteration of graph data in the graph partitions, each of the
graph partitions comprising edge data of different edges of a graph and node
data comresponding o nodes connecied by the edges of the edge dala;
determine whether node data comprises node data for replicate nodes in

the first graph processing iterations, the replicate nodes comprising nodes with
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updated node data from a plurality of the first processing Hterations of at least
two of the graph partitions; and
when the node dala is processed for replicale nodes in the first graph
processing iterations:
aggregate the node data for the replicate nodes across the graph
partitions that include the replicate nodes, and
instruct the ocal graph updaters to update node data with the
aggregated node data for the replicate nodes in the respective graph

partitions for second graph processing iterations.

8. The non-transitory machine readable storage medium of ¢laim 7, wherein
when the node data the instructions, when execuled, further cause the machine
to:

partition the graph into the graph partitions such that edge data for the
edges of the graph is distributed among the graph partitions, such that edge

data for each edge of the graph is in a single graph partition.

8. The non-transitory machine readable storage medium of claim 7, wherein
when the node data the instructions, when execuled, further cause the machine
to:

instruct the local graph updaters to perform the second graph processing
iterations using a different graph processing type than the first graph processing

iferations.
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10, The non-transitory machine readable storage medium of claim 7, wherein
each of the graph partitions comprise edge data for different edges of the graph,
the edge data for each graph partition being processed with node data for

nodes of the edges in each partition to generate the node data.

1. An apparatus comprising:

an update receiver {0 receive graph processing data from first graph
processing iterations of a graph, the graph distributed across a plurality of graph
partitions in a shared memory, the first graph processing Herations execuled in
paraliel by local graph updaters of each of the graph partitions;

a replicate aggregator {0 aggregats node data for replicate nodes of the
graph processing data that is processed in the first processing terations; and

a partition updater {o instruct focal graph updaters of the graph partitions
to updats the node data for the nodes in the graph partitions based on the

aggregated node data.

12.  The apparalus of claim 11, wherein the partition updater is further to
insiruct the local graph updatars of the graph partitions 1o perform second
processing iterations using a different graph processing type than the first

processing iterations.

13.  The apparatus of ¢laim 11, wherein each of the graph partitions comprise

edge data for different edges of the graph, the edge data for sach graph
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partition being processed with node data for nodes of the edges in sach

partition to generate the node dala.
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