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HARVESTING ADDRESSES 

CLAIM OF BENEFIT TO PRIORAPPLICATIONS 

0001. This application claims benefit to U.S. Provisional 
Patent Application 61/832,850 filed Jun. 8, 2013, which is 
incorporated herein by reference. 

BACKGROUND 

0002 With advents in technology, traveling from one 
location to another location has never been easier. A person no 
longer has to take out a paper map and try to figure out how to 
get from point A to point B. Instead, the person can just use an 
electronic map operating on his mobile device to obtain direc 
tions between two addresses. Although it is easy to use Such 
maps, people still have to input different addresses. Inputting 
address might seem easy, but it can be a chore onto itself when 
one considers the disparate variety of sources from which one 
has to retrieve an address. As an example, to find an address in 
an email, a person has to open an email application and sort 
through the email to find the one with the address. The address 
is usually in the body of the email. Therefore, most likely, the 
person has to find the email, open it, and then glance over it to 
find the address. Then, after all of this, the address has to be 
copied from the email to another application, Such as a map 
application or a web browser. If the person didn't remember 
the address, the next time the person need this address, he or 
she has to then repeat the same procedures mentioned above. 

BRIEF SUMMARY 

0003. Some embodiments of the invention provide an 
address harvester that harvests addresses from one or more 
applications executing on a device. Some embodiments use 
the harvested addresses to facilitate the operation of one or 
more applications executing on the device. Alternatively, or 
conjunctively, some embodiments use the harvested 
addresses to facilitate the operation of one or more applica 
tions executing on another device than the one used for har 
vesting the addresses. 
0004 For instance, in some embodiments, a prediction 
system uses the harvested addresses to formulate predictions, 
which it then provides to the same set of applications from 
which it harvested the addresses in some embodiments. In 
other embodiments, the prediction system provides the pre 
dictions to a different set of applications that may or may not 
overlap with the set of applications used for the harvesting. 
0005. The harvested addresses are different in different 
embodiments. In some embodiments, they include telecom 
munication (telecom) addresses that are used for telecommu 
nication messages. Examples of such addresses include tele 
phone numbers that are used for phone calls and/or text 
messages (e.g., text messages sent along the SMS or iMes 
sage text service, etc.), and electronic mail (email) addresses 
that are used for email messages or text messages. 
0006. Some embodiments harvest both telephone num 
bers and emails, while other embodiments only harvestone of 
these types of telecom addresses. Also, in some embodi 
ments, the harvested telecom addresses include several tele 
com addresses (e.g., several email addresses and/or telephone 
numbers) that are used to send an email message and/or text 
message to several recipients at once. 
0007 Some embodiments use harvested telecom 
addresses to predict and display candidate recipient or recipi 
ents for a telecom message as a user is inputting the recipient 
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or recipient list for the message. Alternatively, or conjunc 
tively, the harvested telecom addresses can be used to aug 
ment the recipient data storage (e.g., database) that a voice 
recognition application uses to prepare telecom message or 
initiate a telecom session (e.g., a phone call or video confer 
ence) in response to Voice instructions. 
0008. In addition to harvesting telecom messages, or 
instead of this harvesting, the harvesting system of some 
embodiments harvests addresses in the physical world. 
Examples of Such harvested addresses include physical 
addresses that are harvested from email message, text mes 
sage, calendared events, electronic tickets, etc. Alternatively, 
or conjunctively, these harvested addresses include physical 
addresses that a user of the device browses in a web browser 
or a map application that executes on the device. Such brows 
ingentails searching for the addresses, viewing the addresses, 
and/or using the addresses to specify a route to view or navi 
gate. 
0009. Some embodiments use the harvested physical 
addresses to formulate predictions about future destinations 
of the device's user, and then provide information to the user 
based on these predictions. To formulate these predictions, 
Some embodiments employ one or more machine-learning 
engines to generate additional physical addresses to augment 
the set of physical addresses that they use to base their pre 
dictions. 

0010. Different embodiments provide different informa 
tion to the user based on the prediction. Examples of such 
information include routes to predicted future destinations, 
traffic data regarding routes to possible future destination, 
prioritized display of predicted future destinations over other 
destinations in a list of possible destinations or search queries, 
etc. One of ordinary skill will realize that the harvested physi 
cal addresses are not used for all of these purposes in some 
embodiments. One of ordinary skill will also realize that the 
harvested physical addresses are used for other predictions 
and other uses in other embodiments. 
0011. Some embodiments employ a ranking engine to 
compute a ranking score for each harvested address (e.g., 
each telecom address and each physical address) or each 
harvested address of a certain type (e.g., physical addresses). 
In addition to the ranking engine, some embodiments use a 
decay engine to decay the computed ranking score for a 
harvested address over time. 

0012. As mentioned above, some embodiments use the 
harvested addresses to facilitate the operation of one or more 
applications executing on another device than the one used 
for harvesting the addresses. In some embodiments, this other 
device communicatively connects with the harvested device 
through a network, and it receives the harvested addresses 
through this connection. For instance, in Some embodiments, 
the two devices are associated with each other (e.g., are asso 
ciated with the same account) through a cloud server infra 
structure that temporarily stores harvested addresses from 
one device before relaying it to the other device. 
0013. In this manner, the cloud infrastructure relieves the 
two devices from having to establish a real time communica 
tion session in order to download harvested addresses from 
one device to the other. In other words, this infrastructure 
simplifies the process of creating duplicate, distributed data 
storages (e.g., databases) on different devices to store 
addresses that are harvested on different devices. This robust 
distributed data storage synchronization across multiple 
devices, combined with the harvesting of address data from 
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multiple applications on each device, makes the address har 
vesting architecture of some embodiments very powerful as it 
can quickly build a very rich address storage that resides on 
multiple devices and that can augment the operation of mul 
tiple applications on each device. 
0014. The preceding Summary is intended to serve as a 
brief introduction to some embodiments of the invention. It is 
not meant to be an introduction or overview of all inventive 
subject matter disclosed in this document. The Detailed 
Description that follows and the Drawings that are referred to 
in the Detailed Description will further describe the embodi 
ments described in the Summary as well as other embodi 
ments. Accordingly, to understand all the embodiments 
described by this document, a full review of the Summary, 
Detailed Description and the Drawings is needed. Moreover, 
the claimed subject matters are not to be limited by the illus 
trative details in the Summary, Detailed Description and the 
Drawings, but rather are to be defined by the appended 
claims, because the claimed Subject matters can be embodied 
in other specific forms without departing from the spirit of the 
Subject matters. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0.015 The novel features of the invention are set forth in 
the appended claims. However, for purposes of explanation, 
several embodiments of the invention are set forth in the 
following figures. 
0016 FIG. 1 illustrates an address harvesting architecture 
of a device of some embodiments of the invention. 
0017 FIG. 2 illustrates examples of ranking and decay 
engines that Some embodiments use to prioritize the storing 
of the harvested addresses. 

0018 FIG. 3 illustrates an example of a harvesting archi 
tecture that can use the addresses that are harvested on one 
device to facilitate the operation of one or more applications 
executing on another device. 
0019 FIG. 4 presents an example that illustrates various 
telecom addresses being harvested on a device. 
0020 FIG. 5 illustrates an architecture for harvesting tele 
com addresses and storing these addresses in address Stor 
ageS. 

0021 FIGS. 6 and 7 illustrate two processes that the 
address harvester of Some embodiments performs. 
0022 FIGS. 8-11 provide four examples of how the har 
Vested addresses can be used to provide predicted recipients 
for telecom messages. 
0023 FIGS. 12 and 13 illustrate a matching engine of the 
device of some embodiments and the process performed by 
this engine to match user input to telecom addresses stored in 
the address storage. 
0024 FIG. 14 illustrates different sets of records that are 
retrieved and presented in a sorted order based on different 
input strings as a user types a recipient’s email address. 
0025 FIGS. 15 and 16 presents several examples of the 
address harvester capturing physical addresses in emails and 
text messages. 
0026 FIG. 17 illustrates adjusting the ranking of a har 
Vested physical address based on the viewing of this address 
in a map. 
0027 FIG. 18 illustrates an example of publishing a physi 
cal address to the map application, and in the process harvest 
ing this physical address for storage in the address storage. 
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0028 FIG. 19 illustrates an example of harvesting a physi 
cal address in response to a user searching for the address in 
a map application executing on a mobile device. 
0029 FIG.20 illustrates an example of harvesting a physi 
cal address in response to a user identifying a route with the 
map application of the mobile device. 
0030 FIG. 21 illustrates an example of harvesting a physi 
cal address in response to a selection of a point of interest 
(POI) on a map presented by the map application of the 
mobile device. 
0031 FIG.22 illustrates an example of harvesting a physi 
cal address from a calendar application. 
0032 FIG. 23 illustrates an example of harvesting a physi 
cal address from a calendar invitation. 
0033 FIG. 24 conceptually illustrates an architecture of 
Some embodiments for storing and decaying addresses. 
0034 FIG. 25 illustrates an example of a mobile device 
that uses the harvested physical addresses to predict future 
routes, which it presents to a user through a vehicle display. 
0035 FIG. 26 illustrates an example of the scrolling 
through multiple predicted routes that are generated based on 
harvested data. 
0036 FIG. 27 illustrates an example of the mobile device 
automatically scrolling through multiple predicted routes as 
the device travels along a particular path. 
0037 FIG. 28 illustrates an example where a mobile 
device bases its predictions on an address that is harvested on 
another device. 
0038 FIGS. 29-31 illustrate several example of how some 
embodiments present traffic notification based on a harvested 
or machine generated physical address. 
0039 FIG. 32 illustrates the use of the voice recognition 
function of some embodiments on a mobile device to recog 
nize a recipient e-mail address that was previously harvested 
and stored in an address history data storage. 
0040 FIG. 33 illustrates a vehicle display screen over 
several stages in which a user activates a messaging function 
and dictates a message to a recipient. 
0041 FIG. 34 conceptually illustrates a multi-device pro 
cess of some embodiments for distributing harvested data 
from one device to another across a server infrastructure. 
0042 FIG. 35 conceptually illustrates a more detailed 
example of an architecture of a device of some embodiments 
that performs such harvesting and prediction. 
0043 FIG. 36 illustrates multiple harvested address data 
storages of a device synchronizing with one or more devices 
through the server infrastructure. 
0044 FIG. 37 is an example of an architecture of a mobile 
computing device of some embodiments of the invention. 
0045 FIG.38 conceptually illustrates another example of 
an electronic system with which some embodiments of the 
invention are implemented. 
0046 FIG. 39 illustrates a map service operating environ 
ment according to some embodiments. 

DETAILED DESCRIPTION 

0047. In the following detailed description of the inven 
tion, numerous details, examples, and embodiments of the 
invention are set forth and described. However, it will be clear 
and apparent to one skilled in the art that the invention is not 
limited to the embodiments set forth and that the invention 
may be practiced without Some of the specific details and 
examples discussed. 
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0048. Some embodiments of the invention provide an 
address harvester that harvests addresses from one or more 
applications executing on a device. Some embodiments use 
the harvested addresses to facilitate the operation of one or 
more applications executing on the device. Alternatively, or 
conjunctively, some embodiments use the harvested 
addresses to facilitate the operation of one or more applica 
tions executing on another device than the one used for har 
vesting the addresses. 
0049 FIG. 1 illustrates a novel address harvesting archi 
tecture 100 of a device of some embodiments of the invention. 
In this architecture, multiple applications that execute on the 
device are both sources and consumers of harvested addresses 
captured by this architecture. As shown in FIG. 1, the har 
vesting architecture 100 includes an address harvester 105, a 
harvested address data storage 110, several prediction 
engines 115, and several applications 120-138. 
0050. As further described below, the harvested address 
storage 110 stores addresses that the address harvester 105 
harvests from some of the applications. The harvested 
addresses are different in different embodiments. For the 
embodiments illustrated in FIG. 1, they include telecommu 
nication (telecom) addresses for telecommunication mes 
sages and physical addresses of locations in the physical 
world. 
0051 Examples of harvested telecom addresses include 
(1) telephone numbers that are harvested from phone calls 
and/or text messages (e.g., text messages sent along the SMS 
oriMessage text service, etc.), and (2) electronic mail (email) 
addresses that are used for email messages or text messages. 
Also, in some embodiments, the harvested telecom addresses 
include several telecom addresses (e.g., several email 
addresses or telephone numbers) that were used to send an 
email message or text message to several recipients at once. 
0052 Examples of harvested physical addresses include 
physical addresses that are harvested from email message, 
text message, calendared events, electronic tickets, etc. In the 
embodiments illustrated in FIG. 1, these harvested addresses 
include physical addresses that a user of the device uses in a 
web browser or a map application that executes on the device. 
Such use entails searching for the addresses, viewing the 
addresses, using the addresses to specify a route to view or 
navigate, etc. 
0053. The applications 120-134 are contributors to and 
consumers of the harvested addresses in the harvested address 
data storage 110, and consumers of the predictions provided 
by the prediction engines 115. Specifically, in FIG. 1 the 
applications include an email application 120, a text messag 
ing application 122, a calendar application 124, a notes appli 
cation 126, a ticket application 128, a maps application 130, 
a video conferencing application 132, a browser application 
134, a Voice recognition application 136, and notification 
application 138. Other than the voice recognition application 
136 and the notification application 138, the rest of the appli 
cations in the embodiments illustrated in FIG. 1 are contribu 
tors of the harvested addresses in the harvested address data 
storage 110. As further described below, the voice recognition 
application 136 is only a consumer of the harvested data in the 
harvested address data storage 110, while the notification 
application 138 is only a consumer of predictions that the 
prediction engines 115 generate off the harvested data. 
0054 The address harvester 105 includes several address 
harvesting engines 150. One set of address harvesting engines 
150 harvests and stores the telecom addresses that the appli 
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cations use to send telecom messages. For instance, each time 
one of the applications (e.g., the email application 120, mes 
saging application 122, video conference application 132, 
calendar application 124) uses an email address or several 
email addresses to send an email or an invite (e.g., to a video 
conference or a calendared event), the application provides 
the email address or addresses to one of the harvesting 
engines 150, which, in turn, stores the received address(es) in 
the harvested address data storage 110. Similarly, each time 
one of the applications (e.g., the messaging application 122, 
Video conference application 132, etc.) uses a telephone num 
ber or several telephone numbers to send a text message oran 
invite (e.g., to a video conference), the application provides 
the telephone number(s) to a harvesting engine 150, which, in 
turn, stores the received telephone number(s) in the harvested 
address data storage 110. Accordingly, to store telecom 
addresses, one or more harvesting engines serve as a proces 
sor for receiving email addresses and telephone numbers, and 
storing the received email addresses and telephone numbers 
in the harvested address data storage 110. 
0055 Another set of address harvesting engines 150 har 
Vests and stores the physical addresses from (1) email mes 
sages sent and/or received by the email application 120, (2) 
text messages sent and/or received by the messaging applica 
tion 122, (3) events calendared by the calendar application 
124, (4) electronic tickets stored by the ticket application 128, 
and (5) notes prepared by the notes application 126. The 
harvesting engines 150 also harvest physical addresses that 
web browser 134 or a map application 130 search, view, 
and/or use to compute routes. 
0056. In some embodiments, the harvesting engines 150 
that are used to detect physical addresses use a data detecting 
process that recognizes formatted data (e.g., physical 
addresses) within a document. One Such process is the Data 
Detector service that is used by the operating systems of 
devices sold by Apple Inc. The data detector service is 
described in U.S. Pat. No. 5,946,647. 
0057. In some embodiments, each time an application 
receives a particular electronic document or event (e.g., 
email, text message, calendar event, or note), the application 
supplies one of the harvesting engines 150 with the received 
document or event. The harvesting engine 150 then performs 
data detection, or uses the data detecting service of the device 
to perform data detection, on the received document or event 
to determine whether it contains a physical address. If so, the 
harvesting engine 150 returns data regarding the recognized 
physical address to the application, and stores a copy of the 
recognized physical address in the harvested address data 
storage 110. 
0.058 Also, as an application creates a particular elec 
tronic document or event (e.g., creates an email, text message, 
calendar event, or note), the application in some embodi 
ments interacts with one of the harvesting engines 150 to 
Supply this engine with its content after it is created or as it is 
being created. The harvesting engine 150, in turn, performs 
data detection, or uses the data detecting service of the device 
to perform data detection, on the received content to deter 
mine whether it contains a physical address. If so, the har 
vesting engine 150 returns data regarding the recognized 
physical address to the application, and stores a copy of the 
recognized physical address in the harvested address data 
storage 110. 
0059. In addition to using the data detector, the address 
harvester 105 uses one or more of its address harvesting 
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engines 150 as parsers to parse physical addresses stored by 
one or more applications. For example, in Some embodi 
ments, a harvesting engine 150 can parse a location (if any) 
that is specified for an event calendared by the calendar appli 
cation, while another harvesting engine 150 can parse a loca 
tion of an event for which the ticket application stores a ticket. 
These engines 150 store in the harvested address data storage 
110 any physical address that they obtain through Such pars 
1ng. 

0060. In addition to such parsed and harvested physical 
addresses, the address harvester 105 of some embodiments 
also harvests addresses that a user searched, viewed, and/or 
used to compute routes in the web browser 134 or the map 
application 130. In some embodiments, the browser 134 or 
map application 130 uses an application data storage (e.g., 
database) to store such physical addresses in order to facilitate 
Some of their operations, e.g., to provide a list of recent 
locations that were searched or viewed by the application. 
Accordingly, in some of these embodiments, a harvesting 
engine 150 retrieves the physical addresses from application 
data storage of the browser 134 or the map application 130, 
and stores the retrieved addresses in the harvested address 
data storage 110. 
0061 The prediction engines 115 use the harvested 
addresses stored in the harvested address data storage 110 to 
formulate different types of predictions for different applica 
tions. For example, in some embodiments, one or more pre 
diction engines 115 use harvested telecom addresses to pre 
dict and display candidate recipient or candidate group of 
recipients for a telecom message as a user is inputting the 
recipient or recipient group for the message. 
0062 Accordingly, each time a user is typing an email 
address for an email or invite that will be sent by the email 
application 120, messaging application 122, Video confer 
ence application 132, or calendar application 124, a predic 
tion engine 115 will try to match the users input to one or 
more email addresses and/or address groups in the harvested 
address data storage 110, and will present any matching email 
address or address group it finds to the user. Assuming that 
one of the presented candidates is what the user intended to 
input, the user can then select a candidate email address or 
address group to expedite entering the email address or 
addresses. 

0063 Similarly, each time a user is typing a telephone 
number for a message or invite that will be sent by the mes 
saging application 122 or video conference application 132, a 
prediction engine 115 will try to match the user's input to one 
or more telephone numbers and/or telephone number groups 
in the harvested address data storage 110, and will present any 
matching candidate number or number group it finds to the 
user. In some embodiments, one or more matched candidate 
group of telephone numbers may include email addresses as 
the messaging application 122 sends text messages to email 
addresses. Assuming that one of the presented candidates is 
what the user intended to input, the user can then select a 
candidate number or number group to expedite entering the 
number or numbers. 

0064. Also, in some embodiments, one or more prediction 
engines 115use the harvested physical addresses to formulate 
predictions about future destinations of the devices user, and 
then provide information to the user based on these predic 
tions. To formulate these predictions, some embodiments 
employ one or more machine-learning engines to generate 
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additional physical addresses to augment the set of physical 
addresses that they use to base their predictions. 
0065 Different embodiments provide different formu 
lated predictions or related information to the user. As further 
described below, examples of such formulated predictions or 
related information include predicted future destinations, 
predicted routes to predicted future destinations, traffic data 
regarding predicted routes to predicted future destination, 
calculated initial travel times for calendared events, adjusted 
travel times for calendared events, prioritized display of pre 
dicted future destinations over other destinations in a list of 
possible destinations or search queries, etc. In some embodi 
ments, the prediction engines 115 formulate all of these pre 
diction examples. However, one of ordinary skill will realize 
that the harvested physical addresses are not used for formu 
lating all Such predictions in other embodiments. In addition, 
one of ordinary skill will also realize that the harvested physi 
cal addresses are used for other predictions in other embodi 
mentS. 

0066. As shown in FIG. 1, the prediction engines 115 
Supply their formulated predictions or associated information 
to the applications 120-138. For example, in some embodi 
ments, a prediction engine 115 Supplies predicted future des 
tinations, and/or predicted routes to predicted future destina 
tions, to the map application 130. Based on Such predictions, 
the map application 130 displays the predicted routes to pre 
dicted future destinations as selectable navigation options, as 
described in concurrently filed U.S. patent application 
entitled “Warning for Frequently Traveled Trips Based on 
Traffic.” with the attorney docket number APLE.P0571, and 
U.S. Provisional Patent Application No. 61/832,928 filed Jun. 
9, 2013, which are both incorporated herein by reference. The 
map application 130 can also use the predicted future desti 
nations to generate and display a prioritized display of pre 
dicted future destinations in a list of possible destinations or 
search queries. Alternatively, the map application 130 can get 
this prioritized display of predicted future destinations from a 
prediction engine 115. 
0067. In addition to receiving predicted routes for pre 
dicted future destinations, a prediction engine 115 can pro 
vide traffic along each predicted route that is presented to the 
user, or along a predicted route that is selected by the user. To 
identify such traffic, the prediction engine 115 uses traffic 
servers that communicatively connect to the device through a 
network (e.g., cellular network or the Internet) in some 
embodiments. The prediction engine 115 also uses external 
servers to identify routes between locations in some embodi 
ments, while it uses a routing engine executing on the device 
to identify routes in other embodiments. 
0068. In some embodiments, a prediction engine 115 
computes or adjusts travel times to a calendared event based 
on the location of the event and the selection of a predicted 
route to a predicted destination. For example, a user has a 
lunch appointment at 1 pm in San Francisco. At 11 am, the 
user is in San Jose, and the mapping application 130 presents 
the user with a list of predicted destinations and/or predicted 
routes to the predicted destinations. From this list, the user 
selects Cupertino as the navigation destination or picks a 
predicted navigation route to Cupertino. 
0069 Based on this selection, the map application 130 
provides navigation instructions to Cupertino, while a predic 
tion engine 115 computes the travel time from Cupertino to 
San Francisco, and directs the calendar application 124 to 
specify this travel time in the list of calendared events for that 
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day. Several manners for specifying travel time for a calen 
dared event are described in concurrently filed U.S. patent 
application entitled “Specifying Travel Times for Calendared 
Events,” with the attorney docket number APLE.P0479, and 
U.S. Provisional Patent Application No. 61/832,848 filed Jun. 
8, 2013, which are both incorporated herein by reference. In 
Some embodiments, the prediction engine 115 computes the 
travel time from Cupertino to San Francisco based on pre 
dicted route information and based on traffic along the pre 
dicted route information. 

0070 If the travel time was already specified for the lunch 
appointment in San Francisco, the prediction engine 115 
determines whether the travel time for this event should be 
adjusted based on a variety of factors, such as the selected 
route to Cupertino, the predicted route to San Francisco and 
the traffic along one or both of these routes. When the travel 
time has to be adjusted, the prediction engine 115 directs the 
calendar application 124 to adjust the event time. Also, before 
computing or adjusting the travel time, the prediction engine 
115 in some embodiments first ensures that there is sufficient 
time to travel from San Jose to Cupertino and then from 
Cupertino to San Francisco, and still meet the 1 pm event time 
in San Francisco. When there is not sufficient time, then the 
prediction engine 115 directs the map application 130, the 
calendar application 124, or the notification manager 138 to 
provide a notification to the user that there might not be 
sufficient time to make the 1 pm lunch in San Francisco. 
0071. As shown in FIG. 1, not all applications both con 
tribute to the address harvesting and consume the predictions 
that are formulated from the address harvesting. For instance, 
Some embodiments use the notes application 126 to harvest 
addresses but do not provide to this application formulated 
predictions based on the harvested addresses. Also, in some 
embodiments, the Voice recognition application 136 does not 
contribute to the address harvesting, but it benefits from this 
harvesting. Specifically, in these embodiments, the harvested 
telecom addresses can be used to augment the recipient data 
storage (e.g., database) that the Voice recognition application 
136 uses to prepare a telecom message or initiate a telecom 
session (e.g., a phone call or video conference) in response to 
Voice instructions. Even though not all of the applications 
contribute to the address harvesting, the address harvesting 
architecture of FIG. 1 can quickly build a harvested address 
data storage 110 because multiple applications do contribute 
to this data storage. This architecture also robustly augments 
the functionality of many of these applications as it provides 
a rich collection of harvested data and predictions that can be 
formulated off of this data. 

0072 To prioritize the storing of the harvested addresses, 
and to maintain this priority, some embodiments employ 
ranking engines to compute ranking scores for the harvested 
addresses and decay engines to decay the computed ranking 
scores of the harvested addresses overtime. FIG. 2 illustrates 
examples of Such ranking and decay engines. Specifically, 
this figure illustrates an address harvesting architecture 200 
of a device. This architecture includes several address har 
vesting engines 150, a harvested address data storage 110. 
and a decay engine 215. 
0073. The architecture 200 uses different address harvest 
ing engines 150 to handle the harvesting of different types of 
addresses. In this architecture, each address harvesting 
engine 150 in some embodiments is used to harvest only one 
type of addresses (e.g., email addresses or telephone num 
bers), while in other embodiments, one address harvesting 
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engine 150 can harvest more than one type of addresses (e.g., 
email addresses and telephone numbers). In other harvesting 
architectures of other embodiments, one address harvesting 
engine 150 is used to harvest all types of addresses (e.g., all 
telecom addresses and physical addresses). 
0074 As shown in FIG. 2, an address harvesting engine 
150 includes an address processor 205 and a ranking engine 
210. The address processor 205 receives content to harvest for 
addresses from one source in some embodiments, or multiple 
Sources in other embodiments. In some embodiments, some 
or all of the content received by the address processor 205 are 
the harvested addresses that it needs to store in the harvested 
address data storage 110. In these or other embodiments, the 
address processor 205 needs to harvest (e.g., parse and ana 
lyze) some or all of the content that it receives to extract the 
address that it needs to store in the harvested address data 
storage 110. For instance, the address processor 205 receives 
email addresses and telephone numbers from the email and 
messaging applications when these applications use Such 
telecom addresses to send message. Alternatively, this pro 
cessor 205 or another processor receives emails and text 
messages from the email and messaging applications, for 
example, when Such messages are prepared or received, 
which it then harvests to extract physical addresses from these 
messages. 

0075 For each harvested address, the address processor 
205 determines whether the address is already stored in the 
harvested address data storage 110. If so, the address proces 
sor 205 may update the record previously stored to account 
for the repeated harvesting of the address. Otherwise, the 
address processor 205 formulates a record for storing the 
address in the harvested address data storage 110. Some 
embodiments create different types of records for different 
types of harvested addresses, while other embodiments create 
the same type of records for all types of harvested addresses. 
Examples of such records are further described below. 
0076. In creating or updating addresses records for the 
harvested address data storage 110, the address processor 205 
uses the ranking engine 210 to compute new or updated 
ranking scores for the address records. In some embodiments, 
the ranking score for an address of a particular type is simply 
a count related to the number of times that the address has 
been harvested, while the ranking score for another address of 
another type is based on a set of factors. In other embodi 
ments, all ranking scores for all types of addresses are counts 
related to the number of times that the addresses have been 
harvested, while in other embodiments, all ranking scores for 
all types of addresses are based on a variety of factors, which 
may be the same or different for different types of addresses. 
0077. Different factors are used to compute the ranking 
score in different embodiments. One factor is the identity of 
the application that provided the content for harvesting to the 
address processor 205. Certain applications (e.g., messaging 
applications) result in a higher ranking score for their har 
Vested addresses than other applications (e.g., email applica 
tions). For telecom messages, another factor in some embodi 
ments is the identity of the person who sent the message that 
is being harvested. For instance, addresses harvested from 
telecom messages from individuals in the device's address 
book or list of favorites are ranked higher than addresses 
harvested from messages from individuals not in the address 
books or list of favorites. Another factor in some embodi 
ments is whether the message (e.g., email) that is being har 
vested has been viewed. If so, the address that is harvested 
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from this message (this email) will have a higher ranking than 
the address that is harvested from a message (e.g., another 
email) that has not been viewed. 
0078. The decay engine 215 continuously or periodically 
reviews the ranking scores of some or all of the harvested 
addresses in the harvested address data storage 110. When 
ever necessary, it reduces the ranking score of a harvested 
address in the harvested address data storage 110. In some 
embodiments, the decay engine 215 reduces the ranking score 
of a harvested address each time that it reviews this address 
record(s). 
007.9 For instance, in some embodiments, the decay 
engine 215 applies a linear decay function to the ranking 
scores of some or all of the harvested addresses. In some 
embodiments, the decay engine 215 does not adjust the rank 
ing score of some of the harvested addresses. In other words, 
the decay engine 215 does not examine some of the harvested 
addresses to adjust their ranking scores in Some embodi 
ments. For instance, in Some embodiments, the ranking 
scores of some harvested addresses are simply the number of 
times that the addresses have been harvested. In some of these 
embodiments, the decay engine 215 does not adjust the rank 
ing score. 
0080. Some embodiments use the addresses that are har 
vested on one device to facilitate the operation of one or more 
applications executing on another device. To do this, some 
embodiments create duplicate, distributed data storages (e.g., 
databases) on different devices to store addresses that are 
harvested on different devices. 
0081 FIG. 3 illustrates an example of a harvesting archi 
tecture 300 that can use the addresses that are harvested on 
one device to facilitate the operation of one or more applica 
tions executing on another device. Specifically, it illustrates 
two devices 305 and 310 that are associated with each other 
(e.g., are associated or registered with the same account) 
through a cloud server infrastructure 315 that temporarily 
stores harvested addresses from one device before relaying it 
to the other device. The devices 305 and 310 and the server 
infrastructure 315 communicatively couple with each other 
through a network 320, such as the Internet or other network. 
0082. As mentioned above, the devices 305 and 310 have 
an association that allows them to share harvested address 
data. In some embodiments, this association is established 
because the two devices are associated with one account of 
the cloud server infrastructure (e.g., one iCloud account 
offered by Apple Inc.) or with two associated accounts. In 
Some embodiments, this association is automatically created 
when the devices are designated as being commonly owned 
by one user. 
0083. In some embodiments, each device 305 or 310 can 
be one of many different types of devices, such as desktop 
computer, laptop computer, Smartphone, tablet computer, or 
any other electronic device. In the example illustrated in FIG. 
3, each device employs an address harvesting architecture 
325 that is similar to the harvesting architecture 100 of FIG. 
1, as further described below. 
I0084. Accordingly, each device 305 or 310 harvests tele 
com and physical addresses from multiple applications 120 
134 that execute on the device. Each time a device harvests a 
new address, it routes this address to the cloud server infra 
structure 315, which, in turn, routes this new address to other 
associated devices. In the example illustrated in FIG. 3, an 
address harvested by the device 305 is routed to the device 
310 through the cloud server infrastructure 315. 
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0085. To detect new harvested addresses and to route such 
addresses to the server infrastructure 315, each device 305 or 
310 has a network synchronizer 330. Other than this synchro 
nizer 330, each device's address harvesting architecture is 
identical to the architecture 100 of FIG.1. In some embodi 
ments, each device also has ranking and decay engines like 
those described above by reference to FIG. 2. 
0.086 Each time a new address is added to a devices 
address storage 110, the device's network synchronizer 330 
detects the new harvested address and relays information 
about this new address to the server infrastructure 315 
through the device's network interface 335. Also, in some 
embodiments, each time an address harvesting engine 105 of 
a device harvests an address that was previously harvested 
and updates a previously created record of a previously har 
vested address, the network synchronizer 330 detects the 
update to the previously created record and relays informa 
tion about this update to the server infrastructure 315. When 
a device's decay engine adjusts the ranking score of a har 
vested address, the network synchronizer 330 of some 
embodiments relays the updated score to the server infra 
structure 315 for distribution to the other devices. In other 
embodiments, however, Such updated ranking scores are not 
relayed through the server infrastructure 315 between devices 
because each device has its own decay engine that is respon 
sible for performing these adjustments. 
I0087. In the example illustrated in FIG. 3, the routing of 
the harvested address from device 305 to the device 310 is 
shown in six stages. In the first stage, the network synchro 
nizer 330 detects the addition of the harvested address, and 
sends to the server infrastructure 315 one or more packets to 
relay a data tuple that includes all the synchronized fields of 
data of the harvested address record. 

I0088. In the second stage, a network synchronizer 350 of 
the server infrastructure 315 receives the packet(s) from the 
device 305 through the network interface 345. The server 
infrastructure 315 includes one or more servers. In some 
embodiments, this infrastructure includes one or more web 
servers for processing network packets and routing these 
packets to application servers. In some embodiments, the 
network interface 345 includes the web servers, and the net 
work synchronizer 350 is an application server that is respon 
sible for managing the distribution of the harvested address 
data (e.g., new records and record updates) across a set of 
associated devices. In some embodiments, the network Syn 
chronizers 330 and 350 of the devices 305 or 310 and the 
server infrastructure use the ubiquitous key value storage 
mechanism of Apple Inc. in order to synchronize harvested 
address data across a set of associated devices. This key value 
storage mechanism is further described below. 
I0089. As shown in FIG. 3, the network synchronizer 350 
of the server infrastructure 315 stores in a temporary data 
storage 355 any newly received harvested address data. It 
stores this data until it determines that device 310 is available 
for receiving the harvested address data that it received from 
device 305. In this manner, the cloud infrastructure relieves 
the two devices 305 or 310 from having to establish a real time 
communication session in order to download harvested 
addresses from one device to the other. By relieving the need 
to establish real time communication between the two 
devices, the infrastructure simplifies the process of creating 
duplicate, distributed data storages (e.g., databases) on dif 
ferent devices to store addresses that are harvested on differ 
ent devices. 
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0090. Once the network synchronizer 350 determines that 
the device 310 is available to receive the harvested address 
data, it (1) in the fourth stage, retrieves this data from the 
temporary storage 355 (5) and in the fifth stage, sends one or 
more packets to relay the data tuple that includes all the 
synchronized fields of received harvested address data to the 
device 310. In the sixth stage, the network synchronizer 335 
of the device 310 receives the packet(s) and stores the data 
tuple in the harvested address data storage 110. 
0091. By so distributing the harvested address data, the 
harvesting architecture 300 of FIG. 3 creates duplicated, dis 
tributed data storages (e.g., databases) on different devices to 
store addresses that are harvested on different devices. This 
robust distributed data storage synchronization across mul 
tiple devices, combined with the harvesting of address data 
from multiple applications on each device, makes the address 
harvesting architecture of some embodiments very powerful 
as it can quickly build a very rich address storage that resides 
on multiple devices and that can augment the operation of 
multiple applications on each device. 
0092. While the architectures described above by refer 
ence to FIGS. 1-3 harvest a variety of different address (e.g., 
different types of telecom messages and physical address) 
from a variety of different applications, one of ordinary skill 
will realize that some embodiments might not harvest all 
these different addresses from all of these various different 
applications. Also, some embodiments perform their address 
harvesting on other types of documents, such as word pro 
cessing documents, etc. 

I. Telecom Messages 
0093 A. Harvesting Telecom Addresses 
0094. As mentioned above, the address harvester of some 
embodiments harvests and stores telecom addresses (e.g., 
email addresses and telephone numbers) that are used to send 
telecom message (such as emails and text messages). 
Examples of such addresses include individual email 
addresses or group email addresses that are used to send 
individual email messages, group email messages, individual 
invites (e.g., invites to an audio or video conference or a 
calendared event), and/or group invites. Other examples of 
Such addresses include individual telephone numbers and 
group telephone numbers that are used to send individual text 
messages, group text messages, individual invites (e.g., 
invites to a video conference), and/or group invites. 
0095 FIG. 4 presents an example that illustrates various 
telecom addresses being harvested on a device 400. For the 
embodiments illustrated in this example, the device is a 
smartphone, but it could be any other device in other embodi 
ments. This example illustrates six different harvesting opera 
tions 410-420 that capture six different types of telecom 
addresses and that store the harvested addresses in a harvested 
address data storage 405. 
0096. In the first harvesting operation 410, an address 
harvester 402 of the device 400 receives a single email 
address for Jerome Smith that was used for an email message. 
The address harvester 402 in this operation stores the received 
email address in the harvested address data storage 405. In the 
second harvesting operation 412, the address harvester 402 
receives three email addresses (for Jerome Smith, Paul Li, 
and Emma Smith) that are used for another email message. 
The email addresses for Paul Li and Emma Smith are new and 
get stored as new email addresses. The email address for 
Jerome, however, was previously captured in the first harvest 
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ing operation 410. Accordingly, it does not need to be indi 
vidually stored again as it is already stored in the harvested 
address data storage 405. 
0097 However, the harvested address data storage 405 has 
not yet created a group email association for the group involv 
ing the email addresses of Jerome, Paul, and Emma. Thus, 
even though Jerome's email was previously stored, the 
address harvester 402 creates and stores in the harvested 
address data storage 405 an association to identify the emails 
for Jerome, Paul, and Emma as an associated group of emails. 
Different embodiments specify groups differently in the har 
vested address data storage 405. Also, different embodiments 
specify group associations between several emails at different 
times (e.g., Some create a group the first time a group of 
emails are used for a telecom message, while other embodi 
ments create a group the nth time (e.g., the 2" time) that the 
group of emails are detected. The creation of groups of asso 
ciated emails is further described below. 
0098. In the third harvesting operation 414, the address 
harvester 402 receives a single telephone number (555-123 
4567) that was used for a text message. The address harvester 
402 in this operation stores the received telephone number in 
the harvested address data storage 405. In the fourth harvest 
ing operation 416, the address harvester 402 receives three 
telephone numbers that are used for another text message. 
Two of the telephone numbers (555-987-6543 and 555-321 
5678) are new and get stored as new telephone numbers. One 
telephone number (555-123-4567), however, was previously 
captured in the third harvesting operation 414. Accordingly, it 
does not need to be individually stored again as it is already 
stored in the harvested address data storage 405. 
0099 However, the harvested address data storage 405 has 
not yet created a group number association for the group 
involving the three numbers captured in the fourth harvesting 
session. Thus, even though one number was previously 
stored, the address harvester 402 creates and stores in the 
harvested address data storage 405 an association to identify 
the three telephone numbers captured in the fourth stage as an 
associated group of numbers. Different embodiments specify 
groups differently in the address storage 405 and recognize 
groups based on different criteria. The creation of groups of 
associated telephone numbers is further described below. 
0100. In the fifth harvesting operation 418, the address 
harvester 402 receives two telephone numbers and an email 
address that are used for sending a video conference invite to 
three individuals. Both the phone numbers (555-987-6543 
and 555-321-5678) and the email address (Jerome Smith) 
were previously harvested and stored in the harvested address 
data storage 405 in the fourth and first harvesting operations 
416 and 410, respectively. However, the harvested address 
data storage 405 has not yet created a group association for 
the group involving these two telephone numbers and the 
email address. Thus, the address harvester 402 creates and 
stores in the harvested address data storage 405 an association 
to identify the two telephone numbers and the email address 
as an associated group of email address and numbers. 
0101 Lastly, in the sixth harvesting operation 420, the 
address harvester 402 captures a new email address that was 
used to send a calendar event invite to another person. In 
particular, the address harvester 402 extracts the email 
address and its associated data (e.g., the name (if any) asso 
ciated with the email address) and stores them in the har 
vested address data storage 405. As will be described below in 
the next example, the address may be stored with other infor 
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mation, Such as ranking, references to other associated 
addresses for an address grouping, etc. 
0102 FIG.5 illustrates the architecture 500 for harvesting 
telecom addresses and storing these addresses in three 
address storages. In this architecture, a telecom address har 
vester 502 stores received individual or group telecom 
addresses in three address storages, which are an individual 
email address storage 505, an individual telephone number 
storage 510, and a group address storage 515. The harvesting 
engine 502 includes an (1) address processor 530 for process 
ing addresses from applications 550 and (2) a ranking engine 
535 for computing ranking scores for the addresses. 
0103) The operation of the harvesting engine 502 will be 
described by reference to FIGS. 6 and 7, which illustrates two 
processes 600 and 700 that the address harvester performs in 
Some embodiments in conjunction with a set of one or more 
query engines 540 (referred to below as the query engine) of 
the data storages 505, 510, and 515. 
0104. The harvesting engine 502 performs the process 600 
for each telecom address that it receives. The process 600 
starts (at 605) when the address processor 530 receives a 
telecom address from an application 550. In some embodi 
ments, each time an application 550 sends an email message 
or a text message, it provides each email address or telephone 
number that it used to the address processor 530. When the 
email or text message was sent to multiple recipients, the 
address processor 530 receives multiple such email addresses 
or telephone numbers in one batch or Successively, and per 
forms the process 600 once for each individual address. 
0105. The address processor 530 then uses (at 610) the 
query engine 540 to determine whether the received address 
is stored in either of the individual storages 505 or 510. If not, 
it directs (at 615) the query engine 540 to create a new record 
for the received address in either the email address data stor 
age 505 when the address is an email address, or in the 
telephone number data storage 510 when the address is a 
telephone number. 
0106. At 615, the address processor 530 in some embodi 
ments uses the ranking engine 535 to compute a ranking score 
for the address. As mentioned further below, the ranking 
scores of the individual and group address records are used in 
creating a prioritized list of addresses for display when later 
matching these addresses to user input to provide the user 
with Suggestions for completing the recipient list for a mes 
Sage. 
0107 Different embodiments use different techniques to 
create a ranking score. For instance, some embodiments base 
this ranking score on the frequency of use of the group of 
addresses. Instead of using ranking scores, other embodi 
ments evaluate the values in the time array in real time to 
determine a value that determines the order of address records 
in a prioritized list. After 615, the process 600 ends. 
0108 FIG.5 illustrates one example of a record 504 in the 
email address storage 505. As shown in this example, this 
records 504 contains an Address ID 570 to identify the record, 
a Name 572 to identify the name of recipient (if available), an 
email address 574, a time array 576, a ranking score 578, and 
a group array 580. The time array 576 includes up to N (e.g., 
up to five) time values for up to N most recent previous 
instances in which the email address was used to send an 
email message. The group array 580 includes the group ID of 
each group in which the email address was part of several 
email addresses and/or telephone numbers that were used to 
send an email or text message to a group of individuals. In 
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some embodiments, the record for a telephone number record 
in the telephone number storage 510 contains the same fields 
as the email address record 568, while in other embodiments 
the telephone number record is slightly different (e.g., does 
not have a name field 572). 
0109. When the query engine 540 determines (at 610) that 
one of the individual address storages 505 or 510 already 
contained a record for the received address, the address pro 
cessor 530 (at 612) directs the query manager to update the 
addresses previous created record in its data storage in order 
to reflect that it has again been received. In some embodi 
ments, this updating involves updating the address records 
time array to reflect the time for the current reception of the 
individual address. Also, for this update, the address proces 
sor 530 in some embodiments (1) uses the ranking engine 535 
in some embodiments to compute a new ranking score based 
on the repeated reception of this address, and (2) directs the 
query engine 540 to use this new score to update the ranking 
score of this address in the previously specified record. After 
612, the process 600 ends. 
0110. The address processor 530 performs the process 700 
of FIG. 7 to maintain the group address data storage 515. For 
each address that it receives, the address processor 530 per 
forms this process, but in Some embodiments, it performs 
process 700 simultaneously for all addresses in a group. Ini 
tially, the address processor 530 determines (at 705) whether 
the received address was part of a group of addresses that 
were sent in an email or text message. In some embodiments, 
the address processor 530 simply determines whether it 
received other addresses along with the current address from 
the application that sent along this address. In some embodi 
ments, the address processor 530 does this by examining a 
batch file in which the current address was sent. In other 
embodiments, the process makes this determination by com 
paring the timestamps of the received addresses in the mes 
sage that the application used to call the processor, or by 
comparing the last timestamp of the received address newly 
updated record in the address storage, with the timestamps of 
other newly received addresses or newly updated address 
records. When two or more addresses have identical times 
tamps or timestamps that are very close, the address processor 
530 recognizes that the addresses were part of one group 
message. 

0111. When the address processor 530 determines (at 705) 
that the address was not part of a group message, it ends. 
Otherwise, it uses (at 710) the query engine 540 to determine 
whether this group was previously received for another mes 
sage. For this task, the query engine 540 determines whether 
the intersection of all the group IDs of all the addresses in the 
group identified at 705 is an empty set or is a set with one 
group ID. When the intersection is an empty set, then the 
query engine ascertains that the group was not previously 
specified. Otherwise, when the intersection is a single group 
ID, then the query engine determines that the group was 
previously specified. 
0112. When the group previously did not exist, the address 
processor 530 directs (at 720) the query engine 540 to create 
a new record for the group in the group address data storage 
515, and then ends. One example of a group record is illus 
trated in FIG. 5. As shown in this figure, a record 590 of a 
group includes a group ID 592 to identify the group, an 
address array 594 to identify the address ID of each address in 
the group (where the address ID specifies the address record 
in an individual address storage 505 and 510), a time array 
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594 to specify up to M time values for up to M most recent 
time instances that the group was received, and a ranking 
score 596 for the group. 
0113. In creating this group, the address processor 530 in 
Some embodiments uses the ranking engine 535 to compute a 
ranking score for the group. Different embodiments use dif 
ferent techniques to create a ranking score. For instance, some 
embodiments base this ranking score on the frequency of use 
of the group of addresses. As mentioned further below, the 
ranking scores of the individual and group address records are 
used in creating a prioritized list of addresses for display 
when later matching these addresses to user input to provide 
the user with Suggestions for completing the recipient list for 
a message. Instead of using ranking scores, other embodi 
ments evaluate the values in the time array 596 in real time to 
determine a value that determines order of address records in 
a prioritized list. Still other embodiments compute real-time 
values for only the individual addresses, and move the group 
addresses up on the list in the prioritized list when their 
individual addresses move up on the list; to prioritize between 
different group addresses for the same individual address, 
Some embodiment use the last time values of the groups. 
0114. When the process 700 determines (at 710) that the 
group already exists in the group address data storage 515, the 
process 700 directs (at 715) the query engine 540 to update 
this groups record to indicate that it has been received again. 
In some embodiments, this updating involves updating the 
group's time array to reflect the time for the current reception 
of the group message. Also, in some embodiments, this updat 
ing involves updating the group's ranking score. To update 
this score, the address processor 530 uses the ranking engine 
535 in some embodiments. After 715, the process 700 ends. 
0115 B. Using Harvested Telecom Addresses 
0116 FIGS. 8-11 provide four examples of how the har 
Vested addresses can be used to provide predicted recipients 
for telecom messages. In each of these examples, addresses 
are harvested on one device and relayed through the server 
infrastructure to another device. Also, each of these examples 
shows the use of the harvested telecom addresses to provide 
Suggestion on the device that harvested the address, and on 
another device that received the harvested address through the 
server infrastructure. In these examples, the harvested 
addresses are the addresses that were captured in the 
examples illustrated in FIG. 4. 
0117 FIGS. 8-11 show the address harvester 402 captur 
ing several telecom addresses (several emails, several tele 
phone numbers, groups of emails, and groups of telephone 
numbers) on the device 400 and storing the captured telecom 
addresses in the harvested address data storage 405 before 
time A. Also, each of these figures shows the device 400 
having a matching engine 805 and an input processor 810. 
0118. The input processor 810 receives the user's input of 
a telecom address, and relays this input to the matching 
engine 805. The user's input can be received through a stan 
dalone keyboard or an onscreen keyboard, through Voice 
recognition interface, or through other input interface. In 
some embodiments, the matching engine 805 is part of the 
query engine of the data storages, and the input processor 810 
is a prediction engine that receives user input and uses the 
matching engine 805 to formulate a list of stored telecom 
addresses that match the user input to present to the user. In 
Some embodiments, the input processor 810, the matching 
engine 805 (which is the query engines of the data storages in 
some embodiments), and/or the data storages 405 are part of 
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one addressing harvesting module that is used to harvest and 
store addresses, and it is used to match stored addresses with 
user input as the user prepares the recipient list for a telecom 
message. However, these modules are separately drawn in 
FIGS. 8-11 (as well as other figures like FIG. 12) in order to 
highlight their separate functionality. 
0119 The input processor 810 relays the user input even 
when the user input is incomplete. For instance, in the 
examples illustrated in FIGS. 8-11, the user has entered a 
portion of an email address (e.g., the letter J) or a portion of a 
number (e.g., 55). The input processor 810 relays this input to 
the matching engine 805. In turn, the matching engine 805 
tries to find one or more individual telecom addresses or one 
or more group telecom addresses that match the portion of the 
input relayed by the input processor. As further described 
below, this matching becomes more and more refined with 
each additional character or address that the user provides 
while he is specifying the recipient(s) for an email or text 
message, because as the input processor 810 gets more user 
input, it relays the input to the matching engine 805. 
I0120 In the examples illustrated in FIGS. 8-11, each 
device 850, 950, 1050 or 1150 that receives harvested 
addresses from the device 400 also has a matching engine 825 
and an input processor 820, which perform operations similar 
to those of the matching engine 805 and input processor 810. 
Each of these other devices 850, 950, 1050 and 1150 has an 
address storage 855,955, 1055 or 1155 that receives and 
stores harvested addresses from the address storage 405 
through the server infrastructure. Specifically, in these 
examples, the devices 850, 950, 1050 and 1150 receive the 
harvested telecom addresses from the address storage 405 
and store these addresses in their address storages 855,955, 
1055 and 1155 before time B. 
I0121. In the example illustrated in FIG. 8, the user of the 
device 400 at some time after time A, inputs “J” as the recipi 
ent of an email message. In response to this input, the input 
processor 810 relays “J” to the matching engine 805, which 
then matches it to the individual email for Jerome Smith, as 
well as the email group Jerome Smith, Paul Li, and Emma 
Smith. Accordingly, the matching engine 805 directs the 
input processor 810 to present simultaneously two selectable 
candidate recipient sets to the user. One recipient set includes 
only Jerome Smith's email, while the other includes the 
emails of Jerome Smith, Paul Li, and Emma Smith. 
I0122. At some time after time B, the user of computer 850 
in FIG. 8 similarly inputs “J” as the recipient of an email 
message. In response to this input, the input processor 820 
relays “J” to the matching engine 825, which then matches it 
to the individual email for Jerome Smith, as well as the email 
group Jerome Smith, Paul Li, and Emma Smith. Accordingly, 
the matching engine 825 directs the input processor 820 to 
present simultaneously two selectable candidate recipient 
sets, one that includes only Jerome Smith's email, and 
another that includes the emails of Jerome Smith, Paul Li, and 
Emma Smith. 

(0123. In the example illustrated in FIG.9, the user of the 
device 400 at some time after time A, inputs “55” as the 
recipient of a text message. In response to this input, the input 
processor 810 relays “55’ to the matching engine 805, which 
then matches it to the individual telephone number 555-123 
4567, as well as the telephone numbergroup that includes this 
number along with 555-987-6543 and 555-321-5678. 
Accordingly, the matching engine 805 directs the input pro 
cessor 810 to present simultaneously two selectable candi 
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date recipient sets to the user. One recipient set includes only 
555-123-4567, while the other includes 555-123-4567, 555 
987-6543, and 555-321-5678. 
0.124. At some time after time B, the user of computer 950 
in FIG. 9 similarly inputs “55' as the recipient of a text 
message. In response to this input, the input processor 820 
relays “55’ to the matching engine 825, which then matches 
it to the individual telephone number 555-123-4567, as well 
as the telephone number group that includes this number 
along with 555-987-6543 and 555-321-5678. Accordingly, 
the matching engine 825 directs the input processor 820 to 
present simultaneously two selectable candidate recipient 
sets, one that includes only 555-123-4567, and another that 
includes 555-123-4567, 555-987-6543 and 555-321-5678. 
(0.125. In the example illustrated in FIG. 10, the user of the 
device 400 at some time after time A, inputs “J” as the recipi 
ent of a calendar invite. In response to this input, the input 
processor 810 uses the matching engine 805 again to match 
the users input to two different recipient sets (one that 
includes only Jerome Smith's email and another that includes 
the emails of Jerome Smith, Paul Li, and Emma Smith) that it 
presents simultaneously as two selectable candidate recipient 
sets to the user. 

0126. At some time after time B, the user of computer 
1050 in FIG.10 similarly inputs “J” as the recipientofanother 
calendar invite. Again, in response to this input, the input 
processor 820 uses the matching engine 825 to match the 
users input to two different recipient sets (one that includes 
only Jerome Smith's email and another that includes the 
emails of Jerome Smith, Paul Li, and Emma Smith) that it 
presents simultaneously as two selectable candidate recipient 
sets to the user. 

0127. In the example illustrated in FIG. 11, the user of the 
device 400 at some time after time A, inputs "555-9' as the 
recipient of a text message. In response to this input, the input 
processor 810 relays "555-9 to the matching engine 805, 
which then matches it to the individual telephone number 
555-987-6543, as well as the address group that includes this 
number along with 555-321-5678 and the email of Jerome 
Smith. Accordingly, the matching engine 805 directs the 
input processor 810 to present simultaneously two selectable 
candidate recipient sets to the user. One recipient set includes 
only 555-987-6543, and the other includes 555-987-6543, 
555-321-5678, and the email address of Jerome Smith. 
0128. At some time after time B, the user of computer 
1150 in FIG. 11 similarly inputs "555-9” in an invite list for a 
Video conference. In response to this input, the input proces 
sor 820 uses the matching engine 825 to match the input to 
two different invitee sets (one that includes only 555-987 
6543, and another that includes 555-987-6543, 555-321 
5678 and the email address of Jerome Smith) that it presents 
simultaneously as two selectable candidate invitee sets to the 
USC. 

0129. In the above-described examples, the individual 
telecom addresses or group telecom addresses that are har 
Vested from one applications use of the addresses are made 
available to another application during the address matching. 
Also, a group of telecom addresses can include both tele 
phone numbers and email addresses. However, other embodi 
ments might not create groups that include telephone num 
bers and email addresses. Also, other embodiments might 
restrict the presentation of matching candidate telecom 
addresses to applications that match, or that have been des 

Dec. 11, 2014 

ignated as being within the same category of applications, as 
the application from which the matching candidate addresses 
were harvested. 

I0130 FIG. 13 conceptually illustrates a process 1300 that 
the matching engine of some embodiments uses to match user 
input to telecom addresses stored in the address storage. As 
shown in FIG. 12, a matching engine 1200 of the device of 
Some embodiments performs this process by examining the 
three address storages 505, 510, and 515 described above by 
reference to FIG. 5. 

I0131. As shown FIG. 13, the process initially receives (at 
1305) input. In the examples described above, the input pro 
cessor relays user input to the matching engine 1200. The 
process 1300 then tries (at 1310) to match this input to one or 
more records in the address storage. As mentioned above, the 
matching records can be individual telecom addresses or 
group telecom addresses. 
I0132) If the process 1300 cannot find (at 1310) any match 
ing record, it ends. Otherwise, it aggregates (at 1315) any 
matching individual telecom address or group telecom 
address. It then directs (at 1320) the input processor to present 
the aggregated set of matching telecom addresses to the appli 
cation that Supplied the input, so that the application can 
present this set to the user. As mentioned above, some 
embodiments present the set of matching telecom addresses 
to the user with each matching telecom address as a selectable 
option in a list. Also, Some embodiments present the match 
ing telecom addresses in the set based on a particular sorted 
order. Several manners for presenting matching telecom 
addresses according to sorted orders will be described further 
below. 

I0133. At 1325, the process 1300 receives another input 
from the input processor. It determines (at 1330) whether this 
input was a selection of one of the matching telecom 
addresses in the set provided at 1320. If so, the process ends. 
Otherwise, the process determines (at 1335) whether the 
combination of the new and old user input specifies an 
address that still matches one or more records in the address 
storage. If not, the process ends. Otherwise, the process filters 
(at 1340) the previously aggregated set of matching telecom 
addresses to only keep the set of telecom addresses that match 
the new address or addresses specified by the user input. The 
filtered set of matching telecom addresses becomes the next 
aggregated set of matching telecom addresses. The process 
then returns to 1320 where it directs the input processor to 
present this new aggregated set of matching telecom 
addresses to the application that Supplied the input, so that the 
application can present this set to the user. 
0.134 One of ordinary skill will realize that other embodi 
ments implement the matching process 1300 differently. For 
instance, the process 1300 maintains a current aggregated set 
of matched addresses and filters this set based on additional 
user input. In other embodiments, however, the process 1300 
does not maintain Such a set and does not need to determine 
(at 1330) if the user selected one of the candidates. Instead, in 
Some of these embodiments, the process terminates after 
1320, and resumes from the start each time the user inputs a 
new character or a new address. In some of these embodi 
ments, an overall matching process maintains the addresses 
retrieved in each iteration to remove any record that is no 
longer applicable, as it no longer matches the current overall 
search query. 
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0135 C. Sorted Presentation of Retrieved Harvested Tele 
com. Addresses 
0136. Whena user inputs a portion of a list of recipients for 
an email or a text message, the prediction engine (e.g., the 
input processor of FIGS. 8-11) of some embodiments identi 
fies the stored individual and group telecom addresses that 
match the user input. It then puts these matching addresses in 
a sorted order and presents these addresses according to this 
order, so that the user can select one of them to complete the 
input of the recipient list. 
0.137 As mentioned above, some embodiments compute 
ranking scores for individual and group telecom addresses 
and use this ranking score to create the Sorted order (e.g., a 
sorted list) of the matching telecom addresses for the user. 
Different embodiments use different techniques to create a 
ranking score. For instance, Some embodiments base this 
ranking score on the frequency of use of the individual or 
group addresses. Others base the ranking score for each tele 
com address record based on this records timestamps that 
shows how recently this record was updated. Still other 
embodiments compute the ranking score for a telecom 
address record based on both the frequency of use of the 
telecom address in sent messages, and its records timestamps 
that specify how often the telecom address was used recently. 
In some embodiments, the ranking engine 535 periodically 
examines the telecom address records in the email address, 
telephone number and/or group address tables and updates 
the ranking score of each record. 
0.138. Instead of using ranking scores, other embodiments 
evaluate the timestamp values of the address records in real 
time, in order to determine the order of address records in a 
prioritized list. Still other embodiments compute real-time 
values for only the individual addresses, and move the group 
addresses up on the list in the prioritized list when their 
individual addresses move up on the list; to prioritize between 
different group addresses for the same individual address, 
Some embodiment use the last time values of the groups. 
0139 More specifically, for individual telecom addresses, 
Some embodiments use these timestamps to make decisions 
regarding the sorted order, while other embodiments use the 
timestamps to compute real-time scores that they then use to 
determine the order. In some embodiments, the timestamps 
are used to not only quantify how frequently an individual 
address has been used, but also to quantify how recently the 
address has been used. The combination of these two factors 
is referred to as Frecency in the discussion below. For the 
retrieved telecom address records, some embodiments use the 
two factors to compute Frecency scores, which are then used 
to sort the address records for display. Other embodiments, 
however, use these two factors (i.e., use the Frecency of the 
address records) to make decisions regarding the Sorted order. 
0140 For example, in some embodiments, the address 
harvester stores up to 5 timestamps for each individual tele 
com address that indicate the 5 most recent instances in time 
that the address was used. To sort the retrieved telecom 
addresses, the input processor first presents the addresses that 
have been received 5 times, then presents the addresses that 
have been received 4 times, then presents the addresses that 
have been received 3 times, and so on. Within each group that 
has been received the same N times, the input processor Sorts 
the addresses that have been received most recently (i.e., that 
have the latest timestamp) higher on the order. The input 
processor in these embodiments deviates from these sorting 
rules only (1) for matching address groups, and (2) for 
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addresses that match the input string exactly. As mentioned 
above, the input processor in some embodiments moves a 
matching address group along the sorted order to appear next 
to the highest ordered individual address in the group. 
0141 FIG. 14 illustrates the above-described approach 
and the above-mentioned two exceptions. Specifically, in 
three stages 1405, 1410, and 1415, it illustrates three sets of 
records that are retrieved and presented in a sorted order based 
on three different input strings as a user types a recipients 
email address. This figure shows that the input processor 
received each set of records from the matching engine based 
on an input string Supplied by a UI module that receives the 
user input. 
0142. The first stage 1405 shows three individual records 
and two group records that match the input string “Li.” The 
individual records are the email address for John Lin, Jack 
Lindsey and Harry Lind, while the group records are a first 
group involving email addresses for John Lin and Chuck 
Flower and a second group involving email addresses for Jack 
Lindsey and Alex Flower. The email addresses for John and 
Jack have been received five times each, while Harry's email 
address has only been received four previous times. Also, 
Jack's email address has the most recent timestamp. 
0.143 Accordingly, based on the above described rules, 
Jack Lindsey's individual and group addresses are displayed 
first, followed by John Lin's individual and group addresses, 
and then followed by Harry Linds email address. Harry is at 
the bottom of the sorted list because his email has been less 
frequently used (4 times) than the emails of John and Jack (5 
times). Jack's email address is higher on the list because 
Jack's email address has the latest timestamp. 
0144. The second stage 1410 shows that for the new search 
string “Lin, the same three individual records and two group 
records have been retrieved. However, the sorted order in this 
stage has been modified to put John's individual and group 
email addresses higher than Jack's because John's last name 
is a perfect match for the current input string. This perfect 
match trumps the more recent use of Jack's email address. 
0145 The third stage 1415 shows that the input processor 
receives a modified set of records for the new search string 
“Lind.” This set of records no longer includes John Lin's 
records as Lin no longer is a match of the input string Lind. 
Also, the third stage shows that the sorted order has been 
modified to put Harry's individual email addresses higher 
than Jacks because Harry's last name is a perfect match for 
the current input string. This perfect match trumps the more 
recent use of Jack's email address and the more frequent use 
of Jack's email address. One of ordinary skill will realize that 
other embodiments may present Jacks individual and group 
email addresses higher than Harry's email address in the 
Sorted list because Jack's email address has a higher fre 
quency of use. 

II. Physical Addresses 

0146 A. Harvesting Physical Addresses 
0147 As mentioned above, the address harvester of some 
embodiments harvests and stores physical addresses. 
Examples of Such harvested addresses include physical 
addresses that are harvested from email message, text mes 
sage, calendared events, electronic tickets, etc. Alternatively, 
or conjunctively, these harvested addresses include physical 
addresses that a user of the device browses with a web 
browser or a map application that executes on the device. 
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Such browsing entails searching for the addresses, viewing 
the addresses, and/or using the addresses to specify a route to 
view or navigate. 
0148 FIGS. 15 and 16 presents several examples of the 
address harvester 105 capturing physical addresses in emails 
and text messages. FIG. 15 illustrates an address harvester 
105 of a smartphone 1500 capturing several physical 
addresses in emails and text messages that it receives. 
Although the addresses are harvested from received messages 
in FIG. 15, one of ordinary skill will realize that the address 
harvester 105 harvests physical addresses in sent messages as 
well in Some embodiments. Also, while a Smartphone is 
shown in this figure, the address harvester 105 of a computer, 
a tablet or any other electronic device performs the same 
capture operations in some embodiments. 
0149 FIG. 15 shows three harvesting operations 1520, 
1522, and 1524 that the address harvester 105 performs on a 
received email 1530 and text message 1532 in three different 
stages 1502, 1504, and 1506. It also shows one harvesting 
operation 1528 that it does not perform. 
0150. The first stage 1502 shows the address harvester 105 
performing the first harvesting operation 1520 on a partially 
downloaded version of the email 1530. To conserve band 
width consumption, the email application of some embodi 
ments does not download an email in its entirety until the 
email is selected for review. Rather, the email application 
downloads a portion of the email to provide sufficient preview 
of the emails content. 

0151 FIG. 15 illustrates a portion 1540 of the email that is 
downloaded before the email has been selected for review. 
Specifically, the portion 1540 includes some of the email 
heading information and a section of the email's body. The 
figure also illustrated a portion 1542 of this email (e.g., the 
remaining section of the body) that is not downloaded before 
the email is selected for review. As shown in this figure, both 
portions contain a physical address in this example. As further 
shown, the address harvester 105 captures the address 1550 in 
the downloaded portion 1540 and stores this physical address 
in the address storage 110. The arrow 1520 that represents the 
first harvesting operation of the harvester illustrates this cap 
ture pictorially. As illustrated by the crossed out arrow 1528, 
the harvester does not capture and store the physical address 
1552, as this address is in the portion of the email that the 
email application does not download. 
0152 The second stage 1504 shows the selection of the 
email 1530 and its subsequent downloading for display on the 
device 1500. Once this email is downloaded, the address 
harvester 105 captures the physical address 1552 in the sec 
ond harvesting operation 1522 and stores this address in the 
address storage 110. The third stage 1506 shows the address 
harvester 105 performing the third harvesting operation 1524. 
In this operation, the harvester captures a physical address 
1554 in the text message 1532 and stores this address in the 
address storage 110. 
0153 FIG. 16 illustrates the address harvester 105 of a 
computer 1600 capturing physical addresses in an email and 
a text message that it receives. Although the addresses are 
harvested from received messages in this figure, one of ordi 
nary skill will realize that the address harvester 105 harvests 
physical addresses in sent messages as well in Some embodi 
mentS. 

0154 FIG. 16 shows three harvesting operations 1620, 
1622, and 1624 that the address harvester 105 performs on a 
received email 1630 and text message 1632 in two different 
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stages 1602 and 1604. The first stage 1602 is similar to the 
third stage 1506 of FIG. 15, in that during this stage 1602 the 
harvester captures a physical address 1660 in the text message 
and stores this address in the harvested address data storage 
110. 

0155 On the other hand, the second stage 1604 illustrates 
a difference between the harvesting emails on computers and 
on mobile devices in some embodiments. Specifically, unlike 
the harvester 105 of the mobile device 1500 that does not 
download and search through an unread email to harvest 
physical addresses, the harvester 105 of the computer 1600 
downloads and searches through an unread email to capture 
any physical address mentioned in the email. Accordingly, the 
second stage 1604 shows two harvesting operations 1622 and 
1624 that the harvester 105 performs on the unread email 
1630 to capture two physical addresses 1662 and 1664 and 
store these addresses in the address storage 110. In some 
embodiments, the harvester 105 does not review all emails 
but only reviews certain emails. For instance, the harvester 
105 of some embodiments does not review any emails that are 
marked as junk emails (e.g., in junk email folder) but only 
reviews other emails (e.g., in the inbox folder, in the sent 
folder, etc.). 
0156. As further described below, some embodiments 
generate and associate a ranking score to each harvested 
physical address, in order to differentiate the harvested physi 
cal addresses, which can be numerous. Such ranking is based 
on a variety of criteria. These criteria in some embodiments 
include the type of message that was the source of the address, 
the identity of the sender of the text message or email, the 
users interaction with the address, etc. These criteria will be 
further described below. 
0157 Such criteria helps differentiate physical addresses 
harvested in emails from random individuals on one hand, 
and physical addresses harvested from emails from friends on 
the other hand. These criteria also differentiate physical 
addresses that the user views from physical addresses that 
user does not view. FIG. 17 presents an example that further 
explains such criteria. Specifically, it illustrates adjusting the 
ranking of a harvested physical address based on the viewing 
of this address in a map. 
0158. The example illustrated in FIG. 17 is shown in four 
stages 1702, 1704, 1706, and 1708. The first stage 1702 
shows the email 1630 along with several other emails in an 
inbox of an email application 1700. As indicated by the sym 
bol 1710, the email 1630 has not yet been read. Also, as 
indicated by the star symbol 1712, this email is from a person 
who is in a list of individuals recognized by the email appli 
cation. In some embodiments, the list of recognized individu 
als includes people who the user of the application has des 
ignated as very important people (VIPs) or favorite people. 
Instead of, or in addition to, these people, the list of recog 
nized individuals includes people who are in the address 
book, contact list, or other electronic rolodex of the computer. 
0159. The first stage 1702 shows that the address storage 
110 includes the physical address 1662, which as mentioned 
in FIG. 16 was harvested even before the email 1630 is read. 
Because this email is from a person on the recognized list, it 
has been ranked with a high rank in the address storage 110. 
For illustrative purposes, the ranking of each physical address 
is conceptually shown by its position on the table 1740. The 
top row of the table representing the highest rank. 
(0160. The second stage 1704 shows the email 1630 after it 
has been opened for reading. This stage also shows the selec 
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tion of the physical address 1662 with a location indicator 
1720. In this example, the location indicator is a cursor con 
trolled by a cursor controller, but in other embodiments it can 
be any location indicator. For instance, it can be a visible or 
invisible touch indicator of a touch sensitive screen of the 
device 1700. 
(0161 The third stage 1706 shows that the selection of the 
physical address results in the display of a contextual menu 
1722. This menu has several options, one of which provides 
for the viewing of the physical address in a map. The third 
stage 1706 shows the selection of the view map option 1724 
in the menu. 
(0162. The fourth stage 1708 shows that the selection of the 
view map option 1724 results in a thumbnail display of the 
map 1726 in the contextual menu 1722. The displayed map 
shows the position of the physical address by marking the 
location with a pin 1728. The fourth stage also shows that the 
viewing of the physical address in the map results in a higher 
rank for the harvested physical address in the address storage 
110. This higher rank is conceptually shown in the fourth 
stage with the record for the address 1662 moving to a higher 
position on the table 1740. In some embodiment, the thumb 
nail map 1726 can be selected. This selection causes a 
browser or mapping application to display a much larger 
version of the map. In some embodiments, the selection of the 
thumbnail map and the viewing of the larger map further 
increase the ranking score of the harvested physical address 
1662. Examples of viewing a larger version of a map in a 
mapping application will be provided below. 
0163 Viewing physical addresses in emails is not the only 
mechanism for harvesting a physical address and adding it to 
the address storage with a ranking score to indicate the user's 
particular interaction with it. Such address records can be 
created by publishing physical addresses to the maps appli 
cation, or by viewing, searching, or routing to Such addresses 
in the maps application. 
0164 FIG. 18 illustrates an example of publishing a physi 
cal address to the map application, and in the process harvest 
ing this physical address for storage in the address storage 
110. This example shows the address being published to a 
Bookmark or Recents table 1808 of a maps application 
through a selection that is made in a web browser that 
executes on a mobile device 1800. A Bookmark table is a 
table that contains a number of locations on a map that are 
Bookmarked by the application or a user. The Recents table is 
a table that contains recent locations or routes searched by the 
map application. 
0.165 FIG. 18 illustrates its example in three stages 1802, 
1804, and 1806 of interactions with the browser 1810. The 
first stage 1802 presents the browser showing a first webpage 
1810 of a website of a Tee-Cake Bakery. This stage also 
shows the users touch selection of a contact option on this 
page through a touch-sensitive screen of the device 1800. 
0166 This selection causes the browser to show a second 
webpage 1812, as shown by the second stage 1804. The 
second webpage 1812 shows contact information about the 
bakery. As shown in the second stage 1804, the user touch 
selects the address 1816 of the bakery. This selection causes 
the browser to show a contextual menu 1830 that includes an 
Add to Maps option 1832. 
0167. The third stage 1806 shows the user touch-selecting 
of the Add to Maps option 1832. It also shows that this 
selection causes the address of the bakery to be stored in the 
table 1808 of the maps application. In some embodiments, the 
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browser directs the map application to store this address in its 
table 1808, while in other embodiments it directly stores this 
address in this table. The table 1808 in some embodiments is 
the bookmark table of the maps application, while in other 
embodiments it is the Recents table of the map application. 
0.168. The third stage 1806 shows that in addition to caus 
ing the storage of the bakery’s address in the table 1808, the 
selection of the Add to Maps application option 1832 also 
causes the address to be harvested and added to a harvested 
address data storage 110. This address is added to the data 
storage 110 with a high rank because the user made a con 
scious choice to add it to the Bookmark or Recents table 1808 
of the map application. 
(0169. In some embodiments, when the browser is directed 
to send this address to the map application, the browser also 
sends this address to the address harvester of the device, 
which then stores this address in the data storage 110. In other 
embodiments, the address is only stored in the table 1808, but 
the table 1808 is part of a set of storages (e.g., tables, data 
bases, etc.) that collectively form a harvested address data 
storage that a set of prediction engines of the device uses to 
retrieve addresses for formulating prediction. In yet other 
embodiments, the address is first stored in the table 1808, and 
from this storage, it is then transferred to the address storage 
110. 

0170 FIG. 19 illustrates an example of harvesting a physi 
cal address in response to a user searching for the address in 
a map application executing on a mobile device 1900. This 
example is illustrated in three stages 1902, 1904, and 1906 of 
interactions with the map application 1910. Each of these 
stages also shows the state of the Recents table 1908 of the 
map application. 
0171 The first stage 1902 shows the user touch-selecting 
the search field 1912 of the map application 1910 through a 
touch-sensitive screen of the device 1900. To simplify the 
discussion, the first stage 1905 shows that the Recents table 
1908 only stores two addresses. That is, the map has been 
used recently to search for only these two addresses. Here, the 
user selects the search field 1912 to input a search address. 
(0172. The second stage 1904 shows the search field 1912 
populated with an address “1149 Foothill Road.” It also 
shows the user selecting the search option 1916 to direct the 
map application to search for the entered address. The second 
stage 1904 further shows that the Recents table 1908 still only 
contains the same two addresses that it contained in the first 
Stage. 
0173 The third stage 1906 shows the map application 
after it displays the searched address, 1149 Foothill Road. 
This stage also shows that the search resulted in the addition 
of this address to the Recents table 1908 of the map applica 
tion. In some embodiments, this table is part of a set of 
storages (e.g., tables, databases, etc.) that collectively form a 
harvested address data storage or databases. In some embodi 
ments, the set of prediction engines of the device 1900 
retrieve harvested address data from the set of storages in 
order to formulate predictions. However, instead of having 
the prediction engine(s) use the Recents table 1908, other 
embodiments copy the addresses in the Recents table 1908 
into a harvested address storage, which is accessed by the 
prediction engine(s). Similar to the previous example, the 
address may be added to the address storage with a high rank 
because the user made a conscious choice to search for it with 
the map application. 
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0.174 FIG.20 illustrates an example of harvesting a physi 
cal address in response to a user identifying a route with the 
map application 1900 of the mobile device 1900. This 
example is illustrated in three stages 2002, 2004, and 2006 of 
interactions with the map application 1910. Each of these 
stages shows the state of the Recents table 1908 of the map 
application. 
0.175. The first stage 2002 shows the user touch-selecting 
the direction tool 1942 of the map application 1910 through a 
touch-sensitive screen of the device 1900. Similar to the pre 
vious example, the first stage shows that the Recents table 
1908 only stores two addresses. To input a route, the user 
selects a route button 1942 that is next to the search field 1912. 
(0176) The second stage 2004 shows a page 2050 of the 
map application. This page contains two fields 2052 and 2054 
in which the start and end of the route can be specified. It also 
allows the mode of transit to be selected. The transit modes 
include transit by walking, by bus, and by car. The second 
stage 2004 shows that the start and end of the route have been 
designated as the current location of the device and 777 State 
Street, respectively. It also shows the user selecting the route 
option 2016 to direct the map application to search for the 
specified route. The second stage 2004 further shows that the 
Recents table 1908 still only contains the same two addresses 
that it contained in the first stage 2002. 
0177. The third stage 2006 shows the map application 
after it displays three routes between the specified start and 
end location. Specifically, the three routes are shown by lines 
connecting the two pins that represent the start and end loca 
tions. This stage 2006 also shows that the destination address 
has been added to the Recents table 1908 of the map appli 
cation. As mentioned above, this table in some embodiments 
is part of a set of storages (e.g., tables, databases, etc.) that 
collectively form a harvested address storage from which the 
device's set of prediction engines retrieve addresses to for 
mulate predictions. Other embodiments, however, copy the 
addresses in the Recents table 1908 into a harvested address 
storage, which is accessed by the prediction engine(s). 
0178. In previous example, the address is extracted from 
the destination field instead of the start field. One of ordinary 
skill in the art will understand that an address can be extracted 
from the start field as well in a similar manner (e.g., if the user 
has specified a start address). The start or end address may 
also be added to the address storage with a high rank because 
the user made a conscious choice to route the address search 
with the map application. 
0179 FIG.21 illustrates an example of harvesting a physi 
cal address in response to a selection of a point of interest 
(POI) on a map presented by the map application 1900 of the 
mobile device 1900. This example is illustrated in three stages 
2102.2104 and 2106 of interactions with the map application 
1910. Each of these stages also shows the state of the Recents 
table 1908 of the map application. 
0180. The first stage 2102 shows that the map application 
has been opened to display a map 2114. The mapped location 
includes a POI 2112. The POI is shown with an icon that 
provides a visual indication of the type of POI (e.g., a restau 
rant, a bar). As shown in the first stage 2102, the user touch 
selects the POI 2112 on the map 2114 presented by the map 
application 1910. The first stage 2102 also shows that the 
Recents table 1908 only stores two addresses at this point. 
0181. The second stage 2104 shows a banner 2116 open 
ing above the selected POI to provide some information about 
the POI. The banner includes the name of the establishment 
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and the estimated time it takes to reach it using a particular 
mode of transit. On the right-hand side of the banner is an info 
arrow 2128 that can be selected to display additional infor 
mation regarding the POI. In this second stage 2104, the user 
selects the info arrow 2128. The second stage 2104 further 
shows that the Recents table 1908 still only contains the same 
two addresses that it contained in the first stage 2102. 
0182. The third stage 2106 shows an info page 2130 that 
the map application presents in order to provide additional 
information about the selected POI. This stage 2106 also 
shows that the selection of the info arrow 2128 and the pre 
sentation of the info page 2130 has resulted in the addition of 
the POI’s address to the Recents table 1908 of the map appli 
cation. As mentioned above, this table in some embodiments 
is part of a set of storages (e.g., tables, databases, etc.) that 
collectively form a harvested address storage from which the 
device's set of prediction engines retrieve addresses to for 
mulate predictions. In other embodiments, however, the 
addresses in the Recents table 1908 are copied into a har 
Vested address storage, which is accessed by the prediction 
engine(s). 
0183. When copying a new address from the Recents table 
to the harvested address storage (as described above for some 
embodiments of FIGS. 19-21), some embodiments specify a 
ranking score that is specified for new addresses that are 
copied from the Recents table to the harvested address stor 
age. Alternatively, in the embodiments that Supply addresses 
from Recents table directly to the device's set of prediction 
engines (as described above for other embodiments of FIGS. 
19-21), the source of this address (i.e., factor that this address 
has come from the Recents table of the map application and 
hence was probably viewed recently by a user) can be fac 
tored into the predictions that are formulated based on these 
addresses. For instance, the relative contributions of these 
addresses to the predictions can be adjusted by appropriately 
weighting them in comparison with addresses from other 
SOUCS. 

0.184 FIG.22 illustrates an example of harvesting a physi 
cal address from a calendar application 2200. As shown, the 
calendar application has been opened to a day view 2205. 
Alternatively, the calendar application can be opened to a 
different view, such as a weekly view, monthly view, etc. The 
day view 2205 includes a table that list the time on one 
column and a list of scheduled events in the next column. To 
simply the description, the view only lists one scheduled 
event 2210. Specifically, it lists a dentist appointment that is 
scheduled at 9 am on the day at a particular location. The 
location is shown in the list with its physical address. Here, 
the address harvester 105 has extracted and stored the address 
in the address data storage 110. In some embodiments, the 
address harvester 105 harvests the address once the event has 
been scheduled with the calendar application, because it is 
notified by the calendar application that an event with a par 
ticular location has been created. In other embodiments, the 
address harvester 105 iterates through the calendar applica 
tions event list to identify addresses in different scheduled 
events. The address harvester 105 then adds each new address 
to the harvested address data storage 110. 
0185. In conjunction with the event list, or instead of it, the 
address harvester 105 of some embodiments harvests 
addresses from event invitations. FIG. 23 illustrates an 
example of harvesting a physical address from a calendar 
invitation 2300. This invitation 2300 might have been opened 
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with the calendar application or an email application (e.g., if 
the calendar is integrated as part of the email application). 
0186. As shown in FIG. 23, the invitation is shown with (1) 
the name of the event, the (2) location of the event, (3) the 
events start time, and (4) the end time. The event includes 
several options, including showing the map of the location, 
setting an alarm, accepting the invitation, declining it, etc. 
Each of the start and end time is shown with a date and time. 
The location of the event is shown with its physical address in 
the body of the invitation. In this example, the address har 
vester 105 has extracted the physical address from the invi 
tation and stored this address in the harvested address data 
storage 110. For example, the address harvester 105 might 
have analyzed or parsed the invitation to identify the location 
field to extract the physical address. 
0187. In the previous two examples, each calendared event 

is associated with time and/or date. As an event approaches, 
Some embodiments increase the ranking score of a physical 
address that is harvested from the event appointment or from 
the event invite in the calendar application. This increase in 
the ranking score will make it more likely that the physical 
address will be used to provide useful predictions to a user, 
e.g., used to provide predicted routes, provide relevant traffic 
information, provide prioritized list of addresses, etc. Once 
the event passes, some embodiments reduce the ranking score 
of Such a physical address or remove it altogether from the 
address storage. 
0188 B. Computing Ranking Score and Decaying Rank 
ing Score for Addresses 
0189 As indicated above, some embodiments store rank 
ing scores with the harvested addresses. These ranking scores 
may be used, for various operations, to determine which 
addresses a user is most likely to want (e.g., to which address 
a user would most likely be traveling). Some embodiments 
use a decay function to modify these rankings over time. The 
decay function of Some embodiments primarily adjusts a 
ranking score downward over time, as newer addresses are 
generally considered more likely to be useful, all else being 
equal. Eventually, the decay function indicates that an address 
should be removed from the address history. 
0.190 FIG. 24 conceptually illustrates an architecture 
2400 of some embodiments for storing and decaying 
addresses. In some embodiments, these may be both physical 
and telecommunications addresses. Other embodiments only 
rank and perform decaying of one of these types of addresses 
(e.g., physical addresses) or the other type of addresses. As 
shown, the architecture 2400 includes an address harvester 
2405, a set of applications 2410, an address extractor 2415, 
and a decay engine 2420. Furthermore, the system includes 
map address history 2425 and address history 2430. 
(0191 The address harvester 2405 receives both addresses 
and content from the applications 2410, in Some embodi 
ments, and stores both physical and telecommunications 
addresses in the address history 2430. For example, from 
scheduling applications (e.g., a calendar application, an elec 
tronic ticketing application, etc.), the address harvester 
directly receives physical addresses to harvest. Furthermore, 
from electronic messaging applications (e.g., SMS and 
e-mail applications), the address harvester receives phone 
numbers and e-mail addresses from which messages are 
received and to which messages are sent. 
(0192. The address harvester 2405 additionally receives 
content from these electronic messaging applications. Both 
e-mails and text messages may include physical addresses as 
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part of their content. Thus, the address harvester 2405uses the 
address extractor 2415 to identify addresses (e.g., based on 
their formatting) in content received from the electronic mes 
saging applications. From these and other applications (e.g., 
map application), the address harvester also receives in some 
embodiments indications that the user has searched for, 
routed to, viewed, etc. certain addresses or certain entities at 
those addresses. 
0193 In some embodiments, the address harvester 2405 
stores the received and extracted addresses, and received or 
deduced information about these addresses, in one or more 
table in data storage 2430. As shown, each address entry in the 
address history data storage 2430 includes various data about 
the harvesting of the address. For instance, in the example 
shown, each address includes a sender value, the address, a 
time stamp, and a source identifier. These values are used by 
the address harvester 2405 to compute an initial ranking. 
0194 The sender field, in some embodiments indicates, 
for an address harvested out of an electronic message, 
whether the sender of the message is known. This field may be 
more gradated in some embodiments. For example, the 
sender field could be divided into unknown, regular contacts, 
and more important contacts (which might be determined by 
user categorization or frequency of received messages). 
0.195 The time stamp field stores a time that the address 
was received by its source application, in Some embodiments. 
For example, addresses received in an e-mail or text message 
store the time of that text message. Addresses from a web 
browser store the time that the user selected in the web 
browser to store the address. The source identifier field stores 
an indicator of from which of the applications 2410 the 
address was harvested. In the example, the first listed address 
is from a text message, while the other two addresses are from 
e-mails. In some embodiments, additional fields may be 
stored for at least Some types of addresses. For instance, 
addresses from a calendar event may store the time of the 
calendar event rather than the time the address was received. 

0196. The ranking, in some embodiments, is initially cal 
culated by the address harvester 2405 according to a set of 
heuristics. These heuristics assign a score to each address 
based on various factors. As examples, addresses from known 
senders are scored higher (e.g., assigned a lower number) 
than addresses from unknown senders. Some embodiments 
treat addresses from text messages as more important than 
addresses from e-mail messages. Addresses for a scheduled 
event may be assigned a low score if the associated eventis far 
off, but a high score if the event is soon upcoming. Some 
embodiments, rather than storing numerous fields, only store 
the time stamp and ranking for addresses. 
0197) The decay engine 2420 periodically re-scores the 
addresses stored in the address history data storage 2430 
according to one or more decay functions. This example 
shows the decay engine 2420 retrieving an address that has a 
ranking score of 20 (a high ranking) and readjusting the 
address to a score of 5 (a lower ranking) Some embodiments 
automatically adjust addresses downwards over time until a 
particular period of time after the time stamp (e.g., one day). 
Some embodiments have different decay functions for differ 
ent types of addresses. For example, because text messages 
are a more immediate form of communication, addresses 
from text messages might start out with a higher ranking than 
addresses from e-mail, but decay more quickly. An address 
for a scheduled event, on the other hand, might start with a 
very low ranking until shortly before the scheduled event, 
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then be adjusted to a very high ranking for a particular period 
of time (e.g., 3 hours, 6 hours, 12 hours, 24 hours) before the 
event, and immediately be removed after the time of the event. 
(0198 The architecture 2400 additionally includes a map 
address history 2425. In some embodiments, a mapping 
application operating on the device stores recently used 
addresses (e.g., search results, destinations to which a route 
was generated, etc.). In some such embodiments, the address 
harvester 2405 retrieves these physical addresses from the 
map address history 2425 and stores the retrieved addresses in 
the system-wide address history 2430. Alternatively, the map 
history 2425 is maintained separately, and it is accessed sepa 
rately by the prediction engines of some embodiments. This 
will be further described by referenced to FIG. 36. 
(0199 C. Formulating Predictions Based on Harvested 
Physical Addresses 
(0200) Some embodiments use the harvested physical 
addresses to formulate predictions about future destinations 
of the device's user, and then provide information to the user 
based on these predictions. To formulate these predictions, 
Some embodiments employ one or more machine-learning 
engines to generate additional physical addresses to augment 
the set of physical addresses that they use to base their pre 
dictions. 

0201 Different embodiments provide different informa 
tion to the user based on the prediction. Examples of such 
information include routes to predicted future destinations, 
traffic data regarding routes to possible future destination, 
prioritized display of predicted future destinations over other 
destinations in a list of possible destinations or search queries, 
etc. One of ordinary skill will realize that the harvested physi 
cal addresses are not used for all of these purposes in some 
embodiments. One of ordinary skill will also realize that the 
harvested physical addresses are used for other predictions 
and other uses in other embodiments. 
0202 FIG. 25 illustrates an example of a mobile device 
2500 that uses the harvested physical addresses to predict 
future routes, which it presents to a user through a vehicle 
display. In this example, the mobile device 2500 connects to 
the interface of the vehicle's electronic information system. A 
mapping application operates on the mobile device 2500, and 
outputs both a first user interface display 2505 on the mobile 
device's display screen 2520 and a second user interface 
display 2510 on the vehicle's display screen 2515. 
0203 The figure illustrates the interior of a vehicle 2550, 
in which the mobile device 2500 connects via a wired con 
nection 2555 to the vehicle, and outputs a user interface for 
display on the vehicle screen 2515. While this example illus 
trates a wired connection 2555, in other embodiments the 
mobile device connects with the vehicle's electronic infor 
mation system through a wireless connection (e.g., through a 
Bluetooth connection). Also, this example and others 
described below illustrate a single display screen in the 
vehicle. However, some vehicles include multiple screens, 
Such as a center console dashboard screen and one or more 
screens in the control cluster in front of the driver. Some 
embodiments output only a single user interface to the center 
dashboard screen for such vehicles, while other embodiments 
output the same user interface to multiple screens, and yet 
other embodiments output different interfaces to the different 
SCCCS. 

0204 The figure also illustrates a blown-up views of the 
mobile device 2500 and the dashboard screen 2515. As 
shown, both views display a map of the same location, but 
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within the context of different user interfaces. FIG.25 further 
illustrates a harvested address data storage 2540, a route 
prediction engine 2542, and a vehicle UI module 2544. The 
address data storage 2540 stores harvested physical 
addresses. Based on these harvested physical addresses, the 
route prediction engine 2542 formulates one or more pre 
dicted routes that the device might take at any given time. This 
engine provides the vehicle UI module with these formulated 
routes. The vehicle UI module generates the vehicle UI dis 
play 2520 and presents this display on the display screen 2515 
of the vehicle. 
0205. In some embodiments, the prediction engine 2542 is 
part of a map application that executes on the mobile device 
2500. In these or other embodiments, the prediction engine 
formulates one or more predicted routes that the device can 
take at any given time based on a variety of factors. These 
factors include physical addresses that are stored in the har 
vested address data storage 2540 and that are harvested from 
a variety of sources. For instance, in some embodiments, 
these addresses are harvested from sent or received emails, 
text messages, calendar invites, etc. Also, in some embodi 
ments, these addresses are harvested when they are searched, 
viewed and/or used to compute routes in web browsers and/or 
the map applications, or other applications (e.g., email appli 
cations). These addresses are also harvested in some embodi 
ments from locations of calendared events. As mentioned 
above, some embodiments employ one or more machine 
learning engines to generate additional physical addresses to 
augment the set of physical addresses that are used to formu 
late predicted routes. 
0206 When the prediction engine identifies more than one 
predicted route, the vehicle UI display 2515 provides an 
indication of multiple predicted routes. In the example illus 
trated in FIG.25, the indication of multiple routes is provided 
by indicators 2560, which in these embodiments indicate 
multiple view pages that display multiple predicted routes. 
The scrolling through these routes will be further described 
below by reference to FIGS. 26 and 27. 
0207. As shown in FIG. 25, the vehicle UI display 2515 in 
Some embodiments presents the likely routes with a map view 
on one portion of the display and information about the route 
(including estimated arrival time, metadata about the source 
of the route, etc.) on a second portion of the display. In this 
example, the route information that is provided in the second 
portion specifies the source of the data that was used to predict 
the route's destination as a possible destination of the device 
and the frequency of travel to this destination. 
0208. In some embodiments, the selection (e.g., touch 
screen selection or keyed selection) of the map view portion 
of this display causes the mobile device to enteraturn-by-turn 
navigation mode. In the turn-by-turn navigation mode of 
Some embodiments, the mobile device presents a view along 
the selected route, while also providing instructions for 
upcoming maneuvers to perform (e.g., as road signs with both 
text and graphical instructions). In some embodiments, the 
navigation mode is initiated through another control that is 
provided through the vehicle UI display 2515. Also, in some 
embodiments that have the map application generate and/or 
present the predicted routes, the map application is the appli 
cation on the mobile device that is responsible for providing 
the turn-by-turn navigation (i.e., for providing the navigation 
mode). 
0209 FIG. 26 illustrates an example of the scrolling 
through multiple predicted routes that are generated based on 



US 2014/0365459 A1 

harvested data. This example is illustrated in terms of three 
operational stages 2610-2620. The first stage 2610 shows the 
vehicle UI display 2520 of FIG. 25. As mentioned above, the 
indicators 2560 indicate the availability of additional routes. 
In some embodiments, the number of indicators is indicative 
of the number of additional routes. In this example, three 
indicators 2560 in the first stage 2610 are indicative in these 
embodiments of three predicted routes. 
0210. The second stage 2615 shows the user performing a 
Swipe operation on the presentation to navigate to another of 
the predicted destinations/routes. The user can perform Such 
an action because in this example the vehicle display Screen 
2520 has a touch sensitive screen. In addition to swipe ges 
tures, the vehicle UI module 2544 of some embodiments 
accept other gestures, or selection of various affordances 
(e.g., left and right or up and down navigationarrows) in order 
to cycle through the different options. Accordingly, when the 
presentation is shown on a non-touch sensitive screen of a 
vehicle, the user can navigate to the next predicted destina 
tion/route through one of the keys, knobs, or other controls of 
the vehicle. 
0211 Regardless of how the user navigates to the next 
predicted destination/route, the mobile device 2500 presents 
the next predicted destination/route upon receiving the user's 
input. The third stage 3620 of FIG. 26 illustrates the mobile 
device's presentation 2655, which shows a gym 2660 and a 
route 2666 to the gym as another predicted destination/route. 
The map application did not initially show the route to the 
gym in the third stage because the route prediction engine 
assigned a lower probability to the gym being the actual 
destination as compared to the destination shown in the first 
stage 2610. 
0212 FIG. 27 illustrates an example of the mobile device 
automatically scrolling through multiple predicted routes as 
the device travels along a particular path. This example is 
illustrated in terms of two operational stages 2705-2710. The 
first stage 2705 shows a position 2722 of the device as it 
travels along a first predicted route 2724 to a first predicted 
destination 2720. This stage also shows indicators 2560 that 
specify that the mobile device has identified multiple differ 
ent predicted routes to multiple different predicted destina 
tions. 
0213. The second stage 2710 shows that once a userpasses 
an intersection 2730, the mobile device reformulates the pre 
dicted route and presents a new predicted route 2726 to a new 
destination 2728. In some embodiments, the predicted route 
2726 might have been one of the routes previously predicted 
by the mobile device and represented by the indicators 2560. 
Alternatively, once the user passed the intersection 2730, the 
mobile device in some embodiments might have reformu 
lated its predictions and identified the destination 2728 as a 
new possible destination. 
0214. In some embodiments, the mobile device in some 
cases bases its predictions on an address that is harvested on 
another device. FIG. 28 illustrates such an example. This 
example is identical to the example illustrated in FIG. 25. 
except that the harvested address, 1149 Foothill Road, in FIG. 
28 was initially captured on a computer 2800 and stored in the 
address data storage 2840 of this computer. This address then 
was relayed to the harvested address data storage 2540 of the 
mobile device 2500 through the server infrastructure. Once 
relayed to the mobile device 2500, the prediction engine of 
this device uses this address to identify it as a possible desti 
nation for the device. 
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0215. This synchronizing of physical addresses across 
multiple devices is highly useful. For instance, a user can 
fully explore a location on a map application of a desktop 
computer. Given that some embodiments in real time or 
quickly synchronize addresses across devices, the prediction 
engine of the mobile device of the user can use this address the 
next time that the user is traveling in his car to provide auto 
matically a route to the explored location. 

III. Other Uses for Harvested Addresses 

0216 FIGS. 29-31 illustrates several additional examples 
of using the harvested physical address. In these examples, 
the harvested addresses are used to provide travel times and 
traffic data based on harvested physical addresses or 
machine-generated physical address. As mentioned above, 
Some embodiments employ one or more machine-learning 
engines to generate additional physical addresses to augment 
the set of physical addresses that are used to be the basis for 
the predictions. 
0217 FIG.29 illustrates how some embodiments presenta 

traffic notification based on a harvested or machine generated 
physical address. To present Such a notification, some 
embodiments focus only on harvested or machine-generated 
locations that are very likely to be relevant to the user of a 
device. This is partly because the space for Such notifications 
is often limited on the mobile devices. It is also partly because 
too many machine-generated notifications can be distracting 
to a user as the user might not find them always to be of 
interest. 
0218. As shown in FIG. 29, the mobile device of some 
embodiments displays the traffic notification 2905 in a noti 
fication center's window 2910 that includes various notifica 
tions (such as calendar event reminders) for a user. The traffic 
notification in this example specifies that traffic along high 
way 101 is heavier than usual. The mobile device reports 
traffic along this highway based on a prediction that the 
device will travel along this highway soon. This prediction 
can be based on a predicted destination of the device. The 
predicted destination in some embodiments is generated by a 
machine learning process that identifies typical locations of 
the device at different intervals of time. In some embodi 
ments, the predicted destination may alternatively be a har 
Vested physical address, such as the location of a calendared 
event. 

0219. Once a location is predicted as a destination, the 
mobile device of some embodiments identifies a route to that 
location along with the traffic congestion along that route. In 
some embodiments, the traffic data specifies that the traffic is 
better than usual, worse than usual, or as usual. Based on this 
traffic data, the mobile device of some embodiments provides 
the traffic notification 2905 of FIG. 29. 
0220 FIG.30 illustrates another scenario for the harvested 
physical addresses. The calendar application lists several 
events 3005 and 3010. The location addresses of these events 
have been harvested and stored in the address storage. Based 
on the harvested addresses and the current location, the cal 
endar application presents each event with a traffic condition 
that indicates a route to take or avoid. To identify such traffic 
conditions, the mobile device of some embodiments identi 
fies predicted routes between the device's current or future 
destinations and the location of the calendared event. The 
predicted routes in some embodiments are accompanied with 
traffic data. Based on this data, the mobile device display the 
traffic conditions for each calendared event as illustrated in 
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FIG. 30. In some embodiments, the mobile device also com 
putes and displays the travel time for event based on this data. 
0221 FIG.31 illustrates yet another use case scenario for 
the harvested physical addresses. The calendar application 
lists several events 3105 and 3110. The location addresses of 
these events have been harvested and stored in the address 
storage. Based on the harvested address, the calendar appli 
cation has created a new event 3115 to account for the travel 
time between the events 3105 and 3110. For example, the 
travel time event 3115 is listed in the calendar with the esti 
mated time it would take to go from the location of the event 
3105 to the location of the event 3110. 

0222 Another use for harvested physical addresses 
involved their use in augment Voice recognition operations. 
As mentioned above, a voice recognition application of some 
embodiments uses harvested telecommunications addresses 
to identify intended recipients of electronic messages. For 
example, users may utilize Voice commands to send e-mails 
or text messages from a mobile device with Such voice rec 
ognition capability. Unless replying to a previous message, 
the user will need to specify one or more recipients for these 
messages. To help recognize the recipients dictated by the 
user, the Voice recognition application of some embodiments 
uses the harvested addresses. 

0223 FIG. 32 illustrates the use of the voice recognition 
function of some embodiments on a mobile device 3200 to 
recognize a recipient e-mail address that was previously har 
Vested and stored in an address history data storage. This 
figure illustrates four stages 3205-3220 of the mobile device 
over which the user initiates the Voice recognition applica 
tion, uses Voice recognition to open an e-mail application, and 
dictates a recipient name. 
0224. The first stage 3205 illustrates a home page of the 
portable device 3200. In this case, the user selects a button 
3225 in order to initiate voice recognition. The second stage 
3210 illustrates that the voice recognition application on the 
mobile device has begun, as it prompts the user to dictate what 
the user would like the application to do. As shown, the user 
states "e-mail, which is translated by the voice recognition 
application as a request to open the e-mail client on the mobile 
device in order to send a new e-mail. 

0225. Thus, the third stage 3215 illustrates a new e-mail 
opened, and the Voice recognition application asking the user 
to whom the message should be sent. In addition, at this stage, 
the user replies with “Jerome Smith’. Jerome Smith is not one 
of the user's contacts in this case, so there is not an e-mail 
address stored in the user's contacts that maps to the name 
Jerome Smith. However, in this example, the user has previ 
ously received an e-mail from a Jerome Smith, and therefore 
the address history data storage includes a “Jerome Smith' 
with a corresponding e-mail address. As shown by the high 
lighting 3230 at the fourth stage 3220, the voice recognition 
application has filled in the e-mail address for Jerome Smith 
in the recipient line of the new e-mail. 
0226. The voice recognition application of some embodi 
ments also works with input through a user interface of a 
vehicle to which the mobile device connects. FIG. 33 illus 
trates a vehicle display screen over four stages 3305-3320 in 
which a user activates a messaging function and dictates a 
message to a recipient. The first stage 3305 illustrates a 
vehicle display Screen home page of some embodiments, 
driven by the mobile device connected to this vehicle display. 
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In this case, the user selects a messaging control 3323, in 
order to activate a messaging (e.g., SMS) feature of the por 
table device. 
0227. The second stage illustrates a messaging interface 
3300 of some embodiments. The messaging interface 3300 
includes a prompt 3325 (which may also be output as audio 
via the vehicle speakers), a cancel control 3330 for closing the 
messaging interface without sending a message, and a done 
control 3335 for indicating to the messaging application that 
dictation has completed. In the second stage 3310, the mes 
saging feature requests a recipient for a message, and the user 
dictates “Jerome'. 
0228. The third stage 3315 illustrates that the messaging 
feature uses the harvested data of some embodiments to iden 
tify a telecommunications address (e.g., phone number, 
e-mail) to which to send the data. In this case, although the 
user does not have any contacts named Jerome, a text message 
had previously been received correlating the name Jerome 
Smith to a phone number. Thus, the messaging interface 3300 
now requests that the user dictate a message to Jerome Smith. 
As shown by the highlighting 3340, the recipient is a select 
able item in Some embodiments, which the user can select in 
order to change recipients for the message. Also, at this stage, 
the user dictates a message, “Bethere inten’. The fourth stage 
3320 illustrates the resulting message, with a control 3345 for 
allowing the user to send the message. 

IV. Distributing Harvested Addresses Across Multiple 
Devices 

0229. As mentioned above, some embodiments have four 
data storages to respectively store physical address data, 
email address data, telephone store data and group email and 
telephone address data. To synchronize these data storages 
across multiple associated devices that connect to the server 
infrastructure of FIG. 3, some embodiments create a key 
value store for three of these storages, which are the physical 
address store, the email address store and the telephone num 
ber store. These embodiments store the records in the group 
data storages in the email address and telephone number 
StOreS. 

0230. More specifically, in some embodiments, the device 
and storage infrastructures store harvested data in one or more 
key value stores. The device and storage infrastructure of 
Some embodiments stores the data in three separate key-value 
stores. Each store in Some embodiments is a table stored on 
the device. In some embodiments, there is one store for tele 
phone numbers, a second store for e-mails, and a third store 
for physical addresses. In some embodiments, one or more of 
the key value storages include entries for both individuals and 
groups. For example, a key value storage for telephone num 
bers includes entries for individual phone numbers and 
groups of phone numbers (e.g., multiple numbers chosen by 
a user to simultaneously send an SMS message to). The 
entries for the individual phone numbers each identify a 
single phone number, while the entries for groups of phone 
numbers each identify multiple phone numbers. In some 
embodiments, groups may overlap. 
0231. In a key value storage mechanism, there are multiple 
keys stored in each storage location. Each key is a record. The 
keys of some embodiments area hash based on (for example) 
the values of data associated with the key. The value for the 
key is an object that contains all the parameters (sometimes 
called “fields') and the values of those parameters of the 
record. For example, the value of the key in the e-mail key 



US 2014/0365459 A1 

storage of some embodiments includes parameters such as 
name, e-mail address, most recent time the address was used, 
the second most recent time the address was used, etc. The 
values of those parameters may be data such as “John Smith', 
“JSMITH(aEXAMPLE.COM”, “12:52 PM May 30, 2013”, 
“11:12 AM May 30, 2013, respectively. The records of 
Some embodiments contain a record of multiple times when 
the address was last used. For example, some embodiments 
store a record in the key value of the last five times an address 
associated with that key value was used. In some embodi 
ments, if an address (e.g., an e-mail address orphone number) 
is associated with multiple groups, then the device will make 
an entry in the key storage of that data type for each group that 
the address is a member of. In some embodiments, the group 
key values are stored in the same key value storage as the 
individual key values of the same type. Key values identifying 
groups of phone numbers are stored in the phone number key 
storage, as separate entries in the same store as the individual 
phone numbers. Key values identifying groups of e-mail 
addresses are stored in the e-mail address key storage, as 
separate entries in the same store as the individual e-mail 
addresses. Key values identifying groups of physical 
addresses are stored in the physical address key storage, as 
separate entries in the same store as the individual physical 
addresses. 

0232. In some embodiments, each key value storage of a 
device is synchronized across a network infrastructure with 
all devices associated with an account on the network infra 
structure. When a record is added to a device, this results in a 
new record being added to all associated devices by the net 
work synchronizer. Similarly, when an entry is modified (e.g., 
when the user changes the phone number associated with a 
name entry), the network synchronizer propagates the modi 
fication across the network infrastructure to the associated 
devices. As described above with respect to FIG. 3, in some 
embodiments, the network synchronizer works through the 
server infrastructure of the network in order to update devices 
that are not necessarily all on at the same time as the device on 
which the user made the modification to the record. 

0233. To create and maintain the key value stores, some of 
these embodiments then use the ubiquity key value storage 
technology of Apple Inc to maintain the three key value stores 
on all associated devices in Synch. This technology is 
described in U.S. Published Patent Applications 2012/ 
03.10880 and 2012/0185448. Both of these published appli 
cations are incorporated herein by reference. 
0234 FIG. 34 conceptually illustrates a multi-device pro 
cess 3400 of some embodiments for distributing harvested 
data from one device to another across a server infrastructure. 
The figure includes three columns, the first column 3401 
conceptually illustrates the steps of the process 3400 per 
formed by a device on which a user creates or modifies an 
entry in a key value store. The second column 3402 concep 
tually illustrates the steps of the process 3400 performed by 
server infrastructure. The third column 3403 conceptually 
illustrates the steps of the process 3400 performed by a sec 
ond device that receives the newly created or modified entry 
(from the first device) through the server infrastructure. 
0235. The process 3400 receives (at 3410) at a first device 
a new key value record or a modification of an existing key 
value record of a key value store. In some embodiments, the 
modification changes a value and/or a field of the key value 
pair. For example, a parameter associated with a record for an 
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e-mail address may change. In some embodiments, one type 
of modification is to delete the key value. 
0236. The process 3400 then uploads (at 3412) the 
received data (the new or modified key value data) to the 
server infrastructure. In some embodiments, a modification is 
uploaded as the original key hash value, and the modified 
key/value pair. In other embodiments, a modification is 
uploaded as the original key value record and data identifying 
the changes to be made to the copy of the record. Other 
embodiments provide other sets of data that permit the modi 
fication to be performed on associated devices. 
0237. The process 3400 is then continued in column3402 
by the server infrastructure. The process 3400 receives (at 
3420) the new key value or key value modification data from 
the first device. As mentioned above, a modification may be 
received in different forms in different embodiments. The 
process 3400 stores in a temporary storage (at 3422) the new 
key value or modification data. In some embodiments, the 
server infrastructure maintains a copy of the key storages of 
the devices. In some such embodiments, the server infrastruc 
ture adds a new key value or modifies a key value upon 
receiving the data. However, in some embodiments, the net 
work server acts as a conduit for the modification data and 
does not itself maintain a copy of the full key storages of the 
devices. In Such embodiments, the server only stores the data 
that it receives in the temporary storage until Such time that it 
can download it to the receiving device(s). The process 3400 
then sends (at 3424) the new key value or modification to the 
key value to each associated device with a copy of the relevant 
key value storage. When an associated device is not con 
nected to the server infrastructure when the server infrastruc 
ture is received, the process 3400 waits until the associated 
device connects to the network, then sends the modification 
data to the associated device. 
0238. The process 3400 then receives (at 3430) the new 
key value or modification data from the server infrastructure 
at the downloading associated device. As mentioned above, 
the modification data is in different forms in different 
embodiments. The process 3400 then adds or modifies (at 
3432) the key value in the key value storage of the download 
ing associated device. The process 3400 then ends. 

V. Harvesting and Prediction Architecture 
0239. In some embodiments, the harvested telecom and 
physical addresses are used by prediction engines that utilize 
these harvested addresses to better inform decisions made by 
other applications. FIG. 35 conceptually illustrates a more 
detailed example of an architecture 3500 of a device of some 
embodiments that performs such harvesting and prediction. 
0240. The architecture 3500 includes an address harvester 
3505, an address extractor 3510, a set of applications 3515, a 
destination identifier 3520, a destination selector 3525, a 
route generation engine 3527, a notification manager 3530, a 
traffic monitor 3535, a mapping interface 3540, a set of addi 
tional prediction engines 3540, a Voice recognition module 
3545, and a set of communication applications 3550. In addi 
tion, the harvesting architecture includes harvested address 
data storage 3555 and machine-generated address data stor 
age 3560. 
0241. The address harvester 3505 receives both addresses 
and content from the applications 3515, in some embodi 
ments, and stores both physical and telecommunications 
addresses in the harvested address data storage 3555. For 
example, from Scheduling applications (e.g., a calendarappli 
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cation, an electronic ticketing application, etc.), the address 
harvester 3505 directly receives physical addresses to har 
Vest. Furthermore, from electronic messaging applications 
3550 (e.g., the SMS application 3552 and e-mail application 
3554), the address harvester 3505 receives phone numbers 
and e-mail addresses associated with incoming content. 
0242. The address harvester 3505 additionally receives 
content from these electronic messaging applications 3550. 
Both e-mails and text messages may include physical 
addresses as part of their content. Thus, the address harvester 
3505 uses the address extractor 3510 to identify addresses 
(e.g., based on their formatting) in content received from the 
electronic messaging applications 3550. In some embodi 
ments, all of the harvested addresses are stored in the har 
vested address data storage 3555 in a ranked fashion, as 
described above by reference to FIG. 24. In other embodi 
ments, only some types of the harvested addresses (e.g., 
physical addresses) are ranked or have an associated ranking 
SCO. 

0243 In addition to harvested address, the destination 
generator 3520 also generates addresses and stores these 
addresses in the machine-generated address data storage 
3560. In some embodiments, the destination generator 3520 
uses a machine-learning engine to analyze past location data 
recorded by the device, in order to identify destination Zones. 
That is, the device includes a location identification engine 
(e.g., a Global Positioning System engine) that determines 
latitude and longitude coordinates for the device at various 
times. Based on analyzing these coordinates, the destination 
generator 3520 of some embodiments identifies locations 
(e.g., cities, physical addresses) at which the device was 
located for more than a threshold time period. 
0244. The destination generator 3520 stores these loca 
tions in the machine-generated address data storage 3560. 
The destination generator 3520 of some embodiments also 
uses the machine-learning engine to use identified interme 
diate locations between different destination Zones to create 
association between different destination Zones (e.g., 
between different predicted destination locations) between 
which the device travels. The route-generating engine 3527 
can then use these associations to define specific routes 
between destination Zones, as further described below. 
0245. The architecture 3500 includes a variety of consum 
ers of the harvested and machine-generated addresses. The 
voice interaction module 3545 of some embodiments uses a 
potential recipient data storage when preparing a message or 
initiating a phone call in response to Voice instructions. The 
voice recognition module 3545, which is used by the SMS 
application 3552 and e-mail application 3554, among other 
applications, populates recipient fields of these applications 
using the harvested telecommunications addresses. As 
shown, these applications additionally feedback data to the 
address harvester 3505, as described above. 
0246 The destination selector 3525, in some embodi 
ments, generates predicted destinations for various times 
based on the machine-generated address data storage 3560 
and/or the harvested addresses in the harvested address data 
storage 3555. In some embodiments, the destination selector 
3525 ranks numerous possible destinations according to vari 
ous criteria. For instance, if the machine-generated address 
data identifies a location at which the device arrives every day 
at a particular time, the destination selector 3525 predicts that 
the user of the device will want to arrive at the location at the 
particular time of the current day. The destination selector 
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3525 of some embodiments sends these predicted destina 
tions to a route generation engine 3527, which generates a 
route to the destinations. In some embodiments, the route 
generation engine generates the route itself, while in other 
embodiments it employs an external server (that is commu 
nicatively coupled to the device) to generate the route. 
0247. In some embodiments, the route generator 3527 
simply obtains two locations and generates or has the route 
generated based on these two locations. For instance, in some 
embodiments, the route generator 3527 receives the current 
location of the device and a predicted destination for the 
device. In other embodiments, the route generator generates 
the route (or has the route generated) not only based on the 
two endpoint locations, but also based on intermediate loca 
tions that the destination identifier identified with the end 
point locations, as mentioned above. The destination identi 
fier 3520, destination selector 3525, and route generator 3527 
of some embodiments are described in further detail in the 
concurrently filed U.S. patent application entitled “Warning 
for Frequently Traveled Trips Based on Traffic, and having 
Attorney Docket No. APLE.P0571, and U.S. Provisional 
Patent Application No. 61/832,928 file Jun. 9, 2013, which 
are both incorporated herein by reference. 
0248. The route generator 3527 uses the traffic monitor 
3535 in some embodiments to determine traffic along any 
generated route. The traffic monitor interacts with a traffic 
monitoring server(s) communicatively coupled to the device, 
in order to obtain real-time traffic data regarding the gener 
ated route. In some embodiments, the traffic monitor is part of 
the external route generator, and each generated route comes 
with the current traffic along the route. 
0249 Several applications use the predicted destinations 
of the engine 3525 and subsequently generated routes from 
the route generation engine 3527. For instance, in some 
embodiments, the route generation engine 3527 notifies the 
notification manager 3530 of some embodiments to place in 
the notification center traffic information as shown in FIGS. 
29, 30 and 31. For some such notifications, the route genera 
tion engine 3527 supplies its data to one or more other mod 
ules (e.g., calendar application) and these other applications 
Supply data (e.g., travel times that are dependent on traffic 
data) to the notification manager in order for the notification 
manager to generate the required notification center notices 
(e.g., calendar events) and displays. 
0250. The mapping interface 3540 is an interface of the 
mapping application operating on the device. In some 
embodiments, the mapping application uses the destinations 
and routes from the destination selector 3525 and route gen 
eration engine 3527 to present a user with possible easily 
selectable destinations for navigation. Some embodiments 
present this data to the user on a vehicle display screen when 
the device is connected to the vehicle. 

0251. In addition, the mapping interface 3540 of some 
embodiments uses the voice interaction module 3545 to per 
form Voice recognition for location searches in the mapping 
application. In this case, the voice interaction module 3545 
may use the harvested address data storage 3555 to inform the 
search. Some uses of the mapping application for harvested 
addresses are described in further detail in the concurrently 
filed U.S. patent application entitled “Mapping application 
with Several User Interfaces” and having Attorney Docket 
No. APLE.PO490, and U.S. Provisional Patent Application 
No. 61/832,818 filed Jun. 8, 2013, which are both incorpo 
rated herein by reference. 



US 2014/0365459 A1 

0252. As shown in FIG. 35, the harvested addresses in the 
data storage 3555 also can be used to drive a variety of other 
prediction engines 3565 to formulate a variety of other pre 
dictions. These prediction engines then drive one or more 
applications 3515 with their predictions. 

VI. Synchronizing Multiple Harvested Data Storaged 

0253) In some embodiments, the device has multiple har 
Vested address data storages and synchronizes these multiple 
data storages with one or more devices through the server 
infrastructure. FIG. 36 illustrates one such approach. Specifi 
cally, it illustrates that two devices 3605 and 3655 of some 
embodiments. Each of these devices (3605 or 3655) has one 
specific harvested address data storage for the map applica 
tion that executed on the device, and another general har 
Vested address data storage for one or more other applications 
that execute on the device. Each device uses the server infra 
structure (e.g., the infrastructure 315) to synchronize each of 
its harvested address data storage with other similar data 
storages of the related device (3610 or 3655). A prediction 
engine executing on a device can then retrieve harvested 
addresses from either data storage residing on the device. 
0254 FIG. 36 shows two user devices 3605 and 3655 for 
simplicity but the harvested addresses are shared among any 
number of associated user devices in some embodiments. As 
shown, user device 3605 includes a map application 3610. 
The map application 3610 includes a harvested address data 
storage 3615, which is used to save recently accessed map 
information Such as recent search results, resent map regions 
displayed on the devices, recent pins dropped, recent routes, 
etc. Similarly, user device 3655 includes a map application 
3660 with a harvested address data storage 3665. 
0255. Each device 3605 and 3655 also includes a device 
level harvested address data storage 3620 and 3670, respec 
tively. The harvested address data storages saves various 
physical addresses that are harvested from the bodies of 
emails and text messages, captured from locations of calen 
dared appointments, captured based on user interactions with 
the addresses in emails, browsers, etc. 
0256. As shown, the map applications 3610 and 3660 each 
include a harvested addresses duplicate processor (harvested 
addresses deduper or harvested addresses de-duplicator) 
3625 and 3675, and a prediction engine 3690 and 3692. Each 
prediction engine (e.g., 3690) can formulate one or more 
predictions based on addresses retrieved from its devices data 
storages (e.g., 3615 and 3620). For instance, in some embodi 
ments, each prediction engine formulates predictions about a 
predicted destination or a predicted route to a destination 
based on harvested addresses that the prediction engine 
retrieves from the data storages (e.g., 3615 and 3620) of its 
device through the address duplicate processor. 
0257 The harvested addresses duplicate processor 3625 
retrieves the desired harvested addresses (e.g., addresses that 
have a certain ranking and/or addresses that were harvested 
within a certain time period) from the two data storages (e.g., 
3615 and 3620), compares them with each other to identify 
duplicate addresses, discards one address from each identi 
fied duplicate pair, and Supplies to the prediction engine the 
list of addresses without any duplicates. In some embodi 
ments, the prediction engine first retrieves the addresses from 
its device's two storage and then Supplies these addresses to 
the duplicate processor for it to eliminate any duplicate cop 
ies. The prediction engine can then formulate its predictions 
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(e.g., identify predicted destinations or routes) based on the 
list of addresses retrieved from both data storages. 
0258 FIG. 36 also illustrates that some embodiments (1) 
synchronize the map application address data storages 3615 
and 3665 between the user devices that are associated with 
each other (e.g., registered to the same user in a remote 
storage and computing service), and (2) synchronize the gen 
eral address data storages 3620 and 3670 between the asso 
ciated user devices. As mentioned above, this synchroniza 
tion is facilitated by the server infrastructure (e.g., 
infrastructure 315, which is not shown in this figure). Also, in 
some embodiments, the devices and the server infrastructure 
use the key-value storage mechanism (e.g., the ubiquitous 
key-value Storage mechanism) mentioned above. 

VII. Electronic System 

0259. Many of the above-described features and applica 
tions are implemented as Software processes that are specified 
as a set of instructions recorded on a computer readable 
storage medium (also referred to as computer readable 
medium). When these instructions are executed by one or 
more computational or processing unit(s) (e.g., one or more 
processors, cores of processors, or other processing units), 
they cause the processing unit(s) to perform the actions indi 
cated in the instructions. Examples of computer readable 
media include, but are not limited to, CD-ROMs, flash drives, 
random access memory (RAM) chips, hard drives, erasable 
programmable read-only memories (EPROMs), electrically 
erasable programmable read-only memories (EEPROMs), 
etc. The computer readable media does not include carrier 
waves and electronic signals passing wirelessly or over wired 
connections. 

0260. In this specification, the term “software' is meant to 
include firmware residing in read-only memory or applica 
tions stored in magnetic storage which can be read into 
memory for processing by a processor. Also, in some embodi 
ments, multiple Software inventions can be implemented as 
Sub-parts of a larger application while remaining distinct 
Software inventions. In some embodiments, multiple soft 
ware inventions can also be implemented as separate appli 
cations. Finally, any combination of separate applications 
that together implement a software invention described here 
is within the scope of the invention. In some embodiments, 
the Software applications, when installed to operate on one or 
more electronic systems, define one or more specific machine 
implementations that execute and perform the operations of 
the Software applications. 
0261 The map applications of some embodiments operate 
on mobile devices, such as Smartphones (e.g., iPhones(R) and 
tablets (e.g., iPads(R). FIG.37 is an example of an architecture 
3700 of such a mobile computing device. Examples of mobile 
computing devices include Smartphones, tablets, laptops, etc. 
As shown, the mobile computing device 3700 includes one or 
more processing units 3705, a memory interface 3710 and a 
peripherals interface 3715. 
0262 The peripherals interface 3715 is coupled to various 
sensors and Subsystems, including a camera Subsystem 3720, 
a wireless communication subsystem(s) 3725, an audio sub 
system 3730, an I/O subsystem 3735, etc. The peripherals 
interface 3715 enables communication between the process 
ing units 3705 and various peripherals. For example, an ori 
entation sensor 3745 (e.g., a gyroscope) and an acceleration 



US 2014/0365459 A1 

sensor 3750 (e.g., an accelerometer) is coupled to the periph 
erals interface 3715 to facilitate orientation and acceleration 
functions. 

0263. The camera subsystem 3720 is coupled to one or 
more optical sensors 3740 (e.g., a charged coupled device 
(CCD) optical sensor, a complementary metal-oxide-semi 
conductor (CMOS) optical sensor, etc.). The camera sub 
system 3720 coupled with the optical sensors 3740 facilitates 
camera functions, such as image and/or video data capturing. 
The wireless communication subsystem 3725 serves to facili 
tate communication functions. In some embodiments, the 
wireless communication subsystem 3725 includes radio fre 
quency receivers and transmitters, and optical receivers and 
transmitters (not shown in FIG. 37). These receivers and 
transmitters of some embodiments are implemented to oper 
ate over one or more communication networks such as a GSM 
network, a Wi-Fi network, a Bluetooth network, etc. The 
audio subsystem 3730 is coupled to a speaker to output audio 
(e.g., to output voice navigation instructions). Additionally, 
the audio subsystem 3730 is coupled to a microphone to 
facilitate Voice-enabled functions, such as voice recognition 
(e.g., for searching), digital recording, etc. 
0264. The I/O subsystem 3735 involves the transfer 
between input/output peripheral devices, such as a display, a 
touch screen, etc., and the data bus of the processing units 
3705 through the peripherals interface 3715. The I/O sub 
system 3735 includes a touch-screen controller 3755 and 
other input controllers 3760 to facilitate the transfer between 
input/output peripheral devices and the data bus of the pro 
cessing units 3705. As shown, the touch-screen controller 
3755 is coupled to a touch screen 3765. The touch-screen 
controller 3755 detects contact and movement on the touch 
screen 3765 using any of multiple touch sensitivity technolo 
gies. The other input controllers 3760 are coupled to other 
input/control devices, such as one or more buttons. Some 
embodiments include a near-touch sensitive screen and a 
corresponding controller that can detect near-touch interac 
tions instead of or in addition to touch interactions. 
0265. The memory interface 3710 is coupled to memory 
3770. In some embodiments, the memory 3770 includes vola 
tile memory (e.g., high-speed random access memory), non 
Volatile memory (e.g., flash memory), a combination of vola 
tile and non-volatile memory, and/or any other type of 
memory. As illustrated in FIG.37, the memory 3770 stores an 
operating system (OS) 3772. The OS 3772 includes instruc 
tions for handling basic system services and for performing 
hardware dependent tasks. 
0266 The memory 3770 also includes communication 
instructions 3774 to facilitate communicating with one or 
more additional devices; graphical user interface instructions 
3776 to facilitate graphic user interface processing: image 
processing instructions 3778 to facilitate image-related pro 
cessing and functions; input processing instructions 3780 to 
facilitate input-related (e.g., touch input) processes and func 
tions; audio processing instructions 3782 to facilitate audio 
related processes and functions; and camera instructions 
3784 to facilitate camera-related processes and functions. 
The instructions described above are merely exemplary and 
the memory 3770 includes additional and/or other instruc 
tions in some embodiments. For instance, the memory for a 
Smartphone may include phone instructions to facilitate 
phone-related processes and functions. Additionally, the 
memory may include instructions for a map application as 
well as other applications. The above-identified instructions 
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need not be implemented as separate software applications or 
modules. Various functions of the mobile computing device 
can be implemented in hardware and/or in Software, includ 
ing in one or more signal processing and/or application spe 
cific integrated circuits. 
0267. While the components illustrated in FIG. 37 are 
shown as separate components, one of ordinary skill in the art 
will recognize that two or more components may be inte 
grated into one or more integrated circuits. In addition, two or 
more components may be coupled together by one or more 
communication buses or signal lines. Also, while many of the 
functions have been described as being performed by one 
component, one of ordinary skill in the art will realize that the 
functions described with respect to FIG. 37 may be split into 
two or more integrated circuits. 
0268 FIG.38 conceptually illustrates another example of 
an electronic system 3800 with which some embodiments of 
the invention are implemented. The electronic system 3800 
may be a computer (e.g., a desktop computer, personal com 
puter, tablet computer, etc.), phone, PDA, or any other sort of 
electronic or computing device. Such an electronic system 
includes various types of computer readable media and inter 
faces for various other types of computer readable media. 
Electronic system 3800 includes a bus 3805, processing unit 
(s) 3810, a graphics processing unit (GPU) 3815, a system 
memory 3820, a network 3825, a read-only memory 3830, a 
permanent storage device 3835, input devices 3840, and out 
put devices 3845. 
0269. The bus 3805 collectively represents all system, 
peripheral, and chipset buses that communicatively connect 
the numerous internal devices of the electronic system 3800. 
For instance, the bus 3805 communicatively connects the 
processing unit(s) 3810 with the read-only memory 3830, the 
GPU 3815, the system memory 3820, and the permanent 
storage device 3835. 
0270. From these various memory units, the processing 
unit(s) 3810 retrieves instructions to execute and data to pro 
cess in order to execute the processes of the invention. The 
processing unit(s) may be a single processor or a multi-core 
processor in different embodiments. Some instructions are 
passed to and executed by the GPU 3815. The GPU 3815 can 
offload various computations or complement the image pro 
cessing provided by the processing unit(s) 3810. In some 
embodiments, such functionality can be provided using Cor 
eImage's kernel shading language. 
(0271 The read-only-memory (ROM) 3830 stores static 
data and instructions that are needed by the processing unit(s) 
3810 and other modules of the electronic system. The perma 
nent storage device 3835, on the other hand, is a read-and 
write memory device. This device is a non-volatile memory 
unit that stores instructions and data even when the electronic 
system 3800 is off. Some embodiments of the invention use a 
mass-storage device (Such as a magnetic or optical disk and 
its corresponding disk drive, integrated flash memory) as the 
permanent storage device 3835. 
0272. Other embodiments use a removable storage device 
(such as a floppy disk, flash memory device, etc., and its 
corresponding drive) as the permanent storage device. Like 
the permanent storage device 3835, the system memory 3820 
is a read-and-write memory device. However, unlike Storage 
device 3835, the system memory 3820 is a volatile read-and 
write memory, Such a random access memory. The system 
memory 3820 stores some of the instructions and data that the 
processor needs at runtime. In some embodiments, the inven 
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tions processes are stored in the system memory 3820, the 
permanent storage device 3835, and/or the read-only memory 
3830. From these various memory units, the processing unit 
(s) 3810 retrieves instructions to execute and data to process 
in order to execute the processes of some embodiments. 
0273. The bus 3805 also connects to the input and output 
devices 3840 and 3845. The input devices 3840 enable the 
user to communicate information and select commands to the 
electronic system. The input devices 3840 include alphanu 
meric keyboards and pointing devices (also called "cursor 
control devices'), cameras (e.g., webcams), microphones or 
similar devices for receiving Voice commands, etc. The out 
put devices 3845 display images generated by the electronic 
system or otherwise output data. The output devices 3845 
include printers and display devices, such as cathode ray 
tubes (CRT) or liquid crystal displays (LCD), as well as 
speakers or similar audio output devices. Some embodiments 
include devices such as a touchscreen that function as both 
input and output devices. 
(0274 Finally, as shown in FIG.38, bus 3805 also couples 
electronic system 3800 to a network 3825 through a network 
adapter (not shown). In this manner, the computer can be a 
part of a network of computers (such as a local area network 
(“LAN”), a wide area network (“WAN”), or an Intranet, or a 
network of networks, such as the Internet. Any or all compo 
nents of electronic system 3800 may be used in conjunction 
with the invention. 
0275 Some embodiments include electronic components, 
Such as microprocessors, storage and memory that store com 
puter application instructions in a machine-readable or com 
puter-readable medium (alternatively referred to as com 
puter-readable storage media, machine-readable media, or 
machine-readable storage media). Some examples of Such 
computer-readable media include RAM, ROM, read-only 
compact discs (CD-ROM), recordable compact discs (CD 
R), rewritable compact discs (CD-RW), read-only digital ver 
satile discs (e.g., DVD-ROM, dual-layer DVD-ROM), a vari 
ety of recordable/rewritable DVDs (e.g., DVD-RAM, DVD 
RW, DVD+RW, etc.), flash memory (e.g., SD cards, mini-SD 
cards, micro-SD cards, etc.), magnetic and/or Solid state hard 
drives, read-only and recordable Blu-Ray(R) discs, ultra den 
sity optical discs, any other optical or magnetic media, and 
floppy disks. The computer-readable media may store a com 
puter application that is executable by at least one processing 
unit and includes sets of instructions for performing various 
operations. Examples of computer applications or computer 
code include machine code, Such as is produced by a com 
piler, and files including higher-level code that are executed 
by a computer, an electronic component, or a microprocessor 
using an interpreter. 
0276 While the above discussion primarily refers to 
microprocessor or multi-core processors that execute soft 
ware, some embodiments are performed by one or more inte 
grated circuits, such as application specific integrated circuits 
(ASICs) or field programmable gate arrays (FPGAs). In some 
embodiments, such integrated circuits execute instructions 
that are stored on the circuit itself. In addition, some embodi 
ments execute Software stored in programmable logic devices 
(PLDs), ROM, or RAM devices. 
0277 As used in this specification and any claims of this 
application, the terms “computer”, “server”, “processor, and 
“memory' all refer to electronic or other technological 
devices. These terms exclude people or groups of people. For 
the purposes of the specification, the terms display or display 
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ing means displaying on an electronic device. As used in this 
specification and any claims of this application, the terms 
“computer readable medium.” “computer readable media.” 
and “machine readable medium' are entirely restricted to 
tangible, physical objects that store information in a form that 
is readable by a computer. These terms exclude any wireless 
signals, wired download signals, and any other ephemeral 
signals. 
0278 Various embodiments may operate within a map 
service operating environment. FIG. 39 illustrates a map ser 
Vice operating environment according to some embodiments. 
A map service 3930 (also referred to as mapping service) may 
provide map services for one or more client devices 3902a 
3902c in communication with the map service 3930 through 
various communication methods and protocols. A map Ser 
vice 3930 in some embodiments provides map information 
and other map-related data, Such as two-dimensional map 
image data (e.g., aerial view of roads utilizing satellite imag 
ery), three-dimensional map image data (e.g., traversable 
map with three-dimensional features, such as buildings), 
route and direction calculations (e.g., ferry route calculations 
or directions between two points for a pedestrian), real-time 
navigation data (e.g., turn-by-turn visual navigation data in 
two or three dimensions), location data (e.g., where the client 
device is currently located), and other geographic data (e.g., 
wireless network coverage, weather, traffic information, or 
nearby points-of-interest). In various embodiments, the map 
service data may include localized labels for different coun 
tries or regions. Localized labels may be utilized to present 
map labels (e.g., street names, city names, points of interest) 
in different languages on client devices. Client devices 
3902a-3902c may utilize these map services by obtaining 
map service data. Client devices 3902a-3902c may imple 
ment various techniques to process map service data. Client 
devices 3902a-3902c may then provide map services to vari 
ous entities, including, but not limited to, users, internal Soft 
ware or hardware modules, and/or other systems or devices 
external to the client devices 3902a-3902C. 

0279. In some embodiments, a map service is imple 
mented by one or more nodes in a distributed computing 
system. Each node may be assigned one or more services or 
components of a map service. Some nodes may be assigned 
the same map service or component of a map service. A load 
balancing node in some embodiments distributes access or 
requests to other nodes within a map service. In some 
embodiments a map service is implemented as a single sys 
tem, such as a single server. Different modules or hardware 
devices within a server may implement one or more of the 
various services provided by a map service. 
0280 A map service in some embodiments provides map 
services by generating map service data in various formats. In 
Some embodiments, one format of map service data is map 
image data. Map image data provides image data to a client 
device so that the client device may process the image data 
(e.g., rendering and/or displaying the image data as a two 
dimensional or three-dimensional map). Map image data, 
whether in two or three dimensions, may specify one or more 
map tiles. A map tile may be a portion of a larger map image. 
Assembling together the map tiles of a map produces the 
original map. Tiles may be generated from map image data, 
routing or navigation data, or any other map service data. In 
Some embodiments map tiles are raster-based map tiles, with 
tile sizes ranging from any size both larger and Smaller than a 
commonly-used 256 pixel by 256 pixel tile. Raster-based 
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map tiles may be encoded in any number of standard digital 
image representations including, but not limited to, Bitmap 
(..bmp), Graphics Interchange Format (.gif), Joint Photo 
graphic Experts Group (.jpg, jpeg, etc.), Portable Networks 
Graphic (png), or Tagged Image File Format (..tiff). In some 
embodiments, map tiles are vector-based map tiles, encoded 
using vector graphics, including, but not limited to, Scalable 
Vector Graphics (..svg) or a Drawing File (drw). Some 
embodiments also include tiles with a combination of vector 
and raster data. Metadata or other information pertaining to 
the map tile may also be included within or along with a map 
tile, providing further map service data to a client device. In 
various embodiments, a map tile is encoded for transport 
utilizing various standards and/or protocols, some of which 
are described in examples below. 
0281. In various embodiments, map tiles may be con 
structed from image data of different resolutions depending 
on Zoom level. For instance, for low Zoom level (e.g., world or 
globe view), the resolution of map or image data need not be 
as high relative to the resolutionata high Zoom level (e.g., city 
or street level). For example, when in a globe view, there may 
be no need to render street level artifacts as such objects 
would be so Small as to be negligible in many cases. 
0282. A map service in some embodiments performs vari 
ous techniques to analyze a map tile before encoding the tile 
for transport. This analysis may optimize map service perfor 
mance for both client devices and a map service. In some 
embodiments map tiles are analyzed for complexity, accord 
ing to vector-based graphic techniques, and constructed uti 
lizing complex and non-complex layers. Map tiles may also 
be analyzed for common image data or patterns that may be 
rendered as image textures and constructed by relying on 
image masks. In some embodiments, raster-based image data 
in a map tile contains certain mask values, which are associ 
ated with one or more textures. Some embodiments also 
analyze map tiles for specified features that may be associated 
with certain map styles that contain style identifiers. 
0283. Other map services generate map service data rely 
ing upon various data formats separate from a map tile in 
Some embodiments. For instance, map services that provide 
location data may utilize data formats conforming to location 
service protocols, such as, but not limited to, Radio Resource 
Location services Protocol (RRLP), TIA 801 for Code Divi 
sion Multiple Access (CDMA), Radio Resource Control 
(RRC) position protocol, or LTE Positioning Protocol (LPP). 
Embodiments may also receive or request data from client 
devices identifying device capabilities or attributes (e.g., 
hardware specifications or operating system version) or com 
munication capabilities (e.g., device communication band 
width as determined by wireless signal strength or wire or 
wireless network type). 
0284. A map service may obtain map service data from 
internal or external sources. For example, satellite imagery 
used in map image data may be obtained from external Ser 
vices, or internal systems, storage devices, or nodes. Other 
examples may include, but are not limited to, GPS assistance 
servers, wireless network coverage databases, business or 
personal directories, weather data, government information 
(e.g., construction updates or road name changes), or traffic 
reports. Some embodiments of a map service may update map 
service data (e.g., wireless network coverage) for analyzing 
future requests from client devices. 
0285 Various embodiments of a map service may respond 
to client device requests for map services. These requests may 
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be for a specific maps or portions of a map. Some embodi 
ments format requests for a map as requests for certain map 
tiles. In some embodiments, requests also supply the map 
service with starting locations (or current locations) and des 
tination locations for a route calculation. A client device may 
also request map service rendering information, such as map 
textures or style sheets. In at least some embodiments, 
requests are also one of a series of requests implementing 
turn-by-turn navigation. Requests for other geographic data 
may include, but are not limited to, requests for current loca 
tion, wireless network coverage, weather, traffic information, 
or nearby points-of-interest. 
0286 A map service, in some embodiments, analyzes cli 
ent device requests to optimize a device or map service opera 
tion. For instance, a map service may recognize that the 
location of a client device is in an area of poor communica 
tions (e.g., weak wireless signal) and send more map service 
data to Supply a client device in the event of loss in commu 
nication or send instructions to utilize different client hard 
ware (e.g., orientation sensors) or Software (e.g., utilize wire 
less location services or Wi-Fi positioning instead of GPS 
based services). In another example, a map service may 
analyze a client device request for vector-based map image 
data and determine that raster-based map data better opti 
mizes the map image data according to the image's complex 
ity. Embodiments of other map services may perform similar 
analysis on client device requests and, as such, the above 
examples are not intended to be limiting. 
0287 Various embodiments of client devices (e.g., client 
devices 3902a-3902c) are implemented on different portable 
multifunction device types. Client devices 3902a-3902c uti 
lize map service 3930 through various communication meth 
ods and protocols. In some embodiments, client devices 
3902a-3902c obtain map service data from map service 3930. 
Client devices 3902a-3902c request or receive map service 
data. Client devices 3902a-3902c then process map service 
data (e.g., render and/or display the data) and may send the 
data to another software or hardware module on the device or 
to an external device or system. 
0288 A client device, according to some embodiments, 
implements techniques to render and/or display maps. These 
maps may be requested or received in various formats, such as 
map tiles described above. A client device may render a map 
in two-dimensional or three-dimensional views. Some 
embodiments of a client device display a rendered map and 
allow a user, system, or device providing input to manipulate 
a virtual camera in the map, changing the map display accord 
ing to the virtual camera's position, orientation, and field-of 
view. Various forms and input devices are implemented to 
manipulate a virtual camera. In some embodiments, touch 
input, through certain single or combination gestures (e.g., 
touch-and-hold or a Swipe) manipulate the virtual camera. 
Other embodiments allow manipulation of the device's 
physical location to manipulate a virtual camera. For 
instance, a client device may be tilted up from its current 
position to manipulate the virtual camera to rotate up. In 
another example, a client device may be tilted forward from 
its current position to move the virtual camera forward. Other 
input devices to the client device may be implemented includ 
ing, but not limited to, auditory input (e.g., spoken words), a 
physical keyboard, mouse, and/or a joystick. 
0289. Some embodiments provide various visual feed 
back to virtual camera manipulations, such as displaying an 
animation of possible virtual camera manipulations when 
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transitioning from two-dimensional map views to three-di 
mensional map views. Some embodiments also allow input to 
select a map feature or object (e.g., a building) and highlight 
the object, producing a blur effect that maintains the virtual 
camera's perception of three-dimensional space. 
0290. In some embodiments, a client device implements a 
navigation system (e.g., turn-by-turn navigation). A naviga 
tion system provides directions or route information, which 
may be displayed to a user. Some embodiments of a client 
device request directions or a route calculation from a map 
service. A client device may receive map image data and route 
data from a map service. In some embodiments, a client 
device implements a turn-by-turn navigation system, which 
provides real-time route and direction information based 
upon location information and route information received 
from a map service and/or other location system, Such as a 
Global Positioning Satellite (GPS). A client device may dis 
play map image data that reflects the current location of the 
client device and update the map image data in real-time. A 
navigation system may provide auditory or visual directions 
to follow a certain route. 
0291. A virtual camera is implemented to manipulate 
navigation map data according to Some embodiments. In 
some embodiments, the client devices allow the device to 
adjust the virtual camera display orientation to bias toward 
the route destination. Some embodiments also allow the Vir 
tual camera to navigate turns by simulating the inertial motion 
of the virtual camera. 
0292 Client devices implement various techniques to uti 
lize map service data from map service. Some embodiments 
implement some techniques to optimize rendering of two 
dimensional and three-dimensional map image data. In some 
embodiments, a client device locally stores rendering infor 
mation. For instance, a client stores a style sheet, which 
provides rendering directions for image data containing style 
identifiers. In another example, common image textures may 
be stored to decrease the amount of map image data trans 
ferred from a map service. Client devices in different embodi 
ments implement various modeling techniques to render two 
dimensional and three-dimensional map image data, 
examples of which include, but are not limited to: generating 
three-dimensional buildings out of two-dimensional building 
footprint data; modeling two-dimensional and three-dimen 
sional map objects to determine the client device communi 
cation environment; generating models to determine whether 
map labels are seen from a certain virtual camera position; 
and generating models to Smooth transitions between map 
image data. In some embodiments, the client devices also 
order or prioritize map service data in certain techniques. For 
instance, a client device detects the motion or Velocity of a 
virtual camera, which if exceeding certain threshold values, 
lower-detail image data is loaded and rendered for certain 
areas. Other examples include: rendering vector-based curves 
as a series of points, preloading map image data for areas of 
poor communication with a map service, adapting textures 
based on display Zoom level, or rendering map image data 
according to complexity. 
0293. In some embodiments, client devices communicate 
utilizing various data formats separate from a map tile. For 
instance, Some client devices implement Assisted Global 
Positioning Satellites (A-GPS) and communicate with loca 
tion services that utilize data formats conforming to location 
service protocols, such as, but not limited to, Radio Resource 
Location services Protocol (RRLP), TIA 801 for Code Divi 
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sion Multiple Access (CDMA), Radio Resource Control 
(RRC) position protocol, or LTE Positioning Protocol (LPP). 
Client devices may also receive GPS signals directly. 
Embodiments may also send data, with or without solicitation 
from a map service, identifying the client device's capabili 
ties or attributes (e.g., hardware specifications or operating 
system version) or communication capabilities (e.g., device 
communication bandwidth as determined by wireless signal 
strength or wire or wireless network type). 
0294 FIG. 39 illustrates one possible embodiment of an 
operating environment 3900 for a map service 3930 and client 
devices 3902a-3902C. In some embodiments, devices 3902a, 
3902b, and 3902c communicate over one or more wire or 
wireless networks 3910. For example, wireless network 
3910, such as a cellular network, can communicate with a 
wide area network (WAN), such as the Internet, by use of 
gateway 3914. A gateway 3914 in some embodiments pro 
vides a packet oriented mobile data service. Such as General 
Packet Radio Service (GPRS), or other mobile data service 
allowing wireless networks to transmit data to other net 
works, such as wide area network. Likewise, access device 
3912 (e.g., IEEE 802.11g wireless access device) provides 
communication access to WAN 1160. Devices 3902a and 
3902b can be any portable electronic or computing device 
capable of communicating with a map service. Device 3902c 
can be any non-portable electronic or computing device 
capable of communicating with a map service. 
0295. In some embodiments, both voice and data commu 
nications are established over wireless network 3910 and 
access device 3912. For instance, device 3902a can place and 
receive phone calls (e.g., using voice over Internet Protocol 
(VoIP) protocols), send and receive e-mail messages (e.g., 
using Simple Mail Transfer Protocol (SMTP) or Post Office 
Protocol 3 (POP3)), and retrieve electronic documents and/or 
streams, such as web pages, photographs, and videos, over 
wireless network 3910, gateway 3914, and WAN 1160 (e.g., 
using Transmission Control Protocol/Internet Protocol (TCP/ 
IP) or User Datagram Protocol (UDP)). Likewise, in some 
implementations, devices 3902b and 3902c can place and 
receive phone calls, send and receive e-mail messages, and 
retrieve electronic documents over access device 3912 and 
WAN 1160. In various embodiments, any of the illustrated 
client devices may communicate with map service 3930 and/ 
or other service(s) 3950 using a persistent connection estab 
lished in accordance with one or more security protocols, 
such as the Secure Sockets Layer (SSL) protocol or the Trans 
port Layer Security (TLS) protocol. 
0296. Devices 3902a and 3902b can also establish com 
munications by other means. For example, wireless device 
3902a can communicate with other wireless devices (e.g., 
other devices 3902b, cell phones, etc.) over the wireless net 
work 3910. Likewise devices 3902a and 3902b can establish 
peer-to-peer communications 3940 (e.g., a personal area net 
work) by use of one or more communication Subsystems, 
such as Bluetooth R communication from Bluetooth Special 
Interest Group, Inc. of Kirkland, Wash. Device 3902c can also 
establish peer to peer communications with devices 3902a or 
3902b (not shown). Other communication protocols and 
topologies can also be implemented. Devices 3902a and 
3902b may also receive Global Positioning Satellite (GPS) 
signals from GPS satellites 3960. 
0297. Devices 3902a, 3902b, and 3902c can communicate 
with map service 3930 over one or more wired and/or wire 
less networks, 3912 or 3910. For instance, map service 3930 
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can provide map service data to rendering devices 3902a, 
3902b, and 3902c. Map service 3930 may also communicate 
with other services 3950 to obtain data to implement map 
services. Map service 3930 and other services 3950 may also 
receive GPS signals from GPS satellites 3960. 
0298. In various embodiments, map service 3930 and/or 
other service(s) 3950 are configured to process search 
requests from any of the client devices. Search requests may 
include but are not limited to queries for businesses, 
addresses, residential locations, points of interest, or some 
combination thereof. Map service 3930 and/or other service 
(s) 3950 may be configured to return results related to a 
variety of parameters including but not limited to a location 
entered into an address bar or other text entry field (including 
abbreviations and/or other shorthand notation), a current map 
view (e.g., user may be viewing one location on the multi 
function device while residing in another location), current 
location of the user (e.g., in cases where the current map view 
did not include search results), and the current route (if any). 
In various embodiments, these parameters may affect the 
composition of the search results (and/or the ordering of the 
search results) based on different priority weightings. In vari 
ous embodiments, the search results that are returned may be 
a Subset of results selected based on specific criteria including 
but not limited to a quantity of times the search result (e.g., a 
particular point of interest) has been requested, a measure of 
quality associated with the search result (e.g., highest user or 
editorial review rating), and/or the volume of reviews for the 
search results (e.g., the number of times the search result has 
been review or rated). 
0299. In various embodiments, map service 3930 and/or 
other service(s) 3950 are configured to provide auto-com 
plete search results that are displayed on the client device, 
Such as within the mapping application. For instance, auto 
complete search results may populate a portion of the screen 
as the user enters one or more search keywords on the multi 
function device. In some cases, this feature may save the user 
time as the desired search result may be displayed before the 
user enters the full search query. In various embodiments, the 
auto complete search results may be search results found by 
the client on the client device (e.g., bookmarks or contacts), 
search results found elsewhere (e.g., from the Internet) by 
map service 3930 and/or other service(s) 3950, and/or some 
combination thereof. As is the case with commands, any of 
the search queries may be entered by the user via voice or 
through typing. The multifunction device may be configured 
to display search results graphically within any of the map 
display described herein. For instance, a pin or other graphi 
cal indicator may specify locations of search results as points 
of interest. In various embodiments, responsive to a user 
selection of one of these points of interest (e.g., a touch 
selection, such as a tap), the multifunction device is config 
ured to display additional information about the selected 
point of interest including but not limited to ratings, reviews 
or review Snippets, hours of operation, store status (e.g., open 
for business, permanently closed, etc.), and/or images of a 
storefront for the point of interest. In various embodiments, 
any of this information may be displayed on a graphical 
information card that is displayed in response to the user's 
selection of the point of interest. 
0300. In various embodiments, map service 3930 and/or 
other service(s) 3950 provide one or more feedback mecha 
nisms to receive feedback from client devices 3902a-1602c. 
For instance, client devices may provide feedback on search 
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results to map service 3930 and/or other service(s)3950 (e.g., 
feedback specifying ratings, reviews, temporary or perma 
nent business closures, errors etc.); this feedback may be used 
to update information about points of interest in order to 
provide more accurate or more up-to-date search results in the 
future. In some embodiments, map service 3930 and/or other 
service(s) 3950 may provide testing information to the client 
device (e.g., an A/B test) to determine which search results are 
best. For instance, at random intervals, the client device may 
receive and present two search results to a user and allow the 
user to indicate the best result. The client device may report 
the test results to map service 3930 and/or other service(s) 
3950 to improve future search results based on the chosen 
testing technique, such as an A/B test technique in which a 
baseline control sample is compared to a variety of single 
variable test samples in order to improve results. 
0301 While the invention has been described with refer 
ence to numerous specific details, one of ordinary skill in the 
art will recognize that the invention can be embodied in other 
specific forms without departing from the spirit of the inven 
tion. Thus, one of ordinary skill in the art would understand 
that the invention is not to be limited by the foregoing illus 
trative details, but rather is to be defined by the appended 
claims. 

1. A non-transitory machine readable medium storing a 
program for harvesting addresses on a first device, the pro 
gram for execution by at least one processing unit, the pro 
gram comprising sets of instructions for: 

extracting a first plurality of telecommunication addresses 
from a first set of applications executing on the first 
device and storing the addresses in a data storage of the 
first device; 

receiving a second plurality of telecommunication 
addresses from a set of devices associated with the first 
device through a network and storing the addresses in 
the data storage; and 

using the stored telecommunication addresses in the data 
storage to facilitate operations of a second set of appli 
cations executing on the device. 

2. The non-transitory machine readable medium of claim 
1, wherein the program further comprises a set of instructions 
for sending at least a subset of the first plurality of telecom 
munication addresses to the set of devices through the net 
work in order to facilitate the operation of applications 
executing on the set of devices. 

3. The non-transitory machine readable medium of claim 
1, wherein the telecommunication addresses comprise elec 
tronic mail (email) addresses that are harvested from email 
messages or text messages. 

4-9. (canceled) 
10. The non-transitory machine readable medium of claim 

1, wherein the telecommunication addresses are extracted 
from phone calls, text messages, and electronic mail mes 
Sages. 

11. The non-transitory machine readable medium of claim 
1, wherein the first set of applications comprises at least one 
of an email application, a messaging application, and a cal 
endar application. 

12-14. (canceled) 
15. The non-transitory machine readable medium of claim 

1, wherein the set of instructions for using the stored 
addresses further comprises sets of instructions for: 



US 2014/0365459 A1 

receiving user input in a particular application; 
matching the user input to the stored telecommunication 

addresses in the data storage in order to identify a set of 
candidate telecommunication addresses; and 

outputting the set of candidate telecommunication 
addresses for display in the application. 

16. The non-transitory machine readable medium of claim 
1, wherein the program further comprises sets of instructions 
for: 

computing a ranking for each of the plurality of telecom 
munication addresses; 

Selecting a particular set of telecommunication addresses 
to use for a particular application of the second set of 
applications based on the computed ranking. 

17. The non-transitory machine readable medium of claim 
16, wherein the set of instructions for computing the ranking 
for a particular telecommunication address comprises a set of 
instructions for counting a number of times that the particular 
telecommunication address has been extracted. 

18-29. (canceled) 
30. A mobile device comprising: 
an address harvesting engine for harvesting a plurality of 

telecommunication addresses from a first plurality of 
applications executing on the device; 

a data storage for storing the harvested addresses; and 
a prediction engine for facilitating operations of a second 

plurality of applications based on the stored harvested 
addresses. 

31. The mobile device of claim 30, wherein the address 
harvesting engine is further for (i) receiving telecommunica 
tion addresses from a set of other devices associated with the 
device through a network, (ii) Storing the received addresses 
in the data storage of the device, and (iii) using the received 
addresses to facilitate the operation of the second plurality of 
applications. 

32. The mobile device of claim 30 further comprising an 
interface for receiving user input in a particular application, 
wherein the prediction engine matches the user input to the 
plurality of telecommunication addresses in the data storage 
in order to identify a set of candidate telecommunication 
addresses and outputs the set of candidate telecommunication 
addresses for display in the interface of the particular appli 
cation. 

33. The mobile device of claim 30 further comprising a 
ranking engine for specifying a ranking score for each tele 
communication address, wherein the prediction engine is fur 
ther for selecting a particular set of telecommunication 
addresses to use for a particular application based on the 
computed ranking score. 

34. The mobile device of claim 30, wherein the prediction 
engine facilitates the operation of a particular application by 
(i) matching user input from the particular application to 
stored, harvested addresses, (ii) ranking the matching 
addresses based on how frequently the addresses are har 
vested, and how recently the addresses are harvested from the 
first plurality of applications, and (iii) returning the matching 
addresses according to the ranking. 

35. A non-transitory machine readable medium storing a 
program for harvesting addresses of a device, the program for 
execution by at least one processing unit, the program com 
prising sets of instructions for: 

from a first set of applications executing on the device, 
extracting a plurality of individual telecommunication 
addresses; 
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from the first set of applications, extracting a plurality of 
groups of telecommunication addresses, each group 
comprising a plurality of individual telecommunication 
addresses; 

storing the extracted addresses in a data storage of the 
device; and 

using the stored individual addresses and groups of tele 
communication addresses in the data storage to facilitate 
operations of at least a second set of applications. 

36-41. (canceled) 
42. The non-transitory machine readable medium of claim 

35, wherein the set of instructions for using the stored indi 
vidual and group telecommunication addresses comprises 
sets of instructions for: 

receiving user input in a particular application; and 
matching the user input to at least one individual telecom 

munication address or one group of telecommunication 
addresses to identify a set of candidate telecommunica 
tion addresses; and 

outputting the set of candidate telecommunication 
addresses for display in the particular application. 

43. The non-transitory machine readable medium of claim 
35, wherein the program further comprises sets of instruc 
tions for: 

computing, for each individual telecommunication address 
and each group of telecommunication addresses, a rank 
ing score based on a set of factors; 

storing the computed score for each individual address or 
group of addresses in a record for the individual address 
or group of addresses within the data storage. 

44. The non-transitory machine readable medium of claim 
35, wherein the program further comprises sets of instruc 
tions for: 

detecting that a particular group of telecommunication 
addresses is not stored within the data storage; and 

storing the particular group telecommunication addresses 
in the data storage. 

45. The non-transitory machine readable medium of claim 
44, wherein the program further comprises sets of instruc 
tions for: 

detecting that a particular individual telecommunication 
address is not stored within the data storage; and 

storing the particular individual telecommunication 
address in the data storage. 

46. A method for harvesting addresses across a plurality of 
devices, the method comprising: 

on a first device, extracting a plurality of addresses from a 
first application executing on the first device and storing 
the addresses in a data storage of the first device; 

detecting whenever a new address is added to the data 
Storage; 

sending each detected, stored new address to a set of serv 
ers for relaying the address to a second device when the 
second device is available to receive the address. 

47. The method of claim 46 further comprising: 
before storing an extracted address in the data storage, 

detecting that the address was previously stored in the 
data storage; 

updating a set of parameters stored for the previously 
stored address in the data storage; and 

sending at least one updated parameter for the previously 
stored address to the set of servers for relaying the 
updated parameter to the second device when the second 
device is available to receive the updated parameter. 
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48. The method of claim 47 further comprising detecting 
that the set of parameters for the previously stored address has 
been updated before sending the updated parameter to the set 
of servers. 

49. The method of claim 46, wherein the data storage is part 
of a key-value store that is synchronized across a plurality of 
devices by the set of servers. 

50. The method of claim 46, wherein the first and second 
devices are associated with a same account. 

51. (canceled) 
52. (canceled) 
53. A method for harvesting addresses across a plurality of 

devices, the method comprising: 
receiving an address extracted by a first device; 
determining that the first device is related to a second 

device; 
when the second device is available to receive the extracted 

address, sending the extracted address to the second 
device; 

when the second device is not available to receive the 
extracted address, storing the extracted address until the 
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second device becomes available to receive the extracted 
address, said extracted address for use by at least one 
application executing on the first device or the second 
device. 

54. The method of claim 53 further comprising: 
receiving and storing a plurality of addresses from the first 

device for the second device when the second device is 
not available to receive the addresses for a duration of 
time; 

Supplying the plurality of addresses to the second device 
when the second device becomes available to receive the 
addresses. 

55. The method of claim 53, wherein the address is stored 
in data storages on the first and second devices that are part of 
a key-value store that is synchronized across the first and 
second devices by an external synchronizing service that 
require each device to send updates to its data storage to the 
external Synchronizing service. 

k k k k k 


