Title: MANAGEMENT AND STORAGE OF INFORMATION AND META DATA

Abstract: An apparatus and method for storing data in a data storage system comprising a fossilized data management apparatus interconnected with one or more data storage devices. The method provides to the fossilized data management apparatus information and meta data associated with that information, wherein the data comprises a format field, a context field, a retention field, a data management field, and a storage management field. The fossilized data management apparatus instructs the one or more data storage devices to write the information to the one or more data storage devices based upon the meta data format field.

Published: with international search report

For two-letter codes and other abbreviations, refer to the "Guidance Notes on Codes and Abbreviations" appearing at the beginning of each regular issue of the PCT Gazette.
MANAGEMENT AND STORAGE OF INFORMATION AND META DATA

Field Of The Invention

The invention relates to an apparatus and method to store and manage information and meta data.

Background Of The Invention

Storing and managing information which must be retained for long periods of time is becoming more and more challenging for many enterprises and end users. Regulatory requirements have been strengthened, and require that information be retained for longer periods of time in a non-erasable and non-rewritable manner (WORM). In addition, the amount of information is ever increasing. The risk of losing information, or losing access to that information, is increasing due to the complexity of information technology infrastructure. Prior art methods utilize systems for data retention management and archiving consisting of a document management system and an archiving storage.

Typically, a document management system creates indices for the stored information to facilitate later searches and audits. These indices include specifics about the information itself, e.g. its context, creation date, retention times, storage location, relations to other information and user information. Such document management system indices are often referring to as “meta data.”

Prior art systems and methods disadvantageously store and manage the meta data and the information separately. Such prior art methods actually render the information vulnerable because by mishandling the indices the document management system may effectively render the information inaccessible. To cure these deficiencies of the prior art, the fossilized data management apparatus, and method using that system, stores the information and the meta data in a non-rewritable and non-erasable manner in order that both can be accessed, read, and interpreted years later. Alternatively the information and meta data is stored in a rewritable and erasable format. For purposes of this Application, by
“fossilized data” Applicants mean information in combination with meta data associated with that information.

**Summary Of The Invention**

According to a first aspect of the invention there is provided a method for storing information in a data storage system comprising an information and associated meta data management apparatus “aka fossilized data management apparatus” interconnected with one or more data storage devices. The method provides to the fossilized data management apparatus information and meta data associated with that information, wherein the meta data comprises a format field, a context field, a retention field, a data management field, and a storage management field. The fossilized data management apparatus instructs the one or more data storage devices to write the information to the one or more data storage devices based upon the meta data fields.

**Brief Description Of The Drawings**

Embodiments of the invention will now be described by way of example only and with reference to the attached drawings in which:

FIG. 1 is a block diagram illustrating one embodiment of the data storage system;

FIG. 2A is a block diagram illustrating one embodiment of the fossilized data management apparatus;

FIG. 2B is a block diagram illustrating a second embodiment of the fossilized data management apparatus;

FIG. 2C is a block diagram illustrating a third embodiment of the fossilized data management apparatus;
FIG. 2D is a block diagram illustrating a fourth embodiment of the fossilized data management apparatus;

FIG. 3A is a block diagram illustrating one embodiment of the fossilized data format;

FIG. 3B is a block diagram illustrating a second embodiment of the fossilized data format;

FIG. 4A is a flow chart summarizing the initial steps in a method to store and manage information using the fossilized data management apparatus;

FIG. 4B is a flow chart summarizing additional steps in the method to store and manage information using the fossilized data management apparatus;

FIG. 5 is a flow chart summarizing additional steps in the method to store and manage information using the fossilized data management apparatus; and

FIG. 6A is a flow chart summarizing the steps in a method to manage an optional audit field disposed in the fossilized data format of FIG. 3B; and

FIG. 6B is a flow chart summarizing the steps in the method to manage update requests for meta data and information.

**Detailed Description Of The Preferred Embodiments**

This invention is described in preferred embodiments in the following description with reference to the Figures, in which like numbers represent the same or similar elements. Reference throughout this specification to “one embodiment,” “an embodiment,” or similar language means that a particular feature, structure, or characteristic described in connection with the embodiment is included in at least one embodiment of the present invention. Thus, appearances of the phrases “in one embodiment,” “in an embodiment,” and similar language throughout this specification may, but do not necessarily, all refer to the same embodiment.
The described features, structures, or characteristics of the invention may be combined in any suitable manner in one or more embodiments. In the following description, numerous specific details are recited to provide a thorough understanding of embodiments of the invention. One skilled in the relevant art will recognize, however, that the invention may be practiced without one or more of the specific details, or with other methods, components, materials, and so forth. In other instances, well-known structures, materials, or operations are not shown or described in detail to avoid obscuring aspects of the invention.

The invention comprises a fossilized data management apparatus and a method using that fossilized data management apparatus to store and manage information. The method writes information to data storage media based upon data management policies and retention management policies or context. Further, the apparatus and method retain and protect information based upon retention management policies or context, manage the data storage media based upon storage management policies or context and format the stored information based upon data format policies.

FIG. 1 is a block diagram that illustrates one embodiment of the data storage system 100. In the illustrated embodiment of FIG. 1, data storage system 100 comprises storage area network ("SAN") 110 and SAN 150. In other embodiments, the data storage system 100 comprises a single SAN. In yet other embodiments, the data storage system 100 does not comprise a SAN.

SAN 110 and SAN 150 are designed as a switched-access-networks, wherein switches 120 and 160, respectively, are used to create a switching fabric 115 and 155, respectively. In certain embodiments, SAN 110 and/or SAN 150 is implemented using Small Computer Systems Interface (SCSI) protocol running over a Fibre Channel ("FC") physical layer. In other embodiments, SAN 110 and/or SAN 150 is implemented utilizing other protocols, such as and without limitation INFINIBAND, FICON, TCP/IP, Ethernet, Gigabit Ethernet, or iSCSI.
One or more switches 115 have the addresses of hosts 102, 104, and 106. As a general matter, host computer 102, 104, and 106, comprise computing devices such as a mainframe computer, personal computer, workstation, and combinations thereof, including an operating system such as Windows, AIX, Unix, MVS, LINUX, etc. (Windows is a registered trademark of Microsoft Corporation; AIX is a registered trademark and MVS is a trademark of IBM Corporation; UNIX is a registered trademark in the United States and other countries licensed exclusively through The Open Group; and LINUX is a registered trademark of Linus Torvald).

Host computers 102, 104, and 106, are connected to the fabric 115 utilizing communication links 103, 105, and 107, respectively. Communication links 103, 105, and 107 may comprise any type of I/O interface, such as and without limitation a FC loop, a direct attachment to fabric 115, or one or more signal lines used by host computers 102, 104, and 106, to transfer information to and from fabric 115. In certain embodiments, fabric 115 comprises, for example, one or more FC switches 120 used to connect two or more computer networks. In certain embodiments, FC switches 120 comprise one or more conventional router switches.

Switches 120 interconnect host computers 102, 104, and 106, to document management system 130 via communication link 125. Communication link 125 may comprise any type of I/O interface, for example and without limitation, a Fibre Channel, INFINIBAND, Gigabit Ethernet, Ethernet, TCP/IP, iSCSI, SCSI I/O interface, or one or more signal lines used by FC switch 120 to transfer information through interface 125, to and from document management system 130.

Document management system 130 is interconnected with the fossilized data management apparatus 140 via communication link 135. Communication link 135 may comprise any type of I/O interface, for example and without limitation, a Fibre Channel, INFINIBAND, Gigabit Ethernet, Ethernet, TCP/IP, iSCSI, SCSI I/O interface, and the like.

In the illustrated embodiment of FIG. 1, SAN 150 interconnects the fossilized data management apparatus 140 and storage devices 170, 180, and 190. One or more switches
160 have the addresses of storage devices 170, 180, 190, and fossilized data management apparatus interface 145.

Data storage devices 170, 180, and 190, may comprise any known storage devices and/or storage media, using any known storage protocols. In certain embodiments, storage devices 170, 180, and 190, are selected from the group consisting of one or more magnetic disks in combination with the associated disk drive hardware, one or more optical disks in combination with the associated disk drive hardware, one or more magnetic tapes in combination with the associated tape drive hardware, one or more electronic data storage devices, combinations thereof, and the like.

Data storage devices 170, 180, and 190, are connected to fabric 155 via communication links 175, 185, and 195, respectively. Communication links 175, 185, and 195, may comprise any type of I/O interface, such as and without limitation a FC loop, a direct attachment to fabric 155, or one or more signal lines used by data storage devices 170, 180, and 190, to transfer information to and from fabric 155. In certain embodiments, fabric 155 comprises, for example, one or more FC switches 160 used to connect two or more computer networks. In certain embodiments, FC switches 160 comprise one or more conventional router switches.

Switches 160 interconnect data storage devices 170, 180, and 190, to the fossilized data management apparatus via communication link 145. Communication link 145 may comprise any type of I/O interface, for example and without limitation, a Fibre Channel, INFINIBAND, Gigabit Ethernet, Ethernet, TCP/IP, iSCSI, SCSI I/O interface, or one or more signal lines used by FC switch 160 to transfer information through interface 145, to and from fossilized document management system 140.

In certain embodiments, document management system 130 is collocated with, or integral with, one of more of host computers 102, 104, and/or 106. Because information classification occurs in the document management system, the document management system usually "knows" the information lifecycle, but the archiving storage system does not.
Such an information lifecycle includes specifics about type and context of data, retention time, retention policy, and service levels.

In certain embodiments, storage devices 170, 180, and 190, are disposed in an archiving storage system. In certain of these embodiments, the fossilized data management apparatus is collocated with, or integral with, that archiving storage system. Applicants have found it desirable for the archiving storage to also “know” the information lifecycle because, for example, the archiving storage can prevent the early deletion of data if the associated retention time can be examined. Moreover, the storage facility can manage the information more efficiently if the context of that information can be examined. This enabled efficient information lifecycle management.

As a general matter the fossilized data management apparatus 140 comprises a format module, a context module, a retention module, a data management module and a storage management module. In the illustrated embodiments of FIG. 2A, and 2C the fossilized data management apparatus 140 comprises processor 260, microcode/operating system 270 interconnected with processor 260, and memory 280 interconnected with processor 260. Processor 260 utilizes microcode/operating system 270 to operate the fossilized data management apparatus 140. In certain embodiments, microcode/operating system 270 is written to memory 280.

In certain embodiments, memory 280 comprises one or more magnetic disks in combination with the associated disk drive apparatus. In certain embodiments, memory 280 comprises one or more optical disks in combination with the associated disk drive apparatus. In certain embodiments, memory 280 comprises a device such as a PROM, EPROM, EEPROM, Flash PROM, compactflash, smartmedia, and the like.

In the illustrated embodiment of FIG. 2A, the fossilized data management apparatus 140 further comprises format algorithm 210, context algorithm 220, retention algorithm 230, data management algorithm 240, and storage management algorithm 250. Format algorithm 210 comprises instructions executed by processor 260 to read instructions encoded to format field 310 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B),
and to cause storage devices 170, 180, and/or 190, to implement those format instructions.
Context algorithm 220 comprises instructions executed by processor 260 to read data and/or
instructions encoded to context field 320 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A)
or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to
implement those context instructions.

Retention algorithm 230 comprises instructions executed by processor 260 to read
instructions encoded to retention field 330 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A)
or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to
implement those retention instructions. Data management algorithm 240 comprises
instructions executed by processor 260 to read instructions encoded to data management
field 340 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B),
and to cause storage devices 170, 180, and/or 190, to implement those data management
instructions. Storage management algorithm 250 comprises instructions executed by
processor 260 to read instructions encoded to storage management field 350 (FIG. 3A, 3B)
written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B), and to cause storage
devices 170, 180, and/or 190, to implement those storage management instructions.

In the illustrated embodiment of FIG. 2C, the fossilized data management apparatus
further comprises update algorithm 290. Update algorithm 290 detects commands
comprising the element “audit” received by the fossilized data management apparatus 140.
Update algorithm 290 records any such audit commands, and the date, time, and origin, of
that audit command in an audit field, such as audit field 390 (FIG. 3B).

In the illustrated embodiment of FIG. 2B, the fossilized data management apparatus
comprises format module 215, context module 225, retention module 235, data
management module 245, and storage management module 255.

Format module 215 comprises processor 212, memory 214, and instructions 216,
wherein instructions 216 are executed by processor 212 to read instructions encoded to
format field 310 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG.
3B), and to cause storage devices 170, 180, and/or 190, to implement those format
instructions. In certain embodiments, instructions 216 are encoded to memory 214. Communication link 218 interconnects format module 215 and context module 225.

Context module 225 comprises processor 222, memory 224, and instructions 226, wherein instructions 226 are executed by processor 222 to read instructions encoded to context field 320 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to implement those context instructions. In certain embodiments, instructions 226 are encoded to memory 224. Communication link 228 interconnects context module 225 and retention module 235.

Retention module 235 comprises processor 232, memory 234, and instructions 236, wherein instructions 236 are executed by processor 232 to read instructions encoded to retention field 330 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to implement those retention instructions. In certain embodiments, instructions 236 are encoded to memory 234. Communication link 238 interconnects retention module 235 and data management module 245.

Data management module 245 comprises processor 242, memory 244, and instructions 246, wherein instructions 246 are executed by processor 242 to read instructions encoded to data management field 340 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to implement those data management instructions. In certain embodiments, instructions 246 are encoded to memory 244. Communication link 248 interconnects data management module 245 and storage management module 255.

Storage management module 255 comprises processor 252, memory 254, and instructions 256, wherein instructions 256 are executed by processor 252 to read instructions encoded to storage management field 350 (FIG. 3A, 3B) written to meta data 305 (FIG. 3A) or to meta data 307 (FIG. 3B), and to cause storage devices 170, 180, and/or 190, to implement those storage management instructions. In certain embodiments, instructions 256 are encoded to memory 254.
In the illustrated embodiment of FIG. 2D, the fossilized data management apparatus 140 further comprises audit module 295. Communication link 258 interconnects storage management module 255 and audit module 295.

Audit module 295 comprises processor 292, memory 294, and instructions 296, wherein instructions 296 are executed by processor 252 to detect commands comprising the element “audit” received by the fossilized data management apparatus 140. Processor 292 records any such audit commands, and the date, time, and origin, of that audit command in an audit field, such as audit field 390 (FIG. 3B). In certain embodiments, instructions 296 are encoded to memory 294.

In certain embodiments, memory 214, 224, 234, 244, 254, and/or 294, comprises one or more magnetic disks in combination with the associated disk drive apparatus. In certain embodiments, memory 214, 224, 234, 244, 254 and/or 294, comprises one or more optical disks in combination with the associated disk drive apparatus. In certain embodiments, memory 214, 224, 234, 244, 254, and/or 294, comprises a device such as a PROM, EPROM, EEPROM, Flash PROM, compact flash, smart media, and the like.

The invention comprises a method to store and manage information using the fossilized data management apparatus. Referring now to FIGs. 3A and 4A, in step 410 the method provides a data storage system, such as for example data storage system 100 (FIG. 1), comprising one or more host computers, such as host computers 102 (FIG. 1), 104 (FIG. 1), and 106 (FIG. 1), in communication with a document management system, such as document management system 130 (FIG. 1), which is in communication with a fossilized data management apparatus, such as the fossilized data management apparatus 140 (FIGs. 1, 2A, 2B), which is in communication with one or more data storage devices, such as data storage devices 170 (FIG. 1), 180 (FIG. 1), and/or 190 (FIG. 1).

In step 420, the method provides information to the document management system. In certain embodiments, step 420 is performed by one or more host computers.
In step 430, the method generates indices, i.e. meta data, for the information provided in step 420. In certain embodiments, step 430 is performed by the one or more host computers providing the information. In certain embodiments, step 430 is performed by the document management system.

In step 440, the method provides the information of step 420 in combination with the meta data of step 430 to the fossilized data management apparatus, wherein the information and meta data are provided in a fossilized data format, such as fossilized data format 300 (FIG. 3A) or fossilized data format 302 (FIG. 3B).

FIG. 3A recites fossilized data format 300, wherein that fossilized data format 300 is generated by document management system 130 (FIG. 1). Fossilized data format 300 comprises meta data 305 and information 360. Meta data 305 comprises format field 310, context field 320, retention field 330, storage management field 340, and data management field 350.

FIG. 3B recites fossilized data format 302, wherein that fossilized data format 302 is generated by document management system 130 (FIG. 1). Fossilized data format 302 comprises meta data 307 and information 360. Meta data 307 comprises format field 310, context field 320, retention field 330, storage management field 340, data management field 350, and audit field 390.

In certain embodiments, each of meta data fields 310, 320, 330, 340, 350, and optional audit field 390 comprise an identifier, such as identifiers 315, 325, 335, 345, 355, and 395, respectively. In certain embodiments, these identifiers comprise “headers,” wherein the fossilized data management apparatus determines the beginning of each meta data field using that header information. In these embodiments, meta data fields 310, 320, 330, 340, 350, and optional audit field 390, may be arranged in any order.

In other embodiments, meta data fields 310, 320, 330, 340, 350, and optional audit field 390, do not comprise identifiers 325, 325, 335, 345, 355, and 395, respectively. In these embodiments, the fossilized data management apparatus 140 recognizes meta data
fields 310, 320, 330, 340, 350, and optional audit field 390, by the order of arrangement of those meta data fields.

In step 450 the fossilized data management apparatus examines the fossilized data provided in step 440 and determines if that fossilized data comprises a format field, such as format field 310. In certain embodiments, step 450 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 450 is performed by a processor disposed in a format module disposed within the fossilized data management apparatus.

Data format field 310 comprises the data format in combination with instructions regarding how this format can be made readable. Format field 310 may specify that information 360 be provided to storage devices 170, 180, and/or 190, and stored by one or more of those storage devices, in a standardized format such as pdf, tiff, jpeg, or information provided in an Open Document Format in compliance with ISO/IEC Standard 26300. In other embodiments, format field 310 specifies a proprietary format, wherein format field 310 comprises instruction-code to decode the information. An example of such an instruction-code comprises MICROSOFT WORD.

Data format field 310 further comprises a format mode 312 comprising instructions used by the fossilized data management apparatus 140 to determine whether to maintain old formatted data, or in the alternative whether to discard that old formatted data. In certain embodiments, if the protection mode 336 of retention policy 330 is set to PROTECTED or STRONG PROTECTED, then the fossilized data management apparatus 140 automatically sets format mode 312 to maintain the old copy of data.

If the data format field 310 is updated by the document management system, for example to reflect a new data format, then the fossilized data management apparatus 140 performs the format conversion automatically to the new format and deletes the old formatted information if instructed. If the information protection mode 336 of the retention policy field 330 is set to PROTECTED or STRONG PROTECTED, then the fossilized data management apparatus 140 maintains the old copy of the information. If context field 320 is
updated, the fossilized data management apparatus 140 applies the appropriate context policy if other meta data field policies 330, 340, 350 are not set.

If the method determines in step 450 that the fossilized data does not comprise a format field, then the method transitions from step 450 to step 460 wherein the method instructs the one or more data storage devices to store the information and meta data in the “as provided” format. The method transitions from step 460 to step 480. In certain embodiments, step 460 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 460 is performed by a processor disposed in a format module disposed within the fossilized data management apparatus.

If the method determines in step 450 that the fossilized data does comprise a format field, then the method transitions from step 450 to step 470 wherein the method instructs the one or more data storage devices to store the information and the meta data using the specified format. The method transitions from step 470 to step 480.

In certain embodiments, step 470 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 470 is performed by a processor disposed in a format module disposed within the fossilized data management apparatus.

In step 480, the method determines if the fossilized data of step 440 comprises instructions encoded in the retention field. In certain embodiments, step 480 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 480 is performed by a processor and/or algorithm disposed in a retention module disposed within the fossilized data management apparatus.

If the method determines in step 480 that the fossilized data does comprise a instructions encoded in the retention policy field 330, then the method transitions from step 480 to step 490 wherein the method generates and implements a retention policy based upon those retention field instructions. The method transitions from step 490 to step 510 (FIG. 5).
Retention policies included in retention field 330 comprises the retention time 332 for information 360 and retention time 334 for meta data fields 310, 320, 330, 340, and 350. In certain embodiments, retention time 332 and retention time 334 are the same. In other embodiments, retention time 332 and retention time 334 differ. Retention time 332 and retention time 334 may include a simple date and time specifying how long the information and meta has to be retained. In another embodiment the retention time 332 and 334 may include an unlimited retention time. In yet another embodiment the retention time 332 and 334 is started as a result of an event. An event may be triggered by the document management system 130 and may be implemented as a event-command send by the document management system 130 to the fossilized data management system 140 via communication link 135. Retention policy field 330 further comprises protection mode 336 for information 360 and protection mode 338 for meta data 310, 320, 330, 340, and 350.

In certain embodiments, information protection mode 336 is selected from the group consisting of NOT PROTECTED, WEAK PROTECTED, PROTECTED, and STRONG PROTECTED. In certain embodiments, meta data protection mode 338 is selected from the group consisting of NOT PROTECTED, WEAK PROTECTED, PROTECTED, and STRONG PROTECTED. In certain embodiments, information protection mode 336 and meta data protection mode 338 are the same. In other embodiments, information protection mode 336 and meta data protection mode 338 differ.

Protection mode NOT PROTECTED means the information and/or meta data can be read, updated and deleted. Protection mode WEAK PROTECTED means the information can be read but not modified, and meta data fields can be updated based upon the update policies and the old meta data will be discarded. Under the WEAK PROTECTED mode, information and meta data cannot be deleted.

Protection mode PROTECTED means information can read but not modified. Meta data can be updated based upon the update policies, and the old meta data will saved for audit purposes. A reference to the old meta data is stored in the audit field 370 pertaining to the meta data 305 (FIG. 3A) / 307 (FIG. 3B). The old meta data can be accessed using a command wherein that command comprises the designation “audit” written therein. The audit command is sent by the document management system 130 to the Applicant’s
fossilized data management system 140 via communication link 135. As a response to an “audit” command the applicant apparatus presents the information stored in the audit field 370 pertaining to the meta data 370. Under the PROTECTED mode, information and meta data cannot be deleted. In certain embodiments, under the PROTECTED mode information may be converted from a first data format to a different data format. In certain embodiments, the information in the first data format is saved for audit purposes.

Protection mode STRONG PROTECTED means the information and meta data can be read, but not updated or deleted. The STRONG PROTECTED mode freezes the data and meta data upon the store-process.

In the event the retention policy protection mode 336 is set to NON-PROTECTED, then the information is written to erasable media, such as a magnetic disk or tape, or the information is written to rewritable optical media. If any other retention policy is indicated, the information is written to a WORM medium. The WORM- or erasable medium is realized on devices 170, 180 or 190.

In certain embodiments, update policies set forth that updates to the retention field 330 are restricted. For example, information protection mode 336 and meta data protection mode 338 can only be revised to a higher level. In addition, information retention time 336 and meta data retention time 338 can only be decreased if the corresponding protection mode 332 or 334 is set to NOT-PROTECTED. If other protection modes are called out, then information retention time 336 and/or meta data retention time 338 can only be increased.

Meta data is updated when the meta data protection mode 338 so indicates. Based upon the meta data protection mode 338, the old version of the meta data is saved and can be read by the document management system using, for example, an audit command.

Referring now to FIGs. 4A and 4B, if the method determines in step 480 that the fossilized data does not comprise instructions encoded in the retention field, then the method transitions from step 480 to step 415 (FIG. 4B) wherein the method determines if the fossilized data comprises a context field. In certain embodiments, step 415 is performed by
a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 415 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

If the method determines in step 415 that the fossilized data comprises a context field, then the method transitions from step 415 to step 495. Alternatively, if the method determines in step 415 that the fossilized data does not comprise a context field, then the method transitions from step 415 to step 425 wherein the method generates a context by analyzing the information provided in step 440.

In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

The method transitions from step 425 to step 495 (FIG. 4A) wherein the method analyzes data/instructions encoded to the context field, or uses the context generated in step 425, to generate a retention policy for the information provided in step 440. Table I summarizes one embodiment of the method wherein a retention policy is set in step 495 by the fossilized data management apparatus 140 using the provided context field of the meta data provided in step 440 (FIG. 4A), or using or the context generated in step 425 (FIG. 4B). For example, referring to table I second row, the retention policy for e-mail information (reflected in the context field 320) includes that the information and metadata is to be kept for 1 year in a PROTECTED mode. Table I is stored in the Applicant’s apparatus. Table I is user configurable.

<table>
<thead>
<tr>
<th>Context</th>
<th>Retention Policy</th>
<th>Data Management Policy</th>
<th>Storage Management Policy</th>
</tr>
</thead>
<tbody>
<tr>
<td>email</td>
<td>One Year</td>
<td>NEARLINE</td>
<td>No Migration</td>
</tr>
<tr>
<td></td>
<td>PROTECTED</td>
<td></td>
<td>Copy to tape</td>
</tr>
</tbody>
</table>
In certain embodiments, step 495 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 495 is performed by a processor and/or algorithm disposed in a retention module disposed within the fossilized data management apparatus. The method transitions from step 495 to step 510 (FIG. 5).

Referring now to FIGs. 4B and 5, in step 510 the method determines if the fossilized data of step 440 comprises instructions encoded in the storage management field. In certain embodiments, step 510 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 510 is performed by a processor and/or algorithm disposed in a storage management module disposed within the fossilized storage management system.

If the method determines in step 510 that the fossilized data does comprise instructions encoded in the storage management field 330, then the method transitions from step 510 to step 520 wherein the method generates and implements a storage management policy based upon the storage management field instructions recited in the fossilized data. The method transitions from step 520 to step 540.

Storage management field 340 comprises instructions regarding migration of the information to differing storage-cost tiers. For purposes of this Application, a “lower storage-cost tier” comprises a storage technology which is less expensive to implement and/or maintain. For example, migration information from a RAID storage protocol to a non-RAID storage protocol comprises migrating that data to a lower storage-cost tier. If
storage management policy 340 indicates migration of the information to a lower storage-cost tier after a designated time interval, then the fossilized data management apparatus 140 executes the migration upon the expiration of the designated time interval. Storage management field 340 also includes instructions regarding copy of information and meta data. Copy instructions result in creating a copy of the information and/or meta data to another storage medium.

Referring now to FIGs. 4B and 5, if the method determines in step 510 that the fossilized data does not comprise a storage management field, then the method transitions from step 510 to step 415 (FIG. 4B) wherein the method determines if the fossilized data comprises a context field. In certain embodiments, step 415 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 415 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

If the method determines in step 415 that the fossilized data comprises a context field, then the method transitions from step 415 to step 530. Alternatively, if the method determines in step 415 that the fossilized data does not comprise a context field, then the method transitions from step 415 to step 425 wherein the method generates a context by analyzing the information provided in step 440.

In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

The method transitions from step 425 to step 530 wherein the method analyzes data/instructions encoded to the context field, or uses the context generated in step 425, to generate a storage management policy for the information provided in step 440. Table I summarizes one embodiment of the method wherein a storage management policy is set in step 530 by the fossilized data management apparatus 140 using the provided context field of the meta data provided in step 440 (FIG. 4A), or using or the context generated in step 425 (FIG. 4B). For example, referring to table I second row, the storage management policy
for e-mail information (reflected in the context field 320) includes that the information and meta data is not to be migrated and copied to tape. This is the storage management policy being derived based on the context and table I is implemented in step 570. Table I is stored in the Applicant’s apparatus. Table I is user configurable.

The method transitions from step 530 to step 540 wherein the method determines if the fossilized data of step 440 comprises instructions encoded in the data management field. In certain embodiments, step 540 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 540 is performed by a processor and/or algorithm disposed in a data management module disposed within the fossilized storage management system.

If the method determines in step 540 that the fossilized data does comprise instructions encoded in the data management field 350, then the method transitions from step 540 to step 550 wherein the method generates and implements a data management policy based upon the data management field instructions. The method transitions from step 550 to step 570.

Data management field 350 comprises instructions that the fossilized data management apparatus 140 uses in step 550 to set the service levels 352 for information 360. In certain embodiments, service levels 352 comprise an information availability level selected from the group consisting of HIGH, MEDIUM, and LOW, a disaster protection level selected from the group consisting of YES and NO, and an access time level selected from the group consisting of ONLINE, NEARLINE, and OFFLINE.

In certain embodiments, an ONLINE designation means the information can be accessed in less than about 1 second. In certain embodiments, a NEARLINE designation means the information can be accessed in about 5 seconds to about 10 seconds. In certain embodiments, an OFFLINE designation means the information can be accessed 10 seconds or longer, typically about 30 seconds.
If service levels 352 comprise an information availability level of HIGH, then the fossilized data management apparatus 140 writes the information to a storage system utilizing a RAID protocol, or to a clustered storage system. If service levels 352 comprise a disaster protection level of YES, then the fossilized data management apparatus 140 writes the information to a storage system which creates a secondary copy of the data. If service levels 352 comprise an ONLINE access level, then the fossilized data management apparatus 140 writes the information to a magnetic disk. If service levels 352 comprise an NEARLINE access level, then the fossilized data management apparatus 140 writes the information to an optical medium or to a short tape. If service levels 352 comprise an OFFLINE access level, then the fossilized data management apparatus 140 writes the information to a full length magnetic tape.

If the field storage management policy 340 is updated, then the fossilized data management apparatus 140 implements those updates to the stored information. For example, if the data management policy is updated to HIGH, then the fossilized data management apparatus 140 migrates the data and meta data to high available storage. As another example, if an updated storage management policy 340 indicates migration of the information to tape after two years, then the fossilized data management apparatus 130 applies this updated policy to all information which has not been migrated. In certain embodiments, previously migrated data which does not satisfy the updated policy, i.e. two years on disk, is staged back into disk from tape.

Referring now to FIGs. 4B and 5, if the method determines in step 540 that the fossilized data does not comprise a data management field, then the method transitions from step 540 to step 415 (FIG. 4B) wherein the method determines if the fossilized data comprises a context field. In certain embodiments, step 415 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 415 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

If the method determines in step 415 that the fossilized data comprises a context field, then the method transitions from step 415 to step 560. Alternatively, if the method
determines in step 415 that the fossilized data does not comprise a context field, then the method transitions from step 415 to step 425 wherein the method generates a context by analyzing the information provided in step 440.

In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 425 is performed by a processor and/or algorithm disposed in a context module disposed within the fossilized data management apparatus.

The method transitions from step 425 to step 560 wherein the method analyzes data/instructions encoded to the context field, or uses the context generated in step 425, to generate a data management policy for the information provided in step 440. Table I summarizes one embodiment of the method wherein a data management policy is set in step 560 by the fossilized data management apparatus 140 using the provided context field of the meta data provided in step 440 (FIG. 4A), or using or the context generated in step 425 (FIG. 4B). For example, referring to table I second row, the data management policy for e-mail information (reflected in the context field 320 or analyzed in step 425) includes that the information and meta data is to be stored on NEARLINE storage. This is the data management policy being derived based on the context and table I is implemented in step 570. Table I is stored in the Applicant’s apparatus. Table I is user configurable.

The method transitions from step 560 to step 570 wherein the method manages the information and meta data using the retention policy of step 490 or step 495, the storage management policy of step 520 or step 530, and the data management policy of step 550 or step 560. In certain embodiments, step 570 is performed by a processor and/or algorithm disposed in the fossilized data storage system. In certain embodiments, step 570 is performed by one or more processors and/or one or more algorithms disposed in a retention module, and/or a storage management module, and/or a data management module, disposed within the fossilized storage management system.

In certain embodiments, the apparatus and method records audits of stored meta data and/or stored information. In certain embodiments, the method further records updates to
one or more information and/or meta data policies, such as the format policy, retention policy, data management policy, and/or storage management policy. Referring now to FIGs. 3B and 6A, in step 610 the method provides a data storage system, such as for example data storage system 100 (FIG. 1), comprising one or more host computers, such as host computers 102 (FIG. 1), 104 (FIG. 1), and 106 (FIG. 1), in communication with a document management system, such as document management system 130 (FIG. 1), which is in communication with a fossilized data management apparatus, such as the fossilized data management apparatus 140 shown in FIG. 2C or 2D, which is in communication with one or more data storage devices, such as data storage devices 170 (FIG. 1), 180 (FIG. 1), and/or 190 (FIG. 1).

In step 615, the method provides information to the document management system. In certain embodiments, step 615 is performed by one or more host computers.

In step 620, the method generates indices, i.e. meta data, for the information provided in step 615. In certain embodiments, step 620 is performed by the one or more host computers providing the information. In certain embodiments, step 620 is performed by the document management system.

In step 630, the method provides the information of step 615 in combination with the meta data of step 620 to the fossilized data management apparatus, wherein the information and meta data are provided in a fossilized data format, such as fossilized data format 307 (FIG. 3B).

In step 635 the fossilized data management apparatus examines the fossilized data provided in step 630 and determines if that fossilized data comprises an audit field, such as format field 390 (FIG. 3B). In certain embodiments, step 635 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 635 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.
If the method determines in step 635 that the fossilized data of step 630 does not comprise an audit field, then the method transitions from step 635 to step 640 wherein the method adds an audit field, such as audit field 390 (FIG. 3B) to the fossilized data provided in step 630. The method transitions from step 640 to step 660.

If the method determines in step 635 that the fossilized data of step 630 does comprise an audit field, then the method transitions from step 635 to step 650 wherein the method determines if the audit field comprises any entries. In certain embodiments, step 635 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 635 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.

If the method determines in step 650 that the audit field does comprise one or more entries, then the method transitions from step 650 to step 655 wherein the method deletes all entries to the audit field. In certain embodiments, step 655 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 655 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.

The method transitions from step 655 to step 660 wherein the method determines if an audit command is received. In certain embodiments, step 660 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 660 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.

If the method determines in step 660 that an audit command is received, then the method transitions from step 660 to step 662 wherein the method performs the requested audit, generates audit data, and provides that audit data to the requesting party. In certain embodiments, step 662 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 662 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.
The method transitions from step 662 to step 665 wherein the method records the audit command in the audit field, such as audit field 390 (FIG. 3B). In certain embodiments, step 665 is performed by a processor disposed in the fossilized data storage system. In certain embodiments, step 665 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus. The method transitions from step 665 to step 670.

If the method determines in step 660 that an audit command was not received, then the method transitions from step 660 to step 670 (FIG. 6B) wherein the method determines if an update request has been received. In certain embodiments, the update request of step 670 comprises a meta data update. In certain embodiments, the update request of step 670 comprises an information update. In certain embodiments, step 670 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.

If the method determines in step 670 that an update request has not been received, then the method transitions from step 670 to step 660 and continues to monitor for audit commands. Alternatively, if the method determines in step 670 that an update request has been received, then the method transitions from step 670 to step 680 wherein the method determines whether to allow the update request of step 670.

The determination of step 680 is based on the protection mode 336 of retention policy 330 pertaining the information 360, and protection mode 338 of retention policy 330 pertaining to meta data 305 / 307. For example, the retention mode PROTECTED does not allow changes to the meta data /or information. On the other hand, the protection mode NOT PROTECTED does allow changes to information and/or meta data. In certain embodiments, step 680 is performed by a processor disposed in an audit module disposed within the fossilized data management apparatus.

If the method determines in the step 680 that the update request of step 670 is not allowed, then the method transitions from step 680 to step 685 wherein the method rejects the update request of step 670. In certain embodiments, step 685 further comprises
providing a message to the user generating the update request of step 670, wherein that
message comprises a notification that the update request is rejected. In certain embodiments,
step 685 is performed by a processor disposed in an audit module disposed within the
fossilized data management apparatus. The method transitions from step 685 to step 695.

Alternatively, if the method determines in the step 680 that the update request of step
670 is allowed, then the method transitions from step 680 to step 690 wherein the method
applies the requested update to the meta data and/or information. In certain embodiments,
step 690 is performed by one or more processors disposed in one or more modules disposed
within the fossilized data management apparatus.

The method transitions from step 690 to step 695 wherein the method records in the
audit field 390 (FIG. 3B) the update request of step 670, and the decision of step 680. In
certain embodiments, step 695 comprises recording in the audit field 390 the day and time
the audit request was received, the identity of the user requesting the update, the update
itself, and the result of the completion of the update. In certain embodiments, step 695 is
performed by a processor disposed in an audit module disposed within the fossilized data
management apparatus. The method transitions from step 695 to step 660, and continues as
described herein.

The embodiments of the method recited in FIGs. 4A, 4B, 5, 6A and/or 6B, may be
implemented separately. Moreover, in certain embodiments, individual steps recited in
FIGs. 4A, 4B, 5, 6A and/or 6B, may be combined, eliminated, or reordered.

In certain embodiments, the invention includes instructions residing in memory, such
as for example memory 280 (FIG. 2A), or memory 214 (FIG. 2B), and/or memory 224 (FIG.
2B), and/or memory 234 (FIG. 2B), and/or memory 244 (FIG. 2B), and/or memory 254
(FIG. 2B), where those instructions are executed by processor 260 (FIG. 2A), or processor
212, and/or processor 222, and/or processor 234, and/or processor 242, and/or processor 252,
respectively (FIGs. 3A, 3B), to perform one or more of steps 450, 460, 470, 480, 490, and
495, recited in FIG. 4A, and/or one or more of steps 415 and 425 recited in FIG. 4B, and/or
one or more of steps 510, 520, 530, 540, 550, 560, and 570, recited in FIG. 5, and/or one or
more of steps 635, 640, 650, 655, 660, 665, recited in FIG. 6A, and/or one or more of steps 670, 680, 685, 690, and/or 695, recited in FIG. 6B.

In other embodiments, the invention includes instructions residing in any other computer program product, where those instructions are executed by a computer external to, or internal to, system 100, to perform one or more of steps 450, 460, 470, 480, 490, and 495, recited in FIG. 4A, and/or one or more of steps 415 and 425 recited in FIG. 4B, and/or one or more of steps 510, 520, 530, 540, 550, 560, and 570, recited in FIG. 5, and/or one or more of steps 635, 640, 650, 655, 660, 665, recited in FIG. 6A, and/or one or more of steps 670, 680, 685, 690, and/or 695, recited in FIG. 6B. In either case, the instructions may be encoded to an information storage medium comprising, for example, a magnetic information storage medium, an optical information storage medium, an electronic information storage medium, and the like. By “electronic storage media,” Applicants mean, for example, a device such as a PROM, EPROM, EEPROM, Flash PROM, compactflash, smartmedia, and the like.

While the preferred embodiments of the present invention have been illustrated in detail, it should be apparent that modifications and adaptations to those embodiments may occur to one skilled in the art without departing from the scope of the present invention as set forth in the following claims.
CLAIMS

1. A method for storing information in a data storage system comprising an information and associated meta data management apparatus interconnected with one or more data storage devices, the method comprising the steps of:
   providing information to said data management apparatus;
   providing to said data management apparatus meta data associated with said information, wherein said meta data comprises a format field, a context field, a retention field, a data management field, and a storage management field;
   instructing by said data management apparatus said one or more data storage devices to write said information to said one or more data storage devices based upon said meta data format field.

2. The method of claim 1, further comprising the steps of:
   determining if said meta data comprises instructions encoded in said retention field:
   and
   on a determination that said meta data does not comprise instructions encoded in said retention field, generating by said data management apparatus a retention policy based upon said context field.

3. The method of claim 2, wherein said generating a retention policy further comprises generating a retention time for said information and a retention time for said meta data.

4. The method of claim 3, wherein said generating a retention policy further comprises generating an information protection mode and generating a meta data protection mode, wherein said information protection mode is selected from the group consisting of Not Protected, Weak Protected, Protected, and Strong Protected, and wherein said meta data protection mode is selected from the group consisting of Not Protected, Weak Protected, Protected, and Strong Protected.

5. The method of claim 1, further comprising the steps of:
determining if said meta data comprises instructions encoded in said data management field; and
on a determination that said meta data does not comprise instructions encoded in said data management field, generating by said data management apparatus a data management policy based upon said context field.

6. The method of claim 5, wherein said generating a data management policy comprises generating service levels for said information, wherein said service levels comprise an information availability level selected from the group consisting of HIGH, MEDIUM, and LOW.

7. The method of claim 1, further comprising the steps of:
determining if said meta data comprises instructions encoded in said storage management field; and
on a determination that said meta data does not comprise instructions encoded in said storage management field, generating by said fossilized data management apparatus a storage management policy based upon said context field.

8. A method for storing information in a data storage system comprising an information and associated meta data management apparatus interconnected with one or more data storage devices, the method comprising the steps of;
providing information to said data management apparatus;
providing to said data management apparatus meta data associated with said information;
determining if said meta data comprises an audit field;
on a determination that said meta data comprises an audit field, determining if said audit field comprises one or more entries;
on a determination that said audit field comprises one or more entries, deleting those one or more entries.

9. The method of claim 8, further comprising the step of:
on a determination that said meta data does not comprise an audit field, adding by said data management apparatus an audit field to said meta data.

10. The method of claim 9, further comprising the steps of:

writing said information and said meta data to one or more of said one or more data storage devices;

receiving from a requesting party a command to audit said information;

returning audit data to said requesting party;

recording said audit command in said audit field.

11. A computer readable medium comprising a computer program product encoded usable with a programmable computer processor to store information using one or more interconnected data storage devices, comprising computer readable program code which when executed on the computer processor performs the steps of any of claims 1 to 10.

12. Data management apparatus comprising means for performing the steps of any of claims 1 to 10.
FIG. 2C
FIG. 4A

1. PROVIDE DATA STORAGE SYSTEM COMPRISING ONE OR MORE HOST COMPUTERS IN COMMUNICATION WITH A DOCUMENT MANAGEMENT SYSTEM IN COMMUNICATION WITH A FOSSILIZED DATA MANAGEMENT SYSTEM IN COMMUNICATION WITH ONE OR MORE DATA STORAGE DEVICES

2. PROVIDE INFORMATION TO DOCUMENT MANAGEMENT SYSTEM

3. GENERATE INDICES FOR INFORMATION

4. PROVIDE INFORMATION AND META DATA IN FOSSILIZED DATA FORMAT TO FOSSILIZED DATA MANAGEMENT SYSTEM

5. DOES FOSSILIZED DATA FORMAT COMPRISE A FORMAT FIELD?

   6. YES
     a. INSTRUCT DATA STORAGE DEVICE(S) TO WRITE DATA IN SPECIFIED FORMAT

   7. NO
     a. INSTRUCT DATA STORAGE DEVICE(S) TO WRITE DATA IN AS-PROVIDED FORMAT

8. DOES FOSSILIZED DATA FORMAT COMPRISE A RETENTION FIELD?

   9. YES
     a. GENERATE AND IMPLEMENT RETENTION POLICY BASED UPON THE CONTEXT

10. NO

11. 415

12. 415

13. 425

14. 460

15. 470

16. 480

17. 490

18. 510
FIG. 4B

DOES FOSSILIZED DATA FORMAT COM普RISE A CONTEXT FIELD?

NO

ANALYZE INFORMATION AND GENERATE A CONTEXT

YES

480 510 540

495 530 560

415

425
FIG. 5

1. **490 and 495**
   - **510**
     - **DOES FOSSILIZED DATA COMPREHEND A STORAGE MANAGEMENT FIELD?**
     - **YES**
       - **520**
         - **GENERATE AND IMPLEMENT A STORAGE MANAGEMENT POLICY BASED DATA MANAGEMENT FIELD**
     - **NO**
       - **415**
         - **530**
           - **GENERATE AND IMPLEMENT A STORAGE MANAGEMENT POLICY BASED UPON THE CONTEXT**

2. **540**
   - **DOES FOSSILIZED DATA COMPREHEND A DATA MANAGEMENT FIELD?**
   - **YES**
     - **550**
       - **GENERATE AND IMPLEMENT A DATA MANAGEMENT POLICY BASED DATA MANAGEMENT FIELD**
     - **570**
       - **MANAGE INFORMATION AND META DATA BASED UPON RETENTION, DATA MANAGEMENT, AND STORAGE MANAGEMENT POLICIES**
   - **NO**
     - **415**
       - **560**
         - **GENERATE AND IMPLEMENT A STORAGE MANAGEMENT POLICY BASED UPON THE CONTEXT**
FIG. 6A

1. PROVIDE DATA STORAGE SYSTEM COMPRISING ONE OR MORE HOST COMPUTERS IN COMMUNICATION WITH A DOCUMENT MANAGEMENT SYSTEM IN COMMUNICATION WITH A FOSSILIZED DATA MANAGEMENT SYSTEM IN COMMUNICATION WITH ONE OR MORE DATA STORAGE DEVICES

2. PROVIDE INFORMATION TO DOCUMENT MANAGEMENT SYSTEM

3. GENERATE INDICES FOR INFORMATION

4. PROVIDE INFORMATION AND META DATA IN FOSSILIZED DATA FORMAT TO FOSSILIZED DATA MANAGEMENT SYSTEM

5. DOES FOSSILIZED DATA FORMAT COMPRIS AN AUDIT FIELD?
   - NO: ADD AUDIT FIELD TO FOSSILIZED DATA FORMAT
   - YES: GO TO 650

6. DOES AUDIT FIELD COMPRIS ANY ENTRIES?
   - NO: RECEIVED AN AUDIT COMMAND?
     - NO: 670
     - YES: RETURN AUDIT DATA TO REQUESTING PARTY

7. YES: DELETE ALL ENTRIES TO AUDIT FIELD

8. RECORD AUDIT COMMAND IN AUDIT FIELD

9. 670
FIG. 6B

660

665

670

RECEIVE UPDATE REQUEST?

YES

680

IS UPDATE REQUEST ALLOWED?

YES

690

APPLY UPDATE REQUEST

695

RECORD UPDATE REQUEST IN AUDIT FIELD

NO

660

685

REJECT UPDATE REQUEST

NO

660
INTERNATIONAL SEARCH REPORT

A. CLASSIFICATION OF SUBJECT MATTER
INV. G06F17/30

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED
Minimum documentation searched (classification system followed by classification symbols)
G06F G06Q

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electronic data base consulted during the international search (name of data base and, where practical, search terms used)
EPO-Internal, IBM-TDB, WPI Data

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>the whole document</td>
<td></td>
</tr>
<tr>
<td></td>
<td>page 1, paragraph 21 - page 9, paragraph 119</td>
<td></td>
</tr>
<tr>
<td></td>
<td>figures 1-14</td>
<td></td>
</tr>
</tbody>
</table>

Further documents are listed in the continuation of Box C.

See patent family annex.

Date of the actual completion of the international search
27 August 2007

Date of mailing of the international search report
05/09/2007

Name and mailing address of the ISA/
European Patent Office, P.B. 5818 Patentlaan 2
NL - 2280 HV Rijswijk
Tel. (+31-70) 340-2040, Tx. 31 651 epo nl,
Fax: (+31-70) 340-3016

Authorized officer
Warry, Lawrence
<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>STÖHR T ET AL: &quot;An Integrative and Uniform Model for Metadata management in Data Warehousing Environments&quot; PROCEEDINGS OF THE INTERNATIONAL WORKSHOP ON DESIGN AND MANAGEMENT OF DATA WAREHOUSES, 14 June 1999 (1999-06-14), pages 1-16, XP002275211 the whole document</td>
<td>1-12</td>
</tr>
<tr>
<td>Patent document cited in search report</td>
<td>Publication date</td>
<td>Patent family member(s)</td>
</tr>
<tr>
<td>---------------------------------------</td>
<td>-----------------</td>
<td>-------------------------</td>
</tr>
<tr>
<td>US 2006026219 A1</td>
<td>02-02-2006</td>
<td>AU 2005269315 A1</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CA 2574735 A1</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2006015097 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006004868 A1</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006004820 A1</td>
</tr>
</tbody>
</table>