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(57) Abstract

A method and search apparatus for searching a database of records organizes results of the search into a set of most relevant categories 
enabling a user to obtain with a few mouse clicks only those records that are most relevant. In response to a search instruction from the 
user, the search apparatus searches the database, which can include Internet records and premium content records, to generate a search result 
list corresponding to a selected set of the records. The search apparatus processes the search result list to dynamically create a set of search 
result categories. Each search result category is associated with a subset of the records within the search result list having one or more 
common characteristics. The categories can be displayed as a plurality of folders on the user’s display. For the foregoing categorization 
method and apparatus to work, each record within the database is classified according to various meta-data attributes (e.g., subject, type, 
source, and language characteristics). Because such a task is too much to do manually, substantially all of the records are automatically 
classified by a classification system into the proper categories. The classification system automatically determines the various meta-data 
attributes when such attributes are not editorially available from source.
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METHOD AND APPARATUS FOR 
SEARCHING A DATABASE OF RECORDS

Field of the Invention

The invention relates generally to a method and apparatus for searching a database of 
records. More particularly, the invention relates to a method and search apparatus for searching a 
database comprising both Internet and premium content information.

5 Background of the Invention

The Internet attracts millions of users every day. It has been estimated that the number of 
Internet users would grow from 10 million at the end of 1995 to 170 million by the year 2000. 
The primary attraction to the Internet is the promise of huge quantities of available information on 
any imaginable topic of interest. Research has shown that the primary uses of the Internet by

10 users include searching for information and browsing (a form of searching) for information.
Several companies offer search services to assist users in searching the massive, rapidly 

growing, and infinitely distributed data on the Internet. A large number of Internet users use a 
search service several times a week, and the top twenty percent of Internet users use a search 
engine several times a day.

15 The Internet, however, is not without its shortcomings. While there are 250 gigabytes of
textual information on the Internet accessible to the public, many Internet users are thwarted in 
their quest for information in the following ways: (1) quality information is often not on the 
Internet; (2) quality information exists but is dispersed across proprietary subscription-based sites; 
(3) search services produce too much or too little information; and (4) search services do not

20 anticipate users’ requests.
The Internet is an excellent source of the type of information found in product brochures.

However, the Internet is a remarkably poor source of editorial information, reference information
and commentary. One reason for this impediment is that quality information (i.e., premium
content) is most often created and provided by companies who are compensated for the

25 information (i.e., premium content owners). The tradition of no cost information on the Internet
has inhibited premium content owner from making their information available via the Internet.
Another reason has been the substantial financial and capital investment required to develop,
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market and maintain premium content on the Internet. Industry observers are unclear as to which 
business models will ultimately materialize to produce reasonable profits for premium content 
available on the Internet. As a result of these factors, the Internet is currently not considered a 
primary source of most recognized content on any topic.

Despite the foregoing reasons, some premium content owners have begun to make their 
information available on the Internet, typically in the form of subscription services. These 
services, however, have numerous problems and are therefore not always a good solution for 
Internet users.

One problem with subscription services is that a user must perform multiple searches and 
search multiple sites (often including multiple databases at sites) to obtain comprehensive 
information on the subject being searched. For a truly robust result, users often use a search 
engine, which can return volumes of information from the Internet. With no easy way to 
consolidate the returned information, users find the process too cumbersome and time consuming 
to be worthwhile. Another problem is that users can incur high costs in signing up for multiple 
subscription services to satisfy their needs in each topic area of interest. While users typically 
have varying interests, many resist signing up for multiple subscriptions on multiple topics. Yet 
another problem is that users are required to anticipate their desire to query on a particular topic 
in order to have all of the necessary subscriptions in advance. In reality, many user information 
interests are ad hoc and of short duration. Subscription services cannot satisfy this type of user 
information need.

When a user accesses one of the leading search engines, the search can produce hundreds, 
even thousands, of hits (i.e., records). For example, the Alta Vista™ search engine returns 
hundreds of thousands of hits in response to a search under the topic “windows.” This deluge of 
information is often just too much to review, cull, and select. This problem is exacerbated by the 
failure of the search engine to group the hits in the search result list in any meaningful way. In the 
above example, Windows™ 95 software product information would be included along with 
architectural windows and personal pages on the search result fist. Also, many of the leading 
search engines view each html page as an independent hit, so a one-hundred page Web site can 
produce one-hundred hits on the search result list. To address this problem, some search engines 
do group hits by web site.



Q:\OPER\GCP\727 Π-9Ϊ.Λκ-23Λ)5ΛΗ

-3-

Many leading search engines use primitive relevance ranking routines that result in 
search result lists with little or no relevance ranking. Poorly ranked search result lists are a 
significant problem for consumers. If a search produces one-hundred hits, the user must 
browse through twenty screens of information to find the most interesting information. It 

5 has been shown most users give up after the first few screens. Thus, if highly relevant 
information is buried in a later screen, most users never know and conclude that the search 
was a failure.

ft < ]·» <

Two of the leading search engines, Excite and Yahoo , manually classify and 
index the Internet. This approach produces high quality indexes and proper classification 

10 of web sites in the directory structure. However, the editorial staffs of these companies 
find themselves in a losing race with the growth of the Internet. Even with staffs of 
hundreds of editors, these companies cannot visit enough web sites and cannot revisit each 
site every time the site changes. Consequently, these companies are incapable of covering 
a large percentage of the Internet. As a result, searches using these search engines can 

15 often return "too little" useful information.

SUMMARY OF THE INVENTION
The present invention features a method and apparatus for searching a database 

which can include Internet and premium content records. The invention provides users 
20 with access to the wealth of information on the Internet and to premium content 

information not on the Internet.
According to the present invention there is provided a method for searching a 

database of records, comprising:
searching the database, in response to a search instruction, to generate a search 

25 result list which includes a selected set of the records;
processing at least a portion of the search result list to dynamically (i) identify 

common characteristics associated with the records within the search result list, (ii) group 
records in the search result list having common characteristics into candidate categories, 
and (iii) compile a list of candidate categories, each candidate category being
representative of a possible search result category; and

weighting each candidate category as a function of the identified common
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characteristics of the records within the candidate category.
The invention also provides a search apparatus for searching a database of records, 

comprising:

• · · ·
• · · ·• ·

• · · ·

• · · ·
• · · ·

a search processor, responsive to a search instruction, for searching the database to
5 generate a search result list which includes a selected set of the records;

a grouping processor for processing at least a portion of the search result list to 
dynamically (i) identify common characteristics associated with the records within the 
search result list, (ii) group records having common characteristics into candidate 
categories, and (iii) compile a list of candidate categories, each candidate category being 

10 representative of a possible search category; and
a weighting processor for weighting each candidate category as a function of the 

identified common characteristics of the records within the candidate category.
The invention also provides a search apparatus comprising:
a database for storing a plurality of records, including Internet records and premium 

15 content records;
a search processor for searching the database, in response to a search instruction 

from a user, to generate a search result list which includes a selected set of the records;
a grouping processor for processing at least a portion of the search result list to 

dynamically (i) identify common characteristics associated with the records within the 
20 search result list, (ii) group records having common characteristics into candidate 

categories, and (iii) compile a list of candidate categories, each candidate category being 
representative of a possible search result; and

a weighting processor for weighting each candidate category as a function of the 
identified common characteristics of the records within the candidate category; and

25 a display processor for providing a graphical representation of the categories to the
user.

The invention also provides a method for automatically classifying a database of 
records, comprising:

executing a query for each attribute value associated with each of a plurality of 
query attributes against each of the records in the database;

selectively matching the format of at least one of the records to each of a plurality
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of attribute formats;
determining a classification score which represents the relative strength of the 

match for each query and each record;
determining a classification score which represents the relative strength of the

5 match for each attribute formats and at least one of the records; and
classifying each record under selected attribute values for each attribute for which 

the record has highest classification scores.
The invention may use sophisticated categorisation methods along with detailed 

relevancy criteria to provide a meaningful search result list in the form of a set of search 
10 result categories. The user is presented with a small number of categories along with a list 

of the most relevant records. Each category can include narrower categories and/or a list 
of the most relevant records. By organising the search list results into a hierarchy, users 
can rapidly focus the search to those few records of interest without being overwhelmed by 
the results.

15 In one embodiment, the invention features a method for searching a database of
records. The database can include Internet and premium content records. In response to a 
search instruction from a user, the database is searched and a search result list which 
includes a selected set of the records is generated. A portion of the search result list is 
processed to dynamically create a set of search result categories. By way of example, the 

20 portion of the search result list can be the first two-hundred (or one-hundred) most relevant 
records within the selected set of records. Each search result category is associated with a 
subset of the records within the search result list.
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The invention uses a categorisation (or clustering) methodology for retrieving records 

stored in the database to compile the search result list. The methodology has three primary 

steps: identifying candidate categories, weighting candidate categories and displaying a set of 

search result categories selected from the candidate categories.

5 Each record within the search list can have associated subject, type, source and

language characteristics. Common characteristics associated with the records are identified, 

and records having common characteristics are grouped into candidate categories. A list of 

candidate categories, being representative of possible search, result categories, is compiled. 

Each candidate category is weighted as a function of the identified common characteristics of 

10 the records within that candidate category. One or more candidate categories are selected as a 

function of the identified common characteristics of the records. For example, about five to 

ten search result categories can be selected from the candidate categories. A graphical 

representation of the categories is provided for user display of the categories. The categories 

can be displayed as a plurality of folders on the user's display.

15 In another embodiment, the invention features a search apparatus for searching a

database of records. The database comprises a plurality of records, including Internet records 

and premium content records. The apparatus includes a search processor and a grouping 

processor. The grouping processor includes a record processor; a candidate generator; a 

weighing processor; and a display processor. Each of these elements is a software module.

20 Alternatively, each element could possibly be a hardware module or a combined 

hardware/software module. The search processor receives search instructions from a user. 

Responsive to a search instruction, the search processor searches the database to generate a 

search result list which includes a selected set of the records. The grouping processor 

processes a portion of the search result list to dynamically create a set of search result

25 categories. Each search result category is associated with a subset of the records in the search 

result list.

The apparatus performs a plurality of processing steps to dynamically create the search 

result categories. The record processor that identifies subject, type, source and language 

characteristics associated with each record within the search result list. The candidate

generator identifies common characteristics associated with the records within the search result 

list and compiles a list of candidate categories. Each candidate category is representative of a 

possible search result category. The weighting processor weights each candidate category as a 

function of
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the identified common characteristics of the records within the candidate category. The display 
processor selects a plurality of search result categories corresponding to those candidate 
categories having the highest weight. The display processor provides a graphical representation 
of the search result categories for display on the user’s monitor.

5 The invention provides an efficient method to view and navigate among large sets of
records and offers advantages over long linear lists. The invention uses categorization to guide 
the user through a multi-step search process in a humane and satisfying way. A user can 
construct a complex query in small steps taken one at a time. Using the invention, a user can 
rapidly perform the search in a few steps without having to review long linear lists of records.

10 Brief Description of the Drawings
These and other features of the invention are more fully described below in the detailed 

description and accompanying drawings of which the figures illustrate an apparatus and method 
for searching a database comprising both Internet and premium content information.

FIG. 1 is a block diagram illustrating the functional elements of a search apparatus
15 incorporating the principles of the invention.

FIG. 2 is a flow chart illustrating the sequence of steps used by the search apparatus in 
performing a search in accordance with the invention.

FIGS. 3A-3C are illustrations of a user’s display during a search using the search 
apparatus.
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Detailed Description
FIG. 1 is a block diagram illustrating the functional elements of a search apparatus 

incorporating the principles of the invention. The apparatus 10 includes a search processor 12 
and a grouping processor 14. The grouping processor comprises a record processor 16, a

5 candidate generator 18, a weighing processor 20, and a display processor 22. These elements are 
software modules and have been so identified merely to illustrate the functionality of the 
invention. The apparatus 10 communicates with a user 24 (i.e., a computer) and a database 26, 
which includes Internet and premium content records, via an I/O bus 28. The apparatus 10 is 
capable of communicating with a plurality of remotely located users over a wide area network

10 (e.g., the Internet).
FIG. 2 is a flow chart illustrating the sequence of steps used by the search apparatus in 

performing a search. With reference to FIGS. 1 and 2, the search processor 12 receives search 
instructions (i.e., a query) from a user 24 via the bus 28 (step 30). The search processor 12 
searches the database 26 and generates a search result list corresponding to a selected set of the

15 records (step 32). The selected set of records are ranked according to relevancy criteria. In one 
embodiment, the relevancy criteria for ranking the records can include the following rules:

1. If there are more “hits” (a word in a record matching a word in the search criteria), the 
record ranks higher;
2. If the query term phrase is a hit versus the words separately being hits, the record ranks

20 higher;
3. If the capitalization is the same as in the query term, the record ranks higher;
4. If the query term is in the title, the record ranks higher;
5. If the query term is in the abstract, the record ranks higher; and
6. If the query term is in the keywords, the record ranks higher.

25 If the number of records is less than a particular value (e.g., 20), the grouping processor
36 is bypassed (step 34). Otherwise, the grouping processor 14 processes a portion of the search' 
result list to dynamically create a set of search result categories, wherein each search result 
category is associated with a subset of the records in the search result list. By way of example 
only, the portion of the search result list processed can be the first two-hundred (or one-hundred) 

30 most relevant records within the selected set of records.
The grouping processor 14 performs a plurality of processing steps to dynamically create 

the set of search result categories. The record processor 16 identifies various characteristics (e.g., 
subject, type, source and language) associated with each record in the search result list (step 36).
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The candidate generator 18 identifies common characteristics associated with the records in the 
search result list and compiles a list of candidate categories (step 38). The candidate generator 18 
utilizes various rules, which are described below, to compile the list. The weighting processor 20 
weights each candidate category as a function of the identified common characteristics of the 
records within the candidate category (step 40). Also, the weighting processor 20 utilizes various 
weighting rules, which are described below, to weight the candidate categories. The display 
processor 22 selects a plurality of search result categories (e.g., 5 to 10) corresponding to the 
candidate categories having the highest weight (step 42) and provides a graphical representation 
of the search result categories for display on the user’s monitor (step 44). The search result 
categories can be displayed as a plurality of icons on the monitor (e.g. folders). When a particular 
search result category is selected by the user, the display processor also can provide a graphical 
representation of the number of records in the search result category, additional search result 
categories and a list of the most relevant records for display.

As noted above, the user can select a search result category (step 46) and view additional 
search result categories (if the number of records is greater than a particular value) along with the 
list of records included in that category. To narrow the search, the user can provide an additional 
search terms (i.e., a refine instruction) (step 48). Upon receiving the additional terms, the search 
processor 12 searches the database 26 and generates another search result list corresponding to a 
refined set of the records (step 50). Alternatively, the user can (effectively) refine the search 
simply by successively opening up additional search result categories.

FIGS. 3A-3C are sample illustrations of a user’s display during a search using the search 
apparatus 10. These illustrations are merely exemplary and provided solely for explanation 
purposes. Therefore, the layout of the various keys, buttons and icons is immaterial. With 
reference to FIGS. 3A-3C, the display 60 includes a search field 62 into which a user can enter 
search instructions and a search icon 64 for executing the search instructions. The display also 
includes a hints icon 66 for providing search tips, miscellaneous function icons (e.g., a search icon 
68, directories icon 70, a support icon 72 and a legal icon 74) and search icons (e.g., simple 
search 76, power search 78, health search 80, company search 82 and computer search 84).

The user enters search instructions (i.e., a query) into the field 62 and selects the search 
icon 64 (see FIG. 3B). The search apparatus 10 searches the database 26 and dynamically creates 
a set of search result categories (86a-86n) along with a list of the most relevant records (88a-
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88m). Each search result category (86a-86n) includes a subject caption, and each record (88a- 
88m) includes a caption along with a “fee/free” indicator. The user can view a category by 
selecting its icon or can view a particular record by selecting its icon. Alternatively, the user can 
perform a new search by selecting the start over icon 90 or can refine the query by entering text 
into the search field 62 and selecting the search icon 64. If the user selects a category, the 
apparatus 10, creates another set of search result categories and another list of the most relevant 
records. The user can repeat this process, further narrowing the search with each iteration, until 
the number of relevant records drops to a predetermined threshold (e.g., 20). At that point, the 
apparatus 10 only provides the user with a list of the most relevant records.

The user can use a predetermined list of directories (92a-92y) to focus the searching 
process (see FIG. 3C). The user enters search instructions into the field 62, selects one or more 
directories (e.g., directories 92a, 92b) and selects the search icon 64 (see FIG. 3B). The search 
apparatus 10 searches the database 26, focusing on those records that satisfy the query and fall 
within the selected directories. The apparatus provides a set of search result categories and most 
relevant records which are limited to those directories.

The grouping processor executes a categorization algorithm to dynamically create the set 
of search result categories. The algorithm includes three primary steps: identifying candidate 
categories, weighting categories and displaying a plurality of categories with the highest weights. 
The rules have been organized around a target number of seven (+/-2) categories in the following 
embodiment, but are generally independent of that number.

One embodiment of the categorization algorithm employed by the grouping processor is 
presented logically hereinafter. It is noted that an actual implementation of the algorithm may 
omit steps, perform steps in parallel or arbitrarily. In describing the algorithm, the following 
terms are used. The term “nrecs” means the first 200 records of the total number of records on 
the search result list, or the total size of the result list, whichever number is smaller. The term 
nrecs refers interchangeably to that number of records or that group of records. The term 
“ncategories” means the number of desired categories (+/-2 categories). The term “internal 
domain ordering” means an ordering of domains that emphasizes the relevant differentiation 
capabilities of the domains. The ordering can be as follows: type; subject; source; and language. 
The term “user domain ordering” means an ordering of domains that emphasizes the user 
accessibility/apparent user value of the domains. The ordering can be as follows: subject; source;
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type; and language. The term “level” means the level in a domain hierarchy of the single value for 
that particular domain assigned to that category. Hierarchy levels are assumed to be numbered 
from 1 (all items, e.g., all subjects) through N (the lowest level of the hierarchy, with the normal 
‘top’ level of 6 or so items being level 2).

5 In response to a query, the search processor searches the database and generates a search
result list. The set of records in the list are ranked according to relevancy criteria described 
above. All subsequent processing is performed on nrecs. If nrecs is less than 20 (or, some other 
predetermined number), the only candidate category is the “all records” category, and the 
processor skips to category weighting (described below).

10 For all candidate generation rules, the set of available type, subject, language or source
values is limited by any value or sub-trees of such value provided in the query (e.g., queries 
limited to a particular subject result in candidate categories that only include that subject or more 
specific subjects in that subject area). If no values for these fields are provided, the entire 
domains of these characteristics are available. It is assumed that any criteria specified for multiple

15 fields are logically AND’d together in the query.
The grouping processor generates, as candidate categories, all type-subject combinations 

having more than 20% of nrecs and using all available nodes in the subject and type domains. The 
grouping processor generates, as candidate categories, all subject-only groupings and 
consolidations from all available nodes in the subject domain that have 20% or more of nrecs.

20 The grouping processor generates, as candidate categories, all type-only groupings and 
consolidations from all available nodes in the type domain that have 20% or more of nrecs. The 
grouping processor generates, as a candidate category, any domain in the language hierarchy that 
contains more than 20% but less than 80% of nrecs. The grouping processor generates, as a 
candidate category, any web site that contains three or more records, or any other node in the

25 source hierarchy that contains more than 20% of nrecs. The grouping processor generates, as a 
candidate category, any top-level node in the source hierarchy for which one has not already been 
generated. This provides at least one set of candidate categories which are exhaustive not only of 
nrecs but of the entire search result list. The grouping processor generates candidate categories 
with 20% or more of nrecs not already generated that consist of all pair-wise combinations of all

30 available nodes of any two fields specified in the query (e.g., a query specifying language and 
source will have candidates generated for all language-source combinations with 20% or more of
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nrecs. Finally, the grouping processor eliminates any categories with a value of “Unknown” for 
any domain in the category.

Second, the algorithm weights categories. The weighting rules indicate weights are 
applied cumulatively to categories (i.e., the final weight of each category is the sum of all the

5 weights received). One rule emphasizes the internal domain ordering and the level of precision 
within a domain. That rule provides that all categories receive a weight for each domain which is 
the product of the factor for that domain and the level of the value for that domain. The factors 
are as follows: type (10), subject (6), source (3) and language (1). Another rule emphasizes 
categories having a larger number of records. That rule provides that all categories receive a

10 weight which is 20% of the percentage of nrecs contained in that category. Three rules 
emphasize the most relevant categories. The first rule provides that all categories receive a 
weight equal to ten times the number of records in the category that are among the top ranked 
five records of nrecs. The second rule provides that all categories receive a weight equal to five 
times the number of records found in the category that are among the second ranked five records

15 of nrecs. The third rule provides that all categories receive a weight equal to two times the 
number of records found in the category that are among the eleventh through twentieth ranked 
records of nrecs.

Four weighting rules show spread in a domain, increasing overall coverage and minimizing 
duplication. The first rule provides that all categories containing a value at level two of the

20 domain of that value, for which there are no categories for values below level two of that domain, 
receive a weight of 15. This applies for each domain contained within the category theme. The 
second rule provides that all categories containing a value at level three of its domain, for which 
there are no categories for values below level three of that domain, receive a weight 8. This 
applies for each domain contained within the category theme. The third rule provides that, if the

25 ncategories with the highest weights do not exhaustively cover the values of any one of the 
domains, and there are two or fewer categories that can be added with values from a single 
domain to exhaustively represent that domain, add 25 to each of those two categories. If, 
however, there are more than two categories (in the same or a different domain) that this applies 
to, select the categories for which the sum of the two identified categories have the highest

30 weight. In case of a tie, select based on the internal domain ordering, and, if still a tie, select 
randomly. The fourth rule provides that all categories that contain records, 70% or more of 



WO 98/49637 PCT/US98/08785

- 11 -

which are not found in other categories, receive a weight of 8. It is noted that other percentages 
and weighting values can be used.

Another rule emphasizes web site categories. That rule provides that all web site-only 
categories with 20% of more of nrecs receive a weight of 12. Yet another rule emphasizes

5 themes specified within a query and provides that all categories containing a domain for which the 
user specified a value receive a weight of 10. Finally, a rule that emphasizes combination 
categories provides that all combination categories receive a weight of 8.

Third, the algorithm determines a plurality of search result categories from those candidate 
categories with the highest weights. First, the processor selects the candidate categories with the 

10 highest weight. In case of ties, the user domain ordering is used to select the categories. If the 
lowest or two lowest weighted categories in ncategories represent a significant drop from the next 
highest weighted category, the ncategories are reduced by one or two. If, however, the two 
highest weighted categories not already in ncategories are insignificantly lower in weight than the 
lowest category already in ncategories. the ncategories are increased by one or two. It is noted 

15 that other percentages and weighting values can be used.
In determining the name for each search result category, categories with combinations of 

domains (e.g., subject-type) are named with the value of each domain separated by a hyphen. The 
order of the two domains is determined by the user domain ordering. For each search result 
category, a count of the number of records in each category is displayed. Web site categories are 

20 named by the domain of the web site, which may be a hot link to the default home page of the 
site. Regardless of whether any of the displayed categories are pure or combination web site 
categories, all occurrences of individual records within the record list of any category, other than 
a web site or web site combination category, are replaced with the web site category that contains 
those records. For web site categories so embedded within a search results list that have three or 

25 fewer records, it is possible to show the records “in-line,” i.e., the individual records themselves 
can be shown with the category name, eliminating the need to explicitly expand the category. 
Records within search result categories are displayed by default in relevancy order, or, at the 
user’s option, in reverse date order (most recent first). Web site categories within record lists are 
ranked by the value of the highest ranked record in the web site.

30 The numerical percentages, the assigned weights and the detailed rules described above
are exemplary and can change without departing from the spirit and scope of the invention.
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For the categorization methodology to work, each record within the database, including 
Internet records and premium content records, is classified by subject, type, source, and language 
characteristics (i.e., meta-data attributes). In other embodiments, the records can be classified by 
additional meta-data attributes (e.g., level of difficulty or popularity), query-based attributes,

5 proper names, and run-time document analysis characteristics. Because such a task is too much 
to do manually, the search apparatus auto-classifies substantially all of the records into the proper 
categories.

Every record is assigned one or more types (e.g., article, book review, letter) and a single 
source value (e.g., PC Week, personal web pages) via a mostly automatic process (completely 

10 automatic for Internet data), although there is some editorial assignment for certain premium 
content data. Also, every record is generally assigned one or more subjects (e.g., molecular 
biology) and languages (e.g., French) via a mostly automatic process (completely automatic for 
Internet data). Occasionally, a record is not assigned a subject and/or language. In such cases, 
the records are assigned a value of “unknown” for these particular meta-data items (or attributes, 

15 or fields, or domains). In the case of subject, language and type (but not for source), it is possible 
for a record to have more than one value (e.g., because it really addresses two or more different 
subject areas, or because it contains text in more than one language).

Further, all of the values in these domains are arranged hierarchically (e.g., “molecular 
biology” belongs to “biology”, and “book reviews” belongs to “reviews”). Although records are 

20 automatically or manually classified to only one (or perhaps two or more) fairly specific values for 
a given domain (e.g., “book review” for type, “molecular biology” for subject), they inherit all the 
values that are higher than those values in their respective domain hierarchies. For example, a 
record classified to “molecular biology” is also given the subject of “biology” (the parent of 
molecular biology) and the subject of “science” (which is the parent of biology). This can result 

25 in additional 5 or 6 classification values for that record. The top levels of each hierarchy are fairly 
small, e.g., about six subject areas for the subject domain (including humanities and society, 
business, etc.), each of which are divided into three or four more, making 18 at level 2, each of 
which are divided into about 35, making about 600 at level 3, etc.

A classification system has been developed for automatically determining the four data
30 attributes (i.e., subject, type, language and source) when such attributes are not editorially
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available from the publisher or record source. The classification systems includes two main 
components . (1) a query-based classification program; and (2) set of individual programs.

The query-based classification program efficiently performs classification for selected 
attributes and attribute values, including 20,000+ subject terms. One query is required for each

5 attribute and attribute value (e.g., attribute = subject, attribute value = biochemistry). The queries 
are executed against all of the records, and classification scores representing the strength of the 
match are computed for each record and query. Records are then classified to the two or three 
queries/attribute values for which that record has the highest classification score.

The query-based classification program draws on the following sub-components:
10 (1) a classification language for specifying classification queries; (2) a means of and sources for

automatically producing classification queries used by the program; and (3) a number of manually 
constructed classification queries used by the program.

The means of and sources for automatically producing classification queries generates 
queries about 5 lines long. Each query is produced by analyzing an exemplar or model record for

15 that attribute value (e.g., an encyclopedia article on biochemistry) and automatically extracting the 
most significant terms for the record. The resulting ‘query’ is used to match and retrieve other 
similar records (i.e., classifiable to the same value). Term significance is determined both by how 
frequent the term is within the record (i.e., more frequent equals more significant) and how 
infrequent it is in the particular body of exemplar records being used, e.g., the encyclopedia as a

20 whole (i.e., less frequent equals more significant). Exactly what values of frequency/infrequency 
to use is empirically determined and set for each particular source of exemplar records. Multiple 
sources can be used. A number of related program tools have also been developed (e.g., for 
automatically matching encyclopedia articles to terms in the subject hierarchy).

The number of manually constructed classification queries is as follows: about 2,000 such
25 subject queries; about 50 manual type queries; and about 6 manual language queries. Manual 

queries average about 15 lines in length, except for language queries, which are considerably 
longer.

The second component of the classification system is a set of individual programs and a 
higher level controlling program which are used to classify data to certain particular values (e.g.,

30 recipe, or “personal web page”) of one of the data attributes (“type” in the case of recipe, 
“source” in the case of personal pages) when the query-based approach is considered inadequate.



Q:\OPER\GCP\727l7-98.doc'23/05/0l

-14-

These programs are comprised of several thousand lines of Perl. These programs look not only 

for the presence of certain words but for formatting cues (e.g., the particular format of a record of 

type recipe, or of type interview). There is also a set of testing tools for evaluating the results of 

these classifications.

5 A classification database creates and maintains the data taxonomies, hierarchies, cross-

references and associated classification queries. The database includes a multi-user classification

< editor, and a means to generate reports and data files needed by other system components (e.g., 

the search engine) and is implemented using Microsoft Access, Microsoft forms, Data Access 

Objects, SQL and Visual Basic. The database includes approximately 40 tables, 15 forms, 25 

reports and 5,000 lines of Visual Basic, and it produces 12 intermediate files for other parts of the 

system.

Equivalents

While the invention has been particularly shown and described with reference to specific 

preferred embodiments, it should be understood by those skilled in the art that various change in 

$ form and detail may be made therein without departing from the spirit and scope of the invention 

as defined by the appended claims. v

The reference to any prior art in this specification is not, and should not be taken 
as, an acknowledgment or any form of suggestion that that prior art forms part of the 

20 common general knowledge in Australia.
Throughout this specification and the claims which follow, unless the context 

requires otherwise, the word "comprise", and variations such as "comprises" and 
"comprising", will be understood to imply the inclusion of a stated integer or step or group 
of integers or steps but not the exclusion of any other integer or step or group of integers or 

25 steps.
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Claims

1 1. A method for searching a database of records, comprising:

2 searching the database, in response to a search instruction, to generate a

3 search result list which includes a selected set of the records;

4 processing at least a portion of the search result list to dynamically

5 (i) identify common characteristics associated with the records within the search

6 result list, (ii) group records in the search result list having common

7 characteristics into candidate categories, and (iii) compile a list of candidate

8 categories, each candidate category being representative of a possible search result

9

10

category; and (

weighting each candidate category as a function of the identified common

11 characteristics of the records within the candidate category.

1 2. A method according to claim 1 further comprising ranking the records within the

2 search results list according to preselected relevancy criteria.

1 3. A method according to claim 1 further comprising identifying subject, type,

2 source and language characteristics associated with each record within the search

3 result list.

1 4. Canceled.

1 5. Canceled.

1 6. A method according to claim 1 further comprising selecting candidate categories

2 as a function of the identified common characteristics of the records.

1 7. A method according to claim 6 further comprising selecting between about five to

2 ten search result categories from the candidate categories.

1 8. A method according to claim 3 further comprising grouping the search result

2 categories in response to a user-selected value for one of the characteristics.

AMENDED SHEET
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1 9. A method according to claim 1 wherein the database includes Internet records and

2 premium content records.

1 10. A method according to claim 1 further comprising providing a graphical

2 representation of the categories.

1 11. A method according to claim 1 further comprising identifying meta-data

2 characteristics associated with records within the search result list.

1 12. A search apparatus for searching a database of records, comprising

2 a search processor, responsive to a search instruction, for searching the

3 database to generate a search result list which includes a selected set of the

4 . records; . '

5 a grouping processor for processing at least a portion of the search result

6 list to dynamically (i) identify common characteristics associated with the records

7 within the search result list, (ii) group records having common characteristics into

8 candidate categories, (iii) compile a list of candidate categories, each candidate

9 category being representative of a possible search result; and

10 a weighting processor for weighting each candidate category as a function

11 of the identified common characteristics of the records within the candidate

12 category.

1 13. An apparatus according to claim 12 further comprising means for ranking the

2 records within the search result list according to preselected relevancy criteria.

1 14. An apparatus according to claim 12 further comprising a record processor for

2 identifying subject, type, source and language characteristics associated with each

3 record within the search result list.

1 15. Canceled.

1 16. Canceled.

1 17. An apparatus according to claim 12 further comprising means for selecting

2 between about five to ten search result categories from the candidate categories.

AMENDED SHEET
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1 18. An apparatus according to claim 12 further comprising a display processor for

2 providing a graphical representation of the categories.

1 19. An apparatus according to claim 13 further comprising means for grouping the

2 records within the search result list in response to a user-selected value for one of

3 the characteristics.

1 20. An apparatus according to claim 12 further comprising means for generating, as a

2 function of one of the categories, a refine instruction being representative of an

3 additional instruction for searching the database for records associated with the

4 category and the additional instruction.
* . . I.

1 21. An apparatus according to claim 14 further comprising means for ranking the

2 identified common characteristics of the records into a hierarchical order.

1 22. An apparatus according to claim 12 wherein the database includes Internet records

2 and premium content records.

3 23. A search apparatus comprising:

4 a database for storing a plurality of records, including Internet records and

5 premium content records;

6 a search processor for searching the database, in response to a search

7 instruction from a user, to generate a search result list which includes a selected

8 set of the records;

9 a grouping processor for processing at least a portion of the search result

10 ' - list to dynamically (i) identify common characteristics associated with the records

11 within the search result list, (ii) group records having common characteristics into

12 candidate categories, (iii) compile a list of candidate categories, each candidate

13 category being representative of a possible search result;

14 a weighting processor for weighting each candidate category as a function

15 of the identified common characteristics of the records within the candidate

16 category; and

a display processor for providing a graphical representation of the 

categories to the user.

A method for automatically classifying a database of records, comprising:

AMENDED SHEET
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executing a query for each attribute value associated with each of a plurality 
of query attributes against each of the records in the database;

selectively matching the format of at least one of the records to each of a 
plurality of attribute formats;

5 determining a classification score which represents the relative strength of the
match for each query and each record;

determining a classification score which represents the relative strength of the 
match for each attribute formats and at least one of the records; and

classifying each record under selected attribute values for each attribute for 
10 which the record has highest classification scores.

25. The method of claim 24 further comprising arranging the attribute values for each 
attribute hierarchically.

26. A method of searching database records substantially as hereinbefore described
15 with reference to the accompanying drawings.

27. A search apparatus substantially as hereinbefore described with reference to the 
accompanying drawings.

DATED this 23rd day of May 2001
20

NORTHERN LIGHT TECHNOLOGY LLC
By DAVIES COLLISON CAVE 
Patent Attorneys for the Applicant
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