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SYSTEMAND METHOD FORACHIEVING 
ACCELERATED THROUGHPUT 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation-in-part of U.S. 
application Ser. No. 12/193,345, filed Aug. 18, 2008, which is 
a continuation-in-part of U.S. application Ser. No. 10/912, 
200, filed Aug. 6, 2004, the contents of which are incorpo 
rated herein by reference in their entirety. 

FIELD OF THE INVENTION 

0002 The present invention relates to communication 
data networks. More specifically, the present invention relates 
to systems and methods for increasing the throughput of data 
transmissions through a transport network as seen from the 
edge of the transport network. 

BACKGROUND OF THE INVENTION 

0003 Most, if not all, transport networks are packet based 
networks that break up data streams into Smaller packets of 
data which are then transmitted from a first source network, or 
endpoint, to a third destination network, or endpoint, via a 
second transport network. However, due to congestion and 
other network limitations, not all packets Successfully arrive 
at the destination network. What matters to the source and end 
destination networks is the performance of the transport net 
work. The transport network must, from the point of view of 
the applications at the end networks, ideally be perfect with 
no lost packets. However, it would be preferred if such per 
formance could be had for a price lower than the usual costs 
of leasing high performance transport networks. 
0004. Accordingly, there is a need for systems and meth 
ods, which can be used with low cost communications trans 
port networks to provide end network applications with a high 
performance view of the transport network. 
0005. Approaches have been tried to address the above 
situation. In one approach, custom protocol stacks are 
installed at the endpoints to improve the response to loss and 
latency. However, this approach requires that both end net 
works communicate according to the same custom protocol, 
which generally requires extensive reprogramming. 
0006 Another approach uses network elements that inter 
cept standard protocols and send protocol responses on behalf 
of a far-end element. Custom protocols are then used between 
the intercepting network elements. This approach is limited to 
TCP/IP applications and adds complexity, especially in 
regards to troubleshooting network problems. 

SUMMARY OF THE INVENTION 

0007. In a first aspect, there is provided a method of accel 
erating data communications over an unreliable network. The 
method comprises: providing encoding components associ 
ated with each of two endpoints to a communication; estab 
lishing an encoded channel between the encoding compo 
nents for a communication session between the endpoints; 
intercepting a plurality of data packets related to the commu 
nication at one of the encoding components; segmenting and 
packaging each of the plurality of data packets to provide a 
segmented and packaged data packet having at least one 
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encoded data segment and at least one extra encoded segment 
for transmission to the other of the encoding components; 
storing the segmented and packaged data packets at the one of 
the encoding components; transmitting the segmented and 
packaged data packets to the other of the encoding compo 
nents over the encoded channel when a predetermined con 
dition is met; decoding and reassembling the plurality of data 
packets at the other of the encoding components based on 
received encoded data segments and received extra encoded 
segments; and transmitting the reassembled data packets 
from the other of the encoding components to its respective 
endpoint. 
0008. The predetermined condition can be expiry of a 
timer, which can, for example, be activated when a respective 
one of the plurality of data packets is intercepted. The prede 
termined condition can also be interception of a packet con 
taining real-time sensitive data, or storage of a predetermined 
number of the segmented and packaged data packets. 
0009. The encoded data segments and the at least one extra 
encoded segment for the plurality of data packets can be 
interleaved and transmitted in a manner to preserve their 
ordering. For example, the packaged and segmented data 
packets can be stored in order and according to their respec 
tive sizes, and segments can be transmitted in turn from each 
packaged and segmented data packet. Alternately, the 
encoded data segments and the at least one extra encoded 
segment for each of the plurality of data packets are transmit 
ted in random order. 
0010. The method can further comprise determining that 
one of the encoded data segments is lost if it has not been 
received at the other of the encoding components within a 
predetermined period, Such as upon expiry of a timer set when 
a first encoded data segment for a given data packet is 
received, or by reference to a ring buffer. In the latter case, the 
ring buffer can track sequence numbers of missing encoded 
data segments, and determine that a given encoded data seg 
ment is lost when the ring buffer cycles back to a sequence 
number of the given encoded data segment. The method can 
further comprise interleaving encoded data segments from 
the plurality of data packets when it is determined that a 
predetermined number of encoded data segments from a 
given segmented and packaged data packet have been lost. 
0011 Segmenting and packaging a data packet can com 
prise segmenting and packaging the data packet into n 
encoded data segments, where n>1. In this case, n can be 
dynamically adjusted based on size of the data packet; for 
example, n can be selected Such that size of encoded data 
segments does not exceed a predetermined maximum transfer 
unit size. 

0012. In a further aspect, there is provided a method of 
accelerating data communications over an unreliable net 
work. The method comprises establishing an encoded chan 
nel between first and second encoding components for a 
communication session between two endpoints by: detecting, 
at the first encoding component, a message originating from 
a first of the two endpoints and destined to the other of the two 
endpoints, creating a marked message destined to the other 
endpoint with a mark to indicate that the first endpoint is 
enabled to segment and encode data packets according to a 
protocol known to both encoding components, wherein the 
mark is selected from a plurality of available marks, forward 
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ing the marked message to the other endpoint, receiving a 
reply to the marked message from the second encoding com 
ponent, and exchanging control messages to establish a com 
munication channel between the encoding components; inter 
cepting a data packet related to the communication at one of 
the first and second encoding components; segmenting and 
packaging the data packet to provide encoded data segments 
for transmission to the other of the first and second encoding 
components; transmitting the encoded data segments and at 
least one extra encoded segment to the other of the first and 
second encoding components over the encoded channel; 
decoding and reassembling the data packet at the other of the 
first and second encoding components based on the received 
encoded data segments; and transmitting the reassembled 
data packet from the other of the first and second encoding 
components to its respective endpoint. 
0013. According to this aspect, establishing the encoded 
channel can further comprise storing information uniquely 
identifying the communication session. An identification of 
the mark for use in Subsequent communication sessions 
between the encoding components can be stored. If no reply 
is received within a predetermined time, a further marked 
message can be created by selecting a further mark from the 
plurality of available marks. If no reply is received for any of 
the plurality of available marks, a network manager is advised 
that the second endpoint is not enabled for accelerated com 
munication with the first endpoint. 
0014. The method can further comprise entering a tear 
down state if no encoded data packets are transmitted within 
a predetermined timeout period. During the tear down state, 
newly received data packets are not segmented and packaged. 
The encoding components can further transmit keep alive 
messages during periods of inactivity. One of the endpoints 
can also be designated as a master endpoint, and the method 
can further comprise the master endpoint determining if tear 
down of the encoded channel is indicated. For example, the 
master endpoint can determine that tear down is indicated if 
no new data packets are received within a predetermined 
period. 
0015 The first and second encoding components can have 
precedence over other encoding components. If they have 
precedence, the method can further comprise receiving, at the 
first encoding component, a marked packet from an encoding 
component other than the first and second encoding compo 
nents; asserting precedence by: removing marking from the 
marked packet; and establishing the encoded channel 
between the first and second encoding components. The first 
and second encoding components can also be configured to 
ignore marked packets received from specified encoding 
components, and to transmit the marked packets transpar 
ently. 
0016. In a further aspect, there is provided a method of 
setting an encoding rate for encoding data for accelerated data 
communication across an unreliable network between two 
endpoints each respectively associated with an encoding 
component; comprising: establishing an encoded channel 
between the encoding components for a communication ses 
sion between the endpoints; intercepting a data packet related 
to the communication at one of the encoding components; 
segmenting and packaging the data packet to provide encoded 
data segments for transmission to the other of the encoding 
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components; transmitting the encoded data segments and at 
least one extra encoded segment to the other of the encoding 
components over the encoded channel; decoding and reas 
sembling the data packet at the other of the encoding compo 
nents based on the received encoded data segments; transmit 
ting the reassembled data packet from the other of the 
encoding components to its respective endpoint; computing a 
weighted loss ratio for the communication session; and 
adjusting the encoding rate based on the weighted loss ratio. 
Computing the weighted ratio can, for example, comprise 
computing the weighted ratio inaccordance with average loss 
ratios of previous communication sessions, or in accordance 
with retransmission requests. 
0017. The method can further comprise computing a cur 
rent loss level in accordance with the weighted loss ratio. The 
weighted loss ratio can also be normalized. The current loss 
level can be communicated to the other of the encoding com 
ponents, such as over a control channel, or in a header portion 
of one of the encoded data segments. The header portion can 
further identify a desired level of protection, which can be 
determined in accordance with loss objectives configured 
according to a network policy. 
0018. Other aspects and features of the present invention 
will become apparent to those ordinarily skilled in the art 
upon review of the following description of specific embodi 
ments of the invention in conjunction with the accompanying 
figures. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0019 Embodiments of the present invention will now be 
described, by way of example only, with reference to the 
attached Figures, wherein: 
0020 FIG. 1 is a block diagram of an environment in 
which the invention may be practiced. 
0021 FIG. 2 is a block diagram illustrating the compo 
nents in a server used in FIG. 1. 
0022 FIG. 3 is a block diagram illustrating the compo 
nents in another server used in FIG. 1. 
0023 FIG. 4 shows an example ofburst mode according to 
an embodiment of the present invention. 
0024 FIG. 5 shows an example of multi-level burst mode 
according to an embodiment of the present invention. 
0025 FIG. 6 is a flowchart illustrating the steps executed 
when first data units are received and transformed into second 
data units for transmission to the transport network. 
0026 FIG. 7 is a flowchart illustrating the steps executed 
when second data units are received from the transport net 
work and transformed into first data units for transmission to 
an end network. 

0027 FIG. 8 illustrates an exemplary system and a con 
nection negotiation protocol according to an embodiment of 
the present Invention. 
0028 FIG. 9 shows an example network with multiple 
encoding components according to an embodiment of the 
present invention. 
0029 FIG. 10 illustrates a generic segmentation and 
encoding of a packet according to the present invention. 
0030 FIG. 11 shows an exemplary segmentation and 
encoding of a packet according to an embodiment of the 
present invention. 
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0031 FIG. 12 shows a first example algorithm to evaluate 
loss according to an embodiment of the present invention. 
0032 FIG.13 shows an example embodiment considering 
average loss according to an embodiment of the present 
invention. 

DETAILED DESCRIPTION 

0033 Referring to FIG. 1, a block diagram of an environ 
ment in which the invention may be practiced is illustrated. A 
first endpoint 10 communicates, through a network 20, with a 
second endpoint 30. The first endpoint 10 and the network 20 
communicate through an encoding/decoding component 40, 
while the network 20 communicates with the second endpoint 
30 through an encoding/decoding component 50. The encod 
ing/decoding components 40 and 50, hereafter referred to as 
encoding components, can be resident at the endpoints, or in 
an intermediate device. Such as a server. The first and second 
endpoints 10 and 30 can be terminals, such as personal com 
puters connected through a modem, local or wide-area net 
works, or other devices or systems having access to the net 
work 20. The network 20 can be, for example, the Internet or 
other communications network. 

0034. As used herein, a data unit is any unit of data that can 
be used to transmit data digitally over a network. Such data 
units can take the form of packets, cells, frames, or any other 
such units, provided the data is encapsulated within the unit, 
or carried as a payload. The term data unit is applicable to any 
and all packets and frames that implement specific protocols, 
standards, or transmission schemes. Typically, a header, car 
rying routing, control and identification information, is added 
to the data payload. 
0035. The present system provides a means for insulating 
the endpoints from the vagaries of the network 20. The encod 
ing components 40 and 50 are provided with means to insu 
late the endpoints 10 and 30 from the network 20 by handling 
the encoding and decoding of data units, and their transmis 
sion through the network 20. The endpoints 10 and 30 can 
communicate using any protocol, as can the encoding com 
ponents 40 and 50. The encoding components 40 and 50 
receive original data units in one protocol from the endpoints 
10 and 30, and encode the original data units by subdividing 
them into preferably smaller data units, creating extra data 
units that can be used to recreate or reconstruct the original 
data units in the event that Some of the data units transmitted 
through the transport network are lost, and repackaging the 
Subdivided and extra data units according to the present pro 
tocol prior to transmitting them through the transport net 
work. 

0036. Once the data units transmitted through the trans 
port network 20 are received at the encoding component 
associated with the far endpoint, the original data units from 
the originating endpoint are recreated or reconstructed. This 
recreation or reconstruction can be done by reordering the 
received data units, if necessary, and, if some data units were 
lost during transmission, using the extra data units to recreate 
missing data units. In the event the extra data units received 
are insufficient to recreate the original data units, the receiv 
ing encoding component can optionally request a re-trans 
mission of the data units previously sent. 
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0037 For ease of explanation, data units originating from 
or received at the endpoints will be referred to as first data 
units, or packets, and as being of a first type of data unit. Data 
units being transmitted across and/or received from the trans 
port network will be referred to as second data units, or 
segments and as being of a second type of data unit. The 
second data units are also referred to as encoded data units. 

0038 FIG.2 shows an exemplary embodiment of modules 
necessary to implement the present invention within encod 
ing component 40, and their respective data flows. The mod 
ules can be resident in a single device, or can be distributed 
amongst several devices. As can be seen, encoding compo 
nent 40 has a first interface 60, a second interface 70, a 
reassembly module 80, and a segmentation module 90. The 
first interface 60 sends and receives first data units to and from 
an endpoint 10. The second interface 70 of the server 40 sends 
and receives second data units to and from the transport 
network 20. 

0039. The reassembly module 80 receives second data 
units from the second interface 70 and produces first data 
units for transmission to the first network 10 by way of the 
first interface 60. The segmentation module 90, on the other 
hand, receives first data units from the first interface 60 and 
produces second data units for transmission to the transport 
network 20 by way of the second interface 70. 
0040. Once the second data units have been transmitted 
through the transport network, they are received by the encod 
ing component at the other endpoint. To illustrate this, FIG.3 
illustrates an exemplary embodiment of the modules and data 
flow of encoding component 50, which communicates with 
the transport network and endpoint 30. 
0041. The modules in the encoding component 50 are the 
same as those in encoding component 40 and, in fact, have the 
same functions. The second interface 70A in encoding com 
ponent 50 also communicates with the transport network and 
sends and receives second data units. The first interface 60A 
also communicates with an endpoint (in this case the endpoint 
30) and sends and receives first data units. The reassembly 
module 80A receives second data units and produces first data 
units while the segmentation module 90A receives first data 
units and produces second data units. 
0042. As noted above, first data units are the data units 
used by the end networks, while second data units are used by 
the transport network and the encoding components 40, 50 
when transmitting data to and from each other. The second 
data units are derived from the first data units. The payload of 
the first data units can be divided into smaller units and each 
Smaller unit can be the payload in a second data unit. As such, 
each second data unit can be smaller than the original first 
data unit from which it was derived. As an example, a 10 kB 
first data unit may be subdivided into five 2 kB units. These 
may be the payload of five second data units, each of which 
may be smaller than 10 kB. This function of creating second 
data units from first data units is accomplished by the seg 
mentation modules 90,90A. 
0043. To assist in recreating the original first data unit 
from which the second data units were derived from, the 
segmentation module also creates extra second data units. 
These extra second data units can be derived from the first and 
second data units. The extra second data units assist the reas 
sembly modules 80, 80A in recreating or reassembling the 



US 2011/0206043 A1 

original first data unit in the event one or more second data 
units are lost during their transmission through the transport 
network. 

0044) The extra second data units can take many forms. In 
perhaps the simplest embodiment, the extra second data units 
are merely copies of selected second data units previously 
sent. As an example, ifa first data unit is divided or segmented 
into four second data units (e.g. DU1, DU2, DU3, DU4), then 
the extra second data units could be copies of DU2 and DU3. 
As such, if DU2 or DU3 are lost during the transmission, then 
the original first data unit can still be recreated. The number 
and identification of the second data units that are duplicated 
can be predetermined, or left to the discretion of the system 
administrator. More redundancy can be built in to the system 
by including more duplicate second data units, or vice versa 
for less redundancy, depending on the actual or expected 
degree of loss in the network 20. In the simplest case, all the 
second data units can be duplicated to ensure that, in essence, 
two copies of each second data unit are sent to the destination 
encoding component. 
0045 Parity data units can also be used as the second extra 
data units. As is well known in the art, a parity data unit can be 
created using the XOR function. The bits of the different 
second data units created from the original first data unit can 
be XOR'd to result in bit values which can be stored in an 
extra second data unit. If any one of the second data units (not 
including the extra second data unit) is lost during transmis 
Sion, the other received second data units and the extra second 
data unit can be used to recreate the lost second data unit. 
Performing an XOR function on the received second data 
units and the extra second data unit will recreate the missing 
second data unit. 

0046. It should be noted that the extra second data units 
may be encoded using other erasure correcting codes. As an 
example, if n second data units are generated for a single first 
data unit, m extra second data units may be generated to allow 
the lost second data units to be recreated. As noted above, the 
m extra second data units may be viewed as “redundant' 
second data units and, if mere duplication is used, msn with 
complete duplication being achieved at m=n. However, if 
erasure correcting codes are used, with m=2, it is possible to 
encode the redundant information in Such away that any two 
second data units can be lost and the reassembly modules can 
still reconstruct the lost second data units. Well-known meth 
ods and coding techniques such as Reed-Solomon, Forward 
Erasure Correction techniques, and Bose-Chaudhuri 
Hochguenghem (BCH) codes, and a multitude of others may 
be used. 

0047. While the extra second data units should assist in 
counteracting the effects of losing some second data units, 
losing too many second data units cannot be completely com 
pensated for. As such, losing a number of second data units 
past a threshold level can optionally cause the reassembly 
modules to request a re-transmission of a package or group of 
second data units. As an example, if the extra second data 
units can recover from a 25% loss of data units and there are 
four second data units generated from a single first data unit, 
then the loss of a single second data unit would not trigger a 
re-transmission request. However, with the loss of two second 
data units (i.e. a 50% loss) the reassembly module could 
request a re-transmission. If re-transmission is enabled, the 
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re-transmission threshold is ideally related to the error or 
loss-correcting capability of the coding used for the extra or 
redundant second data units. The reassembly modules can 
keep track of the number of second data units received for 
each first data unit that has been segmented, as the reassembly 
modules will need to properly sequence the payloads of the 
second data units. 

0048. As can be noted from the above, the reassembly 
modules 80 and 80A decode and reassemble the second data 
units received to form the original first data units. The second 
and extra second data units received are tracked to determine 
if a sufficient number have been received to recreate the 
original first data unit. If a sufficient number have not been 
received, retransmission can optionally be requested. If some 
second data units have been lost, then the reassembly modules 
can recreate or reconstruct the missing second data units. As 
noted above, this process depends upon the coding used and 
the overall Strategy employed. Such decoding and error cor 
rection processes are well known to those versed in this art. 
0049. Once the required number of second data units has 
been received, their payloads are extracted and used to recon 
struct the original first data unit from which the second data 
units were derived. This may be as simple as concatenating 
the payloads of the second data units to result in the recon 
structed first data unit. However, as noted above regarding the 
decoding, the reconstruction process will depend upon the 
process used to segment or divide the original first data unit. 
Once the original first data unit is reconstructed, it can be 
forwarded to the appropriate Interface communicating with 
the receiving endpoint. 
0050 Regarding the segmentation modules, these mod 
ules perform the task of segmenting or dividing the first data 
units and “repackaging the segments into second data units. 
The segmentation modules also encode the extra second data 
units as discussed above. The second data units, both those 
derived from the first data unit and the extra second data units, 
are then passed on to the interface module, which communi 
cates with the transport network. To facilitate the optional 
re-transmission of second data units, the segmentation mod 
ule can also buffer second data units. As an example, if five 
first data units have been segmented into twenty second data 
units and five extra second data units, the segmentation mod 
ule can buffer the last three sets of second data units corre 
sponding to the last three first data units encoded. Thus, 
twelve second data units and three extra second data units 
would be buffered by the segmentation module. 
0051. The segmentation module can also be configured to 
transmit second data units in an interleaved manner, to spread 
the risk of losing multiple second data units across different 
segmented first data units. Thus, instead of sequentially send 
ing groups of second data units such that each group corre 
sponds to a single first data unit, second data units from 
different first data units can be interleaved with one another. 
FIG. 4 illustrates an example of the interleaving mode. In this 
example, it is assumed that first data units A, B, and C are 
respectively segmented into second data units A1, A2: B1, 
B2, B3; C1, C2, C3 and C4. Second data units A2, B3 and C4 
are extra second data units. Instead of sending these second 
data units grouped according to their respective first data 
units, they can be interleaved by groups ofk first data units. In 
the example of FIG. 4, k=3. The encoder stores the second 
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data units corresponding to k first data units into a buffer 
1303. Alternatively, the encoder stores a number of packets 
that arrive during a predetermined time period or until a 
packet with time sensitive information is detected (e.g. via 
deep packet inspection). To avoid reordering, the set of sec 
ond data units is aligned to the left Such that the last second 
data of each first data unit is at the tail and will be sent last and 
the first second data unit of each first data unit is at the head 
and will be transmitted first. The encoding component trans 
mits on the physical interface 1304 the data units at the head 
in order of top to bottom or any order that will minimize 
sending two consecutive second data unit from the same first 
data unit. In the example of FIG.4, the second data units could 
be sent in the following order C1, B1, C2, A1, B2, C3, A2, B3, 
C4. Sending all the extra second data units last can minimize 
delay. The interleaving can also be done randomly. The group 
of data units to interleave can include all the second data units 
transmitted from the interface or the interleaving group can 
include second data units of the same application (e.g. same 
channels of a video conference), the same destination or a 
preconfigured grouping. In FIG. 5, another level of interleav 
ing can be achieved, by interleaving the second data units of 
different interleaved groups 1401, 1402, 1403 of interleaved 
second data units. By Such interleaving, the impact of any 
large loss of data units can be minimized, and, depending on 
the coding and strategy employed, this type of loss may be 
recoverable. 

0.052 An exemplary method according to the present 
invention, as implemented in one of encoding components 40 
and 50, is shown in FIG. 6. The process begins, with step 100, 
by receiving a first data unit from the source endpoint. After 
being received, the first data unit is then divided or segmented 
(step 110) and the segments are packaged into second data 
units (step 120). Once the second data units are created, the 
extra or redundant second data units are encoded and created 
(step 130). The second data units can then be optionally 
buffered (step 140) and transmitted to the transport network 
(step 150). The method then returns to step 100 via connector 
A. If re-transmission is enabled, an optional check for a 
re-transmission request can be made (step 160) asynchro 
nously. If such a request is received, then the decision flow 
returns to step 150, and the requested second data units, 
previously buffered in optional step 140, can be transmitted. 
0053 FIG. 7 shows an exemplary embodiment of steps 
executed by an encoding component receiving second data 
units from the transport network. The process begins at Step 
180 as the server receives second data units from the transport 
network. Decision 190 then determines if all the second data 
units have been received to reconstruct the first data unit from 
which the second data units were derived. The encoding 
component receiving the second data units determines that a 
second data unit is lost if it has not been received after a 
predetermined amount of time and/or if a predetermined 
number of second data units with higher sequence numbers is 
received. Another technique to determine if a second data unit 
is lost is to use a ring buffer to keep track of the sequence 
number of the missing second data unit while waiting for it to 
arrive. When the buffer cycles back over a second data unit 
that has still not been received, then that second data unit is 
deemed lost. If all the second data units have been received, 
then the original first data unit is recreated at step 200. Once 
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the first data unit have been recreated, the recreated data unit 
is transmitted to the destination endpoint (step 205) and the 
control flow moves back to step 180 by way of connector D. 
0054 Returning to decision 190, if not all the second data 
units have been received, then a decision is made to determine 
if extra second data units have been received (step 220). If no 
extra second data units have been received, re-transmission 
can be optionally requested (step 230). After the optional 
re-transmission request, the control flow returns to step 180 
by way of connector D. If extra second data units have been 
received, decision 240 determines if sufficient extra second 
data units and second data units have been received to recon 
struct the original first data unit. If an insufficient number 
have been received, the original packet can be dropped, or, 
optionally, the control flow can return, as indicated by con 
nector C, to step 230: requesting a re-transmission. If a Suf 
ficient number of second data units and extra second data 
units have been received, then the extra second data units can 
be used to recreate or reconstruct the missing second data 
units (step 260). Connector B then returns the control flow to 
step 200. 
0055 Some specific examples of implementation will aid 
in understanding the operation of the present system and 
method. FIG. 8 shows an exemplary system having endpoints 
A and B. Endpoint A communicates with a network300, such 
as the Internet, through an encoding component 302. End 
point B is also in communication with the network 300 
through an encoding component 304. Encoding components 
302 and 304 include the interfaces, segmentation and reas 
sembly modules described in relation to FIGS. 2 and 3, and 
can be implemented wholly in software or can be imple 
mented as pre-programmed hardware units, other related 
Software, or as a combination of hardware and Software com 
ponents. An Ethernet, or other Suitable connection, can be 
used to connect each endpoint to its respective encoding 
component. 
0056. For the purposes of this example, it is assumed that 
a bidirectional communication is occurring between end 
points A and B, and that endpoint A initiates the communi 
cation. The present communication protocol is invisible to 
both endpoints A and B; all functionality resides in the encod 
ing components 302 and 304. To set up a session between 
endpoints A and B, and to determine if both endpoints are 
associated with encoding components to permit communica 
tion in accordance with the present protocol, the connection 
negotiation protocol illustrated in FIG. 8 can be used. End 
point A sends a packet P destined to endpoint B. The packet P 
and its destination are detected or noticed (306) by encoding 
component 302, and encoding component 302 stores infor 
mation uniquely identifying the communication session. 
Packet P is also detected or noticed (308) by encoding com 
ponent 304. Encoding component 304 stores information 
uniquely identifying the communication session (310) 
related to the packet and sends the packet to endpoint B. 
When endpoint B sends a reply packet R to endpoint A, the 
reply packet R is intercepted by encoding component 304. 
matched with the previously stored information identifying 
the communication session and marked (312). The informa 
tion uniquely identifying the communication session can be, 
for example, the source IP address, the destination IP address, 
the protocol contained within the IP packet (e.g. UDP or 
TCP), and the source and destination ports. For Ethernet 
frames, the VLAN ID can also be used. 
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0057 The marked packet R" is used to signal to encoding 
component 302 that encoding component 304 is capable of 
receiving and sending packets segmented and encoded 
according to the present invention. Marking the packet can 
consist of, for example, setting an option in the IP header of 
the packet, and/or setting the IPIdentification field to a known 
value. Routers and other devices in the public network 300 
may leave the IP identification field unchanged during trans 
mission. Other Suitable marking or signaling schemes. Such 
as setting the IP address flag in the timestamp, can be used, 
provided that they are preferably non-destructive, and non 
disruptive to devices that are not capable of communication in 
accordance with the present protocol. 
0058 Encoding component 304 then forwards the marked 
packet R" to endpoint A, via the public network 300. The 
marked packet R" is detected by encoding component 302, 
which updates the previously stored information identifying 
the communication session (316), and sends the packet to 
endpoint A. The encoding component 302 can optionally 
remove the mark prior to forwarding the packet to endpoint A. 
When endpoint A sends another packet P destined to end 
point B, encoding component 302 matches (318) the packet 
P. with the previously stored information identifying the 
communication session. Recognizing that endpoint B is pro 
vided with an encoding component enabled to communicate 
in accordance with the present protocol, encoding component 
302 sends a “hello' message in addition to forwarding the 
packet P. 
0059. On receipt of the “hello” message from encoding 
component 302, encoding component 304 replies with a 
“hello” reply. Encoding component 302 then sends a reply 
acknowledgment (“reply ack') to encoding component 304. 
and begins to segment and encode data packets destined for 
endpoint Busing the present protocol. When component 304 
receives the reply acknowledgment from component 302, it 
also begins to segment and encode data packets destined for 
endpoint A to provide the second data units previously 
described. The encoded channel between encoding compo 
nent 302 and 304 is thus successfully automatically detected 
and negotiated. The encoded channel can be used to carry 
both data and control information. Once an encoded channel 
has been negotiated between two encoding components 
enabled to use the present protocol, segmented and/or 
encoded messages can now be sent and received. 
0060 Encoding component 304 optionally maintains a 
table of the different types of markings that are possible. If the 
marked packet R" is not detected by the encoding component 
302, either because it does not recognize the mark or because 
a router or other device in the path removed the mark, then no 
“hello” reply will be sent back to encoding component 304. 
After Some predetermined delay, the encoding component 
304 will mark another packet R" with a different type of 
mark from the table of the different types of markings. The 
encoding component can continue to change the mark until 
encoding component 302 sends the “hello' message to 
acknowledge receipt of the mark. Encoding component 304 
can keep track of which mark was successful to reach another 
encoding component and use that mark first when it tries to 
reach that encoding component again in the future. After all 
the types of mark have been unsuccessfully tried to establish 
a channel, the encoding component 304 can indicate to a 
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network management system or to an interface that a given 
encoding component 302 is not capable of understanding the 
mark or is not present in the network. Statistics can be gath 
ered by the encoding component 304 or an external system on 
how often the other encoding component 302 would have 
been part of an encoded channel to prioritize the installation 
of more encoding software. 
0061 The encoded channel remains active until a prede 
termined timeout period has elapsed during which the encod 
ing components fail to receive any further packets. Both sides 
then tear down the encoded channel. Since the timers at both 
ends of the communication channel are not synchronized, an 
endpoint can entera “tear down” state after the predetermined 
timeout period. During the “tear down” state, the incoming 
packets continue to be decoded, but the outgoing packets are 
no longer encoded. The “tear down” state is active for a 
predetermined period, or until no encoded packets are 
received. The endpoints can send "keep alive' messages to 
keep the channel alive while there is no traffic. After a prede 
termined period where no traffic is sent, the keep alive can be 
stopped and the channel will be tore down after a predeter 
mined timeout period. Alternatively, one of the endpoints can 
be designated as the master endpoint (either endpoint A or 
endpoint B), and can explicitly tear down the channel by 
sending a tear down message. Upon receipt of the tear down 
notification, the non-master endpoint stops to decode incom 
ing packets from the master endpoint and stops encoding 
packets destined to the master endpoint. Other methods for 
negotiating the encoded channel between two endpoints are 
also contemplated. For example, the encoded channel can be 
negotiated through a pre-existing control channel between 
the endpoints to the communication. 
0062. It should be noted that all communication between 
the endpoints and the components 302 and 304 occurs over 
the established or existing communication channel. The 
channel can implement known communication protocols, 
such as Universal Datagram Protocol (UDP) and Transmis 
sion Control Protocol (TCP), both over IP. If the connection is 
a UDP connection, messages according to the present inven 
tion are inserted directly into the UDP data payload. 
0063. If sending data over an existing TCP connection, the 
original TCP header can be appended to each segment, with 
the sequence numbers modified. Thus, the source port and 
destination ports remain the same. The first segment is given 
the sequence number of the original packet, but Subsequent 
segments are provided with new sequence numbers. In a 
presently preferred embodiment, an encoded or extra seg 
ment re-uses a sequence number of one of its related seg 
ments. This permits the extra segment to pass through fire 
walls in the same manner as would a re-transmitted packet. 
The data offset and checksum are modified in each segment 
and the flags, or control bits, are modified for all but the initial 
segment. For non-segmented messages (i.e. control mes 
sages), the remaining message bytes immediately follow the 
modified TCP header. For segmented messages, a segment 
payload follows the modified TCP header to provide, for 
example, identifying information, Such as a serial number, to 
identify a segment and its relation to other segments, and to 
enable reassembly of the original packet. The data payload of 
the segment then follows. 
0064. As will be appreciated, a packet marked or created 
as described above will pass unchallenged through firewalls 
and Network Address Translation (NAT) translators. Effec 
tively, the encoded channel establishes a control channel 
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between the encoding components 302 and 304, and packets 
can pass from either end without being recognized or chal 
lenged by any intermediate component, such as a firewall or 
NAT. 
0065 Referring now to FIG.9, multiple encoding compo 
nents 1001, 1002, 1003, 1004 are present in a path. In one 
embodiment of the invention, the encoding is only performed 
in the inner most path between encoding components 1002 
and encoding component 1003. Since encoding component 
1001 is not aware of the presence of the other encoding 
components, which have precedence, it marks the packet to 
establish a channel as described above. The encoding com 
ponent 1002, which is configured to have precedence, 
removes the information and establishes an encoding session 
to encoding component 1003. Encoding component 1003 is 
configured to terminate the encoding session and perform the 
decoding as described above. The encoded channel will be 
active between the inner encoding components 1002, 1003. 
Encoding components can be configured to take precedence 
Such that specific parts or paths of the network are always 
encoded. 
0066 Encoding component B1002 and encoding compo 
nent C 1003 can be configured to ignore the marks incoming 
from specific physical ports and to carry the mark transpar 
ently, in this case, the encoding is present in the entire path 
between encoding component A 1001 and D 1004. The 
encoding components can also learn topology of the other 
encoding components in the network and, based on network 
policy, ignore or react to a mark arriving on a specific physical 
port. 
0067 Segmentation and encoding of a packet according to 
an embodiment of the present invention will now be described 
with reference to FIG. 10. To simplify the discussion, headers 
have been omitted from the original packet and the segmented 
packets. An original data payload 400 is received at an encod 
ing component according to the present invention. The origi 
nal data payload has X bytes, and is segmented into n seg 
ments 402. Where n is chosen as an integer factor of x, each of 
the n segments will have X/n bytes, as shown. In addition, m 
additional segments are created. In the example shown in 
FIG. 10, m=1 and the additional or extra packet 404 is a parity 
segment created by applying an XOR function to one of then 
segments. The encoding component can take into account the 
size of the packet and can increase n automatically to avoid 
transmitting a second data unit of a size that would exceed the 
Maximum Transfer Unit (MTU) of the network when the 
encoding header is added to the second data unit. This capa 
bility can also be useful for splitting jumbo frames prior to 
entering a network that cannot handle them. 
0068. It may not always be possible or desirable to divide 
the original data payload 400 into even segments. For 
example, it may be necessary to pad the last segment to ensure 
all segments are of equal length where n is not a factor of X. 
For example, if x=17 and n=2, the nearest integer value to X/n 
is 9. Segment sizes that are factors of 4 or 8 are generally 
preferred, thus the segment size in this case is chosen to be the 
next factor of 4 greater than, or equal to X/n (e.g. 12 bytes). As 
shown in FIG. 11, the original 17 byte data payload 410 is 
segmented into two 12 byte segment payloads 412 and 414. 
Segment payload 412 contains the first 12 bytes of the origi 
nal data payload 410, and segment payload 414 contains the 
remaining 5 bytes from the original data payload 410 option 
ally padded out to 12 bytes. A further extra segment 416, 
which is a parity segment of segment 412, forms the final 

Aug. 25, 2011 

segment in the sequence. It should be noted that all the seg 
ments related to a single original packet or frame have the 
same serial number to permit their identification and reassem 
bly at the receiving end. 
0069. The encoding rate is determined by both n and m. 
The encoding rate can be set to predetermined values (e.g. 
n=2, m=1 as shown in FIG. 11), or can be adjusted based on 
observed and/or reported network performance for all 
encoded channels terminating at an encoding component 
associated with a given endpoint. 
(0070 Referring to FIG. 12. The determination of the loss 
level is described in relation to the encoded channel between 
encoding component A 1106 and encoding component B 
1107, more specifically looking at the channel in the direction 
from encoding component A to encoding component B1110. 
Under a “no loss' condition, the encoding can be set to n=1 
and m=0 to avoid using extra bandwidth in the network when 
it is not necessary. The receiving process 1109 of the encod 
ing component B1107 counts the number of packets received 
P, and the number of packets lost LP, over an interval period 
of size of W units of time (for example W-8 seconds) 1100. 
Alternatively, LP, can represent the number of retransmission 
requests. Such that the Successfully recovered loss is not 
counted as part of the loss ratio. The loss ratio L is calculated 
1101 using for example the following ratio: 

0071. To avoid reacting to random events, an average loss 
1102 can be computed over the last Z loss measurements. In 
order to take into account the most recent network status, a 
weighted average can be performed to weight the most recent 
measurements as per the following equation: 

X (L, w) (2) 

i=1... 2 

where WL represents the weighted average of the most 
recent loss measurements for interval X. The weights w, are 
such that w;-w, for isj<=x. 
0072 To avoid keeping track of many loss measurements, 
the previous weighted loss can also be used to evaluate the 
new weighted loss: 

(WL-1 wold) + (L. we) (3) 
We Wold 

WL 

where w and we are weights that are set in general Such 
that WisW. 
0073. Optionally the welgthed loss ratio can be normal 
ized 1103 to simplify the lookup using integers only. The 
normalized loss NL can be computed using the following 
equation: 

N. WL (4) NL = 
x P. 

where N is the normalization factor (e.g. N=10000). 
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0074 NL is then used to index a loss level table 1104 to 
extract the current loss level. An example of a loss level table 
is shown below, providing 8 loss levels, where INT max 
represents the largest integer or a large value (e.g. 10000). 

NL min NL max Current Loss level 

O O O 
1 75 1 

76 145 2 
146 18S 3 
186 210 4 
211 260 5 
261 370 6 
371 INT max 7 

0075. The sending process 1111 of encoding component B 
1107 then inserts the current loss level 1105 in the header of 
each second data unit sent for that session to encoding com 
ponent A1106. The receiving process 1112 in encoding com 
ponent A 1106 reads the current loss level from the received 
packets. It then indexes a new parameter table with the current 
loss level to obtain the value of n and Max n. Max n repre 
sents the largest value that n should be set given the current 
loss level. Multiple new parameter tables can be used to 
achieve different loss objectives based on the application 
requirements and acceptable overhead. An example of Such 
new parameter table using 8 loss levels is shown below. 

Loss level Max in l 

O Int max O 
1 Int max 1 
2 Int max 1 
3 3 1 
4 2 1 
5 2 1 
6 1 1 
7 1 1 

0076. Where INT max represents the largest integer (in 
finity). Before the sending process 1108 of encoding compo 
nent A 1106 encodes a packet of size s, it indexes a precon 
figured packet size table with s, to obtain rec_n, which 
represents the recommended value of mgiven the packet size. 
An example packet size table is show below: 

Packet size 
(bytes) Rec in 

<88 
89 to 264 

26S to 528 

0077 Using this table, a packet with S-88 bytes returns 
Rec n=1. If s 528 bytes, then Rec n=4. The value of n used 
to encode the packet is then determined as n min(Rec n, 
Max n). 
0078. In another embodiment of the invention, the receiv 
ing process 1109 calculates the weighted loss ratio WLX as 
per equation (2) or (3) above. It can optionally normalize to 
compute NLX as per equation (4). The exact loss value (WLX 
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or NLX) is sent at regular intervals (e.g. every second) to the 
receiving process 1112 into a control message that is inserted 
in the encoded channel for the session. The receiving process 
1112 extracts the exact loss value from the control messages. 
The sending encoding component 1108 uses the exact loss 
value to index a new parameter table to obtain Max n and m. 

NL min NL max Max in l 

O O Int max O 
1 75 Int max 1 

76 145 Int max 1 
146 185 3 1 
186 210 2 1 
211 260 2 1 
261 370 1 1 
371 1OOOO 1 1 

007.9 The value of nis derived as n-min(Rec n, Max n). 
Multiple new parameter tables can be configured to reflect 
different loss objectives and the sending process 1108 uses 
the appropriate table based on the loss objectives of the appli 
cation. Sending the actual loss rate, instead of the current loss 
level, allows to only configure the parameter tables at the 
encoding side thus simplifying the configurations. 
0080. An example of another embodiment of the invention 

is shown in FIG. 13. In this embodiment, the encoding com 
ponents estimate where the loss is occurring in the network 
1201, that can comprise for example of a combination of the 
internet, a private network or virtual private network, to deter 
mine whether to change the encoding parameters. The 
encoded session 1204 between encoding component A 1202 
and encoding component D 1203 is used to describe the 
embodiment, more specifically looking at the flow in the 
direction from A 1202 to D 1203. 

I0081. As previously described, receiving process of 
encoding component D1203, computes the loss level of each 
encoded flows it receives. In this example, it computes loss 
levels of 3 flows 1204, 1205 and 1206 originating from 
encoding components A 1202, B 1207 and C 1208 respec 
tively. In addition to returning the loss level measured for the 
flow, the receiving encoding component computes the aver 
age of the weighted loss ratio AL from the f flows that are 
sending to it over an interval period X. 
I0082. The interval period can be the same as the interval 
period used for calculating the loss ratio for a single flow. The 
average loss ratio can be calculated, for example, as: 

X. WL (5) 

I0083 where WL, can be calculated as per equation (2) or 
(3) above. The AL can then be normalized as per equation (4) 
above to create a normalized average loss ratio, NAL. The 
NAL is then indexed in a loss level table to obtain an average 
loss level at the far end (ALFE). The loss level table can be 
the same as above or preconfigured with different numbers. 
The ALFN is added to the packet header of the second data 
units transmitted by the sending process of encoding compo 
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nent D 1203 to the respective encoding components 1202, 
1207, 1208 along with the per flow current loss level com 
puted as above. 
0084. If the aggregate information is included in the 
packet header, the sending encoding component 1202, 1207, 
1208 can use the information to decide whether to change its 
encoding level. The receiving process of encoding compo 
nent A 1202 also calculates the average loss at near end 
(ALNE) which is the average of the current loss level 
received in the return channel from the g encoded sessions 
1211, 1212, 1204 active during measurement period X, 

X. CurrentLOSSLevel; (6) 
i=1... i=1 ... g. 

ALNE = 
g 

I0085. In the example of FIG. 12, the ALNE, calculated at 
encoding component A represents the average of the current 
loss level received from encoding component D1203, encod 
ing component E 1209 and encoding component F 1210. 
0086. If the difference between the current loss level for 
the session and the ALFE is below a predetermined thresh 
old, the current loss level is used to set m and n, as per the 
description above. In this case, it is assumed unlikely that the 
sessions are congesting the upstream network since the cur 
rent loss level is better or a little worst than the computed 
ALFEX. 

0087. If the difference between the current loss level and 
the ALFE is greater or equal to a predetermined threshold 
AND the current loss level minus the ALNE, is greater of 
equal to a predetermined threshold, then the current loss level 
is ignored and m and n are set according to the packet size 
table only to minimize bandwidth usage by choosing the most 
bandwidth efficient encoding method for the given packet. 
The predetermined thresholds could be different and set 
according to network policies and topology. 
0088. If the loss level increases beyond a predetermined 
interleaving threshold, the sending encoding component can 
switch to the interleaving mode to attempt to further reduce 
the loss. When the loss level is below another threshold the 
interleaving mode can be turned off to reduce the delay. 
Alternatively, a count of how often a predetermined number 
of second data unit were lost in the same packet is kept and 
when such count exceed a predetermined threshold, the 
encoding component Switches to the interleaving mode. 
When the count is below a predetermined threshold for a 
predetermined amount of time, the encoding component 
returns to the non-interleaving mode to reduce delay. 
0089. The examples described above generally relate to 
bidirectional communications between endpoints, where 
negotiation of the encoded channel is feasible and desirable. 
However, the present invention can also be used in Substan 
tially unidirectional, or streaming, applications to accelerate 
their performance, and in other applications where negotiat 
ing the connection between the encoding components is 
impractical or otherwise undesirable. In Such applications, no 
negotiation is required between the encoding components 
associated with each endpoint. The encoded channel is estab 
lished by recognizing call signaling messages, and Subse 
quent deep packet analysis permits messages related to the 
communication session to be recognized. 

Aug. 25, 2011 

0090. For example, the encoding/decoding components of 
the present invention can be used to take advantage of the 
stateful nature of Real-Time Streaming Protocol (RTSP) to 
set up and monitor a connection for streaming. The default 
port for RTSP commands is port 554. Therefore, the encoding 
components of the present invention can analyze packet head 
ers to determine if they are destined to, or originate from, the 
RTSP default port, and thereby identify RTSP packets. If a 
RTSP message is detected, the message can be parsed to 
determine if it contains a SETUP request, a SETUP response, 
a TEARDOWN request, or a general RTSP response. A 
SETUP request from a user contains the media stream URL 
and a local port for receiving RTP data (audio or video). The 
RTSP server reply confirms the chosen parameters, and pro 
vides the server's chosen ports. By parsing the reply from the 
RTSP server, the encoding components can determine the 
RTSP session identification assigned to the data stream, the 
RTSP sequence number for the message, and the RTP ports 
that have been allocated for the session by the user terminal 
and the RTSP server. In this way, an encoded channel for 
streaming can be set up between the encoding components. 
Subsequent data units between the client and server can then 
be analyzed, Such as by deep packet analysis. If the ports 
match those set in the SETUP reply, the message can be 
intercepted for segmentation and encoding, or decoding and 
reassembly, as described above, without any negotiation to 
set up the encoded channel. 
I0091 Similarly, for H.323, the encoding components can 
analyze packets for messages indicating an H.323 call is 
being set up. For example, the encoding components can 
detect and do a deep packet analysis on H.225/Q.931 call 
setup messages and/or H.245 negotiation and path setup mes 
sages to identify called and caller data ports that will be used 
for the associated H.323 session. An encoded channel accord 
ing to the present protocol can then be set up to intercept and 
encode the data flow as described above. 

0092. Within the context on a given session, the different 
streams can be treated with different loss objectives. DPI can 
be used to detect the type of application and set the loss 
objectives according to a configured network policy for that 
type of application. Ultimately each packet can have its own 
loss objective based on information provided in the header 
that identifies the level of protection required (e.g. SVC 
scalable video codec). 
0093. In another embodiment of the invention, the 
increase in the value of n is performed gradually to avoid a big 
step in increase of overhead. When a higher value of n is 
recommended using the table, it is applied to only a Subset of 
the following first data unit. Using this embodiment, only V 
first data unit out of the next incoming w first data unit use the 
increased value of n while the other w-V will use the previous 
lower value for n. The value of v and w can also change if the 
measured loss ratio continues to increase or as the measured 
loss ratio approaches the next level. 
0094 For example, if the measured loss (weighted or nor 
malized) is 0% then, n=1, m=0 and v=w=1. Therefore all 
packets are encoded with n=1, m=0. If the measured loss 
increase to greater than 0% but lower than 0.05%, then n=4. 
m=1, but v=1 and w=3, such that only one out of 3 packets is 
encoded with n=4, while the others use the previous encoding 
level n=1, m=0. When the measured loss exceeds 0.05% but 
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is below 0.1%, then change to v=1 and w=2, such that every 
second packet is encoded with n=4, while the others use the 
previous encoding level n=1, m=0. When the measured loss 
exceeds 0.1% but is below or equal to 0.2%, then use v=1 and 
w=1, such that every packet is encoded with n=4. Different 
values of V and w can be configured to Smooth out the over 
head increase at different predetermined loss levels. This 
capability can significantly smooth out the transfer function 
between different loss ratios. 
0095. In the following description, for purposes of expla 
nation, numerous details are set forth in order to provide a 
thorough understanding of the present invention. However, it 
will be apparent to one skilled in the art that these specific 
details are not required in order to practice the present inven 
tion. In other instances, well-known electrical structures and 
circuits are shown in block diagram form in order not to 
obscure the present invention. For example, specific details 
are not provided as to whether the embodiments of the inven 
tion described herein are implemented as a Software routine, 
hardware circuit, firmware, or a combination thereof. 
0096 Embodiments of the invention may be implemented 
in a network having endpoints, such as servers or other com 
puting devices, and associated encoding components. The 
encoding components, and the described methods, can be 
implemented inhardware, software or a combination thereof. 
Those portions that are implemented in Software can repre 
sented as a software product stored in a machine-readable 
medium (also referred to as a computer-readable medium, a 
processor-readable medium, or a computer usable medium 
having a computer readable program code embodied therein). 
The machine-readable medium may be any Suitable tangible 
medium, including magnetic, optical, or electrical storage 
medium including a diskette, compact disk read only memory 
(CD-ROM), memory device (volatile or non-volatile), or 
similar storage mechanism. The machine-readable medium 
may contain various sets of instructions, code sequences, 
configuration information, or other data, which, when 
executed, cause a processor to perform steps in a method 
according to an embodiment of the invention. Those of ordi 
nary skill in the art will appreciate that other instructions and 
operations necessary to implement the described invention 
may also be stored on the machine-readable medium. Soft 
ware running from the machine readable medium may inter 
face with circuitry to perform the described tasks. 
0097. The above-described embodiments of the present 
invention are intended to be examples only. Alterations, 
modifications and variations may be effected to the particular 
embodiments by those of skill in the art without departing 
from the scope of the invention, which is defined solely by the 
claims appended hereto. 

1. A method of accelerating data communications over an 
unreliable network; comprising: 

providing encoding components associated with each of 
two endpoints to a communication; 

establishing an encoded channel between the encoding 
components for a communication session between the 
endpoints; 

intercepting a plurality of data packets related to the com 
munication at one of the encoding components; 

segmenting and packaging each of the plurality of data 
packets to provide a segmented and packaged data 
packet having at least one encoded data segment and at 
least one extra encoded segment for transmission to the 
other of the encoding components; 

Aug. 25, 2011 

storing the segmented and packaged data packets at the one 
of the encoding components; 

transmitting the segmented and packaged data packets to 
the other of the encoding components over the encoded 
channel when a predetermined condition is met: 

decoding and reassembling the plurality of data packets at 
the other of the encoding components based on received 
encoded data segments and received extra encoded seg 
ments; and 

transmitting the reassembled data packets from the other of 
the encoding components to its respective endpoint. 

2. The method of claim 1, wherein the predetermined con 
dition is expiry of a timer. 

3. The method of claim 2, wherein the timer is activated 
when a respective one of the plurality of data packets is 
intercepted. 

4. The method of claim 1, wherein the predetermined con 
dition is interception of a packet containing real-time sensi 
tive data. 

5. The method of claim 1, wherein the predetermined con 
dition is storage of a predetermined number of the segmented 
and packaged data packets. 

6. The method of claim 1, wherein the encoded data seg 
ments and the at least one extra encoded segment for the 
plurality of data packets are interleaved and transmitted in a 
manner to preserve their ordering. 

7. The method of claim 6, wherein the packaged and seg 
mented data packets are stored in order and according to their 
respective sizes, and segments are transmitted in turn from 
each packaged and segmented data packet. 

8. The method of claim 1, wherein the encoded data seg 
ments and the at least one extra encoded segment for each of 
the plurality of data packets are transmitted in random order. 

9. The method of claim 1, further comprising determining 
that one of the encoded data segments is lost if it has not been 
received at the other of the encoding components within a 
predetermined period. 

10. The method of claim 9, wherein the predetermined 
period is determined by expiry of a timer set when a first 
encoded data segment for a given data packet is received. 

11. The method of claim 9, wherein the predetermined 
period is determined by reference to a ring buffer. 

12. The method of claim 10, wherein the ring buffer tracks 
sequence numbers of missing encoded data segments, and a 
given encoded data segment is determined to be lost when the 
ring buffer cycles back to a sequence number of the given 
encoded data segment. 

13. The method of claim 9, further comprising interleaving 
encoded data segments from the plurality of data packets 
when it is determined that a predetermined number of 
encoded data segments from a given segmented and packaged 
data packet have been lost. 

14. The method of claim 1, wherein segmenting and pack 
aging a data packet comprises segmenting and packaging the 
data packet into n encoded data segments, where n>1. 

15. The method of claim 14, wherein n is dynamically 
adjusted based on size of the data packet. 

16. The method of claim 15, whereinn is selected such that 
size of encoded data segments does not exceed a predeter 
mined maximum transfer unit size. 
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17-29. (canceled) 
30. A method of setting an encoding rate for encoding data 

for accelerated data communication across an unreliable net 
work between two endpoints each respectively associated 
with an encoding component; comprising: 

establishing an encoded channel between the encoding 
components for a communication session between the 
endpoints; 

intercepting a data packet related to the communication at 
one of the encoding components; 

segmenting and packaging the data packet to provide 
encoded data segments for transmission to the other of 
the encoding components; 

transmitting the encoded data segments and at least one 
extra encoded segment to the other of the encoding 
components over the encoded channel; 

decoding and reassembling the data packet at the other of 
the encoding components based on the received encoded 
data segments; 

transmitting the reassembled data packet from the other of 
the encoding components to its respective endpoint; 

computing a weighted loss ratio for the communication 
session; and 

adjusting the encoding rate based on the weighted loss 
ratio. 
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31. The method of claim 30, wherein computing the 
weighted ratio comprises computing the weighted ratio in 
accordance with average loss ratios of previous communica 
tion sessions. 

32. The method of claim 30, wherein computing the 
weighted ratio comprises computing the weighted ratio in 
accordance with retransmission requests. 

33. The method of claim 30, further comprising computing 
a current loss level in accordance with the weighted loss ratio. 

34. The method of claim 33, wherein the weighted loss 
ratio is normalized. 

35. The method of claim 33, wherein the current loss level 
is communicated to the other of the encoding components. 

36. The method of claim 35, wherein the current loss level 
is communicated in a header portion of one of the encoded 
data segments. 

37. The method of claim 36, wherein the header portion 
further identifies a desired level of protection. 

38. The method of claim 37, wherein the desired level of 
protection is determined in accordance with loss objectives 
configured according to a network policy. 

39. The method of claim 35, wherein the current loss level 
is communicated over a control channel. 

c c c c c 


