METHOD AND SYSTEM FOR PROBLEM DETERMINATION IN DISTRIBUTED ENTERPRISE APPLICATIONS

A method, system and computer program are provided for problem determination in an enterprise computer system in a distributed environment. In the method, information is obtained regarding the enterprise applications, and high-level information is presented to a user, with one or more prompts are provided to the user for more detailed information. In response to a request from a user for more detailed information about the application, more detailed information is provided to the user. Several levels of more detailed information about applications, including information as to individual threads, is available. The method also includes the steps of receiving instructions from an administrator to establish an account for a user, associating one or more servers with the account, and providing access to the corresponding user only to the associated servers. In the method, searches may be conducted for strings and requests, and identified strings and requests may be sorted by a variety of criteria.

Published:
— without international search report and to be republished upon receipt of that report

For two-letter codes and other abbreviations, refer to the "Guidance Notes on Codes and Abbreviations" appearing at the beginning of each regular issue of the PCT Gazette.
METHOD AND SYSTEM FOR PROBLEM DETERMINATION IN DISTRIBUTED ENTERPRISE APPLICATIONS

Field of the Invention.

[0001] This invention relates to computer software, particularly distributed enterprise applications.

Background of the Invention.

[0002] Until recently corporations considered the mid-tier platform, based on such operating systems as Unix and Windows NT, too fragile for hosting mission critical applications for their businesses. With the introduction of Java(R) by Sun Microsystems, Inc., and the widespread use of the Internet to do business, the situation changed. Corporations now use the technologies based on Sun Microsystems Java 2 Enterprise Edition (J2EE) and build critical business applications on the mid-tier platform. Such applications are generally run in a distributed computing environment, with server farms having numerous CPU’s.

[0003] Since many corporations do business with their customers using the Internet, critical business applications are now exposed to end-users through their browsers. Any downtime or problem with these online applications creates huge direct and indirect opportunity costs. One analyst has stated that a web site must respond within eight seconds or a user will leave and go to a competitor’s web site. By one estimate, about $4.35 billion in online sales are lost each year in the U.S. alone due to downtime or slow sites.

[0004] A plethora of system management tools are available to monitor the performance of networks, databases, storage devices, and platforms, which together constitute the infrastructure of mission critical business applications. These tools are certainly necessary and have their place in the picture; however, the application connects all of those resources, and it is the performance of the application that directly affects the customer. The application drives the network traffic, database usage, and the platform workload. Consequently, most Internet website outages are application related, and existing system management tools fall short of giving any insight of how applications are behaving. Current off-the-shelf application management systems concentrate mainly on application server functions, and not on applications.
[0005] As many applications are directly exposed to customers twenty-four hours a day on the web, stringent availability and performance requirements are imposed. Currently, a data center typically resolves server problems by recycling the troubled application server. Unfortunately, recycling is typically only a temporary solution, as the error almost always reoccurs. The inability to identify a better resolution is due to the lack of production-class non-intrusive tools to service and troubleshoot faulty systems and applications on the mid-tier platform.

[0006] Another application management issue is due to the problems created by servicing the production workload. A clear division of labor between development activities and production services activities is a norm in enterprise IT organizations. However, a major disconnect exists between data center operations and systems development activities. There is a lack of non-invasive tools that allow administrators to visualize the workload running inside the application server. Diagnosis without any J2EE context, passed from production services staff to development staff, is too low-level to offer developers any problem-solving hints.

[0007] Any application level tracing inherently involves high overhead and for this reason is not acceptable to high volume systems. A wide variety of components need to be monitored for diagnostic purposes, including servlets, JSP, enterprise Java beans, objects, methods, SQL, sessions and context. The distributed servers are a major source for the intermittent problems.

[0008] Current application management products provide less than optimal functions to handle multiple, distributed applications in a real time fashion. While applications are being integrated, most current systems management products still look at discrete components. This approach makes application troubleshooting difficult, and root cause analysis almost impossible.

[0010] In summary, a variety of problems can occur in J2EE application server farms which hamper the performance of e-business applications. The most common of these problems are loops, slow processing, hang situations, stall situations, exception occurrences, intermittent problems, deadlocks, timeouts, API related problems, and memory leaks. Existing environment and trouble shooting monitors are not available for application servers in distributed environments.

Summary of the Invention.

running in a distributed environment includes the steps of obtaining information regarding the enterprise applications, presenting high level information selected from the obtained information, including items of information, to a user, providing to the user one or more prompts for more detailed information, receiving, in response to one of the prompts, a request from a user for more detailed information, and providing more detailed information to the user in response to the request.

[0012] A method for problem determination for enterprise applications running in a distributed environment on a plurality of servers includes the steps of receiving instructions from an administrator to establish an account for a user, associating one or more servers with the account, and providing access to the corresponding user only to the associated servers.

[0013] A method for problem determination and cure for enterprise applications running in a distributed environment includes the steps of identifying a thread running in the distributed environment, prompting the user the option of executing a soft kill of the thread, and, in response to a command to execute a soft kill, adding code that causes an exception to be thrown so that the request is canceled.

[0014] A method for problem determination for enterprise applications running in a distributed environment includes prompting a user to select an application server and a search string, searching for occurrences of the search string among all active URL strings for web requests and active class names for remote enterprise java bean requests, and displaying identified strings and requests.

[0015] A method for problem determination for enterprise applications running in a distributed environment includes prompting a user to enter an exclude list of class names of applications not to be monitored, prompting the user to enter an exclude override list of class names to be monitored, and upon receiving the requested information, monitoring all classes other than those classes identified in the exclude list and not in the exclude override list.

[0016] A method for problem determination for enterprise applications running in a distributed environment includes the steps of monitoring activity based availability of an application running on a server in the distributed environment, and displaying for the user an indication of whether the server is available or unavailable based on the activity based availability. The method may include monitoring one or more of the delta CPU usage, the delta throughput volume, and delta memory usage attributable to the application being monitored. If any of those values is below a
threshold, the server is considered to be unavailable, notwithstanding the availability of the hardware.

[0017] A system for problem determination for enterprise applications running in a distributed environment includes computer hardware configured for obtaining information regarding the enterprise applications, for presenting high level information to a user, for providing to the user one or more prompts for more detailed information, for receiving, in response to one of the prompts, a request from a user for more detailed information, and for providing more detailed information to the user in response to the request.

[0018] A system for problem determination for enterprise applications running in a distributed environment on a plurality of servers includes computer hardware configured for receiving instructions from an administrator to establish an account for a user, for associating one or more servers with the account, and for providing access to the corresponding user only to the associated servers.

[0019] A system for problem determination and cure for enterprise applications running in a distributed environment includes computer hardware configured for identifying a thread running in the distributed environment, for prompting the user the option of executing a soft kill of the thread, and, in response to a command to execute a soft kill, for adding code that causes an exception to be thrown so that the request is canceled.

[0020] A system for problem determination for enterprise applications running in a distributed environment includes computer hardware configured for receiving a selection of an application server and a search string, for searching for occurrences of the search string among all active URL strings for web requests and active class names for remote enterprise java bean requests, and for displaying identified strings and requests.

[0021] A system for problem determination for enterprise applications running in a distributed environment includes computer hardware configured for prompting a user to enter an exclude list of class names of applications not to be monitored, for prompting the user to enter an exclude override list of class names to be monitored, and for, upon receiving the requested information, monitoring all classes other than those classes identified in the exclude list and not in the exclude override list.

[0022] A system for problem determination for enterprise applications running in a distributed environment includes computer hardware configured for monitoring
activity based availability of an application running on a server in the distributed environment, and for displaying for the user an indication of whether the server is available or unavailable based on the activity based availability. The computer hardware may be configured for monitoring one or more of the delta CPU usage, the delta throughput volume, and delta memory usage attributable to the application being monitored. If any of those values is below a threshold, the server is considered to be unavailable, notwithstanding the availability of the hardware.

[0023] A computer program for problem determination for enterprise applications running in a distributed environment is made up of instructions stored on a medium, which instructions, when executed on a processor cause the processor to execute the steps of: presenting high level information, including information items, selected from the obtained information in a format accessible to a user, providing to the user one or more prompts to request more detailed information relative to one or more of the information items, receiving in response to one of said prompts a request from a user for more detailed information as to one or more of said information items, and providing the requested more detailed information to the user in response to the request.

[0024] A computer program for problem determination for enterprise applications running in a distributed environment, is made up of instructions stored on a medium, the instructions, when executed on a processor causing the processor to execute the steps of: receiving instructions from an administrator to establish an account for a user, associating one or more servers with the account, and providing access to the corresponding user only to the associated servers.

[0025] A computer program for problem determination and cure for enterprise applications running in a distributed environment is made up of instructions stored on a medium, which instructions, when executed on a processor cause the processor to execute the steps of: identifying a thread running in the environment, providing a user with an option to execute a soft kill of the thread, and, in response to a command to execute a soft kill, adding code to the thread that causes an exception to be thrown so that the thread is canceled.

[0026] A computer program for problem determination for enterprise applications running in a distributed environment is made up of instructions stored on a medium, which instructions, when executed on a processor, cause the processor to execute the steps of prompting a user to select an application server and a search
inquiry, searching among all active URL strings for web requests and active class
names for remote enterprise java bean requests responsive to the search inquiry, and
displaying identified strings and requests.

[0027] A computer program for problem determination for enterprise
applications running in a distributed environment is made up of instructions stored on
a medium, which instructions, when executed on a processor, cause the processor to
execute the steps of prompting the user to enter an exclude list of class names of
applications not to be monitored, prompting the user to enter an exclude override list
of class names to be monitored, and upon receiving the an exclude override list
defining a subset of class names in the exclude list, monitoring all classes other than
the classes identified in the exclude list and not identified in the exclude override list.

[0028] A computer program for problem determination for enterprise
applications running in a distributed environment is made up of instructions stored on
a medium, which instructions, when executed on a processor cause the processor to
execute the steps of monitoring activity based availability of an application running
on a server, and displaying for the user an indication of whether the server is available
or unavailable based on the activity based availability.

Brief Description of the Figures.

[0029] Figs. 1A, 1B, 1C and 1D are a process flow diagram illustrating an
exemplary process flow in accordance with the invention.

[0030] Fig. 2 is a process flow diagram illustrating an exemplary process flow
in accordance with the invention.

[0031] Fig. 3 is a schematic representation of a feature of the invention.

[0032] Fig. 4 is a process flow diagram illustrating an exemplary process flow
in accordance with the invention.

[0033] Figs. 5 – 24 are exemplary screens in a user interface in accordance
with the invention.

[0034] Fig. 25 is a schematic representation of an exemplary architecture of a
system of the invention.

[0035] Fig. 26 is a schematic diagram of an exemplary architecture of a
system according to the invention.

[0036] Fig. 27 is a flow diagram illustrating an exemplary architecture of a
component of a system of the invention.
[0037] Fig. 28 is a schematic diagram of an exemplary architecture of a component of a system according to the invention.

[0038] Fig. 29 is a schematic diagram of an exemplary architecture of a component of a system according to the invention.

[0039] Fig. 30 is a flow diagram illustrating an exemplary architecture of a component of a system of the invention.

Detailed Description of Embodiments of the Invention.

[0040] In a method and system of the invention, a method is provided to furnish information about the operation of servers and systems to a user. The method is particularly adapted to enterprise servers running systems based on the java programming system. The method is also particularly adapted to use on systems running multiple client-server applications on multiple servers.

[0041] In the method of the invention, a user is typically an information technology department representative who is asked to investigate user reports of problems. This process is described as problem determination. A large number of types of different problems may be encountered, including unavailability of a server to clients, slow processing of client requests, lack of response after submission of a request by a client, and other problems. In the initial step of the method, a user logs in and is presented with a user interface that furnishes the user with information. The information presented to the user, in response to an initial user request, is at a high level. This top level of information is also referred to as the application server groups level, because information about groups of application servers is provided. The computer system of the invention has selected this high level information for presentation to the user. The information may be understood as containing multiple items of information. The information provided contains information about the performance, either in real time or in the very recent past, such as in the last minute, or last five minutes, or last hour, of servers running the selected applications which the user is entitled to view. The user is provided with one or more options as to detailed information that may be provided. In particular, the options, or prompts, are to obtain more detailed information as to one or more of the presented items of information. The user selects one or more of the items for the display of more detailed information. In response to receipt of this user request, information is provided at a greater level of detail as to the one or more presented items. The user
may accomplish this by, for example, mouse clicking on a hyperlink. For example, a feature of an item of information, such as a server name, may be hyperlinked. Many other manners of requesting the greater level of detail of information may be provided. The presentation of options for more detailed information may be understood as permitting the user to drill down to obtain greater levels of detail.

[0042] Information is provided with respect to applications, and not with respect to hardware or operating system function. Information provided at the top level includes information that affects clients directly. For example, clients see the processing of requests or transactions. Information provided at the top level preferably includes information as to numbers of transactions processed in a recent short time period. This information may be on an application server by application server basis, as well as for application server groups. For the user’s reference, the same information may be provided in less recent time periods, so that the user may view trends in number of transactions or requests processed. Other information available includes statistical information, such as averages, for time to process requests or transactions. This information may be provided on a server-by-server basis, so as to isolate problems affecting one server. By providing information specific to applications, the user may relatively quickly use judgment to determine whether the problem is with the application, and where in the application the problem resides. The user may then use existing tools, not part of the method of the invention, to solve the problem. Alternatively, tools for solving certain types of problems may be incorporated in computer program and system implementing the method of the invention.

Displays of Application Information

[0043] The method of the invention will now be explained by an example of a series of levels of provided information. It will be understood that such design features as the number of levels, the information furnished at each level, and the type of display, may be varied within the scope of the method of the invention. In this example, the highest level is the level of application server groups or the application overview page. An exemplary process flow will be discussed with reference to Fig. 1. As indicated by block 100, the user initially logs in. Upon user login, the method causes the application server groups or application overview page to be displayed, as indicated by block 105. An exemplary application overview page 500 is shown in Fig. 5. At the application server groups level, there may be provided to the user the
following information. It will be indicated whether each server is available or unavailable, such as in the boxes at 505. The definition of available and unavailable used by the system will mean availability of the application software running on the server. Availability or unavailability is measured by monitoring of requests processed by the application. Availability or unavailability is preferably not determined by hardware availability or unavailability, or by sending a dummy request to the software. For ease of viewing, this information may be provided graphically. The ratio of available servers to total servers may be shown as a percentage, such as at the boxes 510. At the same display, information is provided as to the throughput of the application on each server group, such as at 515. Preferably, information is provided as to the number of completed requests over one or more recent time periods. In a preferred embodiment, as illustrated at 520, there is provided information as to number of completed requests over a selected number of recent time intervals. In a preferred embodiment, the number of completed requests over a number of recent time periods, such as the twelve most recent five-minute intervals, is provided, such as at boxes 515. The number of completed requests in each interval may be presented graphically for ease of review. The top level, or application server groups, display may also provide a total number of completed requests. By viewing this overview, the user will obtain useful information. For example, if a server has slowed or stopped providing completed requests, this will be immediately shown. If the volume of completed requests has been gradually increasing, for example because of a large number of requests by users, that will be immediately visible. The graphical display of throughput information will permit trends to be visible rapidly to the user.

[0044] From the top level display, or application overview page, the user is presented with at least one means for activating a display of more detailed information about a displayed application. Hyperlinked text may be provided, such as at 525 in Fig. 5. In the method of the invention, user input is received. If the request is in the nature of a request for more detailed information regarding a single application, as indicated by decision block 120, then additional information is provided regarding the selected application. If the request is of another type, then the requested function is executed. In the example where the top level is the application groups level, the next more detailed display level will be referred to as the application server group level or server availability detail page, as indicated by block 125. An example of an application server group level or server availability detail page is
shown in Fig. 6 as 600. At the application server group level, information is provided
about one selected application on a server-by-server basis, such as servers 605, 610,
noted in Fig. 6. From the application groups level display, there is at least one
selection associated with each displayed application. The selection may be a display
providing additional detail about each server or java virtual machine (JVM) running
the application, as illustrated in Fig. 6. Selected information is displayed with respect
to each server. The information should identify the server, and include information
indicating at least one of CPU usage and memory usage. In an example, the
information includes the server name, and may include one or more of the following:
the server’s IP address, the server’s start time, the server’s accumulated uptime, the
incremental JVM CPU usage, the server total CPU, the JVM CPU time (cumulated),
the JVM CPU usage, the JVM memory usage, the JVM memory increment since the
previous refresh, the total number of completed requests, and the incremental number
of completed requests. This information may be displayed graphically, numerically,
or both. Review of the application server group level information may immediately
indicate to the user the source of a problem. For example, very high CPU usage by
one server will indicate that the user needs to investigate further the operation of that
one server. A low number of completed requests by some servers will indicate that
those particular servers need to be investigated. If all servers have very similar
information at this level, then the user will know to look elsewhere in the system for
the source of a problem.

[0045] From the application group server level, the next level of detail is the
application server level. The display of the application server level may be referred to
as the application activity display. From the availability manager display, or the
application group server view, there is preferably a selection available to move to the
application server level associated with each displayed server. In the method, user
input is received, as indicated by block 130. If the user input is in the nature of a
request for additional information relating to a selected server, as indicated by
decision block 135, then application server level information will be displayed, as
indicated by block 140. If the user input is not a request for additional information
relating to a selected server, then the requested function is executed. The application
server level will provide information as to each of the threads which is being executed
by that server at a particular point in time, as shown, for example, as screen 700 in
Fig. 7. This is a display of information on a thread-by-thread basis, with each row
705 providing information on a single thread. The point in time is recent, and may be
the most recent information available to the system. The information displayed about
the thread includes at least thread identification information, such as the client request
at column 710, and information relating to the speed of execution of the thread and to
the use of system resources by the thread. Such information related to speed of
execution may include the time of the client request, the resident time, as in column
715, the accumulated CPU time, as in column 720, and the idle time, as in column
725. By viewing this information related to speed of execution, the user may be able
to see immediately that one or more threads are not executing. Information related to
the use of system resources may include accumulated CPU time. Such information as
to the use of system resources may be useful in identifying a thread that is looping or
for some other reason preventing other threads from gaining access to system
resources. Information as to the current method being executed by the thread, as at
column 730, the client request start time, as at column 735, and the thread status, as at
column 740, may also be provided.

[0046] A filter may be provided to limit the number of threads selected for
display. A filter has certain criteria relating to properties of threads. As indicated in
Fig. 1B by decision block 145 and block 150, if a filter is activated, only those threads
that meet the criteria of the filter are displayed. The filter may limit the display to
those threads that meet threshold criteria in one or more selected types of speed of
processing categories or use of system resource categories. For example, a filter may
be configured so that only those threads that have a resident time above a certain
threshold are selected. Threads that have a high resident time are likely to be
perceived by clients as resulting in slow response. By way of further example, only
those threads that have accumulated more than a threshold amount of CPU time may
be displayed. This information can permit the user to identify those threads that may
be looping or otherwise interfering with the processing of other threads. By way of
example, a drop down menu of available filters may be provided, as indicated at 750,
and the user may request application of a filter by use of a radio button as at 755.

[0047] Information furnished may also be in the nature of the type of request,
such as the name of the request, the thread type, and the class name. Display of this
request nature information may enable the user to identify a class of requests that are
being processed differentially from other requests. For example, a financial services
firm may permit clients to view account information and to initiate trades through its
website. If trades are taking an excessively long period of time to complete, but requests to view account information are processed promptly, the request nature information will indicate this disparity. The thread information displayed may also include information as to the method currently being executed by the thread. This current method information may permit the user to identify a method which is taking an excessively long time to complete.

[0048] From the application activity display, the user may select to view more detailed information about a particular thread. The input from the user is received as indicated by block 155, and the related decision block is shown at block 160. If the request is not for information as to one thread, the requested function is executed. Referring to Fig. 1C, as shown by block 165, an application thread view is provided as to the selected thread. In an example, this information will be referred to as the application thread view, or the request detail page, and is illustrated as 800 in Fig. 8. The additional detailed information may include one or more of the elements discussed above, as well as the appropriate SQL statement. Preferably, additional information, including the session object, request object and stack trace, can be requested from this page.

[0049] Tools may be provided for addressing problems after determination. For example, problem determination may result in identification of a particular thread that is looping. A display of detail, such as display 800, may include one or more buttons or links to activate one or more tools or operations. The tools or operations may be provided in addition to other displayed information. In one example, the user is provided a number of operations which may be carried out on the thread. These operations may include changing the priority of the thread, illustrated by drop down menu available at 805, changing the thread status, illustrated by a drop down menu available at 810, terminating the thread by a soft kill or a hard kill, or obtaining additional information, such as a method trace. The soft kill may be available by a radio button, such as at 815. The hard kill may be available by a radio button, such as at 820. A request for a method trace may be provided as one of a number of menu items, such as in menu 825. The soft kill of a thread may be accomplished by adding code that causes an exception to be thrown so that the thread is canceled. This may be done in real time through the JVMPI interface in the probe/publish engine (described below). The soft kill is preferable to a hard kill, as a hard kill of a thread may result in the need to restart the JVM. In an example, a user input may be evaluated to
determine if an operation is requested, as indicated by block 180 of Fig. 1. If an operation is requested, then the process flow may optionally successively check the user input for requests for various operations. The process flow may check for a request for change in thread priority, as indicated at block 185, and change thread priority if a change is requested, as indicated by block 190. The process flow may check for a request for a change in thread status, and if such a request is identified, implement the request, as shown by blocks 191 and 192. Referring to Fig. 1D, the process flow may check for a request for a soft kill, as indicated by block 194. If a request for a soft kill is detected, then code is added as explained above, and noted at block 195. If a request for a hard kill is received, then the hard kill is executed, as indicated by blocks 196 and 197.

[0050] A further item of detail is the stack trace, which is illustrated as display 900 in Fig. 9. The stack trace displays a list of method calls, illustrated at 905, starting with the method where the stack trace printed; in this example, the method calls are in “last in first out” order. Thus, the last executed method, such as the method at 910, displays first in the stack trace.

[0051] As noted above, a further level of detail is the display of the method trace, an example of which is shown as display 1000 at Fig. 10. The user may obtain the display of the method trace by submitting an input from the request detail page, such as by making a selection from menu 825. The method trace displays the entire execution history, an example of which is shown at 1005 in terms of the method trace of the request being processed by the thread, and preferably includes the SQL statement as well. The method trace display can assist a user to identify, for example, if a particular thread is looping.

[0052] Information as to the current request object and session object, as illustrated as display 1100 in Fig. 11, may be obtained by request from the request detail page. The information as to the current request may include the URL of the request, as shown at 1105, attributes of the request object, as shown at 1110. Session object information may include a session identification, as shown at 1115, session create time, as shown at 1120, and session attributes, if any, at 1125.

Searching

[0053] In the example above, each display provides a selection of one level of detail on a particular server group, server, or thread. In a preferred embodiment, multiple levels of detail may be made available. For example, at any level, the user
may be provided the option to conduct a search. The process flow related to searching will be illustrated with respect to Fig. 2. As illustrated at block 201, a user request for an application request search page is received. After selecting this option, an application request search page, is displayed, as indicated by block 205. An example of an application request search page is shown, as display 1200, at Fig. 12. The application request search page prompts the user to select a group, such as with an available drop down menu at 1205, and a server, such as at 1210, for searching, and to enter search terms in the form of a text string, such as in window 1215. As indicated in the flow diagram at 210, the server designation and search terms are received from the user. The search term, in the form of a text string, is searched for all active URL strings for web requests and active class names for remote enterprise java bean requests, as indicated at block 215. A results page will display all identified URL strings or active enterprise java bean requests, as indicated in the flow diagram at block 220. An example of a search results page is shown as display 1300 in Fig. 13, with the results shown at 1305. Displayed information may include the server name for the result, as illustrated by column 1305, the client request name, as illustrated by column 1310, the start date and time, as indicated by column 1315, an identification of the thread, as indicated by column 1320, and total resource time, as indicated by column 1325. The user is presented with the ability to sort these search results. The sort criteria preferably include start time and total resident time. In the display of Fig. 13, the user may cause the results to be sorted by various criteria by selecting certain of the column headings. Thus, the results may be sorted by server name, client request, start date and time, and total resource time. Particularly sorting by start time and total resident time can permit the user to quickly see URL strings and requests that are stalled, looping or otherwise problematic. As indicated by block 225, a search criterion is received from the user. In response, as indicated by block 230, strings or requests are displayed sorted by the received criterion. A drop down menu or other list of suggested search terms may also be provided. This search option permits the user to proceed directly to a display of information pertaining to particular threads corresponding to the type of client request searched. The search option may be presented at any displayed screen.

[0054] A number of search options can be provided. The search strategies can preferably identify transactions by behavior. For example, the search may be directed to all transactions in the system that have been in the system for longer than a selected
period of time, such as 5 minutes, 10 minutes, or 15 minutes. Alternatively, a search may be conducted for all transactions started within a certain time window, all transactions that have issued more than a threshold number (such as 10,000) of SQLs and are not finished, and all transactions that have issued more than a threshold number (such as 10,000) methods and are still not finished. It will be understood that the user will be able to select the parameters, including threshold lengths of time in the system and threshold numbers of transactions, based on the user's experience with the particular system and applications.

[0055] The method of the invention preferably provides an application server system resources analyzer. This analyzer may also be selected to compare the operation of various servers. The user may be presented with the option of selecting the system resource analyzer at all or any points in the above drill-down description. An existing tool, such as the Websphere PMI interface, may be used to provide the information. A first page in the server system resources analyzer will be referred to as the system resource portal. The system resource portal provides information as to a number of different resources, such as different servers. Preferably, the information furnished as to each resource is shown as a percentage of a maximum, and may be displayed graphically. Such techniques as using different colors if the use of a given resource is within a certain defined threshold of a maximum may be employed.

Information that may be displayed includes pools, memory usage, CPU usage, application activity, and in-depth resource information links. An example is shown at Figure 14 as display 1400. In this exemplary display, CPU usage is shown at 1405, memory usage at 1410, and a transaction failure rate at 1415. In-depth links are provided in menu 1420. As to enterprise java beans, the user may select a list of enterprise java beans, using the menu 1420. From that list, the user may select one of a number of enterprise java beans. In response to the selection, a display of a large amount of information as to the methods of the selected enterprise java bean may be shown, including the information shown at Figure 15 in display 1500. In addition to identifying the enterprise java bean at 1505, various method information is shown at 1510. Quantity information such as the number of methods created, the number removed, the number activated, the number passivated, the number instantiated and destroyed, the number loaded and stored, the number of concurrent active methods, the number of concurrent live methods, the number of method calls, and other information, may be shown. Statistical information may also be shown, such as the
average create time and average remove time. As to database connection pools, the
user may select additional information as to database connection pools from menu
1420. In response, a database connection pools summary page, such as that shown in
Fig. 16 as display 1600, is displayed. For each connection pool shown in rows 1605,
such information as concurrent waiters, as at column 1610, average wait time, as at
column 1615, faults, as at column 1620, and percentage used, as at column 1625, may
be shown. A further level of detail as to database connection pools may be selected
from the database connection pools summary page, such as by selecting an individual
database connection pool name 1630. The further level of detail is displayed at a
database connection pool detail page, such as display 1700 of Fig. 17. Display 1700
may include, in addition to an identification of the particular database connection pool
at 1705, such information as timestamp of the detailed snapshot, a number of created
connections, a number of destroyed connections, a number of returned connections, a
number of allocated connections, pool size, and a number of discards from a prep
statement cache, as well as the information from the database connection pools
summary page, as shown generally at 1710.

[0056] As to servlet and session managers, a servlet and session manager
summary data page may be selected from menu 1420. An example of such a page is
shown as display 1800 in Fig. 18. This page identifies, as generally shown at 1810,
the number of created sessions, the number of invalidated sessions, the number of
finalized sessions, the session lifetime, the number of active sessions and the number
of live sessions. As to thread pools, a thread pools summary page may be selected
from menu 1420. An example of a thread pools summary page is shown as 1900 in
Fig. 19. The thread pools summary page may show a list of thread pools, such as in
rows 1905, preferably with a timestamp of the detail snapshot, the number of thread
creates, the number of thread destroys, the number of active threads, the pool size, and
the percent of maximum resources used.

[0057] A transaction manager detail page, which may be selected from menu
1420, may include, as shown as display 2000 in Fig. 20, a timestamp of a snapshot,
and, generally at 2010, the numbers of each of the global transactions begun, the
global transactions involved, local transactions begun, active global transactions,
active local transactions, global transaction durations, global before completion
duration, global preparation duration, global commit duration, local before completion
duration, local commit duration, number of optimizations, global transactions
committed, and local transactions committed, global transactions rolled back, local transactions rolled back, global transactions timed out, and local transactions timed out.

[0058] A web applications summary page may be selected from menu 1420. The web applications summary page, an example of which is shown in as display 2100 of Fig. 21, may show a list of servlets, identified by name at column 2105, for example, with, in columns 2110 and 2115 respectively, total requests and concurrent requests for each. Lists of JSPs, with total requests and concurrent requests for each, may also be displayed. A web application detail page may be selected by clicking on the name of a servlet or JSP from the web applications summary page. A web applications detail page is illustrated in Fig. 22 as display 2200, and shows, as to the selected servlet or JSP, a timestamp, and, generally at 2210, the total requests, the concurrent requests, the response time, and the number of errors. The ready display of the foregoing types of information may be useful to the user in identifying the source of problems identified in one application and not in another.

[0059] It will be appreciated that the method of the invention may be executed with variations in the particular information available at each level, the manner of display of the information, and the drill down paths available to the user at each level. The number of levels may also be varied within the scope of the invention. The method may provide for customization by a user or by an administrator of the number of levels, the types of information displayed at each level, and the manner of display.

User Rights

[0060] A method and system of the invention provides for permitting each user to have access to the status of defined functions and applications. A system administrator has the option of creating accounts for each individual user. Each user may be assigned to one or more application server groups, which are associated with the user’s account. Each user will be entitled to view information pertaining only to the application server groups selected for that user’s account by the system administrator. Each user may have a password required to access the system. In a preferred embodiment, the operating system, e.g., unix, performs the password validation. The assignment of servers to server groups is also under the control of a system administrator, as is the assignment of users to server groups. Different server groups with overlapping membership may be created. Users may similarly have
varying rights to view and execute commands on various servers and server groups.

[0061] By way of example as to access, a simplified system is illustrated in Fig. 3. System 300 has ten servers 305 designated as servers 1 to 10. Each server 305 is designated to at least one of server groups 310, 312, 314. A first server group 310 may include servers 1 – 5. A second server group 312 includes servers 1, 2, 6 and 7. Third server group 314 includes servers 8, 9 and 10. Thus, server groups may or may not have overlapping membership. Administrator 320 is shown with all rights to all server groups, and rights to alter permissions system 322. Users 325 are graphically shown with varying rights to view information, execute commands, or no rights at all. A single user may have first rights as to a first group, and second rights as to a second group. The first rights may include rights to view information only, with no rights to execute commands. The second rights may include rights to view information and rights to execute selected commands or all available commands. It will be appreciated that the server groups may or may not overlap. More than two sets of rights may be provided.

Configuring of Data Collectors

[0062] In a method of the invention, the displayed information is collected through monitoring of applications. The applications to be monitored may be dynamically adjusted in a method of the invention. It will be appreciated that any monitoring diverts system resources from the performance of the function of a server or group. Accordingly, the ability to select applications for monitoring means that system resources may be conserved for monitoring only of problematic applications, for example. The selection may preferably be conducted either at the server or group level. Referring to Fig. 23, there is shown an unconfigured data collectors configuration page 2300. Unconfigured data collectors are listed at 2310. This page is used to register configurations of data collectors. A default data collector configuration may be selected from this page, such as by button 2315, or a name of a data collector at 2320 may be selected for custom configuration. If custom configuration is collected, a data collector configuration page is displayed, as illustrated by display 2400 of Fig. 24. A class name filter list (exclude), displayed at box 2405, is a list of classes that will not be monitored unless those classes are listed in an exclude override list. A class name filter list (exclude override), displayed at box 2410, is provided for input of a subset of classes in the exclude list that will be
monitored. All classes that are not in the exclude list will be monitored. Only a
subset of the classes in the exclude list are monitored. This technique permits the user
to select a minimum necessary number of class names for filtering, so that resources
are not unnecessarily allocated to monitoring. For example, the exclude list may
include the class "java.*", and the exclude override list may include "java.util.*",
where the "*" indicates any extension. In the exemplary process flow of Fig. 4, the
user is prompted to input a class, at block 405. The identified class or classes are
received from the user, as indicated at block 410.

Exemplary System Architecture

[0063] The problem determination system of the invention may have the
architecture described below. The architecture may be in the nature of an agent
operating on each application server, and the remaining components on a dedicated
server, including a kernel providing central control, a publish server for receiving data
from the probe engine, an archive agent for moving data from the cache to a database,
a database, a visualization engine for providing all end user applications, and an
application server agent for collecting certain application server specific data from an
application server (such as Websphere). An exemplary architecture is illustrated at
Fig. 25. Application server agents, such as one shown at 2510, are installed on
application servers. Probe and publish engine 2511 is the principal component of
application server agent 2510. The remaining components may be installed on
dedicated server 2520. Kernel 2530 provides central control. Publish server 2540
receives data from application server agent 2510 and moves data to archive agent
2550. Archive agent 2550 moves data to database 2560. Visualization engine 2570
proves all end user applications, and communicates with the database for historical
information, and directly with the application server agents 2510 to request and
receive snapshot information.

[0064] In one embodiment, the source of the data provided to the user in the
method described above may be a probe and publish engine. The probe and publish
ingine obtains all information pertaining to specific threads. In a preferred
embodiment, the standard Java profiling interface (JVMPI) may be employed for
probe agents.

[0065] Referring to Fig. 26, probe and publish engine 2511 is shown in
relation to the java virtual machine 2610 with which it communicates, as well as the
application server 2615. Probe and publish engine 2511 preferably has five
components: the probe controller 2512, command agent 2513, event agent 2514,
event handlers 2515, and the publish engine 2516. Probe controller 2512 is a
controller thread that controls the life cycle of the other components. Event agent
2514 registers the event handlers for JVMPI events of interest. When such events
occur, the handlers are then invoked. The handlers collect the relevant information
and add it to an event queue. Publish engine 2516 then obtains the data from the
event queue and sends it to the publish server 2540. The agents may be constructed
using the standard Java profiling interface provided with Java Development Kit 1.2.2
or above.

[0066] In this embodiment, a JVMPI library is loaded with the JVM, and
communicates with the JVM, the probe controller, the event agent, and the command
agent. JNI functions may be used to capture all event-based data, and date/time
stamp, wall clock and CPU clock. Events that are registered by the JVMPI library are
shown at Table 1:

<table>
<thead>
<tr>
<th></th>
<th>JNI/C</th>
<th>Java</th>
<th>Thread</th>
</tr>
</thead>
<tbody>
<tr>
<td>JVMPI library</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
</tr>
<tr>
<td>Event Agent</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
</tr>
<tr>
<td>Command Agent</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>Publish Engine</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
</tr>
<tr>
<td>Probe Controller</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
</tbody>
</table>

Information obtained from the JVMPI library is stored in an queue, called the event
queue, and the event agent retrieves records from the queue, packs them in a packet,
and sends them to the publish server via the publish engine. The data collected from
the queue by the Event Engine are shown at Table 2:

<table>
<thead>
<tr>
<th>Server Id</th>
<th>Component Id</th>
</tr>
</thead>
<tbody>
<tr>
<td>Websphere Admin Node name</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Websphere Application Server Name</td>
<td>JNI Environment</td>
</tr>
<tr>
<td>Thread Id</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Class Name</td>
<td>Stored in class/method name list of JVMPI Library</td>
</tr>
<tr>
<td>Method Name</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Method Signatures</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Type (Bean/Servlet/JSP/JDBC)</td>
<td>JVMPI</td>
</tr>
</tbody>
</table>

By checking if the class is inherit from a special class
Data and Time Stamp | OS | DS |
<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Wall clock</td>
<td>JVMPI</td>
<td>Use JVMPI function getcurrentTimeCpuTime. Only support for IBM Development Kit 1.3 and AIX 5.1</td>
</tr>
<tr>
<td>CPU clock</td>
<td>JVMPI</td>
<td>Require converting JVMPI object Id to JVMDI object reference</td>
</tr>
<tr>
<td>Request [URL] or SQL call</td>
<td>JVMPI</td>
<td></td>
</tr>
</tbody>
</table>

[0067] The Command Agent is an RMI service registered with the kernel. The Command Agent receives commands from the visualization engine and other external components and satisfies them using JVMPI or JNI calls. An exemplary list of commands, and whether the commands are provided to the JVMPI or the JNI is shown at Table 3.

**TABLE 3**

<table>
<thead>
<tr>
<th>Stack Trace</th>
<th>JVMPI</th>
</tr>
</thead>
<tbody>
<tr>
<td>Session object</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Request object</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Suspend thread</td>
<td>JNI</td>
</tr>
<tr>
<td>Hard kill thread</td>
<td>JNI</td>
</tr>
<tr>
<td>Soft kill thread</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Change thread priority</td>
<td>JNI</td>
</tr>
<tr>
<td>DataSource Maximum Connection Pool</td>
<td>JVMPI</td>
</tr>
<tr>
<td>ORB Pool Size</td>
<td>JVMPI</td>
</tr>
<tr>
<td>Web Container Pool Size</td>
<td>JVMPI</td>
</tr>
</tbody>
</table>

[0068] The probe controller is also preferably an RMI service registered to kernel 2530, and starts and stops other probe components gets the probe’s configuration. New configurations of probes are sent from kernel 2530 to the probe controller. The probe controller will determine if a probe should be started or stopped or a filter changed upon receiving a new configuration. A logic diagram for the Probe/Publish Engine is provided as Fig. 27. In accordance with this logic diagram, when the JVM is loaded, at shown at 2702, events identifying thread starts, thread end and completion of initialization of the JVM are registered to the kernel, as shown at 2704. When initialization of the JVM is completed, as indicated at 2706, then the system properties are set and a thread for initiating probes is created, as indicated at 2708. The thread then enables the method entry and class load events, as indicated at 2710, and waits until the application server has started, as shown at 2712. A method entry starts a process flow in the JVM, at 2714, which checks to see if the application server is started, at 2716. If it is started, the process flow is passed to the InitProbe...
Thread, which disables method entry and class load events, at 2718, and creates a probe controller thread, at 2720. The probe controller thread seeks a probe configuration from the kernel, at 2722. If the probe configuration is not found, then the flow ends, as indicated at 2724 and 2726. If the configuration is found, the process flow proceeds to determination if the probe is enabled in the configuration, at 2728. If not, then the process flow ends. A process flow may also commence with a new configuration in the form of an RMI call from the kernel, as indicated at 2730. If the probe is enabled, then the process flow proceeds to start the event agent and command agent, enable a class load event and a method entry2 event, as shown at 2732. The command agent awaits a command from the visualization engine, as indicated at 2734 and 2736. The enabling of the method entry event starts a process flow in the JVM, as indicated at 2750. Data, such as CPU clock, wall clock, method identification, thread identification, and/or URL and SQL are obtained, as indicated at 2750, and passed to event queue 2760. The class load event initiates a process flow in the JVM, as shown at 2754. A function of get class name, method name and signature is initiated, as shown at 2756, and this information is passed to class hash table 2762. The event agent retrieves records from the event queue 2760, as indicated at 2780. The event agent will wait depending on the publishing frequency, as indicated at 2782.

[0069] Visualization engine 2750 provides the front end user interface component used in the method and system of the invention. Standard J2EE technologies may be used for implementation of visualization engine 2750. The front-end framework of visualization engine 2750 handles housekeeping such as session management and security. The visualization engine 2750 preferably handles as many common tasks as possible in order to provide an environment conducive to the development of front-end application and business logic components. The visualization engine 2750 sits on top of a database, which it accesses in response to user requests. The architecture is illustrated at Fig. 28, and is shown to be browser-based, using a browser 2810, communicating with a web server 2815, which may be an Apache web server, and an application server 2820, such as IBM’s Websphere, interfacing between the database and the web server. Servlets may be used to handle requests and manage application flow. Servlets may also be employed to control front-end behavior by performing form data-entry validation and sending java bean objects containing data to JSP pages. JSP pages may handle most of the front-end
presentation logic. Business logic may be implemented using enterprise java beans
Generally, stateless session beans are used.

[0070] Servlets may be used for form-entry data validation, as noted above, and for application logic flow. A base servlet may be provided that all servlet
applications must extend. The base servlet sets up global variables, handles
authentication and authorization, and performs redirects to login and access-denied
pages as necessary. Resource bundle, log message and audit trail message files are
provided. The JSP’s generate HTML code to render the web page to be displayed in
the browser. Servlets pass the desired data to the JSP’s using java bean objects.

[0071] The top layer of the stateless session beans makes up the API. There
may be a layer of enterprise java beans or java classes below the top layer that deals
with access to data from the database. Data from the database may be obtained
through a database access layer that is part of the DBAccess data access framework.

[0072] The application activity display function provides real-time access to
data, as noted above, and involves direct communication between the visualization
engine and the corresponding publish server and probes. A publish server interface
and command agent interface are provided for this direct communication. The stubs
to these interfaces are maintained by the kernel, and are retrieved by the visualization
engine by performing a lookup from the kernel using a lookup agent helper client.
Each server in which probes are running has a unique identification for the probe.
Once the probe identification has been obtained, the interface stub of the command
agent is obtained from the kernel. The identification of the publish server used by the
probe is then obtained from the probe. The corresponding interface stub of the
publish server is obtained from the kernel. The list of active requests and associated
data can then be obtained directly from the selected publish server. Additional
request data can be obtained from the probe directly. Commands such as thread
modification, kill thread, and change priority are transmitted directly to the probe
through the command agent interface. Communications between the visualization
ingine and the command agent and publish server of the probe are real-time and
synchronous.

[0073] The visualization engine includes the security functions discussed
above. A proprietary API was developed because the J2EE specification security
features are not sufficient to provide the security features described above. Security
features consist of authentication and authorization functions. Authentication is
performed via a proprietary Java API that wraps a third party authentication system. Authorization is performed by maintaining access control lists by users or groups. A user is associated with specific groups and can only access data for servers in those groups. Servers are each associated with one or more groups.

[0074] The kernel will now be described in detail. The kernel enables various services to discover each other on a network and provides a way for services to interact in a dynamic, robust way. No user intervention is required when services are brought on or off line. Services that join the kernel can adapt dynamically when any of the other services go on or off line. Consumers of the services do not need prior knowledge of the service's implementation. Referring to Fig. 29, two instances of the kernel, 2530 and 2530', are shown. The architecture of the kernel features a core 2531, a lease administrator 2532, an RFS server 2533, a codebase server 2534, a registration database 2535, an availability server 2536, and a configuration server 2537. Two instances of the kernel are preferably running on separate servers for enhanced availability.

[0075] The kernel core 2531 handles all join, renew, leave and lookup requests from a service. The services are probe agents, the availability server 2536, and the configuration server 2537. For a join request, the service passes a proxy object and its associated service attributes to the kernel. The kernel fulfills the request by storing the proxy object and service attributes in the registration database. When a client needs a certain type of service to accomplish a task, it looks for the service by passing a search template and issuing a lookup request to the kernel. Based on the search template, the kernel will return the corresponding proxy object to the client. Each service is required to renew its lease by issuing a renew request to the kernel periodically. If the kernel does not receive a renew request when required, the kernel removes the service's proxy object and service attributes from the registration database. This renewal requirement avoids requests being sent to services that are unavailable. The probe and publish server preferably bundles the application and system information, such as the volume of completed requests and CPU utilization, when the lease is renewed. The lease concept thus serves to report the availability of the server and high-level statistical information. A service may also issue a leave request to the kernel.

[0076] The lease administrator component 2532 keeps track of the records in the registration database. If any registration is expired, or a leave request is received,
the lease administrator 2532 causes the corresponding record to be removed so that
the kernel will not pass the corresponding proxy object to any clients. The RFS
(request for stub) server 2533 listens on a port for connections. When a connection is
identified, a serialized stub object of the kernel is sent out to the service or client to
use in interfacing with the kernel. The codebase server 2534 is similar to an HTTP
server, but provides a facility to allow clients of a service to download the class
definitions of the proxy object it obtains from the kernel. The registration database
2535 provides in-memory storage for proxy objects and associated service attributes.
Server availability and statistical information resides in the registration database 2535.

[0077] The availability server 2536 takes snapshots and stores the history of
the registration database 2535 in order to facilitate providing availability of servers
and statistical data to the visualization engine 2570.

[0078] The configuration server 2537 is a centralized place to store
configuration data for all components. Configuration data is in XML form and is kept
in the database. Users may change configuration through the visualization engine.
When this is accomplished, the configuration server 2537 retrieves from the kernel a
list of proxy objects that are adapting to the old configuration. The configuration
server 2537 makes use of the proxy objects to broadcast the new configuration. This
serves to update the configuration of probes in response to user commands at the
Visualization Engine.

[0079] A helper utility, called JoinManager, requests the stub object of the
kernel, and joins the kernel with the proxy object as well as its service attributes. If
the stub object is not available, the utility will continue to retry until it succeeds. This
utility also maintains and renews the lease. A lookup manager utility may be used by
a client to look up a specific service.

[0080] The publish server 2540 manages data received from the various
publish engines. Multiple publish servers may be provided in a single installation.
The publish server provides query capabilities for the visualization engines. The
publish server also manages the incremental retrievals of performance management
interface data. The publish server architecture is shown at Fig. 30.

[0081] Publish server 2540 may be implemented as a multithreaded process.
Each thread connects to a specific publish engine and receive data from it. It may also
contain additional threads to deal with startup, shutdown and communications to the
kernel.
[0082] Referring to Fig. 30, publish server 2540 spawns a thread to join the kernel, and regularly renew its contract, as shown at 3002. Publish server 2540 also spawns a thread to accept socket connections, as indicated at 3004. As indicated by decision block 3006, the next step depends on whether a query is received from the corresponding publish engine. If, rather than a query, data is received, a persistent socket connection is established, as indicated at 3008. The data is also associated with a request. Data is then obtained from the probe via the publish engine, as indicated at 3010. If a server restart signal is received, as indicated at 3012 and 3014, then the publish server resets the accumulated data for the restarted server before proceeding. If the data is from a new probe, as indicated at 3016 and 3018, then the server is registered so that the server’s PMI information will be retrieved periodically, such as every 5 minutes. The process flow then proceeds to processing method level records received from the probe, as indicated at 3020. If an exit is requested or the number of records is excessive, as indicated at 3022, then the probe is removed from the active request list, as indicated at 3024. The process flow then returns to accept more data from the probe, as indicated by labeling leading from 3026.

[0083] If the data is determined to be a query, then a property may be used to determine the appropriate type of information. Queries may ask for various information, as illustrated at 3030, 3032 and 3034. The result is then serialized and sent back to the publish engine. The publish server also receives certain administration requests made by its clients, such as for status, as indicated at 3036, and stop the service, as indicated at 3038. These tasks can be invoked by administrators. The connection is closed when the information in response to the query has been provided, as indicated at 3040, and the publish server becomes available to accept socket connections again.

[0084] It will be understood that the foregoing architecture represents one system having means for carrying out the steps of the method of the invention. The visualization engine comprises means for presenting information to a user, means for prompting a user, and means for receiving requests from a user. The probe engine comprises means for obtaining information regarding distributed applications, and for carrying out filtered monitoring of the distributed applications. It will be understood that the functions of the publish engine, archive, database and kernel cooperate with the visualization engine and the probe engine to provide one means for carrying out the steps of the method.
General and Conclusion

[0085] The problem determination system of the invention may be installed through installation of certain probe software on a server to be monitored, and a separate server for the remaining software of the invention. This configuration provides for relatively straightforward installation of the system of the invention.

[0086] The present invention can be embodied in the form of methods and apparatus for practicing those methods. The present invention can also be embodied in the form of program code embodied in tangible media, such as floppy diskettes, CD-ROMs, hard drives, or any other machine-readable storage medium, wherein, when the program code is loaded into and executed by a machine, such as a computer, the machine becomes an apparatus for practicing the invention. The present invention can also be embodied in the form of program code, for example, whether stored in a storage medium, loaded into and/or executed by a machine, or transmitted over some transmission medium, such as over electrical wiring or cabling, through fiber optics, or via electromagnetic radiation, wherein, when the program code is loaded into and executed by a machine, such as a computer, the machine becomes an apparatus for practicing the invention. When implemented on a general-purpose processor, the program code segments combine with the processor to provide a unique device that operates analogously to specific logic circuits.

[0087] While the exemplary embodiments have been described with respect to enterprise applications using Java technologies, and specifically J2EE technologies, the methods of the invention may be implemented in other technologies. For example, the methods of the invention may be implemented in other platform-independent technologies. The methods of the invention may also be implemented in other technologies applicable to distributed enterprise applications.

[0088] Although exemplary embodiments are described in detail above, the invention is not limited thereto. Rather, the invention should be construed broadly to include other variants and embodiments.
What is claimed is:

1. A method for problem determination for enterprise applications running in a distributed environment, comprising the steps of obtaining information regarding the enterprise applications, presenting high level information, comprising a plurality of information items, selected from said obtained information in a format accessible to a user, providing to the user one or more prompts to request more detailed information relative to one or more of said information items, receiving in response to one of said prompts a request from a user for more detailed information as to one or more of said information items, and providing the requested more detailed information to the user in response to the request.

2. The method of claim 1, wherein the step of presenting high level information comprises presenting information about application performance on a plurality of servers.

3. The method of claim 2, wherein the application performance information comprises information as to the number of completed requests over a plurality of recent time periods.

4. The method of claim 1, wherein the step of providing more detailed information comprises the step of displaying concurrently information concerning use by one application of each of a plurality of servers.

5. The method of claim 4, wherein the provided information comprises use of CPU of each server by the selected application.

6. The method of claim 4, further comprising the step of providing still more detailed information, said still more detailed information comprising information on a thread-by-thread basis as to at least one of said servers.

7. The method of claim 6, wherein said information on a thread-by-thread basis comprises information as to use of resources by each thread.

8. The method of claim 6, further comprising the step of providing a filter having one or more criteria and selectively displaying only those of said threads meeting said criteria.

9. The method of claim 8, wherein said criteria comprise at least one request type.

10. The method of claim 4, further comprising the step of providing still more detailed information with respect to a selected thread.

11. The method of claim 10, wherein said still more detailed information with respect to a selected thread comprises an execution history in terms of a method trace of a
request being processed by the selected thread

12. The method of claim 4, further comprising the step of providing a list of method calls.

13. A method for problem determination for enterprise applications running in a distributed environment on a plurality of servers, comprising the steps of receiving instructions from an administrator to establish an account for a user, associating one or more servers with the account, and providing access to the corresponding user only to the associated servers.

14. The method of claim 13, wherein, in response to instructions from an administrator, a first server group is established, and a corresponding user has access to servers in said first server group.

15. The method of claim 14, wherein, in response to instructions from an administrator, a second server group is established, said second server group including selected servers in said first server group.

16. The method of claim 13, wherein the corresponding user has first rights as to a first server, and second rights as to a second server.

17. The method of claim 16, wherein said first rights consist of rights to view information.

18. The method of claim 17, wherein said second rights consist of rights to view information and to perform selected commands.

19. A method for problem determination and cure for enterprise applications running in a distributed environment, comprising the steps of identifying a thread running in the environment, providing a user with an option to execute a soft kill of the thread, and, in response to a command to execute a soft kill, adding code to the thread that causes an exception to be thrown so that the thread is canceled.

20. The method of claim 14, wherein a command is sent to a probe-publish engine.

21. A method for problem determination for enterprise applications running in a distributed environment, comprising the steps of prompting a user to select an application server and a search inquiry, searching among all active URL strings for web requests and active class names for remote enterprise java bean requests responsive to the search inquiry, and displaying identified strings and requests.

22. The method of claim 21, wherein a search inquiry comprises a text string.

23. The method of claim 21, wherein a search inquiry comprises all transactions having greater than a threshold age.
24. The method of claim 21, wherein a search inquiry comprises transactions started within a selected time window.

25. The method of claim 21, wherein a search inquiry comprises that have issued more than a threshold number of SQLs.

26. The method of claim 21, wherein a search inquiry comprises all transactions that have issued more than a threshold number of methods.

27. A method for problem determination for enterprise applications running in a distributed environment, comprising the steps of prompting the user to enter an exclude list of class names of applications not to be monitored, prompting the user to enter an exclude override list of class names to be monitored, and upon receiving the an exclude override list defining a subset of class names in the exclude list, monitoring all classes other than the classes identified in the exclude list and not identified in the exclude override list.

28. A method for problem determination for enterprise applications running in a distributed environment, comprising the steps of: monitoring activity based availability of an application running on a server, and displaying for the user an indication of whether the server is available or unavailable based on the activity based availability.

29. The method of claim 28, wherein the step of monitoring activity based availability comprises monitoring any change in central processing unit usage attributable to the application.

30. The method of claim 28, wherein the step of monitoring activity based availability comprises monitoring any change in throughput volume attributable to the application.

31. The method of claim 28, wherein the step of monitoring activity based availability comprises monitoring any change in memory usage attributable to the application.

32. A system for problem determination for enterprise applications running in a distributed environment, comprising means for obtaining information regarding the enterprise applications, means for presenting high level information, comprising a plurality of information items, selected from said obtained information in a format accessible to a user, means for providing to the user one or more prompts to request more detailed information relative to one or more of said information items, means for receiving in response to one of said prompts a request from a user for more detailed information as to one or more of said
information items, and means for providing the requested more detailed information to the user in response to the request.

33. The system of claim 32, wherein said means for presenting high level information comprises means for presenting information about application performance on a plurality of servers.

34. The system of claim 33, wherein the application performance information comprises information as to the number of completed requests over a plurality of recent time periods.

35. The system of claim 32, wherein said means for providing more detailed information comprises the step of displaying concurrently information concerning use by one application of each of a plurality of servers.

36. The system of claim 36, wherein the provided information comprises use of CPU of each server by the selected application.

37. The system of claim 36, further comprising means for providing still more detailed information, said still more detailed information comprising information on a thread-by-thread basis as to at least one of said servers.

38. The system of claim 37, wherein said information on a thread-by-thread basis comprises information as to use of resources by each thread.

39. The system of claim 37, further comprising means for providing a filter having one or more criteria and selectively displaying only those of said threads meeting said criteria.

40. The system of claim 39, wherein said criteria comprise at least one request type.

41. The system of claim 37, further comprising means for presenting still more detailed information with respect to a selected thread.

42. The system of claim 41, wherein said still more detailed information with respect to a selected thread comprises an execution history in terms of a method trace of a request being processed by the selected thread.

43. The system of claim 42, further comprising the step of providing a list of method calls.

44. A system for problem determination for enterprise applications running in a distributed environment on a plurality of servers, comprising means for receiving instructions from an administrator to establish an account for a user, means for associating one or more servers with the account, and means for providing access to the corresponding user only to the associated servers.
45. The system of claim 44, wherein, in response to instructions from an administrator, a first server group is established, and a corresponding user has access to servers in said first server group.

46. The system of claim 45, wherein, in response to instructions from an administrator, a second server group is established, said second server group including selected servers in said first server group.

47. The system of claim 44, wherein the corresponding user has first rights as to a first server, and second rights as to a second server.

48. The system of claim 47, wherein said first rights consist of rights to view information.

49. The system of claim 48, wherein said second rights consist of rights to view information and to perform selected commands.

50. A system for problem determination and cure for enterprise applications running in a distributed environment, comprising means for identifying a thread running in the environment, providing a user with an option to execute a soft kill of the thread, and, in response to a command to execute a soft kill, adding code to the thread that causes an exception to be thrown so that the thread is canceled.

51. The system of claim 14, wherein said command is sent to a probe-publish engine.

52. A system for problem determination for enterprise applications running in a distributed environment, comprising means for prompting a user to select an application server and a search inquiry, means for searching among all active URL strings for web requests and active class names for remote enterprise java bean requests responsive to the search inquiry, and means for displaying identified strings and requests.

53. The system of claim 52, wherein a search inquiry comprises a text string.

54. The system of claim 52, wherein a search inquiry comprises all transactions having greater than a threshold age.

55. The system of claim 52, wherein a search inquiry comprises transactions started within a selected time window.

56. The system of claim 52, wherein a search inquiry comprises transactions that have issued more than a threshold number of SQLs.

57. The system of claim 52, wherein a search inquiry comprises all transactions that have issued more than a threshold number of methods.

58. A system for problem determination for enterprise applications running in a
distributed environment, comprising means for prompting a user to enter an exclude list of class names of applications not to be monitored, prompting the user to enter an exclude override list of class names to be monitored, and means for, upon receiving the an exclude override list defining a subset of class names in the exclude list, monitoring all classes other than the classes identified in the exclude list and not identified in the exclude override list.

59. A system for problem determination for enterprise applications running in a distributed environment, comprising means for monitoring activity based availability of an application running on a server, and means for displaying for the user an indication of whether the server is available or unavailable based on the activity based availability.

60. The system of claim 59, wherein said means for monitoring activity based availability comprises means for monitoring any change in central processing unit usage attributable to the application.

61. The system of claim 59, wherein said means for monitoring activity based availability comprises means for monitoring any change in throughput volume attributable to the application.

62. The system of claim 59, wherein the step of monitoring activity based availability comprises monitoring any change in memory usage attributable to the application.

63. A computer program for problem determination for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of: presenting high level information, comprising a plurality of information items, selected from said obtained information in a format accessible to a user, providing to the user one or more prompts to request more detailed information relative to one or more of said information items, receiving in response to one of said prompts a request from a user for more detailed information as to one or more of said information items, and providing the requested more detailed information to the user in response to the request.

64. A computer program for problem determination for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of: receiving instructions from an administrator to establish an account for a user, associating one or more servers with the account,
and providing access to the corresponding user only to the associated servers.

65. A computer program for problem determination and cure for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of: identifying a thread running in the environment, providing a user with an option to execute a soft kill of the thread, and, in response to a command to execute a soft kill, adding code to the thread that causes an exception to be thrown so that the thread is canceled.

66. A computer program for problem determination for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of prompting a user to select an application server and a search inquiry, searching among all active URL strings for web requests and active class names for remote enterprise java bean requests responsive to the search inquiry, and displaying identified strings and requests.

67. A computer program for problem determination for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of prompting the user to enter an exclude list of class names of applications not to be monitored, prompting the user to enter an exclude override list of class names to be monitored, and upon receiving the an exclude override list defining a subset of class names in the exclude list, monitoring all classes other than the classes identified in the exclude list and not identified in the exclude override list.

68. A computer program for problem determination for enterprise applications running in a distributed environment, said program consisting of instructions stored on a medium, said instructions, when executed on a processor causing the processor to execute the steps of monitoring activity based availability of an application running on a server, and displaying for the user an indication of whether the server is available or unavailable based on the activity based availability.
FIG. 1A

USER LOGIN

DISPLAY OVERVIEW OF APPLICATIONS RUNNING ON SERVER GROUPS

RECEIVE USER INPUT

REQUEST AS TO ONE APPLICATION?

EXECUTE REQUESTED FUNCTION

PROVIDE INFORMATION AS TO SINGLE APPLICATION ON MULTIPLE SERVERS

RECEIVE USER INPUT

TO FIG. 1B
FROM FIG. 1A

REQUEST FOR INFORMATION AS TO ONE SERVER?

YES

PROVIDE INFORMATION AS TO THREADS ON SELECTED SERVER

140

FILTER SELECTED?

YES

DISPLAY FILTERED LIST OF THREADS

150

NO

USER INPUT

155

REQUEST FOR INFORMATION AS TO ONE THREAD?

160

NO

EXECUTE REQUESTED FUNCTION

135

EXECUTE REQUESTED FUNCTION

TO FIG. 1C
FIG. 1C

FROM FIG. 1B

DISPLAY APPLICATION DETAIL INFORMATION ON SELECTED THREAD

165

RECEIVE USER INPUT

170

OPERATION ON THREAD?

180

EXECUTE REQUESTED FUNCTION

NO

YES

CHANGE THREAD PRIORITY?

185

EXECUTE CHANGE OF THREAD PRIORITY

YES

NO

CHANGE THREAD STATUS?

191

EXECUTE CHANGE OF THREAD STATUS

YES

NO

TO FIG. 1D

192
FROM FIG. 1C

194

IS USER INPUT TO EXECUTE SOFT KILL OF THREAD?

YES

EXECUTE SOFT KILL OF THREAD

NO

196

IS USER INPUT TO EXECUTE HARD KILL?

YES

EXECUTE HARD KILL OF THREAD

NO

PROCEED TO APPROPRIATE DISPLAY
FIG. 2

RECEIVE REQUEST FOR APPLICATION SEARCH REQUEST PAGE 201

DISPLAY APPLICATION SEARCH REQUEST PAGE 205

RECEIVE SEARCH REQUEST FROM USER 210

CONDUCT SEARCH OF ACTIVE STRINGS 215

DISPLAY IDENTIFIED STRINGS 220

RECEIVE SORT CRITERION 225

DISPLAY STRINGS SORTED BY RECEIVED CRITERION 230
FIG. 4

1. Prompt user to select classes to exclude from monitoring.
2. Receive user selections.
3. Prompt user for exclude override identification.
4. Receive exclude override identifications.
5. Set monitoring in accordance with received information.
STACK TRACE

The Stack Trace page lists the JVM stack depth for the methods that have not completed execution. The trace provides the Class Name and Method Names for each level of the stack.

SNAPSHOT DATE: Mar 20, 2002
SNAPSHOT TIME: 8:15 PM
APPLICATION SERVER NAME: Betweel Server
APPLICATION SERVER IP ADDRESS: 192.168.3.38
PLATFORM CPU UTILIZATION: 0.00%
TOTAL THREAD COUNT: 0

STACKTRACE

Depth0 Class: javelingly/Object Method: wait
Depth1 Class: javelingly/Object Method: wait
Depth2 Class: com/jiveleng/javelingThread Method: waitForRunner
Depth3 Class: com/jiveleng/JavelinThread Method: run

F16.9
**Fig. 10**
APPLICATION REQUEST SEARCH

Type in the request you want to search for in the Search Request field. A client makes a request for a particular source resource. This resource is often a Web page or some application. If you leave the Search Request box empty, no active requests will display.

FIG. 12
The System Resources Overview displays summary information for all the resources on the selected application server. Collected once every 5 minutes for display.
## THREAD POOLS SUMMARY

The Thread Pools Summary page reports information for the thread pools that the application server uses to process requests.

### Thread Pool Summary Data

<table>
<thead>
<tr>
<th>Thread Pool</th>
<th>Thread Create</th>
<th>Thread Dequeue</th>
<th>Active Threads</th>
<th>Pool Size</th>
<th>Min</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>5</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>Servlet Stack Transaction</td>
<td>5</td>
<td>1</td>
<td>2</td>
<td>25</td>
<td>0</td>
</tr>
</tbody>
</table>

**Timestamp of Detailed Snapshots: Thu Mar 21 16:48:10 PST 2000**
### WEB APPLICATION SUMMARY

The Web Applications Summary reports information for the selected server including the server name and the number of requests for the server.

<table>
<thead>
<tr>
<th>Server</th>
<th>Total Requests</th>
<th>Concurrent Requests</th>
</tr>
</thead>
<tbody>
<tr>
<td>WebA</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>WebB</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>WebC</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>WebD</td>
<td>0</td>
<td>0</td>
</tr>
</tbody>
</table>

**Timetags of Detail Snapshot:** May 30, 2003 12:00 am
Fig. 22
**UNCONFIGURED DATA COLLECTORS**

The list displays the configurable data collectors that are not currently configured. Click the data collector's link to select it for configuration.

<table>
<thead>
<tr>
<th>APPLICATION SERVER</th>
<th>LISTEN PORT</th>
</tr>
</thead>
<tbody>
<tr>
<td>AutheX Server</td>
<td>7010</td>
</tr>
<tr>
<td>AutheX Server</td>
<td>7010</td>
</tr>
<tr>
<td>AutheX Server</td>
<td>7010</td>
</tr>
<tr>
<td>AutheX Server</td>
<td>7010</td>
</tr>
</tbody>
</table>

**FIG. 23**
FIG. 26
FIG. 28

Browser

Apache Web Server

Application Server

JSP
Servlets
Stateless Session EJBs
DbAccess Layer
DataSource/JDBC

DB2 Database
Publish Server Architecture

2540 Spawn a thread to acquire PMI data

Publish Server

2550 Spawn a thread to Accept socket connections

Join process it also send server statistics to the kernel

Contact renew every 15 sec.

Accept more requests

3004

Pmi Agent

Accepting Socket connection

3006

Query from PFT

Yes

InFlight
Call pftHelper to get data send back and notifies result

Yes

Too
Call pftHelper to get active http requests info

PMI
Call pftHelper to retrieve active PMI data from a server

3012

Persistent Socket Connection

3014

Getting Data from the Probe

Yes

Server Restart Signal

3016

No

Reset the accumulated data for the restarted server

Yes

Data from a new probe?

3018

Process the method level record

Register the server so its PMI info will be retrieved every 5 minutes

3020

Request Exit or # > 10,000

Yes

Remove from active Request list

3022

No

3024

Done

3040

Done Close socket connection

3042