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(57) ABSTRACT 

An apparatus for selecting one of N requesters of a shared 
resource in around-robin fashion is disclosed. One or more of 
the N requestors may be disabled from being selected in a 
selection cycle. The apparatus includes a first input that 
receives a first value specifying which of the N requestors was 
last selected. A second input receives a second value speci 
fying which of the N requestors is enabled to be selected. A 
barrel incrementer, coupled to receive the first and second 
inputs, 1-bit left-rotatively increments the second value by the 
first value to generate a Sum. Combinational logic, coupled to 
the barrel incrementer, generates a third value specifying 
which of the N requestors is selected next. 
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Fig. 4 
Instruction/Skid Buffer Operation 
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Fig. 7 
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Fig. 8 
Dispatch Scheduler (DS) Operation 

initialize round robin indicator for each PMTC priority 

for each TC, determine whether it has an issuable instruction 

any TCs with an issuable instruction? 
806 

yes 

generate DSTC priority for each TC based on issuable bit, PMTC priority bits, and 
round robin bit for the PMTC priority 

issue instruction with the highest DSTC priority 

update round robin indicator for the PMTC priority of the issued instruction 

    

  

  

  

  



Patent Application Publication Oct. 1, 2009 Sheet 9 of 30 US 2009/0249351A1 

Fig. 9 
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Fig. 10 
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Fig. 12 
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Fig. 13 
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Fig. 14 
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2005 (now allowed). 

FIELD OF THE INVENTION 

0003. The present invention relates in general to the field 
of round-robin fairness methods, and particularly their appli 
cation in multithreading processor dispatch Schedulers. 

BACKGROUND OF THE INVENTION 

0004 Microprocessor designers employ many techniques 
to increase microprocessor performance. Most microproces 
sors operate using a clock signal running at a fixed frequency. 
Each clock cycle the circuits of the microprocessor perform 
their respective functions. According to Hennessy and Patter 
son (see Computer Architecture. A Quantitative Approach, 
3rd Edition), the true measure of a microprocessor's perfor 
mance is the time required to execute a program or collection 
of programs. From this perspective, the performance of a 
microprocessor is a function of its clock frequency, the aver 
age number of clock cycles required to execute an instruction 
(or alternately stated, the average number of instructions 
executed per clock cycle), and the number of instructions 
executed in the program or collection of programs. Semicon 
ductor Scientists and engineers are continually making it pos 
sible for microprocessors to run at faster clock frequencies, 
chiefly by reducing transistor size, resulting in faster Switch 
ing times. The number of instructions executed is largely 
fixed by the task to be performed by the program, although it 
is also affected by the instruction set architecture of the 
microprocessor. Large performance increases have been real 
ized by architectural and organizational notions that improve 
the instructions per clock cycle, in particular by notions of 
parallelism. 
0005 One notion of parallelism that has improved the 
instructions per clock cycle, as well as the clock frequency, of 
microprocessors is pipelining, which overlaps execution of 
multiple instructions within pipeline stages of the micropro 
cessor. In an ideal situation, each clock cycle one instruction 
moves down the pipeline to a new stage, which performs a 
different function on the instruction. Thus, although each 
individual instruction takes multiple clock cycles to com 
plete, because the multiple cycles of the individual instruc 
tions overlap, the average clocks per instruction is reduced. 
The performance improvements of pipelining may be real 
ized to the extent that the instructions in the program permit it, 
namely to the extent that an instruction does not depend upon 
its predecessors in order to execute and can therefore execute 
in parallel with its predecessors, which is commonly referred 
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to as instruction-level parallelism. Another way in which 
instruction-level parallelism is exploited by contemporary 
microprocessors is the issuing of multiple instructions for 
execution per clock cycle. These microprocessors are com 
monly referred to as SuperScalar microprocessors. 
0006 What has been discussed above pertains to parallel 
ism at the individual instruction-level. However, the perfor 
mance improvement that may be achieved through exploita 
tion of instruction-level parallelism is limited. Various 
constraints imposed by limited instruction-level parallelism 
and other performance-constraining issues have recently 
renewed an interest in exploiting parallelism at the level of 
blocks, or sequences, or streams of instructions, commonly 
referred to as thread-level parallelism. A thread is simply a 
sequence, or stream, of program instructions. A multi 
threaded microprocessor concurrently executes multiple 
threads according to some scheduling policy that dictates the 
fetching and issuing of instructions of the various threads, 
Such as interleaved, blocked, or simultaneous multithreading. 
A multithreaded microprocessor typically allows the multiple 
threads to share the functional units of the microprocessor 
(e.g., instruction fetch and decode units, caches, branch pre 
diction units, and load/store, integer, floating-point, SIMD, 
etc. execution units) in a concurrent fashion. However, mul 
tithreaded microprocessors include multiple sets of 
resources, or contexts, for storing the unique state of each 
thread, Such as multiple program counters and general pur 
pose register sets, to facilitate the ability to quickly Switch 
between threads to fetch and issue instructions. 

0007. One example of a performance-constraining issue 
addressed by multithreading microprocessors is the fact that 
accesses to memory outside the microprocessor that must be 
performed due to a cache miss typically have a relatively long 
latency. It is common for the memory access time of a con 
temporary microprocessor-based computer system to be 
between one and two orders of magnitude greater than the 
cache hit access time. Instructions dependent upon the data 
missing in the cache are stalled in the pipeline waiting for the 
data to come from memory. Consequently, some or all of the 
pipeline stages of a single-threaded microprocessor may be 
idle performing no useful work for many clock cycles. Mul 
tithreaded microprocessors may solve this problem by issu 
ing instructions from other threads during the memory fetch 
latency, thereby enabling the pipeline stages to make forward 
progress performing useful work, somewhat analogously to, 
but at a finer level of granularity than, an operating system 
performing a task Switch on a page fault. Other examples of 
performance-constraining issues addressed by multithread 
ing microprocessors are pipeline stalls and their accompany 
ing idle cycles due to a data dependence; or due to a long 
latency instruction Such as a divide instruction, floating-point 
instruction, or the like; or due to a limited hardware resource 
conflict. Again, the ability of a multithreaded microprocessor 
to issue instructions from other threads to pipeline stages that 
would otherwise be idle may significantly reduce the time 
required to execute the program or collection of programs 
comprising the threads. 
0008 Because there are multiple threads in a multithread 
ing processor competing for limited resources, such as 
instruction fetch and execution bandwidth, there is a need to 
fairly arbitrate among the threads for the limited resources. 
One fair arbitration scheme used in other contexts is a round 
robin arbitration scheme. In a round-robin arbitration 
scheme, an order of the requestors is maintained and each 
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requester gets a turn to use the requested resource in the 
maintained order. The circuitry to implement a round-robin 
arbitration scheme in which each of the requestors requests 
the resource each time the resource becomes available is not 
complex. A conventional round-robin circuit may be imple 
mented as a simple N-bit barrel shifter, wherein N is the 
number ofrequesters and one bit corresponds to each of the N 
requesters. One bit of the barrel shifter is initially true, and the 
single true bit is rotated around the barrel shifter each time a 
new requestor is selected. One characteristic of such a round 
robin circuit is that the complexity is N. In particular, the 
integrated circuit area and power consumed by the barrel 
shifter grows linearly with the number of requestors N. 
0009. However, the circuitry to implement a round-robin 
arbitration scheme in which only a variable subset of the 
requestors may be requesting the resource each time the 
resource becomes available is more complex. A conventional 
round-robin circuit accommodating a variable Subset of 
requesting requestors may be implemented by a storage ele 
ment storing an N-bit vector, denoted L, having one bit set 
corresponding to the previously selected requestor and com 
binational logic receiving the L vector and outputting a new 
N-bit selection vector, denoted N, according to the following 
equation, where E.i indicates whether a corresponding one of 
the requesters is currently requesting: 

; This requestor is enabled, i.e., is requesting. 
E.i AND 

; The requestor to the right was selected last time. 
(L.i-1 OR 

: A requestor further to the right was selected last 
; time AND the requestors in between are disabled. 
(-E.i-1 AND L.i-2) OR 
(-E.i-1 AND-E.i-2 AND L.i-3) OR 

; This requestor was selected last time, 
; but no other requestors are enabled. 
(-E.i-1 AND-E.i-2 AND-E.i-3 AND... --E.i+1 AND L.i)) 

0010. As may be observed from the equation above, the 
complexity of the conventional round-robin circuit accom 
modating a variable Subset of disabled requesters has com 
plexity N. Thus, as the number of requestors such as the 
number of threads in a multithreading microprocessor—be 
comes relatively large, the size of the conventional circuit 
may become burdensome on the processor in terms of size 
and power consumption, particularly if more than one Such 
circuit is needed in the processor. Therefore, what is needed is 
a round-robin apparatus and method that accommodates a 
variable Subset of all requesters requesting at a time, which 
has reduced complexity over a conventional circuit. 
0011 Furthermore, in some applications, the requesters 
may have multiple priority levels; i.e., some requesters may 
have higher priority than others. It is desirable to select 
requestors fairly within each of the priority levels. That is, it 
is desirable for requestors to be chosen in a round-robin 
manner within each priority level independent of the order 
requesters are chosen within the other priority levels. Further 
more, the priority levels of the various requesters may change 
dynamically over time. Therefore, what is also needed is a 
simple and fast round-robin apparatus and method that 
accommodates a variable Subset of all requestors requesting 
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at a time, and which does so independent of the priority level, 
among multiple priority levels, at which the requestors are 
requesting. 
0012 Finally, a particular application in which the 
requestors may have multiple priority levels is in a dispatch 
scheduler in a multithreaded microprocessor. Therefore, what 
is also needed is a simple and fast round-robin apparatus and 
method that accommodates a variable subset of all threads 
requesting instruction dispatch at a time, and which does so 
independent of the priority level, among multiple priority 
levels, at which the threads are requesting to be dispatched. 

BRIEF SUMMARY OF INVENTION 

0013 The present invention provides a round-robin appa 
ratus and method that accommodates a variable Subset of all 
requestors requesting at a time that scales linearly in com 
plexity with the number of requesters. 
0014. In one aspect, the present invention provides an 
apparatus for selecting one of N requesters of a shared 
resource in a round-robin fashion, wherein one or more of the 
N requesters may be disabled from being selected in a selec 
tion cycle. The apparatus includes a first input, for receiving 
a first value specifying which of the N requestors was last 
selected, the first value comprising N bits corresponding to 
the N requesters. The apparatus also includes a second input, 
for receiving a second value specifying which of the N 
requestors is enabled to be selected. The apparatus also 
includes a barrel incrementer, coupled to receive the first and 
second inputs, configured to 1-bit left-rotatively increment 
the second value by the first value to generate a sum. The 
apparatus also includes combinational logic, coupled to the 
barrel incrementer, configured to generate a third value speci 
fying which of the N requestors is selected next. 
0015. In another aspect, the present invention provides a 
method for selecting one of N requestors of a shared resource 
in a round-robin fashion, wherein one or more of the N 
requesters may be disabled from being selected in a selection 
cycle. The method includes receiving a first value specifying 
which of the N requesters was last selected. The method also 
includes receiving a second value specifying which of the N 
requestors is enabled to be selected. The method also includes 
1-bit left-rotatively incrementing the second value by the first 
value to generate a Sum. The method also includes generating 
a third value specifying which of the N requesters is selected 
neXt. 

0016. In another aspect, the present invention provides a 
computer program product for use with a computing device, 
the computer program product including a computer usable 
medium, having computer readable program code embodied 
in the medium, for causing an apparatus for selecting one of 
N requestors of a shared resource in a round-robin fashion, 
wherein one or more of the N requestors may be disabled 
from being selected in a selection cycle. The computer read 
able program code includes first program code for providing 
a first input, for receiving a first value specifying which of the 
N requesters was last selected. The computer readable pro 
gram code also includes second program code for providing a 
second input, for receiving a second value specifying which 
of the N requestors is enabled to be selected. The computer 
readable program code also includes third program code for 
providing a barrel incrementer, coupled to receive the first and 
second inputs, configured to 1-bit left-rotatively increment 
the second value by the first value to generate a sum. The 
computer readable program code also includes fourth pro 
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gram code for providing combinational logic, coupled to the 
barrel incrementer, configured to generate a third value speci 
fying which of the N requesters is selected next. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0017 FIG. 1 is a block diagram illustrating a pipelined 
multithreading microprocessor according to the present 
invention. 
0018 FIG. 2 is a block diagram illustrating portions of the 
microprocessor of FIG. 1, and in particular, instruction/skid 
buffers according to one embodiment of the present inven 
tion. 
0019 FIG.3 is a block diagram illustrating an instruction/ 
skid bufferexemplifying one of the instruction/skid buffers of 
FIG. 2 and associated control logic according to the present 
invention. 
0020 FIG. 4 is four flowcharts illustrating operation of the 
instruction/skid buffer of FIG. 3 according to the present 
invention. 
0021 FIG. 5 is a flowchart illustrating operation of the 
microprocessor of FIG. 1 to flush a stalled thread context to 
improve execution bandwidth utilization according to the 
present invention. 
0022 FIG. 6 is a block diagram illustrating the scheduler 
within the microprocessor of FIG.1 according to one embodi 
ment of the present invention in which the scheduler is bifur 
cated. 
0023 FIG. 7 is a block diagram illustrating in more detail 
the dispatch scheduler of FIG. 6 and the instruction selection 
logic of FIG. 2 according to the present invention. 
0024 FIG. 8 is a flowchart illustrating operation of the 
dispatch scheduler of FIG. 7 according to the present inven 
tion. 
0025 FIG. 9 is a block diagram illustrating the policy 
manager of FIG. 6 and a TCSchedule register according to the 
present invention. 
0026 FIG. 10 is a flowchart illustrating operation of the 
policy manager of FIG.9 according to the present invention. 
0027 FIG. 11 is a block diagram illustrating in more detail 
the dispatch scheduler of FIG. 6 and the instruction selection 
logic of FIG. 2 according to an alternate embodiment of the 
present invention. 
0028 FIG. 12 is a flowchart illustrating operation of the 
dispatch scheduler of FIG. 11 according to the present inven 
tion. 
0029 FIG. 13 is a block diagram illustrating shared 
dynamically-allocatable skid buffers of the microprocessor 
of FIG. 1 according to an alternate embodiment of the present 
invention. 
0030 FIG. 14 is three flowcharts illustrating operation of 
the skid buffers of FIG. 13 according to the present invention. 
0031 FIG. 15 is a block diagram illustrating a single 
shared instruction/skid buffer of the microprocessor of FIG. 1 
according to an alternate embodiment of the present inven 
tion. 

0032 FIG. 16 is two block diagrams illustrating the dis 
patch scheduler of FIG. 6 including the round-robin logic of 
FIGS. 7 and 11 according to one embodiment of the present 
invention. 

0033 FIG. 17 is a block diagram illustrating around-robin 
generator of FIG. 16 according to one embodiment of the 
present invention. 

Oct. 1, 2009 

0034 FIG. 18 is four block diagrams illustrating the bar 
rel-incrementer of FIG. 17 according to four embodiments of 
the present invention. 
0035 FIG. 19 is two block diagrams illustrating two 
examples of operation of the dispatch Scheduler employing 
the round-robin generators of FIG. 16 according the present 
invention. 
0036 FIG. 20 is a block diagram illustrating the dispatch 
scheduler of FIG. 6 including the round-robin logic of FIGS. 
7 and 11 according to an alternate embodiment of the present 
invention. 
0037 FIG. 21 is a block diagram illustrating the round 
robin generator of FIG. 20 according to one embodiment of 
the present invention. 
0038 FIG. 22 is four block diagrams illustrating four 
examples of operation of the dispatch scheduler having 
round-robin generators of FIG. 20 according the present 
invention. 
0039 FIG. 23 is a block diagram illustrating around-robin 
multithreaded fetch director for operation in the instruction 
fetcher of FIG. 1 according to the present invention. 
0040 FIG.24 is a block diagram illustrating around-robin 
multithreaded return data selector for operation in the micro 
processor pipeline of FIG. 1 according to the present inven 
tion. 
0041 FIG.25 is a block diagram illustrating around-robin 
multithreaded fetch director for operation in the instruction 
fetcher of FIG. 1 according to an alternate embodiment of the 
present invention. 

DETAILED DESCRIPTION 

0042. Referring now to FIG. 1, a block diagram illustrat 
ing a pipelined multithreading microprocessor 100 according 
to the present invention is shown. The microprocessor 100 is 
configured to concurrently execute a plurality of threads. A 
thread—also referred to herein as a thread of execution, or 
instruction stream—comprises a sequence, or stream, of pro 
gram instructions. The threads may be from different pro 
grams executing on the microprocessor 100, or may be 
instruction streams from different parts of the same program 
executing on the microprocessor 100, or a combination 
thereof. 
0043. Each thread has an associated thread context (TC). 
A thread context comprises a collection of storage elements, 
Such as registers or latches, and/orbits in the storage elements 
of the microprocessor 100 that describe the state of execution 
ofa thread. That is, the thread context describes the state of its 
respective thread, which is unique to the thread, rather than 
state shared with other threads of execution executing con 
currently on the microprocessor 100. By storing the state of 
each thread in the thread contexts, the microprocessor 100 is 
configured to quickly switch between threads to fetch and 
issue instructions. In one embodiment, each thread context 
includes a program counter (PC), a general purpose register 
set, and thread control registers, which are included in register 
files 112 of the microprocessor 100. 
0044) The microprocessor 100 concurrently executes the 
threads according to a scheduling policy that dictates the 
fetching and issuing of instructions of the various threads. 
Various embodiments for scheduling the dispatching of 
instructions from the multiple threads are described herein. 
The terms instruction “issue' and “dispatch' are used inter 
changeably herein. The multithreaded microprocessor 100 
allows the multiple threads to share the functional units of the 
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microprocessor 100 (e.g., instruction fetch and decode units, 
caches, branch prediction units, and execution units, such as 
load/store, integer, floating-point, SIMD, and other execution 
units) in a concurrent fashion. 
0045. The microprocessor 100 includes an instruction 
cache 102 for caching program instructions—in particular, 
the instructions of the various threads—fetched from a sys 
tem memory of a system including the microprocessor 100. 
The microprocessor 100 also includes an instruction fetcher 
104, or instruction fetch pipeline 104, coupled to concur 
rently fetch instructions of the multiple threads from the 
instruction cache 102 and/or system memory into instruction/ 
skid buffers 106, coupled to the instruction fetcher 104. In one 
embodiment, the instruction fetch pipeline 104 includes a 
four stage pipeline. The instruction/skid buffers 106 store 
fetched instructions and already issued but not yet committed 
instructions so that flushed and retried instructions do not 
need to be re-fetched. The instruction/skid buffers 106 pro 
vide instructions to an instruction scheduler 108, or thread 
scheduler 108. In one embodiment, each thread has its own 
instruction/skid buffer 106. In a second embodiment, each 
thread context has its own instruction/skid buffer 106. In 
another embodiment, the instruction/skid buffers 106 are 
dynamically allocated among the thread contexts. In yet 
another embodiment, the instruction/skid buffer 106 is a 
single integrated buffer shared by all the thread contexts. 
Each clock cycle, the scheduler 108 selects an instruction 
from one of the threads and issues the instruction for execu 
tion by execution stages of the microprocessor 100 pipeline. 
The register files 112 are coupled to the scheduler 108 and 
provide instruction operands to execution units 114 that 
execute the instructions. The microprocessor 100 also 
includes a data cache 118 coupled to the execution units 114. 
The execution units 114 may include, but are not limited to, 
integer execution units, floating-point execution units, SIMD 
execution units, load/store units, and branch execution units. 
In one embodiment, the integer execution unit pipeline 
includes four stages: a register file (RF) access stage in which 
the register file 112 is accessed, an address generation (AG) 
stage, an execute (EX) stage, and a memory second (MS) 
stage. In the EX stage, simple ALU operations are performed 
(such as adds, Subtracts, shifts, etc.). Additionally, the data 
cache 118 is a two-cycle cache that is accessed during a first 
clock cycle in the EX stage and is accessed during a second 
clock cycle in the MS stage. Each thread context includes its 
own register file 112, and each register file includes its own 
program counter, general purpose register set, and thread 
control registers. The instruction fetcher 104 fetches instruc 
tions of the threads based on the program counter value of 
each thread context. It is noted that some of the execution 
units 114 may be pipelined, and some extensively. The micro 
processor 100 pipeline also includes a write-back stage 116 
that writes instruction results back into the register files 112. 
In one embodiment, the microprocessor 100 pipeline also 
includes an exception resolution stage coupled between the 
execution units 114 and the write-back stage 116. 
0046. The execution units 114 generate a TC instr com 
mitted signal 124 associated with each thread context to indi 
cate that an instruction of the specified thread has been com 
mitted for execution. An instruction has been committed for 
execution if the instruction is guaranteed not to be flushed by 
the microprocessor 100 pipeline, but instead to eventually 
complete execution, which generates a result and updates the 
architectural state of the microprocessor 100. In one embodi 
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ment, multiple instructions may be committed per clock 
cycle, and the TC instr committed signals 124 indicate the 
number of instructions committed for the thread context that 
clock cycle. The TC instr committed signals 124 are pro 
vided to the scheduler 108. In response to the TC instr 
committed signal 124, the scheduler 108 updates a virtual 
water level indicator for the thread that is used by the thread 
scheduling policy of the scheduler 108 to accomplish 
required quality-of-service, as described below with respect 
to FIGS. 9 and 10. 

0047. The TC instr committed signals 124 are also pro 
vided to the respective instruction/skid buffers 106. In 
response to the TC instr committed signal 124, the instruc 
tion/skid buffer 106 updates a pointer to effectively remove 
the instruction from the buffer 106. In a conventional micro 
processor, instructions are removed from a conventional 
instruction buffer and issued for execution. However, advan 
tageously, the instruction/skid buffers 106 described herein 
continue to store instructions after they have been issued for 
execution. The instructions are not removed from the instruc 
tion/skid buffers 106 until the execution units 114 indicate 
that an instruction has been committed for execution via the 
respective TC instr committed signal 124, as described in 
detail below with respect to FIGS. 3 and 4. 
0048. The scheduler 108 provides to the execution units 
114 a runnable TCs signal 132. The runnable TCs signal 132 
specifies which of the thread contexts are runnable, i.e., which 
thread contexts the scheduler 108 may currently issue instruc 
tions from. In one embodiment, a thread context is runnable if 
the thread context is active and is not blocked by other con 
ditions (such as being Halted, Waiting, Suspended, or 
Yielded), as described below with respect to FIG. 7. In 
another embodiment, the execution unit 114 does not flush 
the thread if it is the only runnable thread, but instead stalls 
until the stalling event ends or until the stalling thread is no 
longer the only runnable thread. In particular, the execution 
units 114 use the runnable TCs signal 132 to determine 
whether a stalled thread context is the only runnable thread 
context for deciding whether or not to flush the instructions of 
the stalled thread context, as described in detail below with 
respect to FIG. 5. 
0049. The execution units 114 provide to the scheduler 
108 a stalling events signal 126. The stalling events signal 126 
indicates that an instruction has stalled, or would have stalled, 
in an execution unit 114 for the reason specified by the par 
ticular stalling event signal 126. In addition, the stalling 
events signal 126 includes an identifier identifying the thread 
context of the stalled instruction. The execution units 114 also 
provide to the scheduler 108 an unstalling events signal 128. 
In response to the stalling events signal 126, the scheduler 108 
stops issuing instructions for the stalled thread context until a 
relevant unstalling event 128 is signaled, as described in more 
detail below with respect to FIG. 5. 
0050 Examples of events that would cause an execution 
unit 114 to stall in response to an instruction include, but are 
not limited to, the following. First, the instruction may be 
dependent upon unavailable data, Such as data from a load 
instruction that misses in the data cache 118. For example, an 
add instruction may specify an operand which is unavailable 
because a preceding load instruction that missed in the data 
cache 118 and the operand has not yet been fetched from 
system memory. Second, the instruction may be dependent 
upon data from a long-running instruction, such as a divide or 
other long arithmetic instruction, or an instruction that moves 
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a value from a coprocessor register, for example. Third, the 
instruction may introduce a conflict for a limited hardware 
resource. For example, in one embodiment the microproces 
sor 100 includes a single divider circuit. If a divide instruction 
is already being executed by the divider, then a second divide 
instruction must stall waiting for the first divide instruction to 
finish. For another example, in one embodiment the micro 
processor 100 instruction set includes a group of instructions 
for performing low-level management operations of the 
instruction cache 102. If an instruction cache management 
instruction is already being executed, then a second instruc 
tion cache management instruction must stall waiting for the 
first to finish. For another example, in one embodiment, the 
microprocessor 100 includes a load queue that includes a 
relatively small number of slots for storing in-progress data 
cache 118 refills. When a load instruction misses in the data 
cache 118, a load queue entry is allocated and a processorbus 
transaction is initiated to obtain the missing data from system 
memory. When the data is returned on the bus, it is stored into 
the load queue and is Subsequently written into the data cache 
118. When the bus transaction is complete and all the data is 
written to the data cache 118, the load queue entry is freed. 
However, when the load queue is full, a load miss causes a 
pipeline stall. Fourth, the instruction may follow an EHB 
instruction. In one embodiment, the microprocessor 100 
instruction set includes an EHB (Execution Hazard Barrier) 
instruction that is used by Software to stop instruction execu 
tion until all execution hazards have been cleared. Typically, 
instructions following an EHB instruction will stall in the 
pipeline until the EHB instruction is retired. Fifth, the instruc 
tion may follow a load or store instruction addressed to inter 
thread communication (ITC) space in its same thread context. 
In one embodiment, the microprocessor 100 supports loads 
and stores to an ITC space comprising synchronized storage, 
which can block for arbitrarily long times causing instruc 
tions in the same thread context following the ITC load or 
store to stall. 
0051 Conversely, examples of unstalling events 128 
include, but are not limited to, the following: load data that 
missed in the data cache 118 is returned; a limited hardware 
resource is freed up. Such as a divider circuit, the instruction 
cache 102, or a load queue slot; an EHB instruction, long 
running instruction, or load/store instruction to inter-thread 
communication (ITC) space completes. 
0.052. When an execution unit 114 detects that an instruc 
tion causes a stalling event, the execution unit flushes itself so 
that instructions from other threads can utilize the execution 
bandwidth of the execution unit 114. The execution units 114 
also generate a TC flush signal 122 associated with each 
thread context to indicate that the instructions of the specified 
thread in the execution portion of the pipeline (i.e., portion of 
the pipeline below the scheduler 108) have been flushed, or 
nullified. In one embodiment, flushing or nullifying an 
instruction comprises clearing a valid bit associated with the 
instruction in the pipeline, which prevents the pipeline from 
updating the architectural state of the microprocessor 100 in 
response to results of the instruction. One reason an execution 
unit 114 may generate a TC flush signal 122 is when an 
instruction of a thread would stall in the execution unit 114, as 
described above. Nullifying or flushing the instruction 
removes the reason for the instruction to be stalled, since the 
results generated for the instruction will be disregarded and 
therefore need not be correct. Advantageously, by flushing the 
stalling instruction, instructions of other threads may con 
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tinue to execute and utilize the execution bandwidth of the 
execution pipeline, thereby potentially increasing the overall 
performance of the microprocessor 100, as described in more 
detail below. In one embodiment, only instructions of the 
stalling thread are flushed, which may advantageously reduce 
the number of pipeline bubbles introduced by the flush, and in 
Some cases may cause only one bubble associated with the 
stalling instruction, depending upon the composition of 
instructions from the various threads present in the execution 
unit 114 pipeline. In one embodiment, the TC flush signal 
122 signal indicates that all uncommitted instructions of the 
thread context have been flushed. In another embodiment, the 
execution unit 114 may flush fewer than the number of 
uncommitted instructions present in the execution unit 114, 
namely the stalling instruction and any newer instructions of 
the stalling thread context, but not flush uncommitted instruc 
tions of the thread context that are older than the stalling 
instruction. In this embodiment, the TC flush signal 122 
signal also indicates a number of instructions that were 
flushed by the execution unit 114. 
0053. The TC flush signals 122 are provided by the 
execution units 114 to their respective instruction/skid buffers 
106. The instruction/skid buffer 106 uses the TC flush signal 
122 to roll back the state of the instructions in the buffer 106 
as described below with respect to FIGS. 3 and 4. Because the 
instruction/skid buffers 106 continue to store instructions 
until they have been committed not to be flushed, any instruc 
tions that are flushed may be subsequently re-issued from the 
instruction/skid buffers 106 without having to be re-fetched 
from the instruction cache 102. This has the advantage of 
potentially reducing the penalty associated with flushing 
stalled instructions from the execution pipeline to enable 
instructions from other threads to execute. Reducing the like 
lihood of having to re-fetch instructions is becoming increas 
ingly important since instruction fetch times appear to be 
increasing. This is because, among other things, it is becom 
ing more common for instruction caches to require more 
clock cycles to access than in older microprocessor designs, 
largely due to the decrease in processor clock periods. Thus, 
the penalty associated with an instruction re-fetch may be 
one, two, or more clock cycles more than in earlier designs. 
0054 Referring now to FIG. 2, a block diagram illustrat 
ing portions of the microprocessor 100 of FIG. 1, and in 
particular, instruction/skid buffers 106 according to one 
embodiment of the present invention is shown. FIG. 2 illus 
trates a plurality of instruction/skid buffers 106 for a plurality 
of respective thread contexts into which the instruction 
fetcher 104 of FIG. 1 fetches instructions. The structure and 
operation of the instruction/skid buffers 106 according to one 
embodiment are shown in more detail below with respect to 
FIGS. 3 and 4. Each instruction/skid buffer 106 provides an 
instruction 206 to instruction selection logic 202. Each clock 
cycle, the instruction selection logic 202 selects one of the 
instructions 206 as selected instruction 204 for provision to 
the execution units 114 to be executed. The instruction selec 
tion logic 202 selects the selected instruction 204 in response 
to a DS TC priority signal 208 provided by the scheduler 
108 of FIG. 1 for each thread context. Operation of the 
DS TC priority signal 208 is described in more detail below 
with respect to FIGS. 7 and 8. 
0055 Although an embodiment is described in which the 
microprocessor 100 is a scalar processor, i.e., only issues for 
execution one instruction per clock cycle, it should be under 
stood that the instruction selection logic 202 may be config 
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ured to operate within a SuperScalar processor that issues 
multiple instructions per clock cycle. Furthermore, the 
instruction selection logic 202 may be configured to select 
instructions for issue from multiple and different thread con 
texts per clock cycle, commonly referred to as simultaneous 
multithreading. 
0056 Referring now to FIG. 3, a block diagram illustrat 
ing an instruction/skid buffer 106 exemplifying one of the 
instruction/skid buffers 106 of FIG. 2 and associated control 
logic 302 according to the present invention is shown. Each of 
the instruction/skid buffers 106 of FIG. 2 is similar to the 
instruction/skid buffer 106 shown in FIG.3. That is, although 
only one instruction/skid buffer 106 and associated control 
logic 302 is shown in FIG.3, in one embodiment one instruc 
tion/skid buffer 106 and associated control logic 302 exists 
for each thread context. The instruction/skid buffer 106 
includes a plurality of entries 332, each for storing an instruc 
tion, and an associated valid bit 334, for indicating whether 
the associated instruction is valid. FIG. 3 illustrates an 
instruction/skid buffer 106 with six entries, denoted 0 through 
5. In the embodiment of FIG. 3, the instruction/skid buffer 
106 is configured as a circular queue of entries. 
0057 The instruction fetcher 104 of FIG. 1 generates a 
write signal 314 to the instruction/skid buffer 106 each time it 
writes an instruction into the instruction/skid buffer 106. The 
write signal 314 is also provided to the control logic 302. The 
control logic 302 generates a full signal 312 to the instruction 
fetcher 104 to indicate that the instruction/skid buffer 106 is 
full so that the instruction fetcher 104 will not write more 
instructions into the instruction/skid buffer 106 until the 
instruction/skid buffer 106 is no longer full. 
0058. The scheduler 108 of FIG. 1 generates a read signal 
316 each time it reads an instruction from the instruction/skid 
buffer 106. The read signal 316 is also provided to the control 
logic 302. The control logic 302 generates an empty signal 
318 to the scheduler 108 to indicate that the instruction/skid 
buffer 106 is empty so that the scheduler 108 will not attempt 
to read another instruction from the instruction/skid buffer 
106 until the instruction/skid buffer 106 is no longer empty. 
0059. The control logic 302 includes valid generation 
logic 342 that updates the validbits 334 of the instruction/skid 
buffer 106. The valid generation logic 342 receives the 
TC instr committed signal 124 of FIG. 1 for the respective 
thread context. Each time the execution units 114 generate the 
TC instr committed signal 124, the valid generation logic 
342 invalidates the oldest valid instruction in the instruction/ 
skid buffer 106. The valid generation logic 342 also receives 
the write signal 314 from the instruction fetcher 104. Each 
time the instruction fetcher 104 generates the write signal 314 
the valid generation logic 342 marks the entry valid in the 
instruction/skid buffer 106 into which the instruction was 
written. 

0060. The control logic 302 also includes a full count 
counter 306 that stores the number of valid instructions 
present in the instruction/skid buffer 106. The full count 
counter 306 is incremented by the write signal 314 from the 
instruction fetcher 104 and decremented by the TC instr 
committed signal 124. The control logic 302 also includes a 
comparator 304 that compares the full count 306 to the maxi 
mum number of instructions that may be stored in the instruc 
tion/skid buffer 106 (i.e., the total number of entries 332 in the 
instruction/skid buffer 106) to generate a true value on the full 
signal 312 when the full count 306 equals the maximum 
number of instruction? skid buffer 106 instructions. 
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0061 The control logic 302 also includes an empty count 
counter 346 that stores the number of valid instructions 
present in the instruction/skid buffer 106 that currently are 
eligible for issuing. The empty count 346 may be less than 
the full count 306 at certain times since some valid instruc 
tions may be present in the instruction/skid buffer 106 which 
have already been issued to the execution pipeline (but have 
not yet been committed) and therefore are not currently eli 
gible for issuing. The empty count counter 346 is incre 
mented by the write signal 314 from the instruction fetcher 
104 and decremented by the read signal 316 from the sched 
uler 108. The control logic 302 also includes a comparator 
344 that compares the empty count 346 to Zero to generate a 
true value on the empty signal 318 when the empty count 346 
equals Zero. Additionally, the empty count counter 346 is 
written with the value of the full count counter 306 in 
response to a true value on the TC flush signal 122 of FIG.1. 
0062. The control logic 302 also includes a write pointer 
322, commit pointer 324, and read pointer 326, each of which 
is a counter initialized to entry 0 of the instruction/skid buffer 
106. Each of the counters wraps back to zero when incre 
mented beyond its maximum value, which is one less than the 
number of entries in the instruction/skid buffer 106. The write 
pointer 322 specifies the next entry in the instruction/skid 
buffer 106 into which the instruction fetcher 104 writes an 
instruction and is incremented by the write signal 314 after 
the instruction is written. The commit pointer 324 specifies 
the next instruction in the instruction/skid buffer 106 to be 
committed and is incremented by the TC instr committed 
signal 124. The read pointer 326 specifies the next entry in the 
instruction/skid buffer 106 from which the Scheduler 108 
reads an instruction and is incremented by the read signal 316 
after the instruction is read. Additionally, the read pointer 326 
is written with the value of the commit pointer 324 in 
response to a true value on the TC flush signal 122. As shown 
in FIG. 3, the skid window includes the entries of the instruc 
tion/skid buffer 106 starting at the commit pointer 324 up to, 
but not including, the entry pointed to by the read pointer 326. 
The skid window includes the valid instructions that have 
already been issued for execution but have not yet been com 
mitted. 
0063 Referring now to FIG. 4, four flowcharts illustrating 
operation of the instruction/skid buffer 106 of FIG.3 accord 
ing to the present invention are shown. Each of the flowcharts 
illustrates actions performed by the instruction/skid buffer 
106 in response to a different event. Flow of the first flowchart 
begins at block 402. 
0064. At block 402, the instruction fetcher 104 of FIG. 1 
asserts the write signal 314 of FIG. 3 for the respective 
instruction/skid buffer 106 and writes an instruction into the 
instruction/skid buffer 106. Flow proceeds to block 404. 
0065. At block 404, the valid generation logic 342 marks 
the entry specified by the write pointer 322 as valid in 
response to the write signal 314. Flow proceeds to block 406. 
0066. At block 406, the write pointer 322 of FIG. 3 is 
incremented in response to the write signal 314. Flow pro 
ceeds to block 408. 

0067. At block 408, the full count counter 306 of FIG.3 is 
incremented in response to the write signal 314. Flow pro 
ceeds to block 412. 

0068. At block 412, the empty count counter 346 of FIG. 
3 is incremented in response to the write signal 314. Flow of 
the first flowchart ends at block 412. 

0069 Flow of the second flowchart begins at block 422. 
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0070. At block 422, an execution unit 114 of FIG.1 asserts 
the TC instr committed signal 124 of FIG. 1 for the thread 
context associated with the instruction/skid buffer 106. Flow 
proceeds to block 424. 
0071. At block 424, the valid generation logic 342 marks 
the entry specified by the commit pointer 324 of FIG.3 as 
invalid in response to the TC instr committed signal 124. 
thereby effectively removing the instruction from the buffer. 
Flow proceeds to block 426. 
0072 At block 426, the commit pointer 324 is incre 
mented in response to the TC instr committed signal 124. 
Flow proceeds to block 428. 
0073. At block 428, the full count counter 306 is decre 
mented in response to the TC instr committed signal 124. 
Flow of the second flowchart ends at block 428. 

0074. In one embodiment, rather than receiving the 
TC instr committed signal 124, the control logic 302 
receives another signal from the execution unit 114 that sim 
ply indicates an instruction should be removed from the 
instruction/skid buffer 106, even though the instruction may 
not yet be guaranteed not to require re-dispatching. In one 
embodiment, the signal indicates an instruction has reached a 
predetermined re-dispatch pipeline stage. If the control logic 
302 detects that the instruction has reached the predetermined 
stage, the control logic 302 removes the instruction from the 
instruction/skid buffer 106. In another embodiment, the sig 
nal indicates each clock cycle whetheran instruction has been 
running, i.e., has not been stalled, but has instead proceeded to 
the next pipeline stage. If the control logic 302 detects that the 
instruction has been running a predetermined number of 
clock cycles, the control logic 302 removes the instruction 
from the instruction/skid buffer 106. In these embodiments, 
the likelihood that an instruction will require re-dispatching 
once it reaches a particular stage in the execution pipeline 114 
is low enough to justify removing it from the instruction/skid 
buffer 106 to make room for another instruction to be written 
into the instruction/skid buffer 106, even though the instruc 
tion is not yet guaranteed not to require re-dispatching. In this 
embodiment, if the execution unit 114 subsequently indicates 
that the instruction was flushed before completing execution, 
then the entire instruction/skid buffer 106 for the thread con 
text must be flushed, along with the entire instruction fetch 
pipeline 104, to guarantee that the thread instructions are 
issued in proper order. 
0075 Flow of the third flowchart begins at block 442. 
0076. At block 442, the scheduler 108 of FIG. 1 asserts the 
read signal 316 of FIG. 3 for the respective instruction/skid 
buffer 106 and reads an instruction from the instruction/skid 
buffer 106 to issue to the execution pipeline. Flow proceeds to 
block 444. 

0077. At block 444, the read pointer 326 of FIG. 3 is 
incremented in response to the read signal 316. Flow pro 
ceeds to block 446. 

0078. At block 446, the empty count counter 346 is dec 
remented in response to the read signal 316. Flow of the third 
flowchart ends at block 446. 

0079 Flow of the fourth flowchart begins at block 462. 
0080. At block 462, asserts the TC flush signal 122 for the 
thread context associated with the instruction/skid buffer 106. 
Flow proceeds to block 464. 
I0081. At block 464, the read pointer 326 is loaded with the 
commit pointer 324 in response to the TC flush signal 122. 
Flow proceeds to block 466. 
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I0082. At block 466, the empty count counter 346 is 
loaded with the full count 306 in response to the TC flush 
signal 122. Flow of the fourth flowchart ends at block 466. 
0083. As discussed above, in one embodiment, the 
TC flush signal 122 signal indicates that the execution unit 
114 has flushed all uncommitted instructions of the thread 
context. The fourth flowchart of FIG. 4 describes operation of 
the instruction/skid buffer 106 for this embodiment. How 
ever, in another embodiment, the execution unit 114 may 
flush fewer than the number of uncommitted instructions 
present in the execution unit 114, namely the stalling instruc 
tion and any newer instructions of the stalling thread context, 
but not flush uncommitted instructions of the thread context 
that are older than the stalling instruction. In this embodi 
ment, the TC flush signal 122 signal also indicates a number 
of instructions that were flushed by the execution unit 114. In 
this embodiment, at block 464 the number of instructions 
flushed is subtracted from the read pointer 326, rather than 
updating the read pointer 326 with the commit pointer 324. 
Additionally, at block 466, the number of instructions flushed 
is added to the empty count 346, rather than updating the 
empty count 346 with the full count counter 306. 
I0084. Referring now to FIG. 5, a flowchart illustrating 
operation of the microprocessor 100 of FIG. 1 to flush a 
stalled thread context to improve execution bandwidth utili 
Zation according to the present invention is shown. Flow 
begins at block 502. 
0085. At block502, an execution unit 114 of FIG.1 detects 
a stalling event, such as one of those described above with 
respect to the stalling events signal 126 of FIG. 1, in response 
to an instruction, i.e., the stalling instruction. The execution 
unit 114 also determines which thread context the stalling 
instruction is associated with, i.e., the stalling thread context. 
In one embodiment, each instruction, as it proceeds down the 
pipeline, is accompanied by a unique thread context identifier 
that the execution unit 114 uses to identify the stalling thread 
context. In one embodiment, the execution unit 114 does not 
stall in response to the stalling event 126, but instead flushes 
the instruction according to block 512 in the same clock cycle 
in which the stalling event 126 is detected, thereby alleviating 
a need to stall the execution unit 114. In another embodiment, 
if required by timing considerations, the execution unit 114 
may actually stall for one clock cycle in response to the 
stalling event 126 until the stalled instruction can be flushed 
according to block 512 below. Flow proceeds to block 504. 
0086. At decision block 504, the execution unit 114 deter 
mines whether the stalling thread context is the only runnable 
thread context, by examining the runnable TCs signal 132 of 
FIG. 1. If so, flow proceeds to block 526; otherwise, flow 
proceeds to block 506. 
I0087. At block 506, the execution unit 114 signals the 
stalling event via stalling events signal 126 and also provides 
the identifier of the stalling thread context. Flow proceeds to 
block 508. 
I0088. At block 508, the scheduler 108 marks the stalling 
thread context stalled, stops issuing instructions for the thread 
context, and saves state regarding the cause of the stalling 
event. In the embodiment of FIG. 7, the issuable instruction 
logic 708 sets the stalled indicator 704 to a true value to mark 
the thread context stalled, which causes the issuable instruc 
tion logic 708 to generate a false value on the issuable 746 
signal. Flow proceeds to block 512. 
0089. At block 512, the execution unit 114 nullifies, i.e., 
flushes, all instructions of the stalling thread context in the 
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execution unit 114 and generates a true value on the TC flush 
signal 122 of FIG. 1 associated with the stalling thread con 
text, i.e., the flushed thread context. It is understood that the 
execution unit 114 only flushes the stalling instruction and 
Subsequent instructions, but does not flush instructions pre 
ceding the stalling instructions; otherwise, the stalling con 
dition might never end. In one embodiment, the execution 
unit 114 flushes instructions of all thread contexts, rather than 
just the stalling thread context. However, the embodiment 
that only flushes the stalling thread context has the advantage 
of potentially introducing fewer pipeline bubbles since 
instructions of other thread contexts may still be remaining in 
the execution unit 114 to execute, thereby potentially causing 
the microprocessor 100 to be more efficient than the embodi 
ment that flushes all thread contexts. Flow proceeds to block 
514. 

0090. At block 514, the instruction/skid buffer 106 of FIG. 
1 rolls back the flushed instructions in response to the 
TC flush signal 122, such as described with respect to 
embodiments of FIGS. 3 and 4, or 13 and 14, or 15. Flow 
proceeds to block 516. 
0091. At block 516, the scheduler 108 continues to issue 
instructions for thread contexts that are not marked Stalled, 
according to its thread scheduling policy. In the embodiment 
of FIG. 7, the stalled indicator 704 indicates whether an 
instruction is stalled or unstalled. Additionally, the execution 
unit 114 continues to execute instructions of the other thread 
contexts that are in the execution unit 114 after the flush at 
block 512 and subsequently dispatched instructions. Flow 
proceeds to decision block 518. 
0092. At decision block 518, the scheduler 108 determines 
whether the stalling event terminated. The scheduler 108 
determines whether the stalling event for the stalling thread 
context terminated in response to the execution unit 114 sig 
naling an unstalling event via the unstalling events signal 128 
of FIG. 1 and further based on the state regarding the cause of 
the stalling event saved at block 508. If the stalling event for 
the stalling thread context terminated, flow proceeds to block 
522; otherwise, flow returns to block 516. 
0093. At block 522, the scheduler 108 marks the stalling 
thread context unstalled and begins issuing instructions for 
the (no longer) stalling thread context again, along with other 
non-stalled thread contexts. In the embodiment of FIG. 7, the 
issuable instruction logic 708 sets the stalled indicator 704 to 
a false value to mark the thread context unstalled. Flow ends 
at block 522. 

0094. At block 524, because the stalling thread context is 
the only runnable thread context, the execution unit 114 stalls 
at the stalling instruction in order to insure correct program 
execution. Flow proceeds to decision block 526. At decision 
block 526, the scheduler 108 determines whether the stalling 
event terminated. If so, flow proceeds to block 534; other 
wise, flow proceeds to decision block 528. 
0095. At decision block 528, the execution unit 114 deter 
mines whether the stalled thread context is the only runnable 
thread context, by examining the runnable TCs signal 132 of 
FIG. 1. If so, flow proceeds to block 526; otherwise, flow 
proceeds to decision block 528. 
0096. At decision block 528, the execution unit 114 deter 
mines whether the stalling thread context is still the only 
runnable thread context. If so, flow returns to decision block 
526; otherwise, flow proceeds to block 506. 
0097. At block 532, the execution unit 114 unstalls and 
continues executing the (no longer) stalling instruction and 
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other instructions. Advantageously, when the stalling event 
ends, the stalled instruction and Subsequent instructions may 
commence execution immediately without having to be re 
issued, which would be required if they had been flushed 
according to block 512. Thus, advantageously, by not flush 
ing a stalling thread context if it is the only runnable thread 
context, the microprocessor 100 potentially improves perfor 
mance. Flow ends at block 532. 
0098. As may be seen from FIG. 5, detecting a stalling 
event 126 in an execution unit 114 and flushing the instruction 
from the execution unit 114 to enable instructions of other 
threads to be dispatched to and executed in the execution unit 
114 may advantageously make more efficient use of the 
execution unit 114 by avoiding wasted clock cycles due to 
execution pipeline bubbles. By flushing the instruction in 
response to an actual condition in which the instruction would 
stall, the microprocessor 100 potentially achieves higher per 
formance. 
0099 Referring now to FIG. 6, a block diagram illustrat 
ing the scheduler 108 within the microprocessor 100 of FIG. 
1 according to one embodiment of the present invention in 
which the scheduler 108 is bifurcated is shown. The bifur 
cated arrangement enables the customer to determine the 
coarse-level thread scheduling policy via the interface. Such 
as the instruction execution rate for each thread, while avoid 
ing the problems associated with allowing the customer to 
modify the processor core. The bifurcated scheduler 108 
comprises a dispatch scheduler (DS) 602 portion and a policy 
manager (PM) 604 portion. The dispatch scheduler 602 por 
tion is comprised within a processor core 606 of micropro 
cessor 100; whereas, the policy manager 604 portion is com 
prised outside of the processor core 606. The processor core 
606 is the portion of the microprocessor 100 that is not cus 
tomizable by the customer; whereas, the policy manager 604 
is customizable by the customer. Thus, while the policy man 
ager 604 portion is customizable by the customer, the dis 
patch scheduler 602 portion is not. In one embodiment, the 
processor core 606 is a synthesizable core, also referred to as 
a soft core. The design of a synthesizable core is capable of 
being reduced to a manufacturable representation quickly and 
easily using automated tools, commonly referred to as Syn 
thesis tools. 
0100. The processor core 606 provides an interface 628 to 
the policy manager 604 comprising a plurality of signals. In 
one embodiment, the inputs to the dispatch scheduler 602 and 
output signals from the dispatch scheduler 602 are registered, 
to advantageously enable the non-core policy manager 604 
logic to interface with the processor core 606 in a manner that 
alleviates certain timing problems that might be otherwise 
introduced by a bifurcated scheduler. Furthermore, the inter 
face 628 is easy for the customer to understand, which eases 
the design of the policy manager 604 Scheduling policy. 
0101. In Table 1 below, the various signals comprising the 
policy manager interface 628 according to one embodiment 
are shown. Table 1 specifies the signal name, the direction of 
the signal relative to the policy manager 604, and a brief 
description of each signal. Table 1 describes an embodiment 
in which the microprocessor 100 includes nine thread con 
texts for storing state associated with up to nine threads of 
execution. Furthermore, the embodiment enables the micro 
processor 100 to be configured as up to two virtual processing 
elements (VPEs). In one embodiment, the microprocessor 
100 substantially conforms to a MIPS32 or MIPS64 Instruc 
tion Set Architecture (ISA) and includes a control Coproces 
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sor 0, referred to in Table 1 as CP0, which includes thread (PRA) and the MIPS Multithreading Application Specific 
control registers Substantially conforming to a Coprocessor 0 Extension (MTASE). Several of the signals described in 
specified in the MIPS Privileged Resource Architecture Table 1 are used to access CP0 registers. 

TABLE 1 

Signal Name Direction Description 

PM gclk Input Processor Clock 
PM gfclk Input Free running Processor Clock 
PM greset pre Input Global Reset. Register before use. 
PM gScanenable Input Global Scan Enable. 
PM vipemap8:0 Input Assignment of TCs to VPEs 

Encoding Meaning 

#O TC belongs to VPEO 
#1 TC belongs to VPE 1 

PM cp0 reg ex Input Register number for CPO read. 
PM cpo sell ex Input Register select for CPO read. 
PM cp0 rvpe ex Input VPE select for CPO read. 
PM cp0 rtc ex Input TC Select for CPO read. 
PM cp0 run ex Input Clock Enable for register holding 

PM cp0 rdata ms. 
PM cp0 rdata ms Output CPO read data. Input to hold register controlled by 

PM cp0 run ex should be zero when PMCPO 
registers not selected. 

PM cp0 wr er Input CPO register write strobe. 
PM cp0 reg er Input Register number for CPO write. 
PM cpo sell er Input Register select for CPO write. 
PM cp0 wwpe er Input VPE select for CPO write. 
PM cp0 witc er Input TC Select for CPO write. 
PM cp?) wolata er Input CPO write data. 
PM vpe dm 1:0 Input Debug Mode. DM bit of the CPO Debug Register 

or the two VPES. 
PM vpe exl1:0 Input Exception Level. EXL bit of the CPO Status 

Register for the two VPEs. 
PM vpe erl1:0 Input Error Level. ERL bit of the CPO Status Register for 

he two VPES. 
PM to state O2:0 Input State of TC 0. 

Encoding Meaning 

3#OOO In Active. 
3#OO1 Active. 
3#010 Yielded. 
3#011 Halted. 
3#1OO Suspended. 
3#101 Waiting on ITC. 
3#110 WAITing due to WAIT. 
3#111 Used as SRS. 

PM to state 12:0 Input State of TC 1. See PM to state 0 for encoding. 
PM to state 22:0 Input State of TC 2. See PM to state 0 for encoding. 
PM to state 32:O Input State of TC3. See PM to state 0 for encoding. 
PM to state 42:0 Input State of TC4. See PM to state 0 for encoding. 
PM to state 52:O Input State of TC 5. See PM to state 0 for encoding. 
PM to state 62:0 Input State of TC 6. See PM to state 0 for encoding. 
PM to state 72:0 Input State of TC 7. See PM to state 0 for encoding. 
PM to state 82:0 Input State of TC 8. See PM to state 0 for encoding. 
PM to ss8:0 Input Single Stepping. SStbit of the Debug Register for 

he 9 TCS. 
PM to inst issued 8:0 Input instruction issued by Dispatch Scheduler. 
PM to instr committed 8:0 Input instruction committed. 
PM to fork 8:0 Input FORK instruction has created a new TC. 

PM to instr committed contains which TC 
executed the FORK. 

PM to priority 01:0 Output Priority of TC 0. 
PM to priority 11:0 Output Priority of TC 1. 
PM to priority 21:0 Output Priority of TC 2. 
PM to priority 31:0 Output Priority of TC3. 
PM to priority 41:O Output Priority of TC4. 
PM to priority 51:0 Output Priority of TC5. 
PM to priority 61:0 Output Priority of TC 6. 
PM to priority 71:0 Output Priority of TC 7. 
PM to priority 81:0 Output Priority of TC 8. 
PM to block 8:0 Output Prevent Dispatch Scheduler from issuing 

instructions for selected TCs. 
PM vpe relax enable 1:0 Output Relax function Enabled for the two VPEs. 
PM vpe relax priority 01:0 Output Relax Priority of VPE 0. 



US 2009/0249351 A1 
10 

TABLE 1-continued 

Oct. 1, 2009 

Signal Name Direction Description 

PM vpe relax priority 11:0) Output Relax Priority of VPE 1. 
PM vpe exc enable 1:0 Output Exception function Enabled for the two VPEs. 
PM vpe exc priority 01:0 Output Exception Priority of VPE 0. 
PM vpe exc priority 11:0 Output Exception Priority of VPE 1. 

0102 Some of the particular signals of the policy manager 
interface 628 specified in Table 1 will now be described in 
more detail. The policy manager 604 specifies to the dispatch 
scheduler 602 the priority of the respective thread context via 
the PM TC priority 652 output. In one embodiment, the 
PM TC priority 652 comprises two bits and the dispatch 
scheduler 602 allows the policy manager 604 to specify one 
of four different priorities for a thread context. The policy 
manager 604 instructs the dispatch scheduler 602 to stop 
issuing instructions for a thread context by generating a true 
value on the respective PM TC block 654 output. Thus, the 
policy manager 604 may affect how the dispatch scheduler 
602 issues instructions for the various thread contexts via the 
PM TC priority 652 and PM TC block 654 outputs, as 
described in more detail below, particularly with respect to 
FIGS. 7 through 11 below. 
(0103) The processor core 606 provides the PM gclk 658 
to the policy manager 604, which enables the policy manager 
604 to adjust the PM TC priority 652 periodically based on 
the PM gclk 658, as described below with respect to FIG.9. 
The dispatch scheduler 602 communicates the state for each 
thread context via respective PM TC state 642 input. As 
shown in Table 1, a thread context may be in one of eight 
states as follows. In Active: the dispatch scheduler 602 may 
not issue instructions of the thread context because the thread 
context is not currently associated with a thread of execution. 
Active: the thread context is currently associated with a 
thread of execution; therefore, the dispatch scheduler 602 
may issue instructions of the thread context for execution if no 
other blocking conditions are present. Yielded: the dispatch 
scheduler 602 may not issue instructions of the thread context 
for execution because the thread has executed a YIELD 
instruction, which causes the thread context to be blocked on 
a specified event. Halted: the dispatch scheduler may not 
issue instructions of the thread context for execution because 
the thread context has been halted by itself or by another 
thread. Suspended: the dispatch scheduler 602 may not issue 
instructions of the thread context for execution because the 
thread executed a DMT or DVPE instruction, or because the 
microprocessor 100 or VPE is currently servicing an excep 
tion. A DMT instruction Suspends multithreading operation 
for the VPE. A DVPE instruction suspends multithreading 
operation for the entire microprocessor 100. Waiting on ITC: 
the dispatch scheduler 602 may not issue instructions of the 
thread context for execution because the thread context is 
blocked waiting to load/store data from/to a location in inter 
thread communication (ITC) space specified by a load/store 
instruction executed by the thread. WAITing due to WAIT: the 
dispatch scheduler 602 may not issue instructions of the 
thread context for execution because the thread has executed 
a WAIT instruction, which causes the thread context to be 
blocked until an interrupt has occurred. Used as SRS: the 
dispatch scheduler 602 may not issue instructions of the 
thread context because the thread context is not and cannot be 

associated with a thread of execution because the thread 
context register set is used for shadow register set operation. 
0104. The dispatch scheduler 602 communicates to the 
policy manager 604 that it has issued an instruction for a 
thread context via a respective PM TC inst issued 646 
input. The execution units 114 communicate to the policy 
manager 604 that they have committed an instruction of a 
thread context via a respective PM TC instr committed 644 
input. In one embodiment, the PM TC instr committed 644 
signal indicates execution of the instruction has been com 
pleted. In another embodiment, the PM TC instr commit 
ted 644 signal indicates the instruction is guaranteed not to be 
flushed, i.e., to eventually complete execution, but may not 
have yet been completed. The salient point is that the 
PM TC instr committed 644 input provides to the policy 
manager 604 information about executed instructions as 
opposed to merely dispatched instructions (as communicated 
by the PM TC inst issued input 646), which may be differ 
ent since some instructions may be speculatively dispatched 
and never complete. This may be an important distinction to 
the policy manager 604 since Some threads in an application 
may require a particular quality-of-service, as discussed 
below with respect to FIG. 9. In one embodiment, the 
PM TC instr committed signal 644 is a registered version 
of the TC instr committed signal 124. Thus, the processor 
core 606 provides feedback about the issuance and execution 
of instructions for the various thread contexts and state of the 
thread contexts via the PMTC inst issued 646, PMTC 
instr committed 644, and PM TC state 642 inputs, as 
described in more detail below, particularly with respect to 
FIGS. 7 through 11 below. 
0105. In one embodiment, the dispatch scheduler 602 also 
provides to the policy manager 604 a relax function, whose 
purpose is to enable the microprocessor 100 to save power 
when the application thread contexts do not require full pro 
cessor bandwidth, without actually going to sleep. The relax 
function operates as if there is an additional thread context to 
be scheduled. However, when the relax thread context is 
selected for issue, the dispatch scheduler 602 does not issue 
an instruction. The policy manager 604 maintains a RELAX 
LEVEL counter (per-VPE) that operates similar to the 
TC LEVEL 918 counters (described below with respect to 
FIG.9), except that it uses a RELAX RATE for incrementing 
and is decremented when a relaxed instruction slot completes. 
In one embodiment, the microprocessor 100 includes a VPE 
Schedule register per-VPE similar to the TCSchedule register 
902 that enables software to specify the RELAX RATE. The 
relax function is enabled or disabled via the PM vpe relax 
enable signals specified in Table 1, and the relax thread con 
text priority is specified via the PM vpe relax priority sig 
nals. 

0106. In one embodiment, the dispatch scheduler 602 also 
provides to the policy manager 604 an exception function, 
whose purpose is to enable an exception thread context to 
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have its own independent priority from the normal thread 
contexts. The policy manager maintains an EXC LEVEL 
counter (per-VPE) that operates similar to the TC LEVEL 
918 counters (described below with respect to FIG.9), except 
that it uses an EXC RATE for incrementing and is decre 
mented when an exception instruction slot completes. When 
the exception mode is enabled and an exception is taken for 
the VPE, then the thread contexts of the VPE will all be set to 
the exception priority. In one embodiment, software specifies 
the EXC RATE via the VPESchedule registers. The excep 
tion function is enabled or disabled via the PM Vpe exc 
enable signals specified in Table 1, and the exception thread 
context priority is specified via the PM vpe exc priority 
signals. 
0107 Referring now to FIG. 7, a block diagram illustrat 
ing in more detail the dispatch scheduler 602 of FIG. 6 and the 
instruction selection logic 202 of FIG. 2 according to the 
present invention is shown. The instruction selection logic 
202 includes a tree of muxes 724 controlled by comparators 
714. Each mux 724 receives an instruction 206 of FIG.2 from 
two different thread contexts. Each muX 724 also receives the 
instruction's 206 associated DS TC priority 208 of FIG. 2. 
The comparator 714 associated with each mux 724 also 
receives the pair of DS TC priority signals for the two thread 
contexts and controls its associated mux 724 to select the 
instruction 206 and DS TC priority 208 with the highest 
DS TC priority 208 value. The selected instructions 206 and 
DS TC priorities 208 propagate down the tree until the final 
mux 724 selects the selected instruction 204 of FIG. 2 with 
the highest DS TC priority 208 for provision to the execu 
tion pipeline. 
0108 FIG. 7 shows logic of the dispatch scheduler 602, 
namely a stalled indicator 704, issuable instruction logic 708, 
and round-robin logic 712. In one embodiment, the stalled 
indicator 704 and issuable instruction logic 708 are replicated 
within the dispatch scheduler 602 for each thread context to 
generate a DS TC priority 208 for each thread context. In 
contrast, the round-robin logic 712 is instantiated once for 
each possible PM TC priority 652 and generates a round 
robin indicator for each PM TC priority 652. For example, 
FIG. 7 illustrates an embodiment in which the policy manager 
604 may specify one of four possible PM TC priorities 652; 
hence, the round-robin logic 712 is instantiated four times in 
the dispatch scheduler 602 and generates four respective 
round-robin indicators. 

0109. In one embodiment, the round-robin indicator 
includes one bit per thread context of the microprocessor 100. 
The bit of the round-robin indicator associated with its 
respective thread context is provided as round-robin bit 748 as 
shown in FIG.7. If the round-robin bit 748 is true, then it is the 
thread context's turn in the round-robin scheme to be issued 
among the other thread contexts that are currently at the same 
PM TC priority 652. 
0110. The issuable instruction logic 708 receives the 
unstalling events signal 128 and stalling events signal 126 
from the execution units 114 of FIG. 1, the PMTC block 
654 signal from the policy manager 604 of FIG. 6, the empty 
signal 318 of FIG.3 from the instruction/skid buffer 106, and 
TC state 742 signals. In one embodiment, the TC state 742 
signals convey similar information to the PM TC state 642 
signals of FIG. 6. The issuable instruction logic 708 sets the 
stalled indicator 704 to mark the thread context stalled in 
response to a stalling events signal 126 that identifies the 
thread context. The issuable instruction logic 708 also stores 
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state in response to the stalling event 126 to remember the 
cause of the stall. Conversely, the issuable instruction logic 
708 clears the stalled indicator 704 in response to an unstall 
ing events signal 128 if the unstalling event 128 is relevant to 
the cause of the stall. The issuable instruction logic 708 gen 
erates an issuable 746 signal in response to its inputs. The 
issuable 746 signal is true if the instruction 206 pointed to by 
the read pointer 326 of the instruction/skid buffer 106 for the 
thread context is issuable. In one embodiment, an instruction 
is issuable if the TC state signals 742 indicate the thread 
context is in the Active state and is not blocked by other 
conditions (such as being Halted, Waiting, Suspended, or 
Yielded), the stalled indicator 704 is false, and the PM TC 
block 654 and empty 318 signals are false. 
0111. The issuable 746 bit, the PM TC priority 652 bits, 
and the round-robin bit 748 are combined to create the 
DS TC priority 208. In the embodiment of FIG. 7, the issu 
able 746 bit is the most significant bit, the round-robin bit 748 
is the least significant bit, and the PM TC priority 652 is the 
two middle significant bits. As may be observed, because the 
issuable bit 746 is the most significant bit of the DS TC 
priority 652, a non-issuable instruction will be lower priority 
than all issuable instructions. Conversely, the round-robin bit 
748 is only used to select a thread if more than one thread 
context has an issuable instruction and has the same highest 
PM TC priority 652. 
0112 Referring now to FIG. 8, a flowchart illustrating 
operation of the dispatch scheduler 602 of FIG.7 according to 
the present invention is shown. Flow begins at block 802. 
0113. At block 802, the dispatch scheduler 602 initializes 
each round-robin indicator for each PM TC priority 652. 
Flow proceeds to block 804. 
0114. At block 804, the dispatch scheduler 602 deter 
mines, for each thread context, whether the thread context has 
an issuable instruction 206. That is, the issuable instruction 
logic 708 for each thread context generates a value on the 
issuable 746 signal. In one embodiment, the issuable instruc 
tion logic 708 generates a true signal on the issuable 746 
signal only if the TC state signals 742 indicate the thread 
context is in the Active state and is not blocked by other 
conditions (such as being Halted, Waiting, Suspended, or 
Yielded), the stalled indicator 704 is false, and the PM TC 
block 654 and empty 318 signals are false. Flow proceeds to 
decision block 806. 

(0.115. At decision block 806, the dispatch scheduler 602 
determines, by examining the issuable 746 signal for each of 
the thread contexts, whether there are any thread contexts that 
have an issuable instruction 206. If not, flow returns to block 
804 until at least one thread context has an issuable instruc 
tion 206; otherwise, flow proceeds to block 808. 
0116. At block 808, the dispatch scheduler 602 generates 
the DS TC priority 208 for the instruction 206 of each thread 
context based on the issuable 746 bit of the thread context, the 
PM TC priority 652 of the thread context, and the round 
robin bit 748 of the PM TC priority 652 of the thread con 
text. Flow proceeds to block 812. 
0117. At block 812, the dispatch scheduler 602 issues the 
instruction 206 with the highest DS TC priority 208. In 
other words, the dispatch scheduler 602 issues the instruction 
from the thread context that has an issuable instruction and 
has the highest PM TC priority 652. If multiple thread con 
texts meet that criteria, the dispatch scheduler 602 issues the 
instruction from the thread context whose turn it is to issue as 
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indicated by the round-robin bit 748 for the PM TC priority 
652 of the thread contexts. Flow proceeds to block 814. 
0118. At block 814, the round-robin logic 712 updates the 
round-robin indicator for the PM TC priority 652 based on 
which of the thread contexts was selected to have its instruc 
tion issued. Flow returns to block 804. 
0119 Referring now to FIG. 9, a block diagram illustrat 
ing the policy manager 604 of FIG. 6 and a TCSchedule 
register 902 according to the present invention is shown. 
0120) The microprocessor 100 includes a TCSchedule 
register 902 for each thread context. The TCSchedule register 
902 is software-programmable and provides a means for soft 
ware to provide a thread scheduling hint to the policy man 
ager 604. In one embodiment, the TCSchedule register 902 is 
comprised within the Coprocessor 0 register discussed above 
with respect to FIG. 6 and Table 1, and in particular is com 
prised within the policy manager 604. The TCSchedule reg 
ister 902 includes six fields: TCLEVEL PARAM1908, 
TC LEVEL PARAM2 906, TC LEVEL PARAM3 904, 
TCRATE 912, OV914, and PRIO 916. In the embodiment 
of FIG. 9, the TC LEVEL PARAM1908, TC LEVEL 
PARAM2906, TC LEVEL PARAM3904, and TC RATE 
912 fields comprise four bits, the PRIO 916 field comprises 
two bits, and the OV 914 field is a single bit. 
0121 The policy manager 604 logic shown in FIG.9 com 
prises control logic 924; comparators 922 coupled to provide 
their output to the control logic 924; a TC LEVEL 918 reg 
ister coupled to provide its output as an input to the compara 
tors 924; and a three-input muX 926 that is coupled to provide 
its output as the input to the TC LEVEL 918 register. The 
mux 926 receives on its first input the output of the 
TC LEVEL 918 register for retaining the correct value. The 
mux 926 receives on its second input the output of a decre 
menter 932 whose input is the output of the TC LEVEL918 
register. The mux 926 receives on its third input the output of 
an incrementer 934 whose input is the output of an adder 936 
that adds the output of the TC LEVEL 918 register and the 
output of a multiplier 938 that multiplies the TC RATE 912 
by 2. The TC RATE 912 is an indication of the desired 
execution rate of the thread context, i.e., the number of 
instructions to be completed per unit time. In the embodiment 
of FIG.9, the TC RATE 912 indicates the number of instruc 
tions of the thread that should be completed every 16 clock 
cycles. In one embodiment, for example, the TC RATE 912 
indicates the desired minimum rate that the processor 
executes instructions of the thread context. Although the logic 
just listed is shown only once in FIG.9, the logic is replicated 
within the policy manager 604 for each thread context to 
generate the PM TC block 654 and PM TC priority 652 
signals and to receive the PM TC state 642, PM TC inst 
committed 644, PM TC inst issued 646, and PM gclk 658 
signals for each thread context. 
0122) The policy manager 604 employs a modified leaky 
bucket algorithm to accomplish the high-level thread sched 
uling policy of the scheduler 108. Each thread context is a 
leaky bucket of work to be done. The TC LEVEL 918 regis 
ter is analogous to the water level in a bucket. The 
TC LEVEL 918 is essentially a measure of the amount of 
work that needs to be done by the thread context. In one 
embodiment, the TC LEVEL 918 register comprises a 12-bit 
register initialized to zero. The control logic 924 generates a 
control signal 928 to control which input the mux 926 selects. 
Every 32 clock cycles, the mux 926 selects the output of the 
incrementer 936 for storing in the TC LEVEL 918 register, 
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which increases the TC LEVEL 918 by the quantity (TC 
RATE*2+1). In one embodiment, the number of clock cycles 
between updates of the TC LEVEL 918 based on the 
TC RATE 912 is also programmable. On other clock cycles, 
the mux 926 selects the output of the decrementer 932 to 
decrement the TC LEVEL918 if the PM TC instr commit 
ted signal 644 indicates an instruction for the thread context 
has been committed for execution. Thus, software can affect 
the virtual water level in the thread context's bucket by adjust 
ing the TC RATE 912 value of the thread's TCSchedule 
register 902. In the embodiment of FIG. 9, the value of the 
TC RATE 912 indicates the number of instructions per 16 
clock cycles it is desired for the microprocessor 100 to 
execute for the thread context. The policy manager 604 may 
increase the TC LEVEL 918 based on the TC RATE 912, 
and decrease the TC LEVEL 918 each time the processor 
executes an instruction for the thread context. 

I0123. As the water level in a leaky bucket increases, so 
does the water pressure, which causes the water to leak out at 
a higher rate. Analogously, the TC LEVEL PARAM fields 
904/906/908 are programmed with monotonically increasing 
values that define virtual waterpressure ranges. The compara 
tors 922 compare the TC LEVEL918 with the TC LEVEL 
PARAMs 904/906/908 and provide their result to the control 
logic 924, which generates the PM TC priority 652 based on 
which of the virtual water pressure ranges the TC LEVEL 
918 falls in (unless overridden). When the TC LEVEL 918 
increases to a higher pressure level, the policy manager 604 
raises the PM TC priority 652 to the DS 602, so that the DS 
602 will issue more instructions for the thread context, which 
approximates the instruction execution rate; conversely, 
when the TC LEVEL 918 decreases to a lower pressure level, 
the policy manager 604 lowers the PM TC priority 652 to 
the DS 602. As illustrated by the leaky bucket of FIG.9, the 
control logic 924 generates a PM TC priority 652 value of 3 
(the highest priority) if the most significant nibble of the 
TC LEVEL 918 is above the TC LEVEL PARAM3904 
value; the control logic 924 generates a PM TC priority 652 
value of 2 if the most significant nibble of the TC LEVEL 
918 is between the TC LEVEL PARAM3904 value and the 
TC LEVEL PARAM2906 value; the control logic 924 gen 
erates a PM TC priority 652 value of 1 if the most significant 
nibble of the TC LEVEL 918 is between the TC LEVEL 
PARAM2906 value and the TC LEVEL PARAM1908 
value; and the control logic 924 generates a PM TC priority 
652 value of 0 (the lowest priority) if the most significant 
nibble of the TC LEVEL 918 is below the TC LEVEL 
PARAM1908 value. Analogously, increasing the PM TC 
priority 652 level increases the pressure on the dispatch 
scheduler 602 to issue instructions for the thread context, 
while decreasing the PM TC priority 652 level decreases the 
pressure on the dispatch scheduler 602 to issue instructions 
for the thread context. 

0.124 AS discussed above, in Some applications using the 
microprocessor 100, different threads may require different 
instruction execution rates, which is programmable using the 
TC. RATE 912 field. Furthermore, different threads may 
require different resolutions, i.e., the period of time over 
which the instruction execution rate is measured. That is, 
Some threads, although perhaps not requiring a high execu 
tion rate, may not be starved for instruction execution beyond 
a minimum time period. That is, the thread requires a particu 
lar quality-of-service. As may be observed from FIG. 9 and 
the explanation thereof, the TC LEVEL PARAMs 904/906/ 



US 2009/0249351 A1 

908 may be employed to accomplish a required resolution for 
each thread. By assigning TC LEVEL PARAMs 904/906/ 
908that are relatively close to one another, a higher resolution 
may be accomplished; whereas, assigning TC LEVEL 
PARAMs 904/906/908 that are relatively far apart, creates a 
lower resolution. Thus, software may achieve the desired 
quality-of-service goals via the policy manager 604 by 
adjusting the TC LEVEL PARAMs 904/906/908 for each 
thread context to achieve the needed resolution on the instruc 
tion execution rate. 

(0.125. If the OV bit 914 is set, the control logic 924 ignores 
the values of the TC LEVEL PARAMs 904/906/908, 
TC. RATE 912, and TC LEVEL918, and instead generates a 
value on the PM TC priority 652 signal equal to the value 
specified in the PRIO field 916. This allows software to 
bypass the leaky bucket policy and directly control the prior 
ity of one or more of the thread contexts, if necessary. 
0126. In one embodiment, if the TC LEVEL 918 saturates 
to its maximum value for a predetermined number of clock 
cycles, then the microprocessor 100 signals an interrupt to 
enable software to make thread scheduling adjustments at a 
higher level, in particular by changing the values in one or 
more of the TCSchedule registers 902. In one embodiment, 
the interrupt may be masked by software. 
0127. In one embodiment, the microprocessor 100 
instruction set includes a YIELD instruction, which a thread 
context may execute to instruct the scheduler 108 to stop 
issuing instructions for the thread context until a specified 
event occurs. In one embodiment, when a thread is YIELDed, 
the policy manager 604 temporarily disables updates of the 
thread's TC LEVEL 918 so that the thread's PM TC prior 
ity is preserved until the thread becomes unYIELDed. In 
another embodiment, the policy manager 604 continues to 
update the thread's TC LEVEL 918, likely causing the 
thread's PM TC priority to increase, such that when the 
thread becomes unYIELDed it will temporarily have a high 
priority to aid the thread in essentially priming its pump. In 
one embodiment, the behavior of the policy manager 604 
toward a YIELDed thread is programmable by software. 
0128. It should be understood that although an embodi 
ment is described in which specific numbers of bits are used 
to specify the PM TC priority 652, TC LEVEL PARAMs 
904/906/908, TC RATE 912, TC LEVEL 918, etc., the 
scheduler 108 is not limited in any way to the values used in 
the embodiment; rather, the scheduler 108 may be configured 
to use various different number of bits, priorities, levels, rates, 
etc. as required by the particular application in which the 
microprocessor 100 is to be used. Furthermore, although a 
policy manager 604 has been described which employs a 
modified leaky-bucket thread scheduling policy, it should be 
understood that the policy manager 604 may be configured to 
employ any of various thread scheduling policies while still 
enjoying the benefits of a bifurcated scheduler 108. For 
example, in one embodiment, the policy manager 604 
employs a simple round-robin thread scheduling policy in 
which the PM TC priority 652 outputs for all the thread 
contexts are tied to the same value. In another embodiment, 
the policy manager 604 employs a time-sliced thread sched 
uling policy in which the PM TC priority 652 output is 
raised to the highest priority for one thread context for a 
number of consecutive clock cycles specified in the 
TCSchedule register 902 of the thread context, then the 
PM TC priority 652 output is raised to the highest priority 
for another thread context for a, perhaps different, number of 
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consecutive clock cycles specified in the TCSchedule register 
902 of the thread context, and so on for each thread context in 
a time-sliced fashion. 

I0129. In one embodiment, the microprocessor 100 
instruction set includes a FORK instruction for allocating an 
available thread context and scheduling execution of a new 
thread within the newly allocated thread context. In one 
embodiment, when a thread context FORKs a new thread 
context, the TC RATE 912 for the parent thread context is 
split between itself and the child thread context evenly, i.e., 
the new TC RATE 912 is the old TC RATE 912 divided by 
two. This has the advantage of preventing a thread context 
from requesting more processing bandwidth than originally 
allotted. 

0.130. As may be observed from the foregoing, bifurcating 
the scheduler 108 enables the dispatch scheduler 602, which 
is included in the processor core 606, to be relatively simple, 
which enables the dispatch scheduler 602 to be relatively 
Small in terms of area and power, and places the application 
specific complexity of the thread scheduling policy in the 
policy manager 604, which is outside the processor core 606. 
This is advantageous since Some applications may not require 
a complex policy manager 604 and can therefore not be 
burdened with the additional area and power requirements 
that would be imposed upon all applications if the scheduler 
108 were not bifurcated, as described herein. 
I0131 Referring now to FIG. 10, a flowchart illustrating 
operation of the policy manager 604 of FIG. 9 according to 
the present invention is shown. Although operation is shown 
for only a single thread context in FIG. 10, the operation 
specified in FIG. 10 occurs within the policy manager 604 for 
each thread context. Flow begins at block 1002. 
0.132. At block 1002, the policy manager 604 initializes 
the TC LEVEL 918 to zero. Flow proceeds to block 1004. 
I0133. At block 1004, the policy manager 604 waits one 
tick of the PM gclk 658. Flow proceeds to decision block 
1006. 

I0134. At decision block 1006, the policy manager 604 
determines whether 32 PM gclks 658 have ticked since the 
last time flow arrived at decision block 1006. If not flow 
proceeds to decision block 1012; otherwise, flow proceeds to 
block 1008. 

I0135. At block 1008, the TC LEVEL918 is increased by 
twice the value of TC RATE 912 plus one. Flow proceeds to 
decision block 1012. 

0.136. At decision block 1012, the policy manager 604 
determines whether PMTC instr committed 644 is true. If 
not, flow proceeds to decision block 1016; otherwise, flow 
proceeds to block 1014. 
0.137. At block 1014, the TC LEVEL 918 is decremented. 
Flow proceeds to decision block 1016. 
0.138. At decision block 1016, the policy manager 604 
determines whether the OV bit 914 is set. If not, flow proceeds 
to decision block 1022; otherwise, flow proceeds to block 
1018. 

0.139. At block 1018, the policy manager 604 generates a 
value on PM TC priority 652 equal to the value of the PRIO 
916 field. Flow returns to block 1004. 

0140. At decision block 1022, the policy manager 604 
determines whether the TC LEVEL 918 is greater than the 
TC LEVEL PARAM3904 value. If not, flow proceeds to 
decision block 1026; otherwise, flow proceeds to block 1024. 
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0141. At block 1024, the policy manager 604 generates a 
value of 3 (the highest priority) on PM TC priority 652. 
Flow returns to block 1004. 
0142. At decision block 1026, the policy manager 604 
determines whether the TC LEVEL 918 is greater than the 
TC LEVEL PARAM2906 value. If not, flow proceeds to 
decision block 1032; otherwise, flow proceeds to block 1028. 
0143. At block 1028, the policy manager 604 generates a 
value of 2 on PM TC priority 652. Flow returns to block 
1004. 

0144. At decision block 1032, the policy manager 604 
determines whether the TC LEVEL 918 is greater than the 
TC LEVEL PARAM1908 value. If not, flow proceeds to 
block 1036; otherwise, flow proceeds to block 1034. 
0145 At block 1034, the policy manager 604 generates a 
value of 1 on PM TC priority 652. Flow returns to block 
1004. 
0146. At block 1036, the policy manager 604 generates a 
value of 0 (lowest priority) on PM TC priority 652. Flow 
returns to block 1004. 
0147 Referring now to FIG. 11, a block diagram illustrat 
ing in more detail the dispatch scheduler 602 of FIG. 6 and the 
instruction selection logic 202 of FIG. 2 according to an 
alternate embodiment of the present invention is shown. The 
embodiment of FIG. 11 is similar to the embodiment of FIG. 
7; however, the dispatch scheduler 602 of the embodiment of 
FIG. 11 also includes an instruction pre-decoder 1108 and a 
stall likelihood priority generator 1104. The pre-decoder 
1108 pre-decodes an instruction 1114 to generate register 
usage information 1106 about the instruction 1114. In one 
embodiment, the register usage information 1106 specifies 
which registers of the register file 112 are used as source 
registers of the instruction and in which stage of the execution 
pipeline 114 the source register is needed. Additionally, the 
register usage information 1106 specifies which register of 
the register file 112 is a destination register of the instruction 
and at which stage of the execution pipeline 114 the result of 
the instruction is ready to be stored into the destination reg 
ister. 
0148. The stall likelihood priority generator 1104 gener 
ates a stall likelihood priority 1102 for the instruction 1114 
based on the register usage information and based on proces 
sor state information 1112 received from the microprocessor 
100 pipeline. Processor state information 1112 may include 
information about other instructions currently executing in 
the execution pipeline. The processor state information 1112 
may include, but is not limited to: whether a load has missed 
in the data cache 118; whether the missing load has already 
been fetched; the register usage (which may include the reg 
ister usage information 1106 generated by the instruction 
pre-decoder 1108), particularly the destination register, of 
other instructions currently being executed in the execution 
pipeline; the presence of an EHB instruction in the execution 
pipeline; whether an ALU is presently busy executing another 
ALU instruction; the number of pipeline stages currently 
between the instruction being pre-decoded and the other 
instructions in the execution pipeline; etc. In the embodiment 
of FIG. 11, the stall likelihood priority 1102 comprises two 
bits that are included between the issuable bit 746 and the 
PM TC priority bits 652 to form a 6-bit DS TC priority 208 
of FIG. 2 for use by the instruction selection logic 202 to 
select the selected instruction 204 of FIG. 2. In an alternate 
embodiment, the two bits of the stall likelihood priority 1102 
are interleaved with the two bits of the PM TC priority 652. 
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In one embodiment, the bits are interleaved in the following 
order from most to least significant: MSB of stall likelihood 
priority 1102, MSB of PM TC priority 652, LSB of stall 
likelihood priority 1102, LSB or PM TC priority 652. This 
embodiment is an interleaved embodiment conducive to 
maintaining high overall throughput by the execution pipe 
line 114. 

0149. The stall likelihood priority 1102 indicates the like 
lihood that the instruction will be executed without stalling 
based on its register usage. In one embodiment, the stall 
likelihood priority 1102 comprises two bits, creating four 
priority levels, and is generated by the stall likelihood priority 
generator 1104 as follows. Instructions that have a lower 
likelihood of stalling are assigned a higher stall likelihood 
priority 1102. An instruction is assigned the highest stall 
likelihood priority 1102 if it is guaranteed not to stall. For 
example, the instruction has no register dependencies; or the 
instruction has enough spacing of pipeline stages between 
itself and an instruction with which it has a dependency; or the 
data needed by the instruction is available. Such as because 
missing load data has been returned or because the result of a 
previous instruction is now available, and therefore the 
dependency is no longer present. An instruction is assigned 
the lowest stall likelihood priority 1102 if it is guaranteed to 
stall. For example, the instruction follows a currently execut 
ing EHB instruction; the instruction is a load from an 
uncacheable memory region; the instruction is a load/store 
from/to a location in inter-thread communication (ITC) 
space; or the instruction cannot be executed back-to-back 
with another instruction in front of it due to a dependency, 
Such as a register dependency. A cacheable load instruction is 
assigned a next to lowest priority. An instruction is assigned a 
next to highest priority of it is not guaranteed not to stall, but 
has a high likelihood of not stalling, such as, for example in 
one embodiment, an instruction that is dependent upon a 
result of a multiply, divide, or a floating-point instruction. 
0150. In one embodiment, the instruction 1114 is the 
instruction 206 of FIG.2 at the read pointer 326 of the instruc 
tion/skid buffer 106 for the thread context, i.e., the instruction 
206 of the thread context that is the next instruction eligible 
for issuing. In another embodiment, to improve timing con 
siderations, the instruction pre-decoder 1108 generates the 
register usage information 1106 for instructions 1114 as they 
are stored into the instruction/skid buffer 106 of FIG. 1 and 
stores the register usage information 1106 into the instruc 
tion/skid buffer 106 along with the instruction 1114. As the 
instruction 1114/206 is being read from the instruction/skid 
buffer 106, the pre-decoded register usage information 1106 
is provided to the stall likelihood priority generator 1104 at 
that time. That is, in this embodiment, the instruction/skid 
buffers 106 are coupled between the instruction pre-decoder 
1108 and the stall likelihood priority generator 1104. 
0151 Referring now to FIG. 12, a flowchart illustrating 
operation of the dispatch scheduler 602 of FIG. 11 according 
to the present invention is shown. The flowchart of FIG. 12 is 
similar to the flowchart of FIG. 8, and like-numbered blocks 
are alike. However, in the flowchart of FIG. 12, block 808 is 
replaced with block 1208. Additionally, the flowchart of FIG. 
12 includes an additional block 1205. Flow proceeds from 
block 804 to block 1205. 

0152. At block 1205, for each thread context, the stall 
likelihood priority generator 1104 generates the stall likeli 
hood priority 1102 for the instruction 1114 based on the 
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processor state 1112 and the register usage information 1106 
of the instruction 1114 of FIG. 11. Flow proceeds from block 
1205 to decision block 806. 
0153. At decision block 806, the dispatch scheduler 602 
determines, by examining the issuable 746 signal for each of 
the thread contexts, whether there are any thread contexts that 
have an issuable instruction 206. If not, flow returns to block 
804 until at least one thread context has an issuable instruc 
tion 206; otherwise, flow proceeds to block 1208. 
0154) At block 1208, the dispatch scheduler 602 generates 
the DS TC priority 208 for the instruction 206 of each thread 
context based on the issuable 746 bit of the thread context, the 
stall likelihood priority 1102 of the next instruction 206 to 
dispatch for the thread context, the PM TC priority 652 of 
the thread context, and the round-robin bit 748 of the 
PM TC priority 652 of the thread context. Flow proceeds 
from block 1208 to block 812. 
0155 Referring now to FIG. 13 a block diagram illustrat 
ing shared dynamically-allocatable skid buffers of the micro 
processor 100 of FIG. 1 according to an alternate embodiment 
of the present invention is shown. The microprocessor 100 
includes the instruction fetcher 104 and scheduler 108 of FIG. 
1. The microprocessor 100 also includes the instruction selec 
tion logic 202 that outputs the selected instruction 204 in 
response to the DS TC priority signals 208 of FIG. 2. The 
microprocessor 100 also includes a plurality of instruction 
buffers 1306 for a plurality of respective thread contexts into 
which the instruction fetcher 104 of FIG. 1 fetches instruc 
tions. The microprocessor 100 also includes a plurality of 
skid buffers 1312. In one embodiment, each of the instruction 
buffers 1306 and skid buffers 1312 comprises a circular FIFO 
similar to the structure of the instruction/skid buffers 106 of 
FIG. 3. Advantageously, because the skid buffers 1312 are 
shared and dynamically allocated by the thread contexts, the 
number of skid buffers 1312 may be less than the number of 
thread contexts. FIG. 13 illustrates an embodiment having 
three skid buffers 1312, denoted skid buffer A, skid buffer B, 
and skid buffer C. Additionally, each skid buffer 1312 has an 
associated allocated register 1314 and locked register 1316. 
The allocated register 1314 indicates whether the associated 
skid buffer 1312 is allocated for use by a thread context and, 
if so, which of the thread contexts the skid buffer 1312 is 
allocated to. Similarly, the locked register 1316 indicates 
whether the associated skid buffer 1312 is locked for use by a 
thread contextand, if so, which of the thread contexts the skid 
buffer 1312 is locked for. Allocating and locking skid buffers 
1312 for thread contexts is discussed in more detail below 
with respect to FIG. 14. 
0156 The microprocessor 100 also includes a plurality of 
muxes 1322 associated with each of the skid buffers 1312. 
Each mux 1322 has its output coupled to the input of its 
associated skid buffer 1312. Each mux 1322 receives as its 
inputs the output of each of the instruction buffers 1306. The 
microprocessor 100 also includes a plurality of muxes 1324 
associated with each of the instruction buffers 1306. Each 
mux 1324 outputs to the instruction selection logic 202 an 
instruction 206 of FIG. 2 of its respective thread context. Each 
mux 1324 receives on one input the output of its respective 
instruction buffer 1306. Each mux 1324 receives on its 
remaining inputs the output of each of the skid buffers 1312. 
O157. Unlike the instruction/skid buffers 106 of FIG. 2, the 
skid buffers 1312 of FIG. 13 are distinct from the instruction 
buffers 1306 and are shared and dynamically allocated by the 
thread contexts on an as-needed basis. This potentially pro 
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vides a more efficient instruction buffering solution, particu 
larly, a higher performance solution given the same amount of 
space and power, or a space and power reduction given a 
similar level of performance. The microprocessor 100 also 
includes buffer control logic 1332 for controlling the opera 
tion of the instruction buffers 1306, skid buffers 1312, muxes 
1322 and 1324, allocated registers 1314, and locked registers 
1316. Operation of the instruction buffers 1306 and skid 
buffers 1312 of FIG. 13 will now be described with respect to 
FIG 14. 
0158 Referring now to FIG. 14, three flowcharts illustrat 
ing operation of the skid buffers of FIG. 13 according to the 
present invention are shown. Each of the flowcharts illustrates 
actions performed by the instruction buffers 1306 and skid 
buffers 1312 of FIG. 13 in response to a different event or set 
of events. Flow of the first flowchart begins at block 1404. 
0159. At block 1404, the dispatch scheduler 602 of FIG. 6 
issues an instruction from the instruction buffer 1306. It is 
noted that the instruction fetcher 104 is continuously writing 
instructions into the instruction buffer 1306 associated with a 
thread context, and in particular has written into the instruc 
tion buffer 1306 the instruction which is issued at block 1404. 
Flow proceeds to decision block 1406. 
(0160. At decision block 1406, buffer control logic 1332 
determines whether a skid buffer 1312 is already allocated for 
the thread context by reading the allocated registers 1314 of 
FIG. 13. If so, flow proceeds to block 1412; otherwise, flow 
proceeds to decision block 1408 to determine whether a skid 
buffer 1312 may be allocated for the thread context. 
(0161. At decision block 1408, buffer control logic 1332 
determines whether all skid buffers are locked by reading the 
locked registers 1316 of FIG. 13. If not, flow proceeds to 
block 1414; otherwise, flow ends since no skid buffer 1312 
may be allocated for the thread context, which implies that if 
the thread context is subsequently flushed by the execution 
pipeline, the flushed instructions must be re-fetched. 
0162. At block 1412, the instruction dispatched at block 
1404 is written into the skid buffer 1312 that was previously 
allocated for the thread context, and the instruction is 
removed from the instruction buffer 1306. Flow ends at block 
1412. 

0163 At block 1414, buffer control logic 1332 allocates a 
skid buffer 1312 for the thread context. In one embodiment, 
the buffer control logic 1332 allocates a skid buffer 1312 for 
the thread context by writing the thread context identifier to 
the allocated register 1314 associated with the allocated skid 
buffer 1312. In one embodiment, the buffer control logic 1332 
allocates the emptiest skid buffer 1312. 
0164. In another embodiment, the buffer control logic 
1332 allocates the skid buffers 1312 on a least recently used 
basis. In another embodiment, the buffer control logic 1332 
allocates the skid buffers 1312 on a least recently unlocked 
basis. In another embodiment, the buffer control logic 1332 
allocates the skid buffer 1312 whose thread context currently 
has the lowest priority. Flow proceeds from block 1414 to 
block 1412 to write the instruction into the allocated skid 
buffer 1312. 
0.165 Flow of the second flowchart begins at block 1442. 
(0166. At block 1442, an execution unit 114 of FIG. 1 
signals a stalling event 126 for a thread context. Flow pro 
ceeds to block 1444. 

0.167 At block 1444, the execution unit 114 signals a 
TC flush 122 for the thread context. Flow proceeds to deci 
sion block 1446. 
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(0168. At decision block 1446, buffer control logic 1332 
determines whether a skid buffer 1312 is allocated for the 
thread context by reading the allocated registers 1314 of FIG. 
13. If not, flow proceeds to block 1452; otherwise, flow pro 
ceeds to block 1448. 
(0169. At block 1448, buffer control logic 1332 locks the 
allocated skid buffer 1312 for the thread context. In one 
embodiment, the buffer control logic 1332 locks the skid 
buffer 1312 for the thread context by writing the thread 
context identifier to the locked register 1316 associated with 
the skid buffer 1312. Flow ends at block 1448. 
(0170 At block 1452, the buffer control logic 1332 flushes 
the instruction buffer 1306 of the thread context flushed by the 
execution unit 114. Flow ends at block 1452. 
(0171 Flow of the third flowchart begins at block 1482. 
0172 At block 1482, an execution unit 114 signals a rel 
evant unstalling event 128 for a thread context. Flow proceeds 
to decision block 1484. 
(0173 At decision block 1484, buffer control logic 1332 
determines whethera skid buffer 1312 is locked for the thread 
context by reading the locked registers 1316. If so, flow 
proceeds to block 1488; otherwise, flow proceeds to block 
1486. 
0174 At block 1486, the scheduler 108 issues instructions 
for the thread context from the instruction buffer 1306 asso 
ciated with the thread context. It is noted that these instruc 
tions had to be re-fetched into the instruction buffer 1306 
since no skid buffer 1312 was locked for the thread context. 
Flow ends at block 1486. 
(0175. At block 1488, the scheduler 108 issues instructions 
for the thread context from the skid buffer 1312 locked for the 
thread context at block 1448 of the second flowchart until the 
skid buffer 1312 is empty or until the skid buffer 1312 is 
flushed, for example, in response to an exception or interrupt 
or branch misprediction correction. It is noted that these 
instructions advantageously did not have to be re-fetched. 
Flow proceeds to block 1492. 
(0176). At block 1492, the buffer control logic 1332 unlocks 
the skid buffer 1312 that was locked for the thread context at 
block 1448 of the second flowchart. Flow ends at block 1492. 
0177 Referring now to FIG. 15, a block diagram illustrat 
ing a single instruction/skid buffer of the microprocessor 100 
of FIG. 1 that is shared by all the thread contexts according to 
an alternate embodiment of the present invention is shown. 
The microprocessor 100 of FIG. 15 includes the instruction 
fetcher 104 and scheduler 108 of FIG.1. The microprocessor 
100 also includes a single instruction/skid buffer 1506 into 
which the instruction fetcher 104 fetches instructions for all 
thread contexts. The microprocessor 100 also includes buffer 
control logic 1502 that receives the DS TC priority signals 
208 of FIG.2 from the scheduler 108. The buffer control logic 
1502 controls the instruction/skid buffer 1506 to output the 
selected instruction 204 of FIG. 2 for provision to the execu 
tion units 114. 

(0178. The single instruction/skid buffer 1506 of FIG. 15 is 
a random access memory (RAM) for storing instructions 
from all the thread contexts. Consequently, the buffer control 
logic 1502 maintains a single write pointer (WP) and full 
count across all thread contexts that function similar to those 
described above with respect to FIG.3. In particular, the write 
pointer specifies the address of the next location in the RAM 
1506 to be written regardless of the thread context of the 
instruction. Similarly, the full count is incremented each 
time an instruction is written into the RAM 1506 and decre 
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mented each time an instruction has been committed for 
execution regardless of the thread context of the instruction. 
0179. In contrast, the buffer control logic 1502 maintains 
a separate read pointer (RP), commit pointer (CP), and emp 
ty count for each thread context similar to those described 
above with respect to FIG. 3. In particular, the read pointer 
specifies the address of the next location in the RAM 1506 to 
be read for the respective thread context; the commit pointer 
indicates the address of the location in the RAM 1506 of the 
next instruction to be committed for the respective thread 
context; and the empty count is incremented each time an 
instruction is written into the RAM 1506 for the respective 
thread context and decremented each time the scheduler 108 
reads an instruction from the RAM 1506 for the respective 
thread context. 

0180. In one embodiment, the buffer control logic 1502 
maintains a linked-list for each thread context that specifies 
the locations within the RAM 1506 of the valid instructions 
for the thread context in the order in which the instructions 
were fetched into the RAM 1506. The linked list is updated 
each time an instruction is written into the RAM 1506 and is 
used to update the read pointer and commit pointer for each 
thread context. 

0181. The buffer control logic 1502 receives the DS TC 
priority signals 208 from the scheduler 108 when the sched 
uler 108 requests an instruction, and the buffer control logic 
1502 responsively selects one of the thread contexts for 
instruction dispatch and generates the appropriate address to 
the RAM 1506 to cause the RAM 1506 to output the instruc 
tion 204 of the thread context with the highest priority indi 
cated by the DS TC priority signals 208. 
0182 Although the present invention and its objects, fea 
tures, and advantages have been described in detail, other 
embodiments are encompassed by the invention. For 
example, although embodiments have been described in 
which the scheduler 108 is bifurcated and in which the param 
eterized leaky-bucket scheduling policy is included in the 
portion of the scheduler 108 outside the processor core 606, 
i.e., outside the customer-modifiable portion of the processor 
100, it should be understood that employing a parameterized 
leaky-bucket scheduler is not limited to a bifurcated sched 
uler, but may be adapted to a non-bifurcated scheduler, as well 
as to a scheduler partitioned in any of various manners. In 
addition, although a bifurcated scheduler has been described 
in which the policy manager 604 enforces a leaky-bucket 
scheduling policy, the bifurcated scheduler 108 is not limited 
to a leaky-bucket thread scheduling policy; rather, the thread 
scheduling policy enforced by the policy manager of the 
bifurcated Scheduler may be according to any thread sched 
uling algorithm. Still further, although an embodiment has 
been described in which the policy manager 604 updates the 
thread context priorities based on an indication that an 
instruction has been committed for execution, in other 
embodiments the policy manager 604 may update the thread 
context priorities based on other information from the pro 
cessor core 606. Such as an indication that an instruction has 
been issued (such as indicated by the PM TC inst issued 
signals 646), an indication that an instruction has been com 
pleted or retired from the microprocessor 100, or some other 
instruction execution-related indication. Additionally, 
although a particular calculation has been described for 
employing the TC RATE 912 to update the TC LEVEL918, 
the TC LEVEL 918 may be updated according to other man 
ners using the TC RATE 912. 
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0183 Referring now to FIG. 16, a block diagram illustrat 
ing the dispatch scheduler 602 of FIG. 6 including round 
robin logic 712 of FIGS. 7 and 11 according to one embodi 
ment of the present invention is shown. FIG. 16 comprises 
FIGS. 16A and 16B. 

0184 FIG. 16A illustrates the round-robin logic 712 of 
FIGS. 7 and 11 according to one embodiment of the present 
invention. The round-robin logic 712 includes four round 
robin generators 1606: one for each of the four PM TC 
priority levels 652. Each of the round-robin generators 1606 
receives an E vector 1646. The E vector 1646 is an n-bit 
vector, where n is the number of thread contexts and each of 
the thread contexts has a corresponding bit in the E vector 
1646. A set bit in the E vector 1646 indicates that the corre 
sponding thread context is enabled for instruction dispatch 
ing. In one embodiment, the E vector 1646 bits are the issu 
able bitS 746 of FIGS. 7 and 11. 

0185. Each of the round-robin generators 1606 also 
receives an L vector 1602 that is unique to the corresponding 
PM TC priority 652. That is, there is an L vector 1602 for 
each of the four PM TC priority 652 levels. The L vectors 
1602 are also n-bit vectors, where n is the number of thread 
contexts and each of the thread contexts has a corresponding 
bit in each of the four L vectors 1602. A set bit in an L vector 
1602 indicates that the corresponding thread context was the 
last thread context at the corresponding PM TC priority 652 
actually selected for instruction dispatching by the dispatch 
scheduler 602. Thus, for example, if the number of thread 
contexts is eight, an L vector 1602 value of 00000100 for 
PM TC priority 652 level 1 indicates thread context 2 was 
the last thread context dispatched at PM TC priority 652 
level 1. In one embodiment, the L vector 1602 is generated by 
the instruction selection logic 202 and stored for provision to 
the round-robin logic 712. In one embodiment, each L vector 
1602 is updated only when the dispatch scheduler 602 selects 
for dispatch an instruction from a thread context at the corre 
sponding PM TC priority 652. Thus, advantageously, the L 
vector 1602 is maintained for each PM TC priority 652 level 
so that round-robin fairness is accomplished at each PM TC 
priority 652 level independent of the other PM TC priority 
652 levels. 

0186 Each of the round-robin generators 1606 generates 
an N vector 1604 that is unique to the corresponding PM TC 
priority 652. The N vectors 1604 are also n-bit vectors, where 
n is the number of thread contexts and each of the thread 
contexts has a corresponding bit in each of the four N vectors 
1604. A set bit in an N vector 1604 indicates that the corre 
sponding thread context is the next thread context in round 
robin order to be selected at the corresponding PM TC 
priority 652. 
0187. The round-robin logic 712 includes n four-input 
muxes 1608: one for each of then thread contexts. Each mux 
1608 receives its corresponding bit from each of the four N 
vectors 1604. That is, the mux 1608 for thread context 0 
receives bit 0 from each of the N vectors 1604; mux 1608 for 
thread context 1 receives bit 1 from each of the N vectors 
1604; and so forth, to the mux 1608 for thread context n-1 
that receives bit n-1 from each of the N vectors 1604. Each 
mux 1608 also receives as a select control input the PM TC 
priority 652 value for its respective thread context. Each of the 
muxes 1608 selects the input specified by the PM TC prior 
ity 652 value. The output of each of the muxes 1608 is the 
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corresponding round-robin bit 748 of FIGS. 7 and 11. The 
round-robin bits 748 are provided to the selection logic 202 of 
FIG.16B. 

0188 Referring now to FIG.16B, the round-robin bit 748 
of each thread context is combined with its corresponding 
PM TC priority 652 bits and issuable bit 746 to form its 
corresponding DS TC priority 208 of FIGS. 7 and 11. FIG. 
16B also includes the selection logic 202 of FIG. 7. In one 
embodiment, the comparators 714 of FIG. 7 are greater-than 
or-equal (GTE) comparators. That is, the GTE comparators 
714 compare the two DS TC priority 208 input values and if 
the top value is greater-than-or-equal to the lower value, the 
GTE comparator 714 outputs a control signal to cause its 
respective mux 724 to select the top value. The selection logic 
202 is configured such that the top value always corresponds 
to a lower enumerated thread context, i.e., a thread context 
which has a bit in the L vectors 1602, N vectors 1604, and E 
vector 1646 that is more to the right, i.e., a less significant bit, 
than the bottom value. Thus, for example, in FIG.16B, one of 
the comparators 714 receives the DS TC priority 208 for 
thread context 0 and thread context 1: if the DS TC priority 
208 for thread context 0 is greater than or equal to the 
DS TC priority 208 for thread context 1, then the compara 
tor 714 will control its muX 724 to select the instruction 206 
and DS TC priority 208 for thread context 0; otherwise (i.e., 
only if the DS TC priority 208 for thread context 0 is less 
than the DS TC priority 208 for thread context 1), the com 
parator 714 will control its mux 724 to select the instruction 
206 and DSTC priority 208 for thread context 1. 
0189 Referring now to FIG. 17, a block diagram illustrat 
ing around-robin generator 1606 of FIG.16 according to one 
embodiment of the present invention is shown. Although only 
one round-robin generator 1606 is shown in FIG. 17, the 
dispatch Scheduler 602 comprises one round-robin generator 
1606 for each PM TC priority 652, as shown in FIG. 16A. 
0190. The round-robin generator 1606 includes a first set 
of inverters 1718 that receive the L vector 1602 of FIG.16 and 
generate an n-bit -L vector 1792. The round-robin generator 
1606 also includes a second set of inverters 1716 that receive 
the E vector 1646 of FIG.16 and generate an n-bit -E vector 
1796. 

0191 The round-robin generator 1606 also includes a bar 
rel-incrementer 1712 that receives the L vector 1602, the -L 
vector 1792, and the -Evector 1796. The barrel-incrementer 
1712 generates an S vector 1704, which is the sum of the L 
vector 1602 rotated left 1-bit and the Boolean AND of the -E 
vector 1796 and the -L vector 1792, according to two 
embodiments, as described in more detail below with respect 
to FIGS. 18A and 18B. In two other embodiments, the barrel 
incrementer 1712 generates an S vector 1704, which is the 
sum of the L vector 1602 rotated left 1-bit and the -E vector 
1796, as described in more detail below with respect to FIGS. 
18C and 18D. 
0.192 The round-robin generator 1606 also includes a set 
of AND gates 1714 that perform the Boolean AND of the S 
vector 1704 and the E vector 1646 to generate the N vector 
1604 of FIG. 16. 
0193 Referring now to FIG. 18A, a block diagram illus 
trating the barrel-incrementer 1712 of FIG. 17 according to 
one embodiment of the present invention is shown. The bar 
rel-incrementer 1712 includes a plurality of full-adders 1802 
coupled in series. In the embodiment illustrated in FIG. 18A. 
the full-adders 1802 are 1-bit full-adders, and the number of 
1-bit full-adders 1802 is n, where n is the number of thread 
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contexts. However, the barrel-incrementer 1712 may be 
incremented with fewer full-adders capable of adding larger 
addends, depending upon the number of thread contexts and 
speed and power requirements. 
0194 In the barrel-incrementer 1712 of FIG. 18A, each 
full-adder 1802 receives two addend bits and a carry-in bit 
and generates a corresponding sum bit of the S vector 1704 
and a carry-out bit. Each full-adder 1802 receives as its carry 
in the carry-out of the full-adder 1802 rotatively to its right. 
Thus, the right-most full-adder 1802 receives as its carry-in 
the carry-out of the left-most full-adder 1802. The first 
addend input to each of the full-adders 1802 is the Boolean 
AND of the corresponding -E vector 1796 and -L vector 
1792 bits. The second addend input to each of the full-adders 
1802 is the 1-bit left rotated version of the corresponding L 
vector 1602 bit. In the embodiment of FIG. 18A, the -E 
vector 1796 is Boolean ANDed with the -L vector 1792 to 
guarantee that at least one bit of the first addend to the full 
adders 1802 is clear. This prevents the single set increment bit 
of the second addend (the 1-bit left rotated L vector 1602) 
from infinitely rippling around the ring of full-adders 1802 of 
the barrel-incrementer 1712. As may be observed from FIG. 
18A, the apparatus is aptly referred to as a “barrel-incre 
menter because it increments one addend, namely the -E 
vector 1796 (modified to guarantee at least one clear bit), by 
a single set bit in a left-rotative manner; furthermore, the 
single increment bit may increment the addend at any position 
in the addend. 
(0195 By rotating left 1-bit the single set bit L vector 1602, 
the single set bit will be in the bit position with respect to the 
full-adders 1802 corresponding to the next thread context 
1-bit rotatively left of the last thread context at the corre 
sponding PM TC priority 652 for which the dispatch sched 
uler 602 dispatched an instruction. By using the -E vector 
1796 as the first addend input, the first addend has a set bit in 
each thread context position that is not enabled and a clear bit 
in each thread context position that is enabled. Consequently, 
the single set bit of the 1-bit left-rotated L vector 1602 addend 
will rotatively ripple left from its bit position until it reaches 
a clear bit position, i.e., a bit position of a thread context that 
is enabled. This is illustrated by the example here, in which 
only thread contexts 1 and 3 are enabled, and thread context 3 
was the last dispatched thread context at the PM TC priority 
652: 
0196) -E=11110101 
0197), L=00001000 
(0198 L'=00010000 (L left-rotated 1-bit) 
(0199 -E & -L=11110101 
(0200 S=00000110 (-E & -L barrel-incremented by L') 
0201 However, if no thread contexts are enabled, the 
single set bit of the 1-bit left-rotated L vector 1602 addend 
will ripple left from its bit position until it returns where it 
started and stop there, as shown here: 
0202 -E=11111111 
0203 L=00001000 
0204 L=00010000 (L left-rotated 1-bit) 
0205 -E & -L=11110111 
0206 S=00001000 (-E & -L barrel-incremented by L') 
0207. Further, if the single set bit of the 1-bit left-rotated L 
vector 1602 addend is clear in the -Evector 1796, such as bit 
4 here below, then bit 4 of the S vector 1704 will be set and the 
rotated L vector 1602 set bit will not ripple any further: 
0208 E=11100011 
0209 L=00001000 
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0210 L'=00010000 (L left-rotated 1-bit) 
0211 -E & -L=11100011 
0212 S=11110011 (-E & -L barrel-incremented by L') 
0213 Furthermore, the AND gate 1714 of FIG. 17 func 
tions to guarantee that only one bit of the N vector 1604 is set. 
A bit vector in which only one bit is set is commonly referred 
to as a 1-hot, or one-hot, vector. For example, in the last 
example above, even though the S vector 1704 has multiple 
bits set, the AND gate 1714 generates a resulting N vector 
1604 with a single set bit, as here: 
0214 -E=11100011 
0215 L=00001000 
0216 L'=00010000 
0217 -E & -L=11100011 
0218 S=11110011 
0219 E=00011100 
0220 N=00010000 
0221) Generally, the barrel-incrementer 1712 of FIG. 18A 
may be described by the following equation: 

{Couti, Sum.i=A.i+B.i+Cin.i, 

0222 where Ai is one of the n bits of the -E vector 1796 
Boolean ANDed with the corresponding bit of the -L vector 
1792, B.iis a 1-bit left rotated corresponding one of then bits 
of the L vector 1602, Sumi is a binary sum of (A.i-B.i+Cin. 
i), Couti is the carry out of (A.i-B.i+Cin.i), Cin.i-Couti-1, 
and Cin.0=Cout.n-1. 
0223) As may be observed from the foregoing, an advan 
tage of the round-robin generator 1606 of FIG. 17 employing 
the barrel-incrementer 1712 of FIG. 18A is that its complex 
ity is n, where n is the number of thread contexts, rather than 
n, as the conventional round-robin circuit. That is, the round 
robin generator 1606 built around the barrel-incrementer 
1712 of FIG. 18A scales linearly with the number of thread 
contexts. The same is true of the barrel-incrementer 1712 of 
FIGS. 18B-18D below. 
0224 Referring now to FIG. 18B, a block diagram illus 
trating the barrel-incrementer 1712 of FIG.17 according to an 
alternate embodiment of the present invention is shown. The 
barrel-incrementer 1712 of FIG. 18B is an optimized version 
of the barrel-incrementer 1712 of FIG. 18A in which the 
full-adders 1802 are replaced with the combination of a half 
adder 1812 and an OR gate 1814. The half-adder 1812 
receives as its carry-in the output of the OR gate 1814. The 
OR gate 1814 receives as its two inputs the carry-out of the 
half-adder 1812 to its right and the corresponding 1-bit left 
rotated L vector 1602 bit. Thus, collectively, the half-adder 
1812 and OR gate 1814 combination performs the same func 
tion as the full-adder 1802 of the barrel-incrementer 1712 of 
FIG. 18A. The optimization of replacing the full-adder 1802 
will a half-adder 1812 and OR gate 1814 is possible due to the 
fact that it is known that only one of the inputs to the OR gate 
1814, if at all, will be true. That is, only one of the L vector 
1602 input bit or the carry-out of the half-adder 1812 to the 
right will be true. An advantage of the barrel-incrementer 
1712 of FIG. 18B is that it may be smaller and consume less 
power than the barrel-incrementer 1712 of FIG. 18A since it 
is optimized to take advantage of the fact that only one of the 
inputs to the OR gate 1814 will be true. 
0225 Generally, the barrel-incrementer 1712 of FIG. 18B 
may be described by the following equation: 

{Couti, Sum.i=A.i+(B.i OR Cin.ii), 

0226 where Ai is one of the n bits of the -E vector 1796 
Boolean ANDed with the corresponding bit of the -L vector 
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1792, B.iis a 1-bit left rotated corresponding one of the n bits 
of the L vector 1602, Sumi is a binary sum of Ai--(B.iOR 
Cin.i), Couti is the carry out of A.i+(B.i OR Cin.i), Cin. 
i=Couti-1, and Cin.0=Cout.n-1. 
0227 Because the embodiments of the barrel-increment 
ers 1712 of FIGS. 18A and 18B comprise a ring of adders in 
series, some automated logic synthesis tools may have diffi 
culty synthesizing the circuit. In particular, they may generate 
a timing loop. To alleviate this problem, the embodiments of 
FIGS. 18C and 18D break the ring of adders by employing 
two rows of adders, as will now be described. 
0228 Referring now to FIG. 18C, a block diagram illus 
trating the barrel-incrementer 1712 of FIG.17 according to an 
alternate embodiment of the present invention is shown. The 
embodiment of FIG. 18C employs a first row of full-adders 
1822 and a second row of full-adders 1824 coupled in series, 
but not in a ring. That is, the carry-out of the left-most full 
adder 1824 of the second row is not provided to the carry-in of 
the right-most full-adder 1822 of the first row. Rather, the first 
row of full-adders 1822 is coupled in series, and receives the 
same inputs as the full-adders 1802 of FIG. 18A; however, a 
binary zero value is provided to the carry-in of the right-most 
full-adder 1822 of the first row, the carry-out of the left-most 
full-adder 1822 of the first row is provided as the carry in the 
of the right-most full-adder 1824 of the second row, and the 
carry-out of the left-most full-adder 1824 of the second row is 
discarded. Furthermore, the sum output of the first row full 
adders 1822, referred to as intermediate n-bit sum S in FIG. 
18C, is provided as the first addend input to the second row 
full-adders 1824. Still further, the second addend input to the 
second row full-adders 1824 is a binary zero, except for the 
right-most second row full-adder 1824, which receives the 
left-most bit of the L vector 1602. The second row of full 
adders 1824 generates the Svector 1704. As may be observed, 
advantageously, the barrel-incrementer 1712 of FIG. 18C 
does not include a ring and therefore may be synthesized 
more successfully by Some synthesis software tools than the 
embodiments of FIGS. 18A and 18B. However, a disadvan 
tage of the barrel-incrementer 1712 of FIG. 18C is that it is 
larger than the embodiments of FIGS. 18A and 18B, and 
consumes more power, although its complexity is advanta 
geously still n, rather than n. It is also noted that the embodi 
ments of FIGS. 18C and 8D do not need the -L vector 1792 
input since there is not a ring of adders for the single incre 
ment bit of the second addend (i.e., the L vector 1602) to 
infinitely ripple around. 
0229 Referring now to FIG. 18D, a block diagram illus 
trating the barrel-incrementer 1712 of FIG.17 according to an 
alternate embodiment of the present invention is shown. The 
barrel-incrementer 1712 of FIG. 18D is an optimized version 
of the barrel-incrementer 1712 of FIG. 18C in which each of 
the first row of full-adders 1822 is replaced with the combi 
nation of a half-adder 1832 and an OR gate 1834, similar to 
the embodiment of FIG. 18B; and, each of the second row 
full-adders 1824 is replaced with a half-adder 1836. Addi 
tionally, the second row includes a single OR gate 1838 that 
receives the left-most bit of the L vector 1602 and the carry 
out of the left-most half-adder 1832 of the first row; the OR 
gate 1838 provides its output to the carry-in of the right-most 
half-adder 1836 of the second row. Thus, the barrel-incre 
menter 1712 of FIG. 18D enjoys the optimization benefits of 
the barrel-incrementer 1712 of FIG. 18B and the synthesis 
tool benefits of the barrel-incrementer 1712 of FIG. 18C. 
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0230 Referring now to FIG. 19A, a block diagram illus 
trating an example of operation of the dispatch scheduler 602 
employing the round-robin generators 1606 of FIG. 16 
according the present invention is shown. FIG. 19A includes 
collectively the round-robin generators 1606 and muxes 1608 
of FIG. 16A. In the example, the number of thread contexts 
(denoted n) is 5, and the thread contexts are denoted 0 through 
4. In the example, the number of PM TC priority 652 levels 
is 4, denoted 0 through 3. 
0231. In the example of FIG. 19A, all bits of the E vector 
1646 are set, i.e., all thread contexts are enabled for dispatch 
ing an instruction; all of the thread contexts are at PM TC 
priority 652 level 3: the L vector 1602 for PM TC priority 
652 level 3 is 00001, indicating the last thread context from 
which the dispatch scheduler 602 dispatched an instruction at 
PM TC priority 652 level 3 was thread context 0. The L 
vector 1602 for PM TC priority 652 levels 2, 1, and 0, are 
00100, 10000, and 00001, respectively. 
0232 Given the inputs just described, the round-robin 
generators 1606 generate an N vector 1604 for PM TC 
priority 652 level 3 with a value of 00010, indicating that 
thread context 1 is selected as the next thread context in 
round-robin order for dispatch at PM TC priority 652 level 
3. Thread context 1 is selected since it is the first thread 
context rotatively left of thread context 0 that is enabled, as 
indicated by a set bit in the E vector 1646. The round-robin 
generators 1606 generate an N vector 1604 value of 01000, 
00001, and 00010 for PM TC priority 652 levels 2,1, and 0. 
respectively. 
0233. Because each of the thread contexts are at PM TC 
priority 652 level 3 (highest priority), the corresponding mux 
1608 for each thread context selects the corresponding bit of 
the N vector 1604 of PMTC priority 652 level 3. Conse 
quently, the round-robin bit 748 for thread context 0 (denoted 
RO in FIG. 19A) is 0; the round-robin bit 748 for thread 
context 1 is 1; the round-robin bit 748 for thread context 2 is 
0; the round-robin bit 748 for thread context 3 is 0; and the 
round-robin bit 748 for thread context 4 is 0. Therefore, the 
resulting DS TC priority 208 for thread contexts 0 through 4 
are: 1110, 1111, 1110, 1110, and 1110, respectively. Conse 
quently, the selection logic 202 selects thread context 1 for 
instruction dispatch because it has the greatest DS TC pri 
ority 208. It is noted that although all the thread contexts are 
enabled and all are at the same PM TC priority 652, thread 
context 1 is selected because it is the next thread context in 
left-rotative round-robin order from the last selected thread 
context (which was thread context 0) at the highest enabled 
PM TC priority 652 level. 
0234 Referring now to FIG. 19B, a block diagram illus 
trating a second example of operation of the dispatch Sched 
uler 602 employing the round-robin generators 1606 of FIG. 
16 according the present invention is shown. FIG. 19B is 
similar to FIG. 19 A; however, the input conditions are differ 
ent. In the example of FIG. 19B, the E vector 1646 value is 
01.011, i.e., only thread contexts 0, 1, and 3 are enabled for 
dispatching an instruction; thread contexts 2 and 4 are at 
PM TC priority 652 level 3, thread contexts 1 and 3 are at 
PM TC priority 652 level 2, and thread context 0 is at 
PM TC priority 652 level 1; the L vector 1602 for PM TC 
priority 652 levels 3 through 0 are 01000, 00010, 10000, 
00010, indicating the last thread context from which the dis 
patch scheduler 602 dispatched an instruction at PM TC 
priority 652 levels 3 through 0 are 3, 1, 4, and 1, respectively. 
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0235 Given the inputs just described, the round-robin 
generators 1606 generate an N vector 1604 for PM TC 
priority 652 levels 3 through 0 with a value of 00001, 01000, 
00001, and 01000, respectively, indicating that thread con 
texts 0, 3, 0, and 3, respectively, are selected as the next thread 
context in round-robin order for dispatch within PM TC 
priority 652 levels 3 through 0, respectively. It is noted that 
thread context 4 is skipped over in the PM TC priority 652 
level 3 N vector 1604 since thread context 4 is not enabled, 
even though thread context 4 is the next thread context rota 
tively-left of thread context 3, which was the last selected 
thread context at PM TC priority 652 level 3; similarly, 
thread context 2 is skipped over in PM TC priority 652 
levels 2 and 0 since thread context 2 is not enabled. 

0236. Because thread contexts 2 and 4 are at PM TC 
priority 652 level 3, the corresponding muxes 1608 select the 
corresponding bit of the N vector 1604 of PM TC priority 
652 level 3: because thread contexts 1 and 3 are at PMTC 
priority 652 level 2, the corresponding muxes 1608 select the 
corresponding bit of the N vector 1604 of PM TC priority 
652 level 2; because thread context 0 is at PM TC priority 
652 level 1, the corresponding mux 1608 selects the corre 
sponding bit of the N vector 1604 of PM TC priority 652 
level 1. Consequently, the round-robin bit 748 for thread 
contexts 0 through 4 are 1, 0, 0, 1, and 0, respectively. There 
fore, the resulting DS TC priority 208 for thread contexts 0 
through 4 are: 1011, 1100, 0110, 1101, and 0110, respec 
tively. Consequently, the selection logic 202 selects thread 
context 3 for instruction dispatch because it has the greatest 
DS TC priority 208. It is noted that although thread context 
1 is also enabled and at the highest PM TC priority 652 that 
is enabled (PMTC priority 652 level 2), thread context 3 is 
selected because the bit corresponding to thread context 3 in 
the N vector 1604 for PM TC priority 652 level 2 is set 
(hence the round-robin bit 748 for thread context 3 is set) and 
the bit corresponding to thread context 1 is clear (hence the 
round-robin bit 748 for thread context 1 is clear). The round 
robin bit 748 is set for thread context 3 at priority 2 since 
thread context 1 was the last selected thread context at priority 
2 and thread context 3 is the next issuable thread context 
rotatively left of thread context 1 (since thread context 2 is not 
issuable, i.e., is not enabled to dispatch instructions). 
Although the round-robin bit 748 is set for thread context 0 
because it was selected as the round-robin thread context at 
priority 1, thread context 0 is not selected for dispatch 
because its DS TC priority 208 is lower than thread context 
3 and thread context 1. Thread context 4 was skipped at 
priority 3 for round-robin since it was not issuable, and thread 
context 2 was skipped at priorities 2 and 0 for round-robin 
since it was not issuable. 

0237 Referring now to FIG. 20, a block diagram illustrat 
ing the dispatch scheduler 602 of FIG. 6 including round 
robin logic 712 of FIGS. 7 and 11 according to an alternate 
embodiment of the present invention is shown. The dispatch 
scheduler 602 of FIG. 20 is similar to the dispatch scheduler 
602 of FIG. 16, except that the round-robin generators 2006 
of FIG. 20 are different from the round-robin generators 1606 
of FIG. 16, as described below with respect to FIGS. 21 and 
22. The portion of the dispatch scheduler 602 shown in FIG. 
16B is similar to a like portion of the alternate embodiment of 
FIG. 20, and is therefore not duplicated in the Figures. 
0238. In one aspect, the round-robin generators 2006 of 
FIG. 20 are different from the round-robin generators 1606 of 
FIG. 16 because they do not receive the E vector 1646. In 
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another aspect, the round-robin generators 2006 each gener 
ate a corresponding NSE vector 2004, rather than the N vector 
1604 generated by the round-robin generators 1606 of FIG. 
16. The NSE vectors 2004 are similar to the N vectors 1604, 
however, the NSE vectors 2004 are sign-extended; thus, the 
NSE vectors 2004 are not 1-hot. Consequently, by design, 
two or more thread contexts may have an equal highest 
DS TC priority 208. The greater-than-or-equal comparators 
714 of FIG. 16B work in conjunction with the round-robin 
bits 748 selected from the NSE vectors 2004 to select the 
desired round-robin thread context in the highest enabled 
PM TC priority 652, as described below. For example, 
assume the NSE vector 2004 at one of the PM TC priority 
652 levels is 11100. This value indicates that thread contexts 
4, 3, and 2 have priority over thread contexts 1 and 0 with 
respect to round-robin order selection. If, for example, all of 
the thread contexts are at this PM TC priority 652 level, the 
GTE comparators 714 of the dispatch scheduler 602 will 
search for an issuable thread context in the order 2, 3, 4, 0, 1. 
0239 Referring now to FIG. 21, a block diagram illustrat 
ing the round-robin generator 2006 of FIG. 20 according to 
one embodiment of the present invention is shown. Although 
only one round-robin generator 2006 is shown in FIG. 21, the 
dispatch Scheduler 602 comprises one round-robin generator 
2006 for each PM TC priority 652, as shown in FIG. 20. An 
advantage of the alternate embodiment of the round-robin 
generator 2006 of FIG. 21 that employs the sign-extended 
character of the NSE vector 2004 is that the NSE vectors 2004 
may be calculated independent of the E vector 1646, i.e., 
independent of the instruction issuability of the thread con 
texts, unlike the round-robin generator 1606 embodiment of 
FIG. 17. 

0240. The round-robin generator 2006 includes a mux 
2102 that receives as its two inputs the L vector 1602 and the 
output of a register 2124. The register 2124 receives and 
stores the output of the mux 2102. The mux 2102 also 
receives an instr dispatched control signal 2158 that is true if 
an instruction is dispatched from the corresponding PM TC 
priority 652 during the current dispatch cycle; otherwise, the 
instr dispatched control signal 2158 is false. In one embodi 
ment, the instr dispatched signal 2158 may be false for all 
PM TC priority 652 levels, such as if no thread contexts 
have an issuable instruction or if the execution pipeline 114 is 
stalled and currently unable to receive instructions to execute. 
The instr dispatched signal 2158 may be false if no instruc 
tion is dispatched for a PM TC priority 652 during the selec 
tion cycle. The mux 2102 selects the L vector 1602 input if the 
instr dispatched control signal 2158 is true; otherwise, the 
mux 2102 selects the register 2124 output. Thus, mux 2102 
and register 2124 work in combination to retain the old L. 
vector 1602 value until an instruction is dispatched by the 
dispatch scheduler 602 at the corresponding PM TC priority 
652 level. Thus, advantageously, round-robin order is 
retained within the PM TC priority 652 level independent of 
the other PM TC priority 652 levels. 
0241 The round-robin generator 2006 also includes a 
rotate left 1-bit function 2106 configured to receive and rotate 
the output of the register 2124 left 1-bit. Hence, the output of 
the rotate left 1-bit function 2106 is a 1-hot vector pointing to 
the thread context rotatively-left of the last dispatched thread 
context bit. For example, if n is 8, and if the L vector 1602 
value is 10000000, then the output of the rotate left 1-bit 
function 2106 is 00000001. 
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0242. The round-robin generator 2006 also includes a 
sign-extender 2108 configured to receive the output of the 
rotate left 1-bit function 2106 and to sign-extend it to generate 
the NSE vector 2004 of FIG. 20. For example, if the L vector 
1602 value is 00000100, then the output of the sign-extender 
2108 is 11111000. In another example, the sign-extended N 
vector works in conjunction with the issuable bit and 
PM TC priority 652 level to create a dispatch priority that is 
used by the greater-than-or-equal comparators 714 to insure 
that the correct round-robin thread context is selected. In one 
embodiment, the rotate left 1-bit function 2106 does not 
include any active logic, but simply comprises signal wires 
routed appropriately from the register 2124 output to the 
sign-extender 2108 input to accomplish the 1-bit left rotation. 
0243 Referring now to FIG. 22A, a block diagram illus 
trating a first example of operation of the dispatch scheduler 
602 having round-robin generators 2006 of FIG. 20 according 
the present invention is shown. FIG. 22A is similar to FIG. 
19A; however, FIG. 22A illustrates collectively the round 
robin generators 2006, rather than the round-robin generators 
1606 of FIG. 16. Additionally, the L vector 1602 input for 
PM TC priority 652 level 3 is 00010, rather than 00001. 
Finally, the round-robin generators 2006 do not receive the E 
vector 1646. 

0244 Given the inputs of FIG.22A, the round-robingen 
erators 2006 generate an NSE vector 2004 for PM TC pri 
ority 652 level 3 with a value of 11100, indicating that thread 
context 2 is selected as the next thread context in round-robin 
order for dispatch at PM TC priority 652 level 3. Thread 
context 2 is selected since it is the first thread context rota 
tively left of thread context 1. The round-robin generators 
2006 generate an NSE vector 2004 value of 11000, 11111, 
and 11110 for PMTC priority 652 levels 2,1, and 0, respec 
tively. 
0245. Because each of the thread contexts are at PM TC 
priority 652 level 3, the corresponding mux 1608 for each 
thread context selects the corresponding bit of the N vector 
2004 of PM TC priority 652 level 3. Consequently, the 
round-robin bit 748 for thread context 0 is 0; the round-robin 
bit 748 for thread context 1 is 0; the round-robin bit 748 for 
thread context 2 is 1; the round-robin bit 748 for thread 
context 3 is 1; and the round-robin bit 748 for thread context 
4 is 1. Therefore, the resulting DS TC priority 208 for thread 
contexts 0 through 4 are: 1110, 1110, 1111, 1111, and 1111, 
respectively. Consequently, the selection logic 202 selects 
thread context 2 for instruction dispatch because it has the 
greatest or equal DS TC priority 208. More specifically, 
thread context 2 is the highest thread context in the instruction 
selection logic 202 mux tree (i.e., it has the right-most bit in 
the NSE vector 2004) that has the greatest or equal DS TC 
priority 208. It is noted that although all thread contexts are 
enabled and all are at the same PM TC priority 652, thread 
context 2 is selected because it is the next thread context in 
left-rotative round-robin order from the last selected thread 
context (which was thread context 1) at the highest enabled 
PM TC priority 652 level. In an embodiment, thread context 
2 is selected for dispatch because it is the highest thread 
context in the instruction selection logic 202 muX tree (i.e., 
right-most bit in the NSE vector) that has the greatest or equal 
DS TC priority 208. Although all thread contexts are issu 
able and all are at the same PM TC priority 652 level 3 
(which is highest priority), thread context 2 was selected as 
the next round-robin thread context at priority 3 since thread 
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context 1 was the last selected thread context at priority 3 and 
thread context 2 was the thread context rotatively left of 
thread context 1. 
0246 Referring now to FIG. 22B, a block diagram illus 
trating a second example of operation of the dispatch Sched 
uler 602 employing the round-robin generators 2006 of FIG. 
20 according the present invention is shown. FIG. 22B is 
similar to FIG.22A; however, the input conditions are differ 
ent. In the example of FIG. 22B, the E vector 1646 value is 
11011, i.e., thread context 2 is disabled for dispatching an 
instruction. 
0247 Given the inputs just described, the round-robin 
generators 2006 generate an NSE vector 2004 for PM TC 
priority 652 levels 3 through 0 with a value of 11100, 11000, 
11111, and 11110, respectively, indicating that thread con 
texts 2, 3, 0, and 1, respectively, are the next thread context in 
round-robin order for dispatch within PM TC priority 652 
levels 3 through 0, respectively. 
0248 Because all the thread contexts are at PM TC pri 
ority 652 level 3, the corresponding muxes 1608 select the 
corresponding bit of the NSE vector 2004 of PMTC priority 
652 level 3. Consequently, the round-robin bit 748 for thread 
contexts 0 through 4 are 0, 0, 1, 1, and 1, respectively. There 
fore, the resulting DS TC priority 208 for thread contexts 0 
through 4 are: 1110, 1110, 01 11, 1111, and 1111, respec 
tively. Consequently, the selection logic 202 selects thread 
context 3 for instruction dispatch because it is the highest 
thread context in the instruction selection logic 202 mux tree 
(i.e., right-most bit in the NSE vector 2004) that has the 
greatest or equal DS TC priority 208. It is noted that 
although thread context 2 is also at PM TC priority 652 level 
3 and has its round-robin bit 748 set and is higher in the 
instruction selection logic 202 muX tree, it is not selected 
because it is not enabled. 
0249 Referring now to FIG. 22C, a block diagram illus 
trating a third example of operation of the dispatch scheduler 
602 employing the round-robin generators 2006 of FIG. 20 
according the present invention is shown. FIG.22C is similar 
to FIG. 22B; however, the input conditions are different: 
thread contexts 3 and 4 are at PM TC priority 652 level 2 
instead of level 3. 
0250 Given the inputs to FIG.22C, the round-robingen 
erators 2006 generate an NSE vector 2004 for PM TC pri 
ority 652 levels 3 through 0 with a value of 11100, 11000, 
11111, and 11110, respectively, indicating that thread con 
texts 2, 3, 0, and 1, respectively, are the next thread context in 
round-robin order for dispatch within PM TC priority 652 
levels 3 through 0, respectively. 
0251 Because thread contexts 0,1, and 2, are at PM TC 
priority 652 level 3, the corresponding muxes 1608 select the 
corresponding bit of the NSE vector 2004 of PMTC priority 
652 level 3; because thread contexts 3 and 4 are at PMTC 
priority 652 level 2, the corresponding muxes 1608 select the 
corresponding bit of the NSE vector 2004 of PMTC priority 
652 level 2. Consequently, the round-robin bit 748 for thread 
contexts 0 through 4 are 0, 0, 1, 1, and 1, respectively. There 
fore, the resulting DS TC priority 208 for thread contexts 0 
through 4 are: 1110, 1110, 01 11, 1101, and 1101, respec 
tively. Consequently, the selection logic 202 selects thread 
context 0 for instruction dispatch because it is the highest 
thread context in the instruction selection logic 202 mux tree 
(i.e., right-most bit in the NSE vector 2004) that has the 
greatest or equal DS TC priority 208. It is noted that 
although thread context 2 is also at PM TC priority 652 level 
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3 and has its round-robin bit 748 set and is higher in the 
instruction selection logic 202 muX tree, it is not selected 
because it is not enabled. Furthermore, although thread con 
texts 3 and 4 also have their round-robin bits 748 set and are 
enabled, they are at PM TC priority 652 level 2, which is 
lower than thread context 0, which is at PM TC priority 652 
level 3. 
0252 Referring now to FIG. 22D, a block diagram illus 
trating a fourth example of operation of the dispatch Sched 
uler 602 employing the round-robin generators 2006 of FIG. 
20 according the present invention is shown. FIG. 22D is 
similar to FIG.22C; however, the input conditions are differ 
ent: the L vector 1602 for PM TC priority 652 level 3 is 
00001, indicating that thread context 0 was the last thread 
context dispatched at PM TC priority 652 level 3, rather 
than thread context 1 as in FIG. 22C. 
0253) Given the inputs to FIG.22D, the round-robingen 
erators 2006 generate an NSE vector 2004 for PM TC pri 
ority 652 levels 3 through 0 with a value of 11110, 11000, 
11111, and 11110, respectively, indicating that thread con 
texts 1, 3, 0, and 1, respectively, are the next thread context in 
round-robin order for dispatch within PM TC priority 652 
levels 3 through 0, respectively. 
0254. Because thread contexts 0,1, and 2, are at PM TC 
priority 652 level 3, the corresponding mux 1608 for each 
selects the corresponding bit of the NSE vector 2004 of 
PM TC priority 652 level 3: because thread contexts 3 and 4 
are at PM TC priority 652 level 2, the corresponding mux 
1608 for each selects the corresponding bit of the NSE vector 
2004 of PM TC priority 652 level 2. Consequently, the 
round-robin bit 748 for thread contexts 0 through 4 are 0, 1, 1, 
1, and 1, respectively. Therefore, the resulting DS TC prior 
ity 208 for thread contexts 0 through 4 are: 1110, 1111,011 1, 
1101, and 1101, respectively. Consequently, the selection 
logic 202 selects thread context 1 for instruction dispatch 
because it is the highest thread context in the instruction 
selection logic 202 mux tree (i.e., right-most bit in the NSE 
vector 2004) that has the greatest or equal DS TC priority 
208. Even though thread context 0 and 1 are at the same 
PM TC priority 652 and are issuable, thread context 1 is first 
in the sign-extended NSE vector 2004. It is noted that 
although thread context 2 is also at PM TC priority 652 level 
3 and is enabled, its round-robin bit 748 is clear, whereas the 
round-robin bit 748 for thread context 1 is set, which causes 
the instruction selection logic 202 to select thread context 1 
for dispatch. 
0255 Referring now to FIG. 23, a block diagram illustrat 
ing a round-robin multithreaded fetch director 2300 for 
operation in the instruction fetcher 104 of FIG. 1 according to 
the present invention is shown. The fetch director 2300 incor 
porates a barrel-incrementer-based round-robin generator 
2306 similar to the round-robin generators 1606 of the dis 
patch scheduler 602 of FIG. 17. As discussed above, the 
microprocessor 100 concurrently fetches instructions from 
the instruction cache 102 of FIG. 1 for each thread context 
that is enabled for execution. 

0256 Each thread context includes a program counter 
(PC) register that stores the address of the next instruction in 
the thread of execution. The upper portion of the address 
stored in the program counter register is a fetch address 2356 
used to fetch instruction bytes from the instruction cache 102. 
For example, in one embodiment the size of a cache line is 32 
bytes, and the fetch address 2356 comprises all of the pro 
gram counter address bits except the lower 5 bits. The fetch 

22 
Oct. 1, 2009 

address 2356 of each of the thread contexts is provided to a 
mux 2372 of the fetch director 2300. Each clock cycle, the 
fetch director 2300 mux 2372 selects one of the thread context 
fetch addresses 2356 to provide to the instruction cache 102 to 
select a cache line of instruction bytes. In one embodiment, 
the fetch director 2300 fetches two instructions for the 
selected thread context per fetch cycle; however, the fetch 
director 2300 is adaptable to fetch more or less instructions 
each cycle as required by the design of the microprocessor 
1OO. 

0257. In the embodiment of FIG. 23, the mux 2372 is a 
1-hot muX. A 1-hot muX is a muX that receives a decoded 
version of a select control signal Such that there is one select 
signal per data input, and only one of the select input bits can 
be true, and the true select bit selects its corresponding data 
input for the output. The select control signal received by the 
mux 2372 is a 1-hot N vector 2304 similar to the N vector 
1604 of FIG. 16. In particular, the N vector 2304 is an n-bit 
vector, where n is the number of thread contexts, and each of 
the thread contexts has a corresponding bit in the N vector 
2304, and only one bit of the N vector 2304 is set correspond 
ing to the thread context selected next for instruction fetching. 
0258. The fetch director 2300 receives an L vector 2302. 
The L vector 2302 is similar to the L vector 1602 of FIG. 16. 
In particular, the L vector 2302 is an n-bit vector, where n is 
the number of thread contexts, and each of the thread contexts 
has a corresponding bit in the L vector 2302, and only one bit 
of the L vector 2302 is set corresponding to the thread context 
last selected for instruction fetching. 
0259. The fetch director 2300 also includes two sets of 
inverters 2316 and 2318, a barrel-incrementer 2312, and a set 
of AND gates 2314, similar to inverters 1716 and 1718, bar 
rel-incrementer 1712, and AND gates 1714, respectively, of 
FIG. 17. The barrel-incrementer 2312 may be configured 
according to any of the embodiments of FIGS. 18A through 
18D. 

0260. The first set of inverters 2318 receive the L vector 
2302 and generate an n-bit -L vector 2392. The second set of 
inverters 2316 receive an n-bit Evector 2346 and generate an 
n-bit -E vector 2396. The E vector 2346 is similar to the E 
vector 1646 of FIG. 17, except that the Evector 2346 of FIG. 
23 indicates that the corresponding thread context is enabled 
for instruction fetching, rather than that the corresponding 
thread context is enabled for instruction dispatching. The E 
vector 2346 indicates the thread context is enabled to fetch 
instructions and its instruction buffer is not full. Although the 
microprocessor 100 includes hardware to support multiple 
thread contexts, fewer than all of the thread contexts may be 
allocated and enabled for execution by software at a given 
time. For example, when the microprocessor 100 is reset, 
initially only one thread context is allocated and enabled for 
execution. In one embodiment, a thread context does not 
request instruction fetching (i.e., its respective Evector 2346 
bit is not set) if it is not enabled for execution or if its instruc 
tion buffer 106 of FIG. 1 is full. In one embodiment, a thread 
context does not request instruction fetching if the most 
recent fetch for the thread context caused a miss in the instruc 
tion cache 102 and the missing cache line has not yet been 
filled. 

0261. The barrel-incrementer 2312 receives the L vector 
2302, the -L vector 2392, and the -Evector 2396. The barrel 
incrementer 2312 generates an S vector 2364, which is the 
sum of the L vector 2302 rotated left 1-bit and the Boolean 
AND of the -Evector 2396 and the -L vector 2392, accord 



US 2009/0249351 A1 

ing to the two embodiments of FIGS. 18A and 18B; alterna 
tively, the barrel-incrementer 2312 generates an S vector 
2364, which is the sum of the L vector 2302 rotated left 1-bit 
and the BEvector 2396, according to the two embodiments of 
FIGS. 18C and 18D. 

0262 The AND gates 2314 perform the Boolean AND of 
the S vector 2364 and the E vector 2346 to generate the N 
vector 2304, which is provided as the 1-hot select control 
input for the 1-hot mux 2372. 
0263. As may be observed, the fetch director 2300 advan 
tageously selects among the thread contexts for instruction 
fetching in a fair round-robin manner, and allows for disabled 
states (i.e., not all thread contexts may be enabled to request 
instruction fetching each selection cycle), and yet has com 
plexity n, wherein n is the number of thread contexts, rather 
than complexity n, as in a conventional round-robin circuit 
Supporting a variable number of enabled requestors. Advan 
tageously, the fetch director 2300 scales linearly with the 
number of thread contexts, which may be of substantial 
importance in a microprocessor 100 that Supports a relatively 
large number of thread contexts. 
0264. In one embodiment, the fetch director 2300 is pipe 
lined to enable an increase in the clock frequency of the 
microprocessor 100. In particular, a register is coupled 
between the output of AND gate 2314 and the select control 
input of 1-hot mux 2372 for receiving the N vector 2304 from 
the AND gate 2314 during one clock cycle and providing the 
N vector 2304 to the 1-hot mux 2372 on the next clock cycle. 
In this embodiment, under Some circumstances the access of 
the instruction cache 102 is aborted during the second cycle. 
For example, if the fetch director 2300 receives a late indica 
tion that the previous fetch of the instruction cache 102 for the 
thread context selected by the N vector 2304 caused a miss in 
the instruction cache 102, then the fetch director 2300 will 
abort the instruction cache 102 access. In one embodiment, 
the output of the register provides the L vector 1602 to the 
round-robin generator 2306. 
0265. In one embodiment, the N vector 2304, in addition 
to selecting a fetch address 2356 for provision to the instruc 
tion cache 102, is also used to select one of a plurality of 
nano-TLBs (translation lookaside buffers) associated with 
the thread contexts in a hierarchical TLB system, such as the 
TLB system described in related U.S. patent application Ser. 
No. 1 1/075,041, now allowed, entitled THREE-TIERED 
TRANSLATION LOOKASIDE BUFFERHIERARCHY IN 
A MULTITHREADING MICROPROCESSOR, having at 
least one common inventor and which is assigned to common 
assignee MIPS Technologies, Inc., and which is incorporated 
by reference herein for all purposes. 
0266 Referring now to FIG. 24, a block diagram illustrat 
ing a round-robin multithreaded return data selector 2400 for 
operation in the write-back stage 116, execution pipeline 114, 
and/or register files 112 of FIG. 1 according to the present 
invention is shown. The return data selector 2400 incorpo 
rates a barrel-incrementer-based round-robin generator 2406. 
As discussed above, the microprocessor 100 may include a 
plurality of execution units 114. Such as one or more multiply 
divide units, floating-point units, load-store units, single 
instruction multiple data (SIMD) units, and/or coprocessors, 
that concurrently execute instructions of the multiple thread 
contexts to generate instruction results or data 2456. The 
various data 2456 from the functional units are provided back 
to the integer pipeline of the microprocessor 100. 
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0267 In one embodiment, the write-back stage 116 pro 
vides the various data 2456 from the functional units to the 
integer pipeline of the microprocessor 100. In one embodi 
ment, the various data 2456 from the functional units are 
provided back to the register files 112. 
0268. The data 2456 of each of the functional units is 
provided to a mux 2472 of the return data selector 2400. Each 
clock cycle, the return data selector 2400 mux 2472 selects 
the data 2456 of one of the thread contexts to output to one 
input of a second muX 2474. In one embodiment, the integer 
pipeline also generates its own data 2454 that is provided as 
an input to the second mux 2474. If the integer pipeline has 
valid data 2454 to return, the second muX 2474 selects the 
integer pipeline data 2454 for its output 2452; otherwise, the 
second mux 2474 selects the data output by the first mux 
2472, which is the selected data 2456 from the other func 
tional units. 

0269. In the embodiment of FIG. 24, the mux 2472 is a 
1-hot mux. The select control signal received by the mux 
2472 is a 1-hot N vector 2404 similar to the N vector 2304 of 
FIG. 23. In particular, the N vector 2404 is an n-bit vector, 
where n is the number of functional units, and each of the 
functional units has a corresponding bit in the N vector 2404, 
and only one bit of the N vector 2404 is set corresponding to 
the functional unit selected for returning its data 2456 to the 
integer pipeline. That is, the N vector 2404 has one bit set 
indicating which of the functional units is selected next to 
provide its result to the integer pipeline on the data bus. 
0270. The return data selector 2400 also includes a third 
mux 2422 and a register 2424, which are similar to mux 2102 
and register 2124 of FIG. 21. The mux 2422 receives as its two 
inputs an L vector 2402 and the output of register 2424. The 
L vector 2402 is similar to the L vector 2302 of FIG. 23. In 
particular, the L vector 2402 is an n-bit vector, where n is the 
number of functional units, and each of the functional units 
has a corresponding bit in the L vector 2402, and only one bit 
of the L vector 2402 is set corresponding to the functional 
units last selected for returning its data 2456 to the integer 
pipeline. The register 2424 receives and stores the output of 
the mux 2422. The mux 2422 also receives a result returned 
control signal 2458 that is true if data 2456 of one of the 
functional units is returned during the current return cycle; 
otherwise, the result returned control signal 2458 is false. 
The mux 2422 selects the L vector 2402 input if the result 
returned control signal 2458 is true; otherwise, the mux 2422 
selects the register 2424 output. Thus, muX 2422 and register 
2424 work in combination to retain the old L vector 2402 
value until data 2456 is returned by one of the functional units 
to the integer pipeline by the return data selector 2400. In 
particular, if mux 2452 selects data 2454 from the integer 
pipeline, then the result returned signal 2458 is false, which 
causes the register 2424 to retain the old L vector 2402 value. 
Thus, advantageously, round-robin order is retained among 
the various functional units. 

0271 The fetch director 2400 also includes two sets of 
inverters 2416 and 2418, a barrel-incrementer 2412, and a set 
of AND gates 2414, similar to inverters 2316 and 2318, bar 
rel-incrementer 2312, and AND gates 2314, respectively, of 
FIG. 23. The barrel-incrementer 24.12 may be configured 
according to any of the embodiments of FIGS. 18A through 
18D. 

0272. The first set of inverters 2418 receive the L vector 
2402 output from the register 2424 and generate an n-bit -L 
vector 2492. The second set of inverters 2416 receive an n-bit 
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E vector 2446 and generate an n-bit -E vector 2496. The E 
vector 2446 is similar to the E vector 2346 of FIG. 23, except 
that the E vector 2446 of FIG. 24 indicates that the corre 
sponding functional unit has valid data 2456 to return to the 
integer pipeline, rather than that a thread context is enabled 
for instruction fetching. 
0273. The barrel-incrementer 2412 receives the L vector 
2402, the -L vector 2492, and the -Evector 2496. The barrel 
incrementer 24.12 generates an S vector 2464, which is the 
sum of the L vector 2402 rotated left 1-bit and the Boolean 
AND of the -E vector 2496 and the -L vector 2492, accord 
ing to the two embodiments of FIGS. 18A and 18B; alterna 
tively, the barrel-incrementer 2412 generates an S vector 
2464, which is the sum of the L vector 2402 rotated left 1-bit 
and the BEvector 2496, according to the two embodiments of 
FIGS. 18C and 18D. The AND gates 2414 perform the Bool 
ean AND of the S vector 2464 and the E vector 2446 to 
generate the N vector 2404, which is provided as the 1-hot 
select control signal for the 1-hot mux 2472. 
0274 As may be observed, the return data selector 2400 
advantageously selects among the thread contexts for return 
ing data to the integer pipeline in a fair round-robin manner, 
and allows for disabled states (i.e., not all functional units 
may have valid data to be returned to the integer pipeline each 
selection cycle), and yet has complexity n, wherein n is the 
number of functional units, rather than complexity n, as in a 
conventional round-robin circuit Supporting a variable num 
ber of enabled requestors. Advantageously, the return data 
selector 2400 scales linearly with the number of functional 
units, which may be of Substantial importance in a micropro 
cessor 100 that supports a relatively large number of func 
tional units. 

0275 Referring now to FIG. 25, a block diagram illustrat 
ing a round-robin multithreaded fetch director 2500 for 
operation in the instruction fetcher 104 of FIG. 1 according to 
an alternate embodiment of the present invention is shown. 
The fetch director 2500 of FIG. 25 is different from the fetch 
director 2300 of FIG. 23 in that the fetch director 2500 of FIG. 
25 prioritizes the thread contexts for fetching based on vari 
ous criteria. In one embodiment, the thread contexts are pri 
oritized in one of three priorities. The highest priority 
includes thread contexts having an empty instruction buffer 
106 of FIG. 1; the middle priority is occupied, if at all, by the 
thread context that was last dispatched for execution by the 
dispatch scheduler 602 and not last selected for fetching by 
the fetch director 2500; the lowest priority is occupied by all 
other thread contexts. In the embodiment of FIG. 25, the 
highest priority is denoted priority 2, the middle priority is 
denoted priority 1, and the lowest priority is denoted priority 
O 

0276. The fetch director 2500 includes a first round-robin 
generator 2506A configured to generate a first N vector 
2504A for fetch priority 2. The fetch director 2500 also 
includes a second round-robin generator 2506B configured to 
generate a second N vector 2504B for fetch priority 0. The N 
vectors 2504A and 2504B are 1-hot vectors similar to the N 
vector 2304 of FIG.23. In particular, the N vectors 2504A and 
2504B are n-bit vectors, where n is the number of thread 
contexts, and each of the thread contexts has a corresponding 
bit in the N vector 2504, and only one bit of the N vector 2504 
is set corresponding to the thread context selected next for 
instruction fetching at the respective fetch priority. In one 
embodiment, each of the round-robin generators 2506 is simi 
lar to the round-robin generator 2306 of FIG. 23. 
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0277. The first and second round-robin generators 2506 
each receive an L vector 2302 similar to like-number L vector 
2302 of FIG. 23. In particular, the L vector 2302 is an n-bit 
vector, where n is the number of thread contexts, and each of 
the thread contexts has a corresponding bit in the L vector 
2302, and only one bit of the L vector 2302 is set correspond 
ing to the thread context last selected for instruction fetching. 
In the embodiment of FIG. 25, the L vector 2302 is provided 
on the output of a register 2594. 
0278. The second round-robin generator 2506B also 
receives an EOI vector 2346 similar to like-numbered E 
vector 2346 of FIG. 23. In particular, if a thread context's 
corresponding bit in the EOI vector 2346 is set, this indicates 
that the corresponding thread context is enabled for instruc 
tion fetching. The first round-robin generator 2506A also 
receives an E2 vector 2546. If a thread context's corre 
sponding bit in the E2 vector 2546 is set, this indicates that 
the corresponding thread context is enabled for instruction 
fetching and its respective instruction buffer 106 is empty. 
The first and second round-robin generators 2506 generate 
their respective N vectors 2504 based on their respective 
inputs. 
(0279. The fetch director 2500 also includes a three-input 
mux 2596. The mux 2596 receives the first N vector 2504A 
and the second N vector 2504B as data inputs. The mux 2596 
also receives a last dispatched TC vector 2586. The last 
dispatched TC vector 2586 is an n-bit 1-hot vector whose set 
bit indicates the thread context that was last dispatched for 
execution. The mux 2596 selects one of its data inputs speci 
fied by a selection control fetch priority signal 2584 gener 
ated by control logic 2592. The output of mux 2596 is denoted 
fetch TC signal 2588 and is provided to the input of register 
2594, which latches in the fetch TC 2588 value for provision 
as the L vector 2302 on the next clock. The fetch TC signal 
2588 is a 1-hot vector having one bit set to indicate which TC 
is selected to fetch instructions next. 

0280. The control logic 2592 generates the fetch priority 
2584 based on three inputs: the L vector 2302, the last 
dispatched-TC vector 2586, and an instruction buffer empty 
vector 2582 that indicates which of the thread contexts, if any, 
have a respective instruction buffer 106 that is empty. In one 
embodiment, the instruction buffer empty signal 2582 is an 
n-bit vector comprising the empty signal 318 of FIG.3 of each 
of the thread contexts. The fetch priority 2584 indicates the 
highest of the three fetch priorities that has at least one thread 
context satisfying the condition of the fetch priority. A TC 
satisfies the conditions of fetch priority 2 if it has an empty 
instruction buffer 106 and is enabled for fetching (as indi 
cated by the EOI vector 2346). ATC satisfies the conditions 
of fetch priority 1 if it was the thread context last dispatched 
for execution (as indicated by last dispatched TC vector 
2586), was not the last fetched thread context (as indicated by 
the L vector 2302), and is enabled for fetching (as indicated 
by the EOI vector 2346). All other thread contexts that are 
enabled for fetching satisfy fetch priority 0. Advantageously, 
the first round-robin generator 2506A causes the thread con 
texts within the highest fetch priority to be fetched in a round 
robin manner if multiple thread contexts satisfy the condi 
tions of the highest fetch priority; and the second round-robin 
generator 2506A causes the thread contexts within the lowest 
fetch priority to be fetched in a round-robin manner if mul 
tiple thread contexts satisfy the conditions of the lowest fetch 
priority. 
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0281. The fetch director 2500 also includes a mux 2372 
similar to like-numbered mux 2372 of FIG. 23. Each clock 
cycle, the fetch director 2500 mux 2372 selects one of the 
thread context fetch addresses 2356 to provide to the instruc 
tion cache 102 to select a cache line of instruction bytes 
specified by the L vector 2302 of FIG. 25 similar to the 
operation of mux 2372 of FIG. 23. 
0282 Although the present invention and its objects, fea 

tures, and advantages have been described in detail, other 
embodiments are encompassed by the invention. For 
example, although embodiments have been described in 
which embodiments of a round-robin generator have been 
employed in a dispatch Scheduler, a fetch director, and/or a 
return data selector, the round-robin generator embodiments 
are not limited to those uses. On the contrary, the round-robin 
generators may be employed in any application in which 
multiple requestors request access to a shared resource, and 
Some of the requestors may not be requesting each selection 
cycle, i.e., may be disabled during the selection cycle. Fur 
thermore, the round-robin generators may be employed in 
applications in which each requestor requests access at a 
priority level among multiple priority levels, and one of the 
multiple requesters at the highest priority level must be cho 
Sen in a fair manner. Furthermore, although round-robingen 
erator embodiments have been described that are built around 
a barrel-incrementer, and the barrel-incrementer has been 
described as using particular types of adders, such as full 
adders or half-adders of various widths, the barrel-incre 
menter may be constructed using other types of adders and 
other widths. Finally, although embodiments have been 
described with four PM TC priority 652 levels, any number 
of priority levels may be employed. 
0283 While various embodiments of the present invention 
have been described above, it should be understood that they 
have been presented by way of example, and not limitation. It 
will be apparent to persons skilled in the relevant computer 
arts that various changes in form and detail can be made 
therein without departing from the spirit and scope of the 
invention. 

0284. For example, in addition to using hardware (e.g., 
within or coupled to a Central Processing Unit (“CPU”), 
microprocessor, microcontroller, digital signal processor, 
processor core, System on Chip (“SOC), or any other pro 
grammable device), implementations may also be embodied 
in Software (e.g., computer readable code, program code, 
instructions and/or data disposed in any form, such as source, 
object or machine language) disposed, for example, in a com 
puter usable (e.g., readable) medium configured to store the 
software. Such software can enable, for example, the func 
tion, fabrication, modeling, simulation, description and/or 
testing of the apparatus and methods described herein. For 
example, this can be accomplished through the use of general 
programming languages (e.g., C, C++). GDSII databases, 
hardware description languages (HDL) including Verilog 
HDL, VHDL, and so on, or other available programs, data 
bases, and/or circuit (i.e., Schematic) capture tools. Such soft 
ware can be disposed in any known computer usable medium 
including semiconductor, magnetic disk, optical disc (e.g., 
CD-ROM, DVD-ROM, etc.) and as a computer data signal 
embodied in a computer usable (e.g., readable) transmission 
medium (e.g., carrier wave or any other medium including 
digital, optical, or analog-based medium). As such, the Soft 
ware can be transmitted over communication networks 
including the Internet and intranets. 
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0285. It is understood that the apparatus and method 
described herein may be included in a semiconductor intel 
lectual property core, Such as a microprocessor core (e.g., 
embodied in HDL) and transformed to hardware in the pro 
duction of integrated circuits. Additionally, the apparatus and 
methods described herein may be embodied as a combination 
of hardware and software. Thus, the present invention should 
not be limited by any of the above-described exemplary 
embodiments, but should be defined only in accordance with 
the following claims and their equivalents. 

I claim: 
1. An apparatus for selecting one of N requestors of a 

shared resource in a round-robin fashion, wherein one or 
more of the N requesters may be disabled from being selected 
in a selection cycle, the apparatus comprising: 

a first input, for receiving a first value specifying which of 
the N requestors was last selected; 

a second input, for receiving a second value specifying 
which of the N requesters is enabled to be selected; 

one or more registers to hold N bits, each bit corresponding 
to one of the N requestors and each bit enabled in accor 
dance with an enabled State of the corresponding 
requestor and a selected State of the corresponding 
requestor, and 

logic, coupled to the one or more registers, to generate a 
third value specifying which of the N requesters is 
Selected next. 

2. The apparatus as recited in claim 1, wherein the first 
value comprises N bits corresponding to the N requestors and 
wherein only one of the N bits corresponding to the last 
selected requester has a value of true. 

3. The apparatus as recited in claim 1, wherein the second 
value comprises N bits corresponding to the N requesters and 
wherein each of the N bits whose corresponding requester is 
enabled has a value of false. 

4. The apparatus as recited in claim 1, wherein the logic is 
configured to set each of the N bits in the one or more registers 
corresponding to each requestor that is not enabled and was 
not last selected. 

5. The apparatus as recited in claim 4, wherein the logic is 
configured to generate the third value based upon the Boolean 
AND of the second value and a sum of a 1-bit left-rotated 
version of the first value and the enabled N bits in the one or 
more registers. 

6. The apparatus as recited in claim 1, wherein the logic is 
configured to generate the third value based upon the Boolean 
AND of the second value and a sum of an inverted version of 
the second value and a 1-bit left-rotated version of the first 
value. 

7. The apparatus as recited in claim 1, wherein the third 
value comprises N bits corresponding to the N requestors and 
wherein only one of the N bits corresponding to the next 
selected one of the N requesters is true. 

8. The apparatus as recited in claim 1, further comprising: 
a plurality of adders, coupled to the one or more registers, 

configured to add an inverted version of the first value to 
an inverted version of the second value, wherein the 
carryout of each adder is added to a 1-bit left-rotated 
version of the first value and wherein the resulting car 
ryout of each last used adder is added to the second value 
to generate the third value. 

9. The apparatus as recited in claim 1, wherein the N 
requestors comprise N thread contexts in a multithreading 
microprocessor each requesting a dispatch Scheduler to dis 
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patch an instruction of the thread context to at least one 
execution pipeline of the microprocessor. 

10. A method for selecting one of N requestors of a shared 
resource in around-robin fashion, wherein one or more of the 
N requesters may be disabled from being selected in a selec 
tion cycle, the method comprising: 

receiving a first value specifying which of the N requesters 
was last selected; 

receiving a second value specifying which of the N 
requesters is enabled to be selected; 

storing N bit values in one or more registers, each bit 
corresponding to one of the N requestors and each bit 
enabled in accordance with an enabled state of the cor 
responding requestor and a selected State of the corre 
sponding requester; and 

generating a third value based on the N bit values in the one 
or more registers, specifying which of the N requesters is 
Selected next. 

11. The method as recited in claim 10, wherein the first 
value comprises N bits corresponding to the N requesters and 
wherein only one of the N bits corresponding to the last 
selected requester has a value of true. 

12. The method as recited in claim 10, wherein the second 
value comprises N bits corresponding to the N requesters and 
wherein each of the N bits whose corresponding requestor is 
enabled has a value of false. 

13. The method as recited in claim 10, further comprising: 
setting each of the N bits in the one or more registers to 

enabled for each corresponding N requester that is not 
enabled and was not last selected. 

14. The method as recited in claim 13, further comprising: 
generating the third value based upon the Boolean AND of 

the second value and a sum of a 1-bit left-rotated version 
of the first value and the enabled Nbits in the one or more 
registers. 

15. The method as recited in claim 10, further comprising: 
generating the third value based upon the Boolean AND of 

the second value and a sum of an inverted version of the 
second value and a 1-bit left-rotated version of the first 
value. 

16. The method as recited in claim 10, wherein the third 
value comprises N bits corresponding to the N requestors and 
wherein only one of the N bits corresponding to the next 
selected one of the N requesters is true. 

17. The method as recited in claim 10, wherein the N 
requestors comprise N thread contexts in a multithreading 
microprocessor each requesting a dispatch Scheduler to dis 
patch an instruction of the thread context to at least one 
execution pipeline of the microprocessor. 

18. A computer-readable storage medium having computer 
program code embodied thereon that generates a micropro 
cessor having N requesters of a shared resource that selects 
one of the N requestors of the shared resource in a round 
robin fashion, wherein one or more of the N requestors may 
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be disabled from being selected in a selection cycle, the 
computer program code comprising: 

first program code for providing a first input, for receiving 
a first value specifying which of the N requestors was 
last selected; 

second program code for providing a second input, for 
receiving a second value specifying which of the N 
requesters is enabled to be selected; 

third program code for storing N bit values in one or more 
registers, each bit corresponding to one of the N request 
ors and each bit enabled in accordance with an enabled 
state of the corresponding requester and a selected State 
of the corresponding requestor, and 

fourth program code for generating a third value based on 
the N bit values in the one or more registers, specifying 
which of the N requestors is selected next. 

19. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, wherein the 
first value comprises N bits corresponding to the N requesters 
and wherein only one of the N bits corresponding to the last 
selected requestor has a value of true. 

20. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, wherein the 
second value comprises N bits corresponding to the N 
requesters and wherein each of the N bits whose correspond 
ing requestor is enabled has a value of false. 

21. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, further com 
prising fifth program code for setting each of the N bits in the 
one or more registers to enabled for each corresponding N 
requestor that is not enabled and was not last selected. 

22. The fifth program code as recited in claim 21, further 
comprising code for generating the third value based upon the 
Boolean AND of the second value and a sum of a 1-bit 
left-rotated version of the first value and the enabled N bits in 
the one or more registers. 

23. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, further com 
prising fifth program code for generating the third value based 
upon the Boolean AND of the second value and a sum of an 
inverted version of the second value and a 1-bit left-rotated 
version of the first value. 

24. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, wherein the 
third value comprises N bits corresponding to the N request 
ers and wherein only one of the N bits corresponding to the 
next selected one of the N requesters has a value of true. 

25. The computer program code embodied on a computer 
readable storage medium as recited in claim 18, wherein the 
N requesters comprise N thread contexts in a multithreading 
microprocessor each requesting a dispatch Scheduler to dis 
patch an instruction of the thread context to at least one 
execution pipeline of the microprocessor. 
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