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(57) ABSTRACT 

A system and method are provided to establish trust between 
a user and a policy system that generates recommended 
actions in accordance with specified policies. Trust is intro 
duced into the policy-based system by assigning a value to 
each execution of each policy with respect to the policy 
based system, called the instantaneous trust index. The 
instantaneous trust indices for each one of the policies, for 
the each execution of a given policy or for both are com 
bined into the overall trust index for a given policy or for a 
given policy-based system. The recommended actions are 
processed in accordance with the level or trust associated 
with a given policy as expressed by the trust indices. Manual 
user input is provided to monitor or change the recom 
mended actions. In addition, reinforcement learning algo 
rithms are used to further enhance the level of trust between 

the user and the policy-based system. 

10 

16 

18 

  

  



Patent Application Publication Dec. 7, 2006 Sheet 1 of 4 US 2006/0277591 A1 

10 

Application 
12 

18 Decision 

Fig. 1 

  

  



Patent Application Publication Dec. 7, 2006 Sheet 2 of 4 US 2006/0277591 A1 

Final 
Decision 

Full --28 32 
Trust 

Partial User 
Trust Modified 

Trust 

20 

    

  

    

  



Patent Application Publication Dec. 7, 2006 Sheet 3 of 4 US 2006/0277591 A1 

46 

Cul. Average = 0.7232 
48 Trust Index 

49 

Policy. Storage Management 

50 
Fig. 3 

  

  



Patent Application Publication Dec. 7, 2006 Sheet 4 of 4 US 2006/0277591 A1 

56 
-1 

58 Policy Evaluation 

Policy Decisions 60 

65 User Modification 62 

Reinforcement Learning 

Fig. 4 

    

  

  



US 2006/0277591 A1 

SYSTEM TO ESTABLISH TRUST BETWEEN 
POLICY SYSTEMIS AND USERS 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001 Pursuant to 35 U.S.C. S 119(e), the present appli 
cation claims priority to co-pending provisional application 
No. 60/686,471 filed Jun. 1, 2005. The entire disclosure of 
that application is incorporated herein by reference. 

FIELD OF THE INVENTION 

0002 The present invention relates to policy-based com 
puting Systems. 

BACKGROUND OF THE INVENTION 

0003. The use of business rules and policies to external 
ize business and operational logic from an application is an 
important concept and approach to building large business 
applications and to new areas such as self-managing systems 
or autonomic computing systems. Business rules and poli 
cies are statements that are intended to be readable and 
modifiable by non-technical users and executable by an 
underlying mechanism such as a rule engine or a Java 
Virtual Machine (JVM), allowing application logic to be 
authored and modified external to the application. 
0004 One of the key aspects of using these business rules 
or policies is the ability to specify a priority for each of the 
rules in a set of business rules. A business rule set is a 
collection of rules selected and arranged to achieve a desired 
goal. Assigning a priority to each rule contained in the rule 
set controls the sequence of execution of those rules in the 
rule set. Typically, priorities are initially established and 
assigned by a rule author; however, priority of the rules can 
be subsequently modified in accordance with application 
specific parameters, i.e. different situations and execution 
environments. 

0005 The use of policy-based systems has become 
increasingly common. For example, the emerging areas of 
autonomic and on demand computing are accelerating the 
adoption of policy-based systems. As the requirements on 
policy-based systems become more complex, traditional 
approaches to the implementation of Such systems, for 
example relying entirely on simple “if condition then 
actions rules, become insufficient. New approaches to the 
design and implementation of policy-based systems have 
emerged, including goal policies, utility functions, data 
mining, reinforcement learning and planning. 
0006. One issue regarding the use or implementation of 
policy-based systems is establishing the same level of trust 
among users and system administrators for policy-based 
systems as exists for traditional systems. Unless policy 
based systems are trusted at least as much as traditional 
systems, increases in the acceptance level of policy-based 
systems will behindered. In addition, a system administrator 
needs to know that a policy-based system will help the 
administrator's system perform better. Unfortunately, cur 
rent approaches to the design and implementation of policy 
based systems do nothing to reduce administrators’ skepti 
cism towards policy-based automation. 
0007. In general, trust can be viewed as an abstract 
concept that involves a complex combination of fundamen 
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tal qualities such as reliability, competence, dependability, 
confidence and integrity. Research has been conducted in the 
area of multi-agent systems on the concept of trust. In this 
research, trust is defined quantitatively as the level of 
dependability and competence associated with a given soft 
ware agent as compared to other similar Software agents. As 
policy-based systems evolved from the use of relatively 
simple “if/then rules to more sophisticated and powerful 
components that utilize goals and utility function policies, 
data mining and reinforcement learning among others, the 
level of trust associated with a given policy-based system 
has become an important factor in determining the use of 
that policy-based system as an integral part of overall 
systems management. Information Technology (IT) manag 
ers are likely to be hesitant to trust an autonomous policy 
based system to run the entire IT operations without first 
establishing a certain level of trust in that autonomous 
policy-based system. Therefore, trust between a policy 
based system and the users of that system is needed to 
encourage adoption and implementation of a given policy 
based system. 
0008 Current issues regarding trust in policy-based sys 
tems have concentrated on user interface issues. In R. 
Barrett, People and Policies, Policies for Distributed Sys 
tems and Networks (2004), the necessity of gaining a user's 
trust is discussed as are ways to make policy-based systems 
trustworthy. E. Kandogan and P. Maglio, Why Don't You 
Trust Me Anymore? Or the Role of Trust in Troubleshooting 
Activity of System Administrators, Conference on Human 
Computer Interaction (2003), addresses the role of trust in 
the work of system administrators. Again, the majority of 
this work focuses on user interface matters, rather than on 
the design and operation of the system itself. Very few 
studies have been conducted on the issue of trust between 
users and software systems where the actions of the software 
systems are determined via pre-scribed policies or other 
autonomous mechanisms. In addition, no general tools are 
available that allow a policy system to earn a user's trust. 

SUMMARY OF THE INVENTION 

0009. The present invention is directed to systems and 
methods that provide for the establishment of trust between 
a user and a policy based system. Instead of earning trust 
over a lengthy period of positive user experiences, a sys 
tematic approach is used where trust is established gradually 
through a mix of operation strategies with user interaction 
and feedback learning. 
0010. The concept of “trust' is introduced into the policy 
based system by assigning a value to each execution of each 
policy with respect to the policy-based system. This value is 
called the instantaneous trust index (ITI). Each policy-based 
system can contain a number of separate policies, and each 
policy in the policy-based system has an associated ITI. In 
addition, an ITI is generated for each execution of a given 
policy within the policy based system. The ITI's for each 
one of a plurality of policies, for each execution of a given 
policy or for both are combined into the overall trust index 
(OTI) for a given policy or for a given policy-based system. 
The OTI for a policy or policy-based system reflects the 
level of trust that a user, for example an administrator with 
expert domain knowledge, has in a particular policy or group 
of policies. The established OTI is can be included associ 
ated with the policy, for example as a parameter included 
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with each policy; therefore, the user can examine the OTI 
when selecting a policy to be used. For example, the user can 
select the policy having the highest trust level, i.e. OTI, from 
among a group of policies. 

0011 Suitable methods for computing the ITI include, for 
example, examining what fraction of actions suggested from 
the execution of a particular policy rule the user accepts 
unchanged or by examining the extent to which the user 
changes or modifies the Suggested actions. In addition, 
reinforcement learning techniques are used in combination 
with the ITI and OTI so that a given policy or policy-based 
system can adjust its behavior to maximum its trust index, 
i.e. to increase the trust of the user. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0012 FIG. 1 is a block diagram representation of a 
policy system for use with the present invention; 
0013 FIG. 2 is a block diagram representation of an 
embodiment of a combination policy system and trust com 
ponent in accordance with the present invention; 
0014 FIG. 3 is a graph illustrating the trust index of a 
given policy over time; and 
0.015 FIG. 4 is a flow chart illustrating an embodiment 
of a reinforcement learning feedback loop for use in accor 
dance with the present invention. 

DETAILED DESCRIPTION 

0016 Referring initially to FIG. 1, an exemplary 
embodiment of a policy or policy-based system for use with 
trust building tools 10 in accordance with the present 
invention is illustrated. As illustrated an application 12 is 
interfaced with a policy implementation and enforcement 
system 16 that provides for the automated implementation of 
rules and policies to control or to modify the application. 
The policy system monitors decision points 14 within the 
application and uses these decision points to develop deci 
sions 18 regarding actions to be taken within the application 
to implement pre-determined and user-inputted policies con 
tained within the policy system. A user or system adminis 
trator is responsible for the operation of the application. 
However, implementation of the actions decided upon by the 
policy system affect the operation of the application, and the 
policy system is constructed to operate autonomously and 
without the need for user input or oversight. Therefore, the 
responsible user or administrator is responsible for the 
actions implemented by the policy system, requiring the user 
to trust the policy system to develop and implement actions 
that will benefit the application. Suitable users include any 
user of policy-based systems including system administra 
tors and persons with expert domain knowledge. This trust 
between the user and the policy-based system is established 
by coupling a decision-modifying trust component to the 
policy-based system. 

0017. In one exemplary embodiment in accordance with 
the present invention, at least one policy, for example from 
a policy-based system containing a plurality of policies, that 
is capable of governing operational aspects of the applica 
tion that is being controlled by the policy-based system is 
identified. Alternatively, a plurality of policies is identified, 
and each identified policy is capable of governing opera 
tional aspects of the application. 
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0018 Methods in accordance with the present invention 
introduce an aspect of trust that is associated with using that 
identified policy to govern the operational aspects of the 
application. In one embodiment, trust is an expression of the 
level of trust that a user or system administrator that is 
responsible for the operation of the application has in the 
policy. In one embodiment, trust is introduced into a policy 
based system by determining the level of trust, i.e. user trust, 
associated with using the identified policy to govern the 
operational aspects of the application. In one embodiment, 
the level of trust is determined with user-defined criteria. 
Suitable user-defined criteria include, but are not limited to, 
reliability of the policy and dependability of the policy. 

0019. Since a given policy can be repeatedly used or 
applied, a new level of trust is determined for the policy 
upon each use of the application to govern the operational 
aspects of the application. All of these separate levels of trust 
for the same policy can be combined or aggregated into an 
overall trust level. For example, an instantaneous trust index 
(ITI) is assigned to each execution of each policy with 
respect to a policy-based system. For a single given policy, 
the ITI associated with each execution is combined into an 
overall trust index (OTI) for that policy, for example by 
averaging the ITI's over a period of time. 

0020 When a plurality of policies is identified, a level of 
trust is determined for each identified policy in the plurality 
of policies. The level of trust for each one of the identified 
polices is then combined into an overall trust level. For 
example, the ITI associated with each policy for a plurality 
of policies in a given policy-based system are combined into 
an OTI for that policy-based system. Therefore, the OTI is 
an expression of the level of trust that a given user has in a 
particular policy or group of policies for a given occurrence 
or application of the plurality of policies. In one embodi 
ment, the determined level of trust is associated with the 
identified policy and used as a parameter by the user or 
system administrator in determining when to select and use 
the policy, i.e. the level of trust is used like a priority in the 
policy-based system. 

0021 Having determined the level of trust associated 
with the policy or group of policies, this determined level of 
trust is used to select an operational trust state that defines 
the level of autonomy with which the policy-based system 
operates to govern the operational states of the application. 
An increased level of trust corresponds to an increased level 
of autonomy, and a decreased level of trust corresponds to 
a lower level of autonomy. The level of trust can be the level 
of trust associated with a single occurrence of a single 
policy, the overall trust level associated with multiple occur 
rences of a single policy or the overall trust level associated 
with the use of multiple policies. In one embodiment, the 
operational trust level controls the amount of input or 
interaction a user provides during implementation of the 
policy. For example, the operational trust state can be 
selected from among a plurality of operational trust states. 
These operational trust states include, but are not limited to, 
a fully supervised trust state, a partially modifiable trust state 
and an unsupervised, full trust state. 

0022. Although an initial operational trust state is deter 
mined, this operational trust state can be varied over time in 
response to changes in the level of trust associated with a 
given policy. In one embodiment, the selected operational 



US 2006/0277591 A1 

trust state is increased in response to an increase in the level 
of trust. Conversely, the selected operational trust state is 
decreased in response to a decrease in the level of trust. In 
one embodiment, a given determined level of trust is asso 
ciated with a particular operating mode of the policy-based 
system. Suitable operating modes include automatic modes 
and manual modes. The level of trust is changed by changing 
the operating mode. 
0023 Policies are implemented in the application by 
creating recommended actions that affect the operating 
conditions of the application to be consistent with the 
policies. In one embodiment, at least one policy recom 
mended action is identified to affect the operational aspects 
of the application upon implementation. In another embodi 
ment, a plurality of policy recommended actions is identi 
fied. These recommended actions can be implemented as 
recommended, not implement or modified prior to imple 
mentation. In one embodiment, the disposition or modifica 
tion of the recommended actions, including the quantity and 
quality of any modifications is taken into account when 
calculating a level of trust associated with the policy that 
produced the recommended actions. In one embodiment, the 
identified modifications are used to calculate the ITI. Meth 
ods for computing the ITI include, for example, calculating 
the fraction of actions suggested from the execution of a 
particular policy rule that are actually accepted and imple 
mented by the user unchanged. In another embodiment, any 
changes made by the user to the Suggested actions of the 
policy rule are examined, and a value or weight is assigned 
that correlates to the extensiveness of the changes or the 
relationship between the action as Suggested and the action 
as implemented. In another embodiment, a value or weight 
is assigned to any suggested action of the policy that is 
completely disregarded by the user. 

0024. In one embodiment, ITI takes into account modi 
fications of policy recommended actions by the user and is 
expressed by the equation ITI-f(m'.m.,...,m") where m', 
m. . . . .m" are weights assigned to each on of n different 
user modifications. The function ITI-f(m'.m. . . . .m") is 
normalized such that 0s ITIs 1. 

0025. In one embodiment, the corresponding OTI for this 
user-modification based ITI is expressed by the equation 
OTI=f(ITI', ITI, ... ITI) where ITI', ITI, ... ITI are 
the ITIs associated with each one of a plurality, k, execu 
tions of a given policy. In one embodiment, f() represents 
a moving or historical average and is normalized Such that 
OsOTIs 1. 

0026. In one embodiment for a group of policies G. 
OTI(G) is represented as a weighted average of the OTI's for 
each policy that is a member of the group of policies G. This 
weighted average is represented as OTI(G)=(w'OTI'+ 
w°OTI+...+w'OTI)/1, where w is the weight assigned 
to each member policy in the group G containing 1 different 
polices and is normalized such that OsOTI(G)s 1. 
0027. In one embodiment trust, either ITI or OTI is 
represented as a number between 0 and 1. Alternatively, trust 
is defined as an aggregate of its individual attributes, for 
example reliability, competence and dependability. These 
attributes can be user-defined. Each of these attributes is 
measured individually due to different application require 
ments. Important information could potentially be lost if 
these various aspects are combined or reduced into a single 
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Scalar quantity. In addition, if the number of users and 
policies involved exceeds a certain threshold, interactions 
among the various aspects can be difficult to coordinate. 
0028. An exemplary embodiment of a policy system in 
combination a trust component 20 in accordance with the 
present invention is illustrated in FIG. 2. The combination 
policy system and trust building tools includes a policy 
system 22 in combination with a decision-modifying trust 
component 24. Suitable policy systems include any type of 
policy system known and available in the art. For example, 
the policy system enforces policies and business rules in 
accordance with a pre-determined ranking system. 

0029. The decision-modifying trust component provides 
the calculation and application of ITI and OTI with respect 
to a given policy or group of policies applied by the policy 
system. The decision-modifying trust component includes 
an initial trust decision 26 for each policy or group of 
policies that are assigned an OTI. In one embodiment, the 
initial trust decision is performed automatically based upon 
an associated ITI or OTI. Alternatively, the initial decision 
is performed manually by the userby placing the system into 
a desired trust mode at will on a per-policy basis. Whether 
the initial decision is performed automatically or manually, 
the combined system is placed into one of a plurality of trust 
modes. As illustrated, three different trust modes are pos 
sible, minimal trust or supervised mode 34, partial trust or 
modify mode 30, and full trust or automatic mode 28. 
Although illustrated with three trust level modes, systems in 
accordance with the present invention can have more or less 
than three trust modes. Having more than three trust modes 
provides greater fine tuning of the desired trust mode. The 
selected trust mode determines how the actions chosen by 
the policy system are executed. 

0030. In the full trust mode 28, the actions recommended 
by the policy system pass through to a final decision 36 
without active input or modification from the user or system 
administrator. The final decision then implements those 
actions 42. In the minimum trust mode 24 and the partial 
trust mode 30, user modifications 32 are made to the actions 
recommended by the policy system, and the modified 
actions are forwarded to the final decision 36 system for 
implementation as modified. In addition, the final decision 
system 36 reports the details of any changes or modifications 
to the recommended actions, together with the conditions 
under which Such modifications were made, to a knowledge 
base (KB) 38 in communication with the final decision 
system 36. The modifications and conditions are recorded by 
the KB, and the KB uses these data to generate and update 
the appropriate ITIs and OTI's, which are stored in a trust 
index database 40. In one embodiment, the KB also uses 
reinforcement learning algorithms to adjust the behavior of 
a given policy or set of policies to maximize the ITI or OTI. 
In one embodiment, a trust weighted value is assigned to 
each policy recommended action to maximize the likelihood 
of the policy being accepted by a user and to increase the 
overall trust level of the policy-based system. Therefore, the 
policy system 22 modifies its behavior so as to increase the 
level of user trust in that policy system. 

0031. The trust index database 40 is also in communica 
tion with the policy system. Therefore, for a given policy or 
set of polices the policy system creates Subsequent policy 
recommended actions having increased trust, preferably 
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causing Subsequent actions to progress up through the trust 
modes from minimum trust to full trust. In addition a 
monitoring system 44 for example a computer is provided to 
allow user monitoring and control of the system 20. In one 
embodiment, the monitoring system is used to display the 
determined level of trust for a given policy. The displayed 
level of trust is utilized by the user or administrator in 
selecting a given policy for use in governing the operational 
aspects of the application. 

0032. In one embodiment for new users or new policy 
systems, the policy-recommended actions will initially be 
handled in the minimum trust mode, because no trust has 
been established or built-up between the policy system and 
the user. In the minimum trust mode, the policy-based 
system 22 uses the prescribed policies to generate recom 
mended actions. These actions, however, are not automati 
cally executed. Instead, the user examines and reviews the 
recommended actions, for example using the monitoring 
system 44. The user can accept the recommended actions as 
recommended, propose modifications to the recommended 
actions, ignore the recommended actions and propose a 
separate set of actions or decide not to implement any 
actions. 

0033 Given the user defined modifications or disposition 
of the recommended actions, a level of trust value is 
assigned to the policy execution. For example, if for the 
execution of a given policy, the policy system recommended 
actions are accepted without modification, then the highest 
trust value is associated with that execution of the policy. 
For example, an ITI of 1 is assigned for this policy execu 
tion. Conversely, an ITI of 0 is assigned for the current 
policy execution if either all policy system-recommended 
actions are ignored by the user and completely replaced by 
the user-defined actions or no actions are implemented by 
the user. Otherwise, an ITI is assigned to the current policy 
execution as specified by a pre-determined function of the 
amount of modification. This function takes into account 
parameters that describe the quality and quantity of the 
modifications including the number of modifications, type of 
modifications and extent of modifications. The functions can 
express linear or higher order relationships between the 
modifications and the assigned ITI value. In addition to 
evaluating the type and quantity of the modifications, user 
provided explanation of the modifications can be provided 
and considered in determining and appropriate ITI. 
0034. Therefore, for a given policy, the combination 
policy-based system and trust component works to increase 
the ITI of each policy so that the overall OTI for the given 
operational trust mode evolves toward the highest level of 
trust, which is represent by the OTI value of about 1. Having 
approached the highest trust level value, the operational trust 
mode of the system is elevated to the next level either 
manually by the user or automatically for a given policy. For 
example, the operational trust mode can be elevated from 
minimum trust to partial trust. However, at this new higher 
level trust mode, the level of trust in any given policy is 
relatively low, because there is no historical record or 
experience in operating the policy at the higher and more 
relaxed trust mode. Therefore, the ITI associated with the 
next policy is adjusted to express this relatively minimum 
level of trust in the policy in the current trust mode. In one 
embodiment, the ITI is set at about 0. 

0035) Referring to FIG.3, graphical illustration 46 of the 
trust index 48, i.e. ITI, versus time 49 is illustrated for a 
given policy 50 is illustrated. The graphical illustration 
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provides a graphical history of ITI over time for a particular 
policy, illustrating the long-term trust pattern of a policy. 
The ITI varies overtime between about 0 and about 1, which 
are the defined boundaries for the functions that express the 
trust index. The plot 54 increases over time as the level of 
trust increases for the policy at a given trust mode. When the 
trust mode is changed or increased there is an associate 
decrease in trust index. The general trend, however, is for the 
trust index value to increase over time towards the value of 
1. 

0036). In the partial trust mode, user modifications to the 
policy-recommended actions are mode. In one embodiment, 
unlike the modifications made in the minimal trust mode, 
user modifications of the recommended actions when in the 
partial trust mode are limited. In one embodiment, the 
recommended actions themselves cannot be modified or 
deleted by the user, and only the parameters to those actions 
can be modified. At this trust mode, since the actions 
themselves are not modified, review and adjustment of the 
recommended actions parameters can be handled by less 
expert users, because the balance of the rule has been 
delegated to the policy system. As in the minimum trust 
mode, the ITI for a given execution of the policy is com 
puted based on the quality and quantity of changes. If 
recommended actions are accepted and applied unchanged, 
the ITI is 1. If modifications to the recommended actions are 
made, the ITI is assigned an amount specified by a pre 
determined or expert-defined function of the amount of 
modification. 

0037 As the policy system evolves to a point where the 
OTI is sufficiently close to 1, the trust operating mode for a 
given policy can be adjusted upwards again to the next 
higher level of trust, i.e. the full trust mode. This adjustment 
can be made either automatically or manually. At the full 
trust mode, the user has relatively strong confidence in the 
policy and the policy system. When running in full trust 
mode, modifications to the recommended policy actions are 
not made. However, the system continues to monitor the 
overall OTI, and if the OTI falls below a pre-defined critical 
level, the policy system can revert to lower level trust modes 
for a given policy. 

0038. In the full trust or automatic mode, the policy 
system is given full authority to define and implement the 
actions for a particular policy without user intervention. 
User review of the executed actions, however, can still be 
provided. In one embodiment, a Summary is generated for 
each policy execution, and the user examines this Summary 
periodically. Based upon the examination, the user can 
decide whether or not to leave the system in full trust mode 
or to switch the system back to the partial trust mode or the 
minimal trust mode for a particular policy. Absent interven 
tion from the user, an ITI of 1 is awarded for each policy 
execution. If the user decides to switchback to other modes 
of operation, ITI's of 0 are assigned, either for all policies, 
or if records suffice, for the policies which the user decided 
were unreliable, in sufficient numbers to drive the OTI for 
each policy to a level typical of the mode of operation to 
which the user switches the system. An OTI that is suffi 
ciently close to 1 indicates that the user trusts the policy (and 
the policy system) to a high degree. In this phase of the 
operation, the user periodically examines the Summary and 
allows the policy system to run autonomously. 

0039. In addition to the trust building tools described 
above, exemplary systems in accordance with the present 
invention can utilize more advanced learning techniques to 
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modify system behavior, for example based upon the actions 
of the user in response to suggested actions, in order to 
obtain the trust of the user, e.g. to increase the OTI's. A 
variety of reinforcement learning algorithms can be used. 
Suitable available reinforcement techniques are described in 
L. P. Kaelbling, M. Littman, A. Moore, “Reinforcement 
Learning: A Survey, Journal of Artificial Intelligence 
Research, Volume 4, 1996, which is incorporated herein by 
reference in its entirety. 
0040. Referring to FIG. 4, an exemplary embodiment of 
a reinforcement learning process as a feedback loop from 
information extracted from user interaction to the policy 
evaluation system 56 is illustrated. As illustrated, the policy 
evaluation system 58 generates policy decisions 60, for 
example in the form of recommended actions. In general, the 
recommended actions are selected so as to increase the level 
or trust between the user and the policy system. The rec 
ommended policy decisions may or may not be subject to 
user modifications 62, and a reinforcement learning system 
64 monitors these modifications and provides an evaluation 
of these modifications back to the policy system in the form 
of a feedback loop 65. This feedback loop provides the 
evaluation of user modifications to the policy system for use 
in making policy decision recommendations. Therefore, the 
reinforcement learning evaluation is use to further increase 
the level of trust between the user and the policy system. 
0041. In one embodiment, a policy rule produces a set of 
recommended actions. In addition, new actions can be added 
by the system if the user overrides the recommended actions. 
Each recommended action has an associated action accep 
tance value (AAV) that is a number between 0 and 1. The 
AAV expresses the likelihood that a given recommended 
action will be accepted by the user. The AAV for each 
recommended action is adjusted through the reinforcement 
process so as to earn the highest possible reward from the 
user. For example, the policy system attempts to maximize 
the ITI by suggesting the actions with the highest AAV. A 
recommended action’s AAV increases as it is selected by the 
user and decreases as it is deselected by the user. 
0042. In a data center serving multiple clients, for 
example, a load adjustment policy, which adjusts the loading 
of the information technology (IT) assets including servers, 
storage devices and Switches based on client specified 
requirements and currently available assets, is running in 
minimum trust mode. The OTI is about 0.49 as calculated 
from 6 iterations of policy execution, and the threshold for 
advancing to the next trust mode is an OTI of eabout 0.5. 
In response to a Sudden increase in traffic across the network, 
the policy system recommends three actions, each action 
having an associated AAV. The first action is to deploy two 
additional servers. The second action is to increase buffer 
storage by 50% for certain group of clients, for example 
“GOLD' clients. The third action is to suspend processing of 
all batch jobs. Actions 1, 2, and 3 carry modification weights 
of 0.5, 0.3, and 0.2 respectively and AAV's of 0.9, 0.5, and 
0.4 respectively. After examining the Suggested actions, an 
administrator accepts actions 1 and 3 for execution. The ITI 
for this instance of policy execution is 0.7, where the ITI is 
the sum of the modification weights of each accepted action. 
This ITI is added to the computation of the OTI for the load 
adjustment policy, resulting in an OTI of 0.52, enabling 
advancement of the policy system to the partial trust mode. 
The AAV of action 2, which was not accepted, decreases to 
0.4, and the AAV's of actions 1 and 3, which were accepted, 
increase to 1.0 and 0.5 respectively. This change in AAV's 
results in action 3 having a higher priority than action 2 as 
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a candidates to be included in the recommended action list 
Suggested by Subsequent policy execution with similar con 
ditions. Therefore, the policy system uses reinforcement 
learning to learn and to adjust actions to achieve a higher 
ITI. Therefore, systems and methods in accordance with 
exemplary embodiments of the present invention establish 
trust between the policy system and its user during active use 
of the policy system. 
0043. The present invention is also directed to a computer 
readable medium containing a computer executable code 
that when read by a computer causes the computer to 
perform a method for establishing and increasing trust 
between a user and a policy system in accordance with the 
present invention and to the computer executable code itself. 
The computer executable code can be stored on any suitable 
storage medium or database, including databases in com 
munication with and accessible by any component used in 
accordance with the present invention, and can be executed 
on any Suitable hardware platform as are known and avail 
able in the art. 

0044) While it is apparent that the illustrative embodi 
ments of the invention disclosed herein fulfill the objectives 
of the present invention, it is appreciated that numerous 
modifications and other embodiments may be devised by 
those skilled in the art. Additionally, feature(s) and/or ele 
ment(s) from any embodiment may be used singly or in 
combination with other embodiment(s). Therefore, it will be 
understood that the appended claims are intended to cover 
all Such modifications and embodiments, which would come 
within the spirit and scope of the present invention. 

What is claimed is: 
1. A method for incorporating user trust into a policy 

based system, the method comprising: 
identifying at least one policy governing operational 

aspects of an application; 
determining a level of trust associated with using the 

identified policy to govern the operational aspects of 
the application; and 

using the determined level of trust to select an operational 
trust state that defines a level of autonomy with which 
the policy operates to govern operational states of the 
application. 

2. The method of claim 1, wherein the step of identifying 
at least one policy further comprises identifying a plurality 
of polices, each policy capable of governing operational 
aspects of the application, and the step of determining a level 
of trust further comprises determining a level of trust for all 
identified policies. 

3. The method of claim 2, further comprising combining 
each level of trust from each identified policy into an overall 
trust level. 

4. The method of claim 1, wherein the step of determining 
a level of trust further comprises determining a new level of 
trust upon each use of the policy to govern operational 
aspects of the application. 

5. The method of claim 4, further comprising aggregating 
each new level of trust into an overall trust level. 

6. The method of claim 5, wherein the step of using the 
determined level of trust further comprises using the overall 
trust level to dictate the operational trust state that defines 
the level of autonomy with which the policy operates to 
govern operational states of the application. 
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7. The method of claim 1, further comprising identifying 
at least one policy recommended action to affect the opera 
tional aspects of the application; 

wherein the step of determining the level of trust further 
comprises identifying any modifications made to the 
policy recommended action prior to implementation of 
the policy recommended action to affect operational 
aspects of the application. 

8. The method of claim 7, wherein the step of determining 
the level of trust further comprises calculating an instanta 
neous trust index using the identified modifications. 

9. The method of claim 8, wherein the step of calculating 
the instantaneous trust index further comprises normalizing 
the instantaneous trust index to a value between Zero and 
OC. 

10. The method of claim 7, wherein he step of identifying 
the modifications comprises identifying a quantity of modi 
fications made, a quality of each modification made and 
combinations thereof. 

11. The method of claim 7, further comprising identifying 
a plurality of policy recommended actions to affect the 
operational aspects of the application, wherein the step of 
determining the level of trust further comprises identifying 
a quantity of modifications made to the recommended 
actions prior to implementation, a quality of each modifi 
cation made to the recommended actions prior to implemen 
tation, a quantity of recommended actions implemented 
without modification and a quantity of recommended actions 
discarded without being implemented, and calculating an 
instantaneous trust index using the identified modifications. 

12. The method of claim 7, wherein the step of determin 
ing the level of trust further comprises identifying any 
modifications made to the policy recommended action prior 
to each one of a plurality of implementations of the policy 
recommended action to affect operational aspects of the 
application, and calculating a separate instantaneous trust 
index for each one of the plurality of implementations using 
the identified modifications associated with that modifica 
tion. 

13. The method of claim 12, further comprising calculat 
ing an overall trust index using all of the separate instanta 
neous indices. 

14. The method of claim 13, further comprising normal 
izing the overall trust index to have a value between Zero and 
OC. 

15. The method of claim 1, further comprising using 
reinforcement learning to maximize the level of trust. 

16. The method of claim 1, wherein the step of using the 
determined level of trust to select an operational trust state 
further comprising selecting the operational trust state from 
a plurality of operational trust states. 

17. The method of claim 16, wherein the step of selecting 
the operational trust state further comprises selecting the 
operational trust state from a fully Supervised trust state, a 
partially modifiable trust state or an unsupervised full trust 
State. 

18. The method of claim 1, further comprising increasing 
the selected operational trust state in response to an increase 
in the level of trust. 

19. The method of claim 1, further comprising decreasing 
the operational trust state in response to a decrease in the 
level of trust. 
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20. The method of claim 1, associating the level of trust 
with the identified policy, and using the associated level as 
a parameter to determine when to select the identified policy 
to govern the operational aspects of the application. 

21. The method of claim 1, wherein the step determining 
the level of trust comprises using user-defined criteria to 
determine the level of trust. 

22. The method of claim 1, further comprising associating 
the determined level of trust with an operating mode of the 
policy-based system and modifying the level of trust by 
changing the operating mode. 

23. The method of claim 7, further comprising assigning 
a trust weighted value to each policy recommended action to 
maximize a likelihood of the policy being accepted by a user 
and to increase an overall trust level of the policy-based 
system. 

24. The method of claim 1, further comprising displaying 
the determine level of trust for the policy and using the 
displayed level of trust in selecting the policy for use in 
governing the operational aspects of the application. 

25. A computer readable medium containing a computer 
executable code that when read by a computer causes the 
computer to perform a method for incorporating user trust 
into a policy-based system, the method comprising: 

identifying at least one policy governing operational 
aspects of an application; 

determining a level of trust associated with using the 
identified policy to govern the operational aspects of 
the application; and 

using the determined level of trust to select an operational 
trust state that defines a level of autonomy with which 
the policy operates to govern operational states of the 
application. 

26. The computer readable medium of claim 25, wherein 
the step of determining a level of trust further comprises 
determining a new level of trust upon each use of the policy 
to govern operational aspects of the application. 

27. The computer readable medium of claim 26, further 
comprising aggregating each new level of trust into an 
overall trust level. 

28. The computer readable medium of claim 25, further 
comprising identifying at least one policy recommended 
action to affect the operational aspects of the application; 

wherein the step of determining the level of trust further 
comprises identifying any modifications made to the 
policy recommended action prior to implementation of 
the policy recommended action to affect operational 
aspects of the application. 

29. The computer readable medium of claim 28, wherein 
the step of determining the level of trust further comprises 
calculating an instantaneous trust index using the identified 
modifications. 

30. The computer readable medium of claim 29, wherein 
the step of calculating the instantaneous trust index further 
comprises normalizing the instantaneous trust index to a 
value between Zero and one. 


