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A System and method is described that accesses a network 
persistent memory unit (nPMU). One embodiment com 
prises a primary region corresponding to a predefined por 
tion of a primary network persistent memory unit (nPMU) 
communicatively coupled to at least one client processor 
node via a communication System, wherein the primary 
region is assigned to a client proceSS running on the client 
processor node and is configured to Store information 
received from the client process, and a mirror region cor 
responding to a predefined portion of a mirror nPMU 
communicatively coupled to the client processor node Via 
the communication System, wherein the mirror region is 
assigned to the client process and is configured to Store the 
information received from the client process. 

START 1302 

1304 

1306 
ALLOCATE A SECOND REGION IN THE MIRROR nPMU 

ALLOCATE A FIRST REGION IN THE PRIMARY nPMU 

DETERMINE INFORMATION CORRESPONDING TO 1308 

THE FIRST REGION AND THE SECOND REGION 

STORE THE DETERMINED INFORMATION IN 
A FIRST METADATA REGION AND IN A 

SECOND METADATA REGION 

END 

1310 

1312 

  



Patent Application Publication Sep. 29, 2005 Sheet 1 of 9 US 2005/0216552 A1 

RDMA 
ENABLED 
SAN 

PROCESSOR NODE 
102 106 

NETWORK PERSISTENT 
MEMORY UNIT (NPMU) 

11 

NON-VOLATILE 
MEMORY 

  

  

  

  

  

  

  

  

  

  

  

  



Patent Application Publication Sep. 29, 2005 Sheet 2 of 9 US 2005/0216552 A1 

VOLATLE 
MEMORY 

NON-VOLATILE 
SECONDARY 

STORE 
310 

BATTERY 

Figure 3 

  

    

    

    

  

  



Patent Application Publication Sep. 29, 2005 Sheet 3 of 9 US 2005/0216552 A1 

nPMU PHYSICAL ADDRESS Figure 4 
m O 

nPMU VIRTUAL 
ADDRESS 

BASE ADDRESS 

BASE ADDRESS - N 

M 

CPU O N 
550 / 552 

CPU 1 N 
554/1556 

5OO 

  

  

  

  

  

  

  



Patent Application Publication Sep. 29, 2005 Sheet 4 of 9 US 2005/0216552 A1 

CONTEXT O 

CPU O N 
660 / 662 

PROCESSOR ALPHANUMERC 

702 

CURSOR 
RAM CONTROL 

704 714 

ROM COMMUNICATIONS 
CPXKP) 

706 

DATA STORAGE K=> K-) DEVICE DISPLAY 

708 / 718 
700 Figure 7 

  

  

    

  

  

  



US 2005/0216552 A1 

5z5 BOIAEG ZZ3 

303 |N 

2005 Sheet 5 of 9 9 

Z 

ZS 

Patent Application Publication Sep. 29 

1 BOJON >HOSSE OO}}d OZ9 ldw 
\/ BOON HOSSBOOxid SE OORHc|| || NE|TO Ozº ldV 

  

    

  

  

  

  

  



Patent Application Publication Sep. 29, 2005 Sheet 6 of 9 US 2005/0216552 A1 

N 
806 / 808 

METADATA 902 

REGION 906 O. O. O. REGION 906 

PHYSICAL DATA 904 

PRIMARY AND/OR MIRROR 
NETWORK PERSISTENT MEMORY UNIT 

(nPMU) 802 / 804 

METADATA 902 

REGION 906 

PHYSICAL 
DATA 

REGION 906 904 

VOLATILE MEMORY 302 NON-VOLATILE 
SECONDARY 

STORE PRIMARY AND/OR MIRROR 
NETWORK PERSISTENT MEMORY UNIT 

(nPMU) 802 1804 

  

  

  

    

  

  

  

  

  

  



Patent Application Publication Sep. 29, 2005 Sheet 7 of 9 US 2005/0216552 A1 

ATTRIBUTE CACHE 

PMU 
AP 820 LST 1134 ly 818 

BASE POINTER VALUE 1118 

PRIMARY BASE nPMU NETWORK 
VIRTUAL ADDRESS 1120 

MIRROR BASE nPMU NETWORK 
VIRTUAL ADDRESS 1122 

PRIMARY nPMU NETWORK ID 1 124 

MIRROR nPMU NETWORK ID 

REGION HANDLE 

* PROCESS 

MEMORY 
1108 

PROCESSOR 

1110 

-k EXECUTING W 

...A. AP 1130 in a o a 
as a - - - - - - a - CLIENT 

----------, ... PROCESS 
...N CLIENT y 1128 

------- PROCESS as as 
y MEMORY 

1132. 
- - - - - - - - - - d PROCESSOR NODE 110 

N. T. ON 

Figure 11 

  

  

    

  

    

  

  

    

    

  

  

  

  

  

    

  





Patent Application Publication Sep. 29, 2005 Sheet 9 of 9 US 2005/0216552 A1 

START 1302 

m 1304 

ALLOCATE A FIRST REGION IN THE PRIMARY nPMU 

1306 
ALLOCATE A SECOND REGION IN THE MIRROR nPMU 

DETERMINE INFORMATION CORRESPONDING TO 1308 
THE FIRST REGION AND THE SECOND REGION 

STORE THE DETERMINED INFORMATION IN 131 O 
A FIRST METADATA REGION AND IN A 

SECOND METADATA REGION 

END 1312 Figure 13 

1400 START 14O2 

EXECUTE A PROCESS THAT ACCESSES THE 
PERSISTENT MEMORY SYSTEM 

1406 
EXECUTE AN AP 

1408 
GENERATE AN ACCESS REGUEST 

COMMUNICATE THE ACCESS REGUEST TO THE 
PERSISTENT MEMORY SYSTEM 

END 1412 

14O4 

1410 

Figure 14 

  



US 2005/0216552 A1 

COMMUNICATION-LINK-ATTACHED 
PERSISTENT MEMORY SYSTEM 

BACKGROUND 

0001 Traditionally, computers have stored their data in 
either memory or on other input/output (I/O) storage devices 
Such as magnetic tape or disk. I/O Storage devices can be 
attached to a system through an I/O bus such as a PCI 
(originally named Peripheral Component Interconnect), or 
through a network Such as Fiber Channel, Infiniband, Serv 
erNet, or Ethernet. I/O Storage devices are typically slow, 
with access times of more than one millisecond. They utilize 
Special I/O protocols Such as Small computer Systems inter 
face (SCSI) protocol or transmission control protocol/inter 
net protocol (TCP/IP), and they typically operate as block 
exchange devices (e.g., data is read or written in fixed size 
blocks of data). A feature of these types of Storage I/O 
devices is that they are persistent Such that when they lose 
power or are re-started they retain the information Stored on 
them previously. In addition, networked I/O Storage devices 
can be accessed from multiple processors through shared I/O 
networks, even after Some processors have failed. 
0002 System memory is generally connected to a pro 
ceSSor through a System bus where Such memory is rela 
tively fast with guaranteed access times measured in tens of 
nanoSeconds. Moreover, System memory can be directly 
accessed with byte-level granularity. System memory, how 
ever, is normally volatile Such that its contents are lost if 
power is lost or if a System embodying Such memory is 
restarted. Also, System memory is usually within the same 
fault domain as a processor Such that if a processor fails the 
attached memory also fails and may no longer be accessed. 
0003. Therefore, it is desirable to have an alternative to 
these technologies which provides the persistence and dura 
bility of Storage I/O with the Speed and byte-grained acceSS 
of System memory. Further, it is desirable to have a remote 
direct memory access (RDMA) capable network in order to 
allow a plurality of client processes operating on multiple 
processors to share memory, and therefore provide the 
fault-tolerance characteristics of networked RDMA 
memory. 

0004 Prior art systems have used battery-backed 
dynamic random access memory (BBDRAM), solid-state 
disks, and network-attached volatile memory. Prior direct 
attached BBDRAM, for example, may have some perfor 
mance advantages over true persistent memory. However, 
they are not globally accessible, So that the direct-attached 
BBDRAM lies within the same fault domain as an attached 
CPU. Therefore, direct-attached BBDRAM will be rendered 
inaccessible in the event of a CPU failure or operating 
system crash. Accordingly, direct-attached BBDRAM is 
often used in Situations where all System memory is persis 
tent So that the System may be restarted quickly after a power 
failure or reboot. BBDRAM is still volatile during long 
power outages Such that alternate means must be provided to 
store its contents before batteries drain. RDMA attachment 
of BBDRAM is not known to exist. Importantly, this use of 
direct-attached BBDRAM is very restrictive and not ame 
nable for use in network-attached persistent memory appli 
cations, for example. 
0005 Battery-backed solid-state disks (BBSSDs) have 
been proposed for other implementations. These BBSSDs 
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provide persistent memory, but functionally they emulate a 
disk drive. An important disadvantage of this approach is the 
additional latency associated with access to these devices 
through I/O adapters. This latency is inherent in the block 
oriented and file-oriented Storage models used by disks and, 
in turn, BBSSDs. They run through a sub-optimal data path 
wherein the operating System is not bypassed. While it is 
possible to modify Solid-State disks to eliminate Some short 
comings, inherent latency cannot be eliminated because 
performance is limited by the I/O protocols and their asso 
ciated device drivers. As with direct-attached BBDRAM, 
additional technologies are required for dealing with loSS of 
power for extended periods of time. 
0006. It is therefore desirable to provide memory that is 
persistent (not volatile) either through extended periods of 
power loSS or past an operating System crash. Moreover, it 
is desirable to locate all or part of Such memory remotely 
(i.e., outside the fault domain of failing processors) So that 
it is robust to processor failures. It is further desirable to 
provide (remote) access to Such persistent memory over a 
system area network (SAN) where it can be efficiently 
accessed by many processors, although not necessarily at the 
Same time. With Such persistent memory, improved com 
puter Systems can be implemented. 

SUMMARY 

0007. A system and method is described that accesses a 
network persistent memory unit (nPMU). One embodiment 
comprises a primary region corresponding to a predefined 
portion of a primary network persistent memory unit 
(nPMU) communicatively coupled to at least one client 
processor node via a communication System, wherein the 
primary region is assigned to a client process running on the 
client node and is configured to Store information received 
from the client process, and a mirror region corresponding 
to a predefined portion of a mirror nPMU communicatively 
coupled to the client processor node Via the communication 
System, wherein the mirror region is assigned to the client 
process and is configured to Store the information received 
from the client process. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0008 Many aspects of the invention can be better under 
stood with reference to the following drawings. The com 
ponents in the drawings are not necessarily to Scale, empha 
sis instead being placed upon clearly illustrating the 
principles of embodiments of the invention. Moreover, in the 
drawings, like reference numerals designate corresponding 
parts throughout the Several views. 
0009 FIG. 1 is a block diagram of a system that includes 
a network attached persistent memory unit (nPMU). 
0010 FIG. 2 is a block diagram of an embodiment of a 
network attached persistent memory unit (nPMU). 
0011 FIG. 3 is a block diagram of an embodiment of a 
network attached persistent memory unit (nPMU) using 
battery backup. 
0012 FIG. 4 is a block diagram illustrating mappings 
from a persistent memory virtual address Space to a persis 
tent memory physical address Space. 
0013 FIG. 5 is a block diagram of an embodiment of a 
network attached persistent memory unit (nPMU) having 
one persistent memory virtual address Space. 
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0.014 FIG. 6 is a block diagram of an embodiment of a 
network attached persistent memory unit (nPMU) having 
multiple persistent memory virtual address Spaces. 
0.015 FIG. 7 is a block diagram of an illustrative com 
puter System on which a network attached persistent 
memory unit (nPMU) is implemented. 
0016 FIG. 8 is a block diagram of an illustrative system 
with a primary and a mirror network attached persistent 
memory unit (nPMU). 
0017 FIG. 9 is a block diagram of an embodiment 
illustrating additional detail of a primary and/or a mirror 
network attached persistent memory unit (nPMU). 
0018 FIG. 10 is a block diagram of another embodiment 
illustrating additional detail of a primary and/or a mirror 
network attached persistent memory unit (nPMU) using 
battery backup. 

0019 FIG. 11 is a block diagram of an illustrative 
processor node on which a network attached persistent 
memory unit (nPMU) is implemented. 
0020 FIG. 12 is a block diagram of an illustrative 
processor node on which a network attached persistent 
memory unit (nPMU) is implemented. 
0021 FIG. 13 is a flowchart illustrating a process used by 
an embodiment of the persistent memory System to create a 
persistent memory region. 

0022 FIG. 14 is a flowchart illustrating a process used by 
a client process to access the persistent memory System. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENTS 

0023 The present disclosure describes a persistent 
memory device that combines the durability and recover 
ability of Storage I/O with the Speed and fine-grained acceSS 
of System memory. Like Storage, its contents can Survive the 
loSS of power or System restart. Like remote memory, it is 
accessed across a System area network (SAN). 
0024 However, unlike directly-connected memory, the 
device can continue to be accessed even after a processor 
accessing it has failed. 
0025 Remote Direct Memory Access (RDMA) is a key 
capability that distinguishes SANs from other classes of 
networks, it Supports continuous-use memory Semantics 
even when the memory is remotely located (i.e., not directly 
connected to the processor). SANs are therefore also known 
as RDMA-enabled networks. They characteristically allow 
fast Zero-copy memory operations at byte granularity. 

0.026 Network-attached persistent memory devices 
require disk-like persistence characteristics where the con 
tents of the memory must survive not only power failures but 
also operating System crashes, other Software failures, hard 
ware or Software upgrades, and System maintenance reboots. 
The present teachings are unique in their use of persistent (or 
non-volatile) memory, which places very different Sets of 
design and implementation constraints compared to volatile 
memory. For instance, the management of meta-data (that is, 
data on the State of memory) as well as the management of 
information for translating from Virtual to physical addresses 
is quite different in the two cases. Moreover, the present 
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teachings are unique in their attachment of persistent 
memory to an RDMA-enabled network. 

0027. In one embodiment described in greater detail 
herein, a System includes a network attached persistent 
memory unit (nPMU). The system includes a processor node 
for initiating memory operations Such as read and write 
operations. The processor unit references its address opera 
tions relative to a virtual address Space that corresponds to 
a persistent memory address Space. The processor node 
further includes a network interface used to communicate to 
the nPMU wherein the nPMU has its own network interface. 
Accordingly, the processor node and the persistent memory 
unit communicate over a communication link Such as a 
network and preferably a System area network. The persis 
tent memory unit is further configured to translate between 
the virtual address Space known to the processor nodes and 
a physical address space known only to the nPMU. In other 
embodiments multiple address Spaces are provided wherein 
the nPMU also provides translation from these multiple 
address Spaces to physical address Spaces. 

0028. In other embodiments, the translation from persis 
tent memory virtual addresses to persistent memory physical 
addresses occurs within the respective processor nodes. In 
yet other embodiments, that translation occurs within either 
the links, ports, Switches, routers, bridges, firmware, Soft 
ware or services associated with the SAN. The present 
teachings only assume that the mapping information 
required for Such translation be maintained consistent with 
the data stored in a nPMU, that some entity can efficiently 
carry out address translation using the Stored mapping 
information, and that the entity and the required mapping 
information will be available any time information needs to 
be recovered from the nPMU. 

0029. In yet other embodiments, other types of networks 
are used such as ServerNet, GigaNet, Infiniband, Peripheral 
Component Interconnect (PCI) Express, RDMA-enabled 
Ethernet, and Virtual Interface Architecture (VIA) networks. 
Moreover, various types of persistent memory are used Such 
as magnetic random access memory (MRAM), magneto 
resistive random access memory (MRRAM), polymer fer 
roelectric random access memory (PFRAM), ovonics uni 
fied memory (OUM), and FLASH memory. 
0030 The present teachings describe memory that is 
persistent like traditional I/O Storage devices, but that can be 
accessed like System memory with fine granularity and low 
latency. AS Shown in FIG. 1, a persistent memory System 
100 using network attached persistent memory consists of a 
network-attached persistent memory unit (nPMU) 110 that 
can be accessed by one or more processor nodes 102 through 
an RDMA-enabled system area network (SAN) 106. In 
order to access the persistent memory of nPMU 110, a client 
process 112 (Such as executing Software or the like) running 
on the processor node 102 initiates remote read or write 
operations through the processor node's network interface 
(NI) 104. In this manner, read or write commands are carried 
on RDMA-enabled SAN 106 to the nPMU's network inter 
face (NI) 108. Accordingly, after processing, the appropriate 
data is communicated over the RDMA-enabled SAN 106. In 
addition to RDMA data movement operations, nPMU 110 
can be configured to respond to various management com 
mands to be described below. In a write operation initiated 
by processor node 102, for example, once data have been 
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successfully stored in the nPMU, they are durable and will 
Survive a power outage or processor node 102 failure. In 
particular, memory contents will be maintained as long as 
the nPMU 110 continues to function correctly, even after the 
power has been disconnected for an extended period of time, 
or the operating System on processor node 102 has been 
rebooted. 

0031. In this embodiment, processor node 102 is a com 
puter System consisting of at least one central processing 
unit (CPU) and memory wherein the CPU is configured to 
run an operating System. Processor node 102 is additionally 
configured to run application Software Such as databases. 
Processor node 102 uses SAN 106 to communicate with 
other processor nodes 102 as well as with devices such as 
nPMU 110 and I/O controllers (not shown). 
0032. In one implementation of this embodiment, an 
RDMA-enabled SAN 106 is a network capable of perform 
ing byte-level memory operations Such as copy operations 
between two processor nodes, or between a processor node 
and a device, without notifying the CPU of processor node 
102. In this case, SAN 106 is configured to perform virtual 
to physical address translation in order to enable the map 
ping of contiguous network virtual address Spaces onto 
discontiguous physical address Spaces. This type of address 
translation allows for dynamic management of nPMU 110. 
Commercially available SANS 106 with RDMA capability 
include, but are not limited to, ServerNet, GigaNet, Infini 
band, and Virtual Interface Architecture compliant SANS. 
0.033 Processor nodes 102 are generally attached to a 
SAN 106 through the NI 104, however, many variations are 
possible. More generally, however, a processor node need 
only be connected to an apparatus for communicating read 
and write operations. For example, in another implementa 
tion of this embodiment, processor nodes 102 are various 
CPUs on a motherboard and, instead of using a SAN, a data 
bus is used, for example a PCI bus. It is noted that the 
present teachings can be Scaled up or down to accommodate 
larger or Smaller implementations as needed. 

0034) Network interface (NI) 108 is communicatively 
coupled to nPMU 110 to allow for access to the persistent 
memory contained with nPMU 110. Many technologies are 
available for the various components of FIG. 1, including 
the type of persistent memory. Accordingly, the embodiment 
of FIG. 1 is not limited to a specific technology for realizing 
the persistent memory. Indeed, multiple memory technolo 
gies, including magnetic random access memory (MRAM), 
magneto-resistive random access memory (MRRAM), poly 
mer ferroelectric random access memory (PFRAM), ovonics 
unified memory (OUM), battery-backed dynamic random 
access memory (BBDRAM), and FLASH memories of all 
kinds are appropriate. Whereas battery-backed Solid-State 
disks (BBSSDs) have been performing block level transfers, 
this approach allows for finer granularity of memory access, 
including byte-level memory access. Notably, memory 
access granularity can be made finer or coarser using various 
embodiments. Where SAN 106 is used, memory access 
should be fast enough to support RDMA access. In this way, 
RDMA read and write operations are made possible over 
SAN 106. Where another type of communication apparatus 
is used, the acceSS Speed of the memory used should also be 
fast enough to accommodate the communication apparatus. 
It should be noted that persistent information is provided to 
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the extent the persistent memory in use may hold data. For 
example, in one embodiment, persistent memory Stores data 
regardless of the amount of time power is lost; whereas in 
another embodiment, persistent memory Stores data for a 
few minutes or hours. 

0035) In conjunction with this approach, memory man 
agement functionality is provided for creating Single or 
multiple independent, indirectly-addressed memory regions. 
Moreover, nPMU meta-data is provided for memory recov 
ery after loSS of power or processor failure. Meta informa 
tion includes, for example, the contents and the layout of the 
protected memory regions within an nPMU 110. In this way, 
the nPMU 110 stores the data and the manner of using the 
data. When the need arises, the nPMU 110 can then allow for 
recovery from a power or System failure. 

0036) Shown in FIG.2 is a simple embodiment of nPMU 
110 that uses non-volatile memory 202 communicatively 
coupled to NI 204 via a communications link such as a bus. 
Here, non-volatile memory 202 can be, for example, 
MRAM or Flash memory. NI 204 does not initiate its own 
RDMA requests, but instead NI 204 receives commands 
from the network and carries out the requested operations. 
Specifically, nPMU 110 translates the address on incoming 
requests and then carries out the requested operation. Further 
details on command processing will be discussed below. 
0037 Shown in FIG. 3 is a relatively more complex 
embodiment of nPMU 110 using a combination of volatile 
memory 302 with battery 304 and a non-volatile secondary 
store 310. In this embodiment, when power fails, the data 
within volatile memory 302 is preserved using the power of 
battery 304 until Such data can be saved to non-volatile 
secondary store 310. Non-volatile secondary store 310 can 
be, for example, a magnetic disk or slow FLASH memory. 
For nPMU 110 (FIG. 1) to operate properly, the transfer of 
data from volatile memory 302 to non-volatile secondary 
memory store 310 should occur without external interven 
tion or any further power other than that from battery 304. 
Accordingly, any required tasks should be completed before 
battery 304 can discharge. As shown, nPMU 110 includes 
optional CPU 306 running an embedded operating system. 
Accordingly, the backup task (i.e., data transfer from volatile 
memory 302 to non-volatile secondary memory store 310) 
can be performed by software running on CPU 306. NI 308 
is also included to initiate RDMA requests under the control 
of software running on CPU 306. Here again, CPU 306 
receives management commands from the network and 
carries out the requested management operation. 

0038 Embodiments of an nPMU 110 has to be a man 
aged entity in order to facilitate resource allocation and 
Sharing. In this embodiment, nPMU management is carried 
out by a persistent memory manager (PMM). The PMM can 
be located within the nPMU or outside the nPMUSuch as on 
one of the previously described processor nodes. When a 
processor node needs to allocate or de-allocate persistent 
memory of the nPMU, or when it needs to use an existing 
region of persistent memory, the processor node first com 
municates with the PMM to perform requested management 
tasks. Note that because an nPMU is durable (like a disk), 
and because the nPMU maintains a self-describing body of 
persistent data, meta-data related to existing persistent 
memory regions must be stored on the nPMU device itself. 
The PMM must therefore perform management tasks in a 
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manner that will always keep the meta-data on the nPMU 
consistent with the persistent data stored on the nPMU, so 
that the nPMU's stored data can always be interpreted using 
the nPMU's stored meta-data and thereby recovered after a 
possible system shutdown or failure. In this way, an nPMU 
maintains in a persistent manner not only the data being 
manipulated but also the State of the processing of Such data. 
Upon a need for recovery, the persistent memory system 100 
(FIG. 1) using an nPMU 110 is thus able to recover and 
continue operation from the memory State in which a power 
failure or operating System crash occurred. 
0039. As described with reference to FIG. 1, SAN 106 
provides basic memory management and Virtual memory 
support. In such an implementation, the PMM must be able 
to program the logic in NI 108 of nPMU 110 in order to 
enable remote read and write operations, while Simulta 
neously protecting the persistent memory of the nPMU 110 
from unauthorized or inadvertent accesses by all except a 
Select set of entities on SAN 106. Moreover, as shown in 
FIG. 4, an nPMU can support virtual-to-physical address 
translation. For example, a continuous virtual address Space 
such as persistent memory. (PM) virtual addresses 402 
through 416 can be mapped or translated to discontinuous 
persistent memory physical addresses 418-448. The nPMU 
network virtual addresses are referenced relative to a base 
address through N incremental address. Such nPMU net 
work virtual addresses, however, correspond to discontigu 
ous nPMU physical addresses. As shown, nPMU network 
virtual address 402 can actually correspond to a nPMU 
physical address 436. Accordingly, the nPMU must be able 
to provide the appropriate translation from the nPMU net 
work virtual address space to the nPMU physical address 
Space. In this way, the translation mechanism allows the 
nPMU to present contiguous virtual address ranges to pro 
ceSSor nodes, while Still allowing dynamic management of 
the nPMUs physical memory. This is particularly important 
because of the persistent nature of the data on an nPMU. Due 
to configuration changes, the number of processes accessing 
a particular nPMU, or possibly the sizes of their respective 
allocations, may change over time. The address translation 
mechanism allows the nPMU to readily accommodate such 
changes without loss of data. The address translation mecha 
nism further allows easy and efficient use of persistent 
memory capacity by neither forcing the processor nodes to 
anticipate future memory needs in advance of allocation nor 
forcing the processor nodes to waste persistent memory 
capacity through pessimistic allocation. 
0040. With reference back to FIG. 1, a ServerNet SAN 
operating in its native access validation and translation/ 
block transfer engine (AVT/BTE) mode is an example of a 
single-address space SAN 106. Each target on Such SAN 
presents the same, flat network virtual address Space to all of 
its RDMA-request initiators, such as processor nodes 102. 
Network virtual address ranges are mapped by the target 
from nPMU network virtual address to nPMU physical 
address ranges with page granularity. Network nPMU net 
work virtual address ranges can be exclusively allocated to 
a single initiator (e.g., processor node 102) or to multiple 
initiators (e.g., the processors running a client’s primary and 
backup processes). One embodiment is Subject to the con 
straints of ServerNet's AVT entry protection. When this is 
not possible, or when initiators need different access rights, 
multiple nPMU network virtual addresses can point to the 
Same physical page. 
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0041 When client process 112 operating on processor 
node 102 requests the PMM to open (i.e., begin to use) a 
region of persistent memory in an nPMU, the nPMU's NI 
108 is programmed by the PMM to allow the processor node 
102 running the client proceSS 112 to access the appropriate 
region. This programming allocates a block of network 
Virtual addresses and maps (i.e., translates) them to a set of 
physical pages in physical memory. The range of nPMU 
network virtual addresses can then be contiguous, regardless 
of where they reside within the PM's physical memory. 
Upon successful set-up of the translation, the PMM notifies 
the requesting processor node 102 of the nPMU network 
Virtual address where the contiguous block has been 
mapped. Once open, processor node 102 can access nPMU 
memory pages by issuing RDMA read or write operations to 
the nPMU at network virtual addresses within the mapped 
range. When all of the client process on a processor node 
102 have completed using the open region, the mapping is 
removed and the nPMU network virtual addresses may be 
re-used for future region mappings. Note that this does not 
mean that the region itself is no longer in use. Instead, it may 
Still be open by one or more processes residing on another 
processor (or even the same one), but with a different nPMU 
network virtual address mapping. 
0042. With reference now to FIG. 5, nPMU 110 opera 
tions will be described in the context of a single virtual 
address space. Shown is a single nPMU network virtual 
address space 560 that translates to a nPMU physical 
address space 562. Once a range of persistent memory is 
open, CPU 0550 can access such range of persistent memory 
in conjunction with the operation of NI 552 and NI558. The 
PMM opens a range of persistent memory by making 
available to a CPU a range of virtual addresses. In requesting 
access to an open range of nPMU network virtual address 
space, CPU 0550 passes a command (e.g., read or write) 
through NI 552 to NI 558. In one embodiment operation, 
only CPU 0550 can access a specified range of nPMU 
network virtual addresses. In other embodiments, a range of 
nPMU network virtual addresses may be shared by two or 
more CPUs, or they may be restricted to only a subset of the 
processes on one or more CPUs. Accordingly, as part of its 
PMM-configured functionality, the NI 558 first validates the 
ability of CPU 0550 to target the requested nPMU network 
virtual address 560. If within the allowed range of CPU 
0550, NI 558 then performs the requisite address translation, 
and finally performs the requested operation (e.g., read or 
write) against the nPMU physical address 562. 
0043. As shown in FIG. 6, nPMU 620 can also accom 
modate multiple virtual address contexts (spaces) 670 and 
672 with their respective nPMU network virtual address 
Spaces and translates each Space independently into the 
nPMU physical address space 674. SANs that implement 
multiple address spaces include VI Architecture (VIA) 
SANs, which in turn include GigaNet and ServerNet II (in 
VIA mode), as well as Infiniband. There are similarities 
between nPMU 620 of FIG. 6 and nPMU 110 of FIG. 5. In 
nPMU 620, however, an nPMU 620 or more specifically an 
nPMU's NI 668 needs to discern first among the multiple 
virtual address contexts 670 and 672 and then translate the 
virtual address contexts 670 and 672 to the appropriate 
nPMU physical address 674. 
0044) The NI 668 in this embodiment provides the pro 
cess-equivalent virtual addresses. Accordingly, the NI 668 is 
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designed for user-mode as well as kernel-mode access to 
nPMU virtual memory and, in turn, nPMU physical 
memory. Many independent network virtual address Spaces 
can be made available using different address contexts. 
Whereas only two address contexts are shown, many more 
are possible. In fact, to the extent that the present is 
applicable in internet applications, many thousands of 
address contexts are possible. To Specify a particular address 
Space, an RDMA command (e.g., read or write) specifies a 
context identifier along with the desired virtual address. NI 
668 can therefore accommodate various processor nodes 
(e.g., CPU 0660 and CPU 1664) to share the same context 
identifier. Moreover, Separate virtual pages from different 
contexts can translate to the Same physical memory page. 
0045. As before, when a client process 112 (FIG. 1) 
opens a region of persistent memory for acceSS, NI 668 is 
programmed by its PMM after the PMM verifies that the 
requesting processor node has access to the region. Then, as 
before, the PMM programs the NI 668. However, in this case 
the programming now creates a context in the NI 668. The 
context includes a block of network virtual addresses that 
are translated to a set of physical pages. However, unlike the 
case outlined in FIG. 5, these virtual addresses are only 
valid within the new context, which must be identified as 
part of any network operation. For example, nPMU network 
virtual address 602 of context 0670 translates to nPMU 
physical address 612; and nPMU network virtual address 
606 of context 1672 translates to nPMU physical address 
610. As before, the nPMU network virtual addresses are 
contiguous regardless of the number of nPMU physical 
pages allocated. The physical pages, however, can be located 
anywhere within the nPMU physical memory. 
0046) The further functionality of the present approach as 
shown, for example, in FIG. 1 can now be understood. For 
example, once processor node 102 has communicated with 
the PMM to open a memory region, it can then directly 
access the memory of nPMU 110 without again going 
through the PMM. For example, a remote read command, 
described in greater detail hereinbelow, provides a starting 
network virtual address and offset as well as a context 
identifier (in the case of multiple address spaces). For proper 
operation, this address range should be within the range 
allocated by the PMM. Processor node 102 provides to NI 
104 a remote read command containing a pointer to a local 
physical memory location at node 102. NI 104 in the 
requesting processor node 102 then transmits the remote 
read command to NI 108 of nPMU 110 via SAN 106. NI 108 
translates the Starting network virtual address to a physical 
address within nPMU110 using translation table entries 
associated with the region. By means of NI 108, nPMU 110 
then returns data to the reading processor node Starting at the 
translated physical address. NI 108 continues translating 
addresses even if the read crosses page boundaries because 
the address translation hardware makes the virtual page 
addresses appear contiguous. When the read command is 
completed, NI 104 marks the read transfer as completed. 
Moreover, any waiting processes can be notified and, in turn, 
processed. 

0047 A remote write, described in greater detail herein 
below, to persistent memory is similar. Processor node 102 
provides a starting PM network virtual address and offset as 
well as a context identifier (in the case of multiple address 
spaces) for nPMU 110. As before, the PM network virtual 
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address range must fall within the allocated range. Processor 
node 102 also provides a pointer to the physical address of 
the data to be transmitted. NI 104 in processor node 102 then 
issues a remote write command to NI 108 in nPMU 110 and 
begins sending data. NI 108 translates the start address to a 
physical address in nPMU 110 using translation table entries 
associated with the region. Also, nPMU 110 stores data 
starting at the translated physical address. NI 108 continues 
translating addresses even if the write crosses page bound 
aries because the address translation hardware makes the 
Virtual pages appear contiguous. When the write command 
is completed, NI 104 marks the write transfer as completed. 
Any waiting processes can then be notified and, in turn, 
processed. 
0048. It should be noted that in latency testing of the 
nPMU according to the present teachings, it was found that 
memory accesses could be achieved well within 80 micro 
Seconds which compares very favorably to I/O operations 
requiring over 800 microSeconds. Indeed this result is pos 
Sible because the latencies of I/O operations are avoided. 
The nPMU according to the present teachings therefore has 
the persistence of Storage with the fine-grained access of 
System memory. 

0049 Various applications exist for nPMUs including 
applications to accelerate disk reads and writes. Also, 
nPMUs can facilitate recovery from a power or processor 
failure. Because of the inherent differences between read and 
write operations, nPMUS provide a more significant 
improvement in write operations than in read operations 
since nPMUs use slower and Smaller memory across a 
network than system RAM over a much faster bus. Whereas, 
data Structures that are to be read frequently may be cached 
in system RAM, even if a copy exists in nPMU, less often 
used data Structures are appropriate for an nPMU. 
0050 For example, database locks held on a transaction 
by-transaction basis are appropriate for Storage in an nPMU. 
By tracking updated locks held by transactions in an nPMU, 
recovery from unplanned outages (and/or perhaps planned 
transaction manager shutdowns) can be accelerated. More 
over, an nPMU can facilitate the advent of new lock types 
that persist acroSS failure, thereby guarding the database 
resources left in an inconsistent State by transactions in 
process at the time of a crash. 
0051 A physical redo cache is also appropriate for an 
nPMU implementation. Maintaining a cache of database 
blocks dirtied (that is partially processed), but not flushed 
before the Second-to-last control point, Speeds physical redo 
during Volume recovery using fuzzy checkpointing. In an 
implementation, Such a cache is pruned as each control point 
progresses. During recovery, instead of reading disk Vol 
umes, often randomly, for data associated with redo records 
in an audit trail, by consulting the redo cache in an nPMU, 
recovery can be achieved much faster. This can be especially 
important when database caches are large and transactions 
are relatively Small yet occurring at a high rate. In Such 
Scenarios, a large amount of audit information can build up 
between Successive control points that can, nonetheless, be 
stored in an nPMU for expedited recovery. 
0.052 An nPMU can also provide for efficient database 
commits through the use of persistent log tail. For example, 
instead of waiting for disk write operations corresponding to 
auxiliary audit trails to flush before committing database 
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transactions, an nPMU can allow for database commits upon 
writing to the nPMU and not having to wait for other 
flushing operations. Since an nPMU can have better than 10 
times lower latency than disk Storage, database transaction 
latencies can be significantly shortened. Moreover, transac 
tion throughput is likewise improved. For example, to the 
extent information must nonetheless be committed to a disk, 
an nPMU can accumulate a significantly larger amount of 
information and, in turn, more efficiently write it to the disk. 
0.053 Database queues and event processing can also be 
improved through the use of an nPMU. For example, queues 
and events can be maintained using list data Structures in an 
nPMU in order to avoid any failures or stalls in inter 
enterprise or enterprise-wide deployments. Maintaining 
events and queues in an nPMU enables smooth workflow 
processing and timely handling of events, even when a CPU 
that is actively processing information encounters a failure. 
0054. In one embodiment, the present approach is prac 
ticed on a computer system 700 as shown in FIG. 7. 
Referring to FIG. 7, an exemplary computer system 700 
(e.g., personal computer, workstation, mainframe, etc.) upon 
which the present teachings may be practiced is shown. 
Computer system 700 is configured with a data bus 714 that 
communicatively couples various components. AS shown in 
FIG. 7, processor 702 is coupled to bus 714 for processing 
information and instructions. A computer readable volatile 
memory such as RAM 704 is also coupled to bus 714 for 
Storing information and instructions for the processor 702. 
Moreover, computer-readable read only memory (ROM) 
706 is also coupled to bus 714 for storing static information 
and instructions for processor 702. A data storage device 708 
Such as a magnetic or optical disk media is also coupled to 
bus 714. Data storage device 708 is used for storing large 
amounts of information and instructions. An alphanumeric 
input device 710 including alphanumeric and function keys 
is coupled to buS 714 for communicating information and 
command Selections to the processor 702. A cursor control 
device 712 Such as a mouse is coupled to bus 714 for 
communicating user input information and command Selec 
tions to the central processor 702. Input/output communi 
cations port 716 is coupled to bus 714 for communicating 
with a network, other computers, or other processors, for 
example. Display 718 is coupled to bus 714 for displaying 
information to a computer user. Display device 718 may be 
a liquid crystal device, cathode ray tube, or other display 
device Suitable for creating graphic images and alphanu 
meric characters recognizable by the user. The alphanumeric 
input 710 and cursor control device 712 allow the computer 
user to dynamically signal the two dimensional movement 
of a visible symbol (pointer) on display 718. 
0.055 FIG. 8 is a block diagram of an exemplary persis 
tent memory system 100 with embodiments of a primary 
network attached persistent memory unit (nPMU) 802 and a 
mirror nPMU 804. The primary nPMU 802 and the mirror 
nPMU 804 are communicatively coupled to the RDMA 
enabled SAN 106 via NIs 806 and 808, respectively. The 
primary nPMU 802 and the mirror nPMU 804 are separate 
devices. Accordingly, the primary nPMU 802 and the mirror 
nPMU 804 have separate fault domains. That is, since there 
are no shared physical components, a failure (fault) in either 
of the primary nPMU 802 or the mirror nPMU 804 will not 
adversely affect the other nPMU, thereby providing a fault 
tolerant and redundant persistent memory System. 
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0056. A plurality of processor nodes communicate to the 
primary nPMU 802 and/or the mirror nPMU 804, via the 
RDMA enabled SAN 106. Thus, processor node A 810 
through processor node i 812 are communicatively coupled 
to the RDMA enabled SAN 106 via NIs 814 and 816, 
respectively. Each processor node comprises a persistent 
memory unit (PMU) library 818, implemented as software 
residing in a memory 1104 (FIG. 11). In one embodiment, 
the PMU library 818 comprises the application program 
interface (API) 820 that interfaces between an application 
running on a processor node and the primary nPMU 802 
and/or the mirror nPMU 804. In another embodiment, the 
API 820 resides as stand-alone software. 

0057 The persistent memory manager (PMM) 822 is 
communicatively coupled to the RDMA enabled SAN 106 
via NI 824. As described herein, the PMM 822 responds to 
an nPMU management function request from a processor 
node for the use of persistent memory. For convenience of 
illustration, the PMM 822 is illustrated as residing in device 
826. Device 826 is a processor based device for supporting 
the functions of the PMM 822, described in greater detail 
herein. In other embodiments, the PMM 822 resides in other 
convenient locations. For example, the PMM 826 may 
reside in the primary nPMU 802 or the mirror nPMU 804, 
or may even reside in a processor node. In another embodi 
ment, PMM 822 is implemented as firmware in a suitable 
device. 

0.058 PMM 822 performs management functions for the 
primary nPMU 802 and the mirror nPMU 804 in response to 
a request from a processor node. Exemplary management 
functions include, but are not limited to, creating, deleting, 
opening, and closing portions of nPMU memory, as well as 
metadata manipulation operations Such as listing what per 
Sistent memory regions have been allocated to or deleted 
from an existing region from the primary nPMU 802 and the 
mirror nPMU 804. These functions are described in greater 
detail below. 

0059) To enable flexible memory management, the PMM 
822 creates mappings from a virtual address Space Supported 
in the processor nodes to the physical memory of the 
primary nPMU 802 and the mirror nPMU 804. These 
mappings can also be used to enforce acceSS control to 
nPMU regions 906 (FIG. 9). The nature and/or format of 
these mappings depends on the interconnection between the 
processor nodes and the nPMUs 802/804. As a nonlimiting 
example, with an RDMA style interconnection network, the 
creation of mappings may involve the creation of translation 
tables in the nPMUS 802/804 NIS 806/808. In a direct 
attached memory Scenario, the creation of mappings may 
involve manipulation of the System's page tables. 

0060 FIG. 9 is a block diagram of an embodiment 
illustrating additional detail of one embodiment of a primary 
nPMU 802 and/or a mirror nPMU 804. The nPMUs, like all 
other System components, are Subject to failures. Therefore, 
the nPMUs are managed in pairs, the primary nPMU 802 
and the mirror nPMU 804. In one embodiment, each PMM 
822 (FIG. 8) is responsible for a single pair of nPMUs 
802/804. In alternative embodiments there may be other 
PMMs managing other nPMU pairs. In yet another embodi 
ment, one PMM 822 may control multiple nPMU pairs. 
0061 A portion of the memory of the primary nPMU 802 
and the mirror nPMU 804 comprises the metadata 902, also 
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referred to herein as a metadata region wherein information 
corresponding to the metadata 902 is stored. Metadata 902 
describes “what” is on the primary nPMU 802 and/or the 
mirror nPMU 804. For example, metadata 902 includes, but 
is not limited to, information identifying allocated nPMU 
regions 906, base pointer value information and/or identi 
fication of the owner and other attributes of each region. The 
metadata 902 is saved in both the primary nPMU 802 and 
the mirror nPMU 804. Accordingly, in the event of failure of 
either the primary nPMU 802 or the mirror nPMU 804, the 
metadata 902 is preserved. In an alternative embodiment, the 
metadata 902 also resides in another suitable storage 
medium. 

0.062 Another portion of the memory of the primary 
nPMU 802 and the mirror nPMU 804 comprises the physical 
data 904. As described in greater detail herein, the PMM 
creates a region 906 of the physical data 904 in both the 
primary nPMU 802 and the mirror nPMU 804 on behalf of 
a PM client. A region 906 residing in the primary nPMU 802 
is referred to for convenience as a primary region, and a 
region 906 residing in the mirror nPMU 804 is referred to for 
convenience as a mirror region. Accordingly, the term 
“region 906' is used herein interchangeably to refer to either 
a primary region or a mirror region. Since the primary 
nPMU 802 and the mirror nPMU 804 Support direct memory 
access by client processes, data may be directly written into 
an nPMU memory region 906 by client processes that have 
opened the region. Furthermore, data residing in an nPMU 
memory region 906 may also be directly read by client 
processes that have opened the region. 
0.063. When a region 906 is created, open, or closed, the 
operation will affect the region 906 in both the primary 
nPMU 802 and the mirror nPMU 804, referred to herein as 
“mirroring for convenience. Management commands are 
mirrored by the PMM 822 to the primary nPMU 802 and the 
mirror nPMU 804. Accordingly, the PMM 822 may recover 
management information after a failure of either the primary 
nPMU 802 or the mirror nPMU 804. Therefore, a process 
will be able to correctly open an exiting region 906. 
0.064 FIG. 10 is a block diagram of another embodiment 
illustrating additional detail of a primary and/or a mirror 
network attached persistent memory unit (nPMU) using 
battery backup. The above-described volatile memory com 
prises the metadata 902, physical data 904 and a plurality of 
regions 906. Other components of this embodiment of a 
primary nPMU 802 and/or a mirror nPMU 804 are described 
above, and are illustrated in FIG. 3. 
0065 FIG. 11 is a block diagram of an illustrative 
processor node 1100 (corresponding to the processor node A 
810 through processor node i 812, described above and 
illustrated in FIG. 8) on which the nPMUs 802/804 (FIGS. 
8-10) are implemented. Processor node 1100 comprises a 
processor 1102, a memory 1104 and a NI 1106. Processor 
1102, memory 1104 and NI 1106 are communicatively 
coupled via bus 1108, via connections 1110. In alternative 
embodiments of processor node 1100, the above-described 
components are connectivley coupled to each other in a 
different manner than illustrated in FIG. 11. For example, 
one or more of the above-described components may be 
directly coupled to processor 1102 or may be coupled to 
processor 1102 via intermediary components (not shown). 
0.066 Memory 1104 comprises PMU library 818, API 
820, attribute cache 1112, region handle 1114 and at least 
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one process 1116. Process 1116 may be a program or the like 
that utilizes memory of the nPMUs 802/804 as described 
herein. In other embodiments, the above-described elements 
may reside Separately in other Suitable memory media. 

0067 Region handle 1114 comprises a base pointer value 
1118, the primary base network virtual address 1120 at 
which the region has been mapped in the primary nPMU, the 
mirror base network virtual address 1122 at which the region 
has been mapped in the mirror nPMU, a primary nPMU 
network identifier (ID) 1124 and a mirror nPMU network ID 
1126. The primary nPMU ID 1124 and the mirror nPMU ID 
1126 correspond to network ID that direct communications 
between the processor node 1100 and the nPMUs 802/804 
(FIG. 8). Region handle 1114 may also comprise an ID for 
the device 826 where the PMM 822 (FIG. 8) resides. A 
region handle 1114 (referred to for convenience herein as the 
parameter “region handle') is analogous to a file descriptor. 
A region handle 1114 is passed as a parameter in the 
functions described below in order to identify and access a 
region 906 (FIG. 9). A region handle 1114 contains or points 
to all information needed by the executing API 1130 to 
Specify and access an open region 906 (collectively referred 
to as access information for convenience). 
0068 A region 906 may be described by a plurality of 
attributes. Region attributes are information about a region 
906 of the nPMUs 802/804. Non-limiting examples of 
region attributes include information indicating region size 
(referred to for convenience herein as the parameter "region 
size’), creation date, etc. The nature of the region attributes 

will depend on the particular and/or unique requirement of 
the persistent memory system 100. 

0069. The base network virtual address of a region is the 
starting network virtual address where an nPMU region was 
mapped when it was open by a client process. This address 
is only valid as long as a region is open, and it is possible 
for multiple client processes to share the same network 
Virtual address mapping. The mapping from network virtual 
address to physical address in the nPMU is managed by the 
PMM, and it is the responsibility of the PMM to create and 
destroy these mappings in response to requests from client 
processes. In embodiments utilizing multiple address Space 
NICs, the base network virtual address may include both a 
Virtual address and an address context identifier (ID), or 
context handle, Specifying a particular range of nPMU 
network virtual addresses. With multiple address space 
compatible NICs, there may be many instances of any given 
nPMU network virtual address. However, the virtual address 
will be unique for a give context ID. For example, the 
context ID for a Virtual Interface Architecture based system 
is referred to as a “memory handle.” The context ID for an 
Infiniband based system is referred to as an “R key.” When 
an initiator on the network (i.e., a NI within a client 
processor) wants to read or write data to a nPMU region, the 
initiator Specifies the location it wishes to access with a 
network virtual address. 

0070 The nPMU base pointer assists a client process 
1128 that Stores data Structures containing pointers. Regions 
906 are accessed as a contiguous range of network Virtual 
addresses. In order to prevent client processes from having 
to know the base nPMU network virtual address (which may 
be different every time they open a region), the clients 
pointer value is adjusted to correspond to a range of 
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addresses Specified when the region was created. Thus, the 
region base pointer value 1118 is a value corresponding to 
the address that a client process will use to access the first 
byte of an nPMU region 906 (referred to for convenience 
herein as the parameter “base pointer”). This base pointer 
parameter is then used to Set a base for offsets used in 
Subsequent read and write commands. Note that the base 
pointer value may or may not correspond to the base nPMU 
network virtual address of the region, depending upon the 
embodiment. Further, the base pointer value 1118 is the 
Same for all client processes using a region, regardless of 
what CPU the client process resides on. Further, the base 
pointer value 1118 is specified when a region 906 is created 
and cannot be later changed. Non-Zero base pointer values 
may be utilized to facilitate the Storage of data in regions 
containing pointers. Therefore, the base pointer value 1118 
allows client processes to follow pointers within the nPMU 
region data. In an alternative embodiment, if a region 906 is 
to be accessed with Zero-based offsets like a file, the base 
pointer value 1118 would be set to zero. 

0071 Processor 1102 retrieves process 1116 and then 
executes the proceSS 1116, illustrated for convenience as the 
“client process' 1128 (corresponding to the client process 
112 of FIGS. 1 and 8). To facilitate RDMA writes or reads 
between the active client process memory 1132 of the 
processor node 1100 and the nPMUs 802/804 (FIG. 8), 
processor 1102 retrieves API 820 and then executes the API 
820, illustrated for convenience as the “executing API'1130. 
Accordingly, when the client process desires access to the 
persistent memory system 100, the executing API 1130 
retrieves the region handle 1114 identifying a region 906 of 
the nPMUs 802/804 that was previously open by the execut 
ing process, retrieves at least one region function related to 
a function required by the executing process, and retrieves 
at least one parameter associated with the function. These 
functions and parameters are described in greater detail 
hereinbelow. This information is formatted as required, and 
then the access request is communicated to the persistent 
memory system 100. 

0.072 It is understood that multiple client processes may 
be concurrently executing on a processor node. A plurality 
of executing client processes may access (read/write) to the 
Same regions of an nPMU, and/or access different regions in 
the same nPMU and/or a different nPMU. 

0073. The client process memory 1132 may be a resident 
memory medium in the processor 1102 and/or an attached 
memory medium unit(s) Such as random access memory 
(RAM) or the like. It is understood that the client process 
memory 1132 is illustrated for convenience as the working 
memory used by processor 1102 to facilitate the operation of 
the executing client process 1128, and may be any Suitable 
working memory medium. 

0074 FIG. 12 is an illustrative diagram of client 
addresses 1202 corresponding to the location of information, 
Such as pointers and data, residing in memory bytes 1204 of 
the client process memory 1132 used by the executing client 
process 1128 (FIG. 11), and corresponding virtual network 
addresses 1206 corresponding to the physical location of 
information, Such as pointers and data, residing in memory 
bytes 1208 of the nPMUs 802/804. As described above, the 
physical addresses identifying the physical location of the 
memory bytes 1208 of the nPMUs 802/804 need not nec 
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essarily correspond to the network virtual addresses 1206. 
Also, the regions 909 (FIG. 9) described above are under 
stood to comprise a plurality of physical memory bytes 1208 
in the nPMUs 802/804, wherein the number of memory 
bytes 1208 allocated to a region is determined by the 
region size parameter specified when the region 906 is 
created, as described in greater detail below. For conve 
nience, addresses 1202 and 1206 are represented in a hexa 
decimal (HEX) system, although any Suitable base System 
may be used. 

0075) The execution API 1130 (FIG. 11) provides a 
mechanism for Storing and accessing pointer data within an 
nPMU region 906 (FIGS. 9 and 10) without the need for 
data marshalling. If an executing client process 1128 wants 
to mirror one of its Volatile memory-based data structures in 
an nPMU region 906, and that data structure is stored in 
contiguous memory at a fixed address, a base pointer value 
1118 can be set to the starting address of the data structure. 
Then, as shown in FIG. 12, pointers within the nPMUs 
802/804 resident data structure will work for the executing 
client process 1128 and for Subsequent opens of the region 
by any other authorized client process. The base pointer 
calculation shown in FIG. 12 can either be accomplished 
internal to the read/write verbs, or with a more flexible 
connection mechanism that Supports multiple memory con 
texts (e.g., VIA, Infiniband, or direct memory-bus attach 
ment), wherein the nPMUs 802/804 can simply map the 
region's base address to match the value of the base pointer. 

0076. In one embodiment, each nPMU pair 802/804 are 
identified as a volume (referred to for convenience herein as 
the parameter “pm Volume”). This parameter is roughly 
analogous to a disk Volume. An nPMU Volume contains a 
namespace of nPMU regions 906. In one embodiment, each 
nPMU volume is controlled by a single PMM 822 and is 
managed as a Single unit of persistent memory. Access to the 
nPMU volume will be mirrored across the two physical 
nPMUs 802/804. For convenience, because nPMU volumes 
are mirrored in the nPMU pair 802/804, a single name, 
Specified in the pm Volume parameter in the verbs listed 
below, is used to identify a mirrored pair of nPMUs man 
aged by a single PMM. Other embodiments employ other 
suitable identifiers to identify nPMU pairs. 

0077. An nPMU region 906 is an allocated portion of an 
nPMU volume (i.e., an allocated portion of persistent 
memory). A specific region is referred to herein by the 
parameter “region name' for convenience. In one embodi 
ment, regions 906 are created as mirrored pairs in both the 
primary nPMU 802 and the mirror nPMU 804, so the same 
region 906 will be created in both mirror halves. It is 
understood that the two regions may not necessarily be 
physically contiguous in their respective nPMUs 802/804. 
However, the regions 906 are accessed by the client process 
as if they are contiguous through the use of the network 
Virtual addresses as described herein. Accordingly, regions 
are mapped in to a contiguous range of network Virtual 
addresses. 

0078 When a read or a write occurs between the client 
process on processor node 1100 and the nPMUs 802/804, or 
when the client process running on a processor node 1100 
requests creation or deletion of a region 906, the executing 
API 1130 causes execution of a corresponding persistent 
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memory function. The functions are defined in the nPMU 
library 818. These functions are described in greater detail 
below. 

0079 A “create region” function is initiated upon a 
request by the client process on processor node 1100 to 
create a region 906 of memory in the nPMUs 802/804. When 
a client process requires a new region of persistent memory, 
the executing API 1130 generates a communication to the 
PMM 822 (FIG. 8) requesting creation of a region 906 
(FIG. 9). The executing API 1130 obtains the necessary 
instructions and required parameter list from the nPMU 
library 818. In one embodiment, the pm volume parameter 
(specifying the name of the Volume in which the region is to 
be created), region name parameter (specifying the name of 
the persistent memory region), region size parameter 
(specifying the size in bytes of the region to be allocated and 
which may be any value up to the available Space in the 
nPMU), and base pointer parameter (specifying the base 
pointer value for the new region) are communicated to the 
PMM 822 (collectively referred to as region information for 
convenience). That is, the client process communicates an 
initial region creation request to the persistent memory 
system 100 that contains the above-described instructions 
and required parameter list determined by the executing API 
1130. 

0080 A region name identifying an nPMU region 906 
must be unique within an nPMU volume. Attempting to 
create another nPMU region with an existing region name 
will return an error. 

0081. The PMM 822 sets up the region 906 for that 
particular requesting client process, Sets the value of the 
base pointer, and sets other appropriate attributes in the new 
region's metadata. The base pointer parameter is used to Set 
a base pointer value 1118 for offsets used in Subsequent read 
and write commands. Accordingly, the executing API 1130 
can later access the returned parameter for Subsequent 
functions (such as, but not limited to, writes, reads and 
deletes). The base pointer of a region 906 is specified when 
it is created and cannot be later changed. 
0082 Creating a region 906 will allocate the requested 
space for the region 906 in both the primary nPMU 802 and 
the mirror nPMU 804, along with an entry for the region in 
the PM metadata 902 (FIG. 9). Once a region 906 has been 
created, the region 906 can be accessed using the “open 
region' function. In other embodiments, the create function 
may be initiated as needed, Such as when a new region is 
needed by Some process running on the persistent memory 
system 100. 
0083. A “delete region” function is initiated upon a 
request by a client to permanently terminate access by any 
client process to a region 906 of memory in the nPMUs 
802/804, and free the corresponding nPMU physical 
memory. In one embodiment, if a client proceSS determines 
that no process will require direct memory access to a 
region, the executing API 1130 generates a communication 
to the PMM 822 (FIG. 8) requesting deletion of the region 
906. The executing API 1130 obtains the necessary instruc 
tions and required parameter list from the nPMU library 818. 
In one embodiment, the pm volume parameter and region 
name are communicated to the PMM 822. If the region 

does not exist within the specified volume, an error will be 
returned. The “delete region” function will fail if the region 
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does not exist, if the region is still open by another client 
process, or if the client process is not authorized. The PMM 
822 deletes the identified region 906 in response to the 
request from that particular client process. Once a region 
906 has been deleted, the region 906 can no longer be 
accessed by any client process using the “open region' 
function. 

0084 An “open region” function is initiated upon a 
request by a client process to open an assigned region 906 
of memory in the nPMUs 802/804. The executing API 1130 
obtains the necessary instructions and required parameter 
list from the nPMU library 818. In one embodiment, the 
pm. Volume parameter and region name are communicated 
to the PMM 822. The open region function can only open 
existing memory regions. If the region 906 does not exist 
within the specified volume, an error will be returned. The 
PMM 822"opens” up the identified region 906 for that 
particular client process by mapping the physical nPMU 
pages corresponding to the region to a contiguous range of 
nPMU virtual addresses. That is, the client process commu 
nicates a Subsequent access request to the persistent memory 
system 100 that contains the above-described instructions 
and required parameter list determined by the executing API 
1130. 

0085. If the region was successfully opened, the PMM 
822 returns the region size, and the base pointer value. The 
PMM 822 will also return the network IDs of the nPMUs 
containing the region's primary and mirror memory regions, 
as well as the base network virtual addresses where the 
regions have been mapped for access by the client process 
and a memory context handle (for multiple address space 
networks). Using these returned values, the API will con 
Struct a region handle and Save the region handle 1114 in the 
nPMU library 818 (or in another suitable memory location). 
Accordingly, Subsequent direct accesses to the region 906 by 
the same client proceSS use this region handle 1114 to 
identify the region 906. 

0.086 A “close region” function is initiated upon a 
request by the client process to close a region 906 of 
memory in the nPMUs 802/804. The executing API 1130 
obtains the necessary instructions and required parameter 
list from the nPMU library 818. In one embodiment, the 
region handle parameter or other identifying information is 
communicated to the PMM 822. The close region function 
can only close currently open (and therefore existing) 
memory regions 906. If the region 906 does not exist or is 
not open by the calling client process within the Specified 
volume, an error will be returned. Closing a region 906 frees 
any client resources associated with the open region 906. 
After the region 906 is closed, the client process 1128 may 
no longer access the region 906 and parameters of the region 
handle 1114 are invalidated. A close should happen implic 
itly when a process that has previously opened an nPMU 
region terminates execution before explicitly closing the 
nPMU region. 

0087. Once a region 906 is open, the “write region” 
function is initiated upon a request by the client process to 
write data or pointers to the region 906 in nPMUs 802/804. 
The executing API 1130 obtains the necessary instructions 
and required parameter list from the nPMU library 818. In 
one embodiment, the region handle parameter, the buf 
parameter (specifying the pointer to the buffer where the 
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data that will be written to the region 906 is stored in the 
client processor's memory), the len parameter (specifying 
the number of bytes to be written to the region 906), the 
write pointer parameter (specifying the address within the 
region 906 to start writing data) and the mirror parameter 
(specifying the mirroring method to be used) are commu 
nicated to the API 1130. The region 906 logically comprises 
region size bytes with addresses ranging from base pointer 
to base pointer--region size. Accordingly, the write region 
function will cause the nPMU library to write len bytes to 
persistent memory from the local client buffer pointed to by 
buf. In some embodiments this write will be performed 
directly from the client processor's memory to the nPMUs 
802/804 without any intervening copies. The persistent 
memory write will be to a previously open region Specified 
by region handle. Data will be written to a contiguous range 
of region addresses Starting at the address Specified write 
pointer. The addresses within a region range from base 
pointer to base pointer--region size and may or may not 

correspond to nPMU virtual or physical addresses. How 
ever, if the region addresses are not equivalent to the nPMU 
Virtual addresses where the region has been mapped, the 
difference between a region address and an nPMU virtual 
address can be specified as the constant offset (base 
pointer)-(network virtual address base). Therefore, data 

written with a write pointer value of X will be written to 
(nPMU virtual address X)-(base pointer)-(network virtu 

all address base). 
0088 Similarly, data read with a read pointer value of X 
will be read from (nPMU virtual address X)-(base 
pointer)-(network virtual address base), as described in 

greater detail hereinbelow. Accordingly, FIG. 12 indicates 
that: 

(Network Address) = Read Write (R/W) Pointer 

(Base PointerValue) + (nPMU Network Virtual Address). 

0089. The mirror parameter specifies which half of a 
mirrored PM volume is to be written (the primary nPMU 
802 or the mirror nPMU 804). Under normal circumstances, 
the mirror parameter should always be PM BOTH. Other 
values are only to be used for recovery or when mirroring is 
not desired. Exemplary valid mirror values are: 

0090 PM BOTH; used for normal operations, the 
data is written to both the primary and mirror region. 

0.091 PM PRIMARY; data is only written to the 
primary region, 

0092 PM MIRROR; data is only written to the 
mirror region 

0093. Once a region 906 is open, the “read region” 
function is initiated upon a request by the client process to 
read data or pointers from the region 906 in nPMUs 802/ 
804. The executing API 1130 obtains the necessary instruc 
tions and required parameter list from the nPMU library 818. 
In one embodiment, the region handle parameter, the buf 
parameter (specifying the pointer to the buffer in the client 
processor in which to place the data that will be read from 
the region 906), the lenparameter (specifying the number of 
bytes to be read from the region 906), the read pointer 
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parameter (specifying the address within the region 906 to 
Start reading data) and the mirror parameter (specifying the 
mirroring method to be used) are communicated to the API 
1130. The region 906 is comprised of region size bytes with 
addresses ranging from base pointer to base pointer--region 
size. Accordingly, the read region function will cause the 
API 1130 to read len bytes from persistent memory, starting 
at location read pointer, to the local client buffer pointed to 
by buf. In some embodiments the data will be read directly 
from one of the nPMUs 802/804 to the client memory 
without any intervening copies. The addresses within a 
region range from base pointer to base Pointer--region size 
and may or may not correspond to nPMU virtual or physical 
addresses. However, if the region addresses are not equiva 
lent to the nPMU virtual addresses where the region 906 has 
been mapped, the difference between a region address and 
an nPMU virtual address can be specified as the constant 
offset base pointer-network virtual address base. There 
fore, data read with a read pointer value of X will actually 
be read from nPMU virtual address X-(base pointer-net 
work virtual address base). 
0094. The mirror parameter specifies which half of a 
mirrored PM volume is to be read (the primary nPMU 802 
or the mirror nPMU 804). Under normal circumstances, the 
mirror parameter should always be PMANY. Other values 
are only to be used for recovery or when mirroring is not 
desired. Exemplary valid mirror values are: 

0.095 PM ANY; used for normal operations, the 
data is read from either the primary or the mirror 
region. 

0.096 PM PRIMARY; data is only read from the 
primary region, 

0097 PM MIRROR; data is only read from the 
mirror region. 

0098. In one embodiment, when the read request speci 
fies that the information Stored in the persistent memory 
system 100 is to be retrieved from either the primary nPMU 
802 or the mirror nPMU 804 (mirror=PM ANY), a deter 
mination is made whether the information is available in the 
primary nPMU 802. If the information is not available in the 
primary nPMU 804, the information is retrieved from the 
mirror nPMU 804. This process is transparent to the execut 
ing client process 1128. For example, the primary nPMU 
804 may have failed, a portion of the primary nPMU 804 
memory Space may be bad or otherwise inoperative, or a 
communication link providing access to the primary nPMU 
802 may have failed. 
0099 Similarly, if the request specifies that the informa 
tion stored in the persistent memory system 100 is to be 
retrieved from either the primary nPMU 802 or the mirror 
nPMU 804 (mirror=PM ANY), and the persistent memory 
system wishes to obtain the information from the mirror 
nPMU 804, perhaps for performance reasons, a determina 
tion is made whether the information is available in the 
mirror nPMU 804. If the information is not available in 
mirror nPMU 804, the information is retrieved from the 
primary nPMU 802. 
0100. In one embodiment, when the read request speci 
fies that the information Stored in the persistent memory 
system 100 is to be retrieved from only the primary nPMU 
802 (mirror=PM PRIMARY), a determination is made 
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whether the information is available in the primary nPMU 
802. If the information is not available in the primary nPMU 
802, the request will fail and return an error. 
0101 Similarly, when the read request specifies that the 
information stored in the persistent memory system 100 is to 
be retrieved from only the mirror nPMU 802 (mirror= 
PM MIRROR), a determination is made whether the infor 
mation is available in the mirror nPMU 804. If the infor 
mation is not available in the mirror nPMU 804, the request 
will fail and return an error. 

0102) The “list regions” function will get a list 1134 
(FIG. 11) of regions within the volume named in pm vol 
ume. The list 1134 is returned in a user-allocated array of 
string variables. The list 1134 will be filled in until the list 
1134 is full or until all regions have been listed. The actual 
number of regions in a Volume will be returned in a 
region cnt parameter (specifying the number of regions in 
the volume). The executing API 1130 obtains the necessary 
instructions and required parameters from the list 1134 in the 
nPMU library 818. In one embodiment, the pm volume 
parameter (specifying the name of the Volume whose con 
tents are to be examined), the region list parameter (speci 
fying the pointer to an array of pointers for the list of regions 
within a volume) and the list size parameter (specifying the 
number of elements in the region list array). The list size 
may be as long as desired. The actual number of regions in 
the volume, and/or other related information (collectively 
referred to as list information for convenience), will be 
returned in region cnt. If list size is more than region cnt, 
only region cnt entries will be filled in by list regions. If 
list size is less than region cnt, the entire region list array 
will be filled. 

0103) In one embodiment, client processes may read 
attributes of existing persistent memory regions. These 
attributes can include indicia corresponding to Such param 
eters as region size, region base pointer, creation time, last 
open time, etc. A client process must first request a “read” of 
the attributes (collectively referred to as attribute informa 
tion for convenience). A copy of the attribute structure is 
communicated from the PMM 822, after the PMM 822 
processes the metadata 902 (FIG. 9), to the requesting client 
process. Then, the actual attribute values can be accessed 
using an attribute accessor function as described below. 
0104. The “read attributes' accessor function, called an 
attribute request for convenience, requests the attribute 
information for the specified region 906 from the PMM 822. 
The executing API 1130 obtains the necessary instructions 
and required parameter list from the nPMU library 818. In 
one embodiment, the pm Volume parameter (specifying the 
name of the volume whose contents are to be examined), and 
the region name parameter (specifying the name of the 
region of interest) are communicated to the PMM 822. Since 
it is not required that the client communicate with the PMM 
822 for each attribute element, read attributes caches the 
attribute data at the time of the function call. The attributes 
are stored in the attribute cache 1112 (FIG. 11) whose 
memory location is indicated by the attr handle parameter 
returned by the read attributes function. Accordingly, Sub 
sequent attribute changes of the nPMU 802/804 will not be 
reflected until the read attributes function is called again. 
0105 The “get attradatatypes” accessor function reads 
attribute values from the attribute cache Structure pointed to 
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by attr handle. These attributes are specified by a character 
name and the value returned will be of the data type specific 
to an accessor function. The executing API 1130 obtains the 
necessary instructions and required parameter list from the 
nPMU library 818. In one embodiment, the attr handle 
parameter (specifying a pointer to the structure containing 
the cached attributes for the Specified region at the time the 
read region attribS was executed), and an optional max 
String len parameter are communicated to the API 1130. 
The max String lenparameter applies to the String accessor 
and is the size of the string pointed to by attr Val. When 
reading a string attribute, up to max String len characters 
will be copied into the buffer pointed to by attr val. If the 
Size of attr Val is inadequate to store the entire attribute, the 
first max String len characters will be copied and an error 
will be returned. The attr Val parameter (specifying the 
value of the attribute named by attr name) is returned. The 
type of this parameter is specified by which accessor func 
tion is used (i.e., <data type>). Note that the client process 
must allocate the Space for the attribute value. In addition, if 
the wrong accessor function is called for a particular 
attribute (i.e., if the unsigned 16-bit accessor is called for a 
64-bit attribute) an error will be returned. 
0106 The “free region attrs' function frees any resources 
associated with the attribute cache 1112 structure pointed to 
by attr handle. After this function has been called the 
attribute handle will no longer be valid. The executing API 
1130 obtains the necessary instructions and required param 
eter list from the nPMU library 818. 
0107 FIG. 13 is a flowchart 1300 illustrating a process 
used by an embodiment of the persistent memory System 
100 to create a persistent memory region. FIG. 14 is a 
flowchart 1400 illustrating a process used (FIG. 11) by a 
client process to access the persistent memory System 100. 
The flow charts 1300 and 1400 of FIGS. 13 and 14, 
respectively, shows the architecture, functionality, and 
operation of an embodiment for implementing logic to 
access a persistent memory System 100. An alternative 
embodiment implements the logic of flow charts 1300 and 
1400 with hardware configured as a state machine. In this 
regard, each block may represent a module, Segment or 
portion of code, which comprises one or more executable 
instructions for implementing the Specified logical func 
tion(s). It should also be noted that in some alternative 
implementations, the functions noted in the blockS may 
occur out of the order noted in FIGS. 13 and 14, or may 
include additional functions, without departing from the 
functionality of the persistent memory system 100. For 
example, two blocks shown in succession in FIGS. 13 and 
14 may in fact be Substantially executed concurrently, the 
blocks may Sometimes be executed in the reverse order, or 
Some of the blockS may not be executed in all instances, 
depending upon the functionality involved, as will be further 
clarified hereinbelow. 

0108. The process of creating a PM region is illustrated 
in FIG. 13 starts at block 1302. At block 1304, a first region 
in the primary nPMU is allocated, the first region corre 
sponding to a portion of memory in the primary nPMU. At 
block 1306, a second region in the mirror nPMU is allocated, 
the Second region corresponding to a portion of memory in 
the mirror nPMU. At block 1308, information corresponding 
to the first region and the Second region is determined. At 
block 1310, the determined information is stored in a first 
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metadata region in the primary nPMU and is Stored in a 
second metadata region in the mirror nPMU. The process 
ends at block 1312. 

0109) The process illustrated in FIG. 14 starts at block 
1402. At block 1404, a process that accesses the persistent 
memory System is executed. At block 1406, an application 
process interface (API) is executed, the API retrieving a 
region handle identifying a first region in a primary nPMU 
and identifying a Second region in a mirror nPMU assigned 
to the client process node, retrieving at least one region 
function related to a function required by the executing 
process, and retrieving at least one parameter associated 
with the function. At block 1408, an access request com 
prising the region handle, the region function and the 
parameter is generated. At block 1410, the access request is 
communicated to the persistent memory System. The pro 
cess ends at block 1412. 

0110. While various embodiments and advantages have 
been described, it will be recognized that a number of 
variations will be readily apparent. For example, in imple 
menting persistent memory, many technologies are avail 
able. Thus, the present approach may be widely applied 
consistent with the disclosure herein and the claims which 
follow. 

What is claimed is: 
1. A persistent memory access System, comprising: 
a primary region corresponding to a predefined portion of 

a primary network persistent memory unit (nPMU) 
communicatively coupled to at least one client proces 
Sor node via a communication System, wherein the 
primary region is assigned to a client proceSS running 
on the client processor node and is configured to Store 
information received from the client process, and 

a mirror region corresponding to a predefined portion of 
a mirror nPMU communicatively coupled to the client 
processor node Via the communication System, wherein 
the mirror region is assigned to the client proceSS and 
is configured to Store the information received from the 
client process. 

2. The System of claim 1, further comprising the primary 
nPMU and the mirror nPMU, wherein the primary nPMU 
and the mirror nPMU are physically separate units and are 
characterized by Separate fault domains. 

3. The System of claim 1, wherein the primary region 
comprises a plurality of primary virtual addresses corre 
sponding a plurality of physical locations where the infor 
mation is Stored in the primary region, and wherein the 
mirror region comprises a plurality of mirror Virtual 
addresses corresponding to another plurality of physical 
locations where the information is Stored in the mirror 
region. 

4. The system of claim 3, wherein the primary nPMU is 
configured to translate between one of the primary virtual 
addresses and a corresponding client address associated with 
the information, and wherein the mirror nPMU is configured 
to translate between one of the mirror Virtual addresses and 
the corresponding client address associated with the infor 
mation. 

5. The System of claim 4, further comprising a base 
pointer, the base pointer corresponding to a difference in the 
primary virtual address and the corresponding client address 
such that the primary nPMU translates, and wherein the base 
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pointer further corresponds to a difference in the mirror 
Virtual address and the corresponding client address Such 
that the mirror nPMU translates. 

6. The System of claim 1, further comprising metadata 
residing in the primary nPMU and the mirror nPMU, 
wherein the metadata identifies the primary region and the 
mirror region assigned to the client process. 

7. The system of claim 6, further comprising an attribute 
cache, the attribute cache residing in the client processor 
node and corresponding to at least Some attribute informa 
tion in the metadata. 

8. The System of claim 1, further comprising a persistent 
memory unit (PMU) library residing in the client processor 
node, wherein the PMU library comprises at least a first 
function configured to permit an executing process to 
directly write the information to the primary region and the 
mirror region, and a Second function configured to permit 
the executing process to directly read the information from 
a Selected one of the primary region or the mirror region. 

9. The System of claim 8, further comprising an applica 
tion program interface (API) residing in the client processor 
node, wherein the API causes the client process to access the 
functions of the PMU library in response to a request by the 
client process to access the information. 

10. The System of claim 1, further comprising a persistent 
memory manager (PMM) communicatively coupled to the 
client processor node Via the communication System, 
wherein the PMM responds to a request from the client 
process for an assignment of persistent memory, and 
wherein the PMM causes the primary nPMU to create the 
primary region and causes the mirror nPMU to create the 
mirror region. 

11. The System of claim 1, further comprising a persistent 
memory manager (PMM) communicatively coupled to the 
client processor node Via the communication System, 
wherein the PMM responds to a request from the client 
process to end an assignment of persistent memory, and 
wherein the PMM causes the primary nPMU to delete the 
primary region and causes the mirror nPMU to delete the 
mirror region. 

12. A client processor node comprising, 
a proceSSOr, 

a network interface communicatively coupled to a pri 
mary network persistent memory unit (nPMU), a mir 
ror nPMU and a persistent memory manager (PMM) 
via a communication System; and 

a memory, the memory further comprising: 
a process that accesses a primary region corresponding 

to a predefined portion of the primary nPMU and that 
accesses a mirror region corresponding to a pre 
defined portion of the mirror nPMU when the pro 
ceSS is executed by the processor, and 

a persistent memory unit (PMU) library, wherein the 
PMU library comprises at least a first function con 
figured to permit the process to directly write infor 
mation to the primary region and the mirror region, 
and a Second function configured to permit the 
process to directly read the information from a 
Selected one of the primary region or the mirror 
region. 

13. The client processor node of claim 12, further com 
prising an application program interface (API) residing in 
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the memory, wherein the API, when the API is executed by 
the processor, causes the client processor node to access the 
functions of the PMU library so that the process accesses the 
primary region and the mirror region. 

14. The client processor node of claim 12, further com 
prising an attribute cache residing in the memory and 
corresponding to at least Some access information in meta 
data, wherein the metadata identifies at least the primary 
region and the mirror region assigned to the client process. 

15. A method directly accessing persistent memory in a 
primary network persistent memory unit (nPMU) and a 
mirror nPMU, the method comprising: 

allocating a first region in the primary nPMU, the first 
region corresponding to a portion of memory in the 
primary nPMU; 

allocating a Second region in the mirror nPMU, the Second 
region corresponding to a portion of memory in the 
mirror nPMU; 

determining region information corresponding to the first 
region and the Second region; and 

Storing the determined region information as metadata in 
a first metadata region in the primary nPMU and in a 
second metadata region in the mirror nPMU. 

16. The method of claim 15, further comprising: 
receiving an initial request from a client proceSS for 

access to the persistent memory; and 
creating the first region and the Second region, before the 

allocating, determining and Storing are performed. 
17. The method of claim 15, further comprising: 
receiving a Subsequent request from a client proceSS for 

access to the persistent memory; and 
opening the first region and the Second region. 
18. The method of claim 17, further comprising commu 

nicating a base pointer value to the client process. 
19. The method of claim 17, further comprising commu 

nicating a region size parameter to the client process. 
20. The method of claim 17, further comprising: 
receiving a write request communicated from the client 

process to the persistent memory System; 

receiving information that is to be Stored in the persistent 
memory System; 

Storing the information in the first region; and 
Storing the information in the Second region. 
21. The method of claim 17, further comprising: 
receiving a read request communicated from the client 

process to the persistent memory System; 

retrieving information that is Stored in the persistent 
memory System based upon the region information 
Specifying at least one virtual address corresponding to 
a first physical address where the information is Stored 
in the first region and corresponding to a Second 
physical address where the information is Stored in the 
Second region; 

communicating the retrieved information from the per 
Sistent memory System to the client process. 
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22. The method of claim 21, further comprising: 
receiving a mirror parameter in the read request, the 

mirror parameter specifying that the information is to 
be retrieved from the first region; and 

retrieving the information from the first region. 
23. The method of claim 22, further comprising: 
determining if the information is available from the first 

region; and 
retrieving the information from the Second region when 

the information is not available from the first region. 
24. The method of claim 21, further comprising: 
receiving a mirror parameter in the read request, the 

mirror parameter specifying that the information is to 
be retrieved from the Second region; and 

retrieving the information from the Second region. 
25. The method of claim 24, further comprising: 
determining if the information is available from the 

Second region; and 
retrieving the information from the first region when the 

information is not available from the Second region. 
26. The method of claim 17, further comprising: 
receiving a request from the client process to end access 

to the persistent memory System; and 
closing the first region and the Second region. 
27. The method of claim 15, further comprising: 
receiving a Subsequent request from a client process to 

permanently terminate access to the persistent memory 
System; and 

deleting the first region and the Second region. 
28. The method of claim 15, further comprising: 
receiving a request from a client process to receive access 

information corresponding to at least part of the meta 
data; 

retrieving the requested access information from a 
Selected one of the first metadata region in the primary 
nPMU and the second metadata region in the mirror 
nPMU; and 

communicating the retrieved access information to the 
client process. 

29. The method of claim 15, further comprising: 
receiving a request for list information corresponding a 

plurality of regions in the primary nPMU and the 
mirror nPMU; 

retrieving the requested list information from a Selected 
one of the first metadata region in the primary nPMU 
and the second metadata region in the mirror nPMU; 
and 

communicating the list information corresponding to the 
regions. 

30. A method directly accessing a persistent memory 
System from a client processor node, the method compris 
ing: 

executing a client process that accesses the persistent 
memory System; 

executing an application process interface (API), the API 
retrieving a region handle identifying a first region in a 
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primary network persistent memory unit (nPMU) and 
identifying a Second region in a mirror nPMU, retriev 
ing at least one region function related to a function 
required by the executing client process, and retrieving 
at least one parameter associated with the function; 

generating an acceSS request comprising the region 
handle, the region function and the parameter; and 

communicating the acceSS request to the persistent 
memory System. 

31. The method of claim 30, further comprising: 
communicating an initial acceSS request for access to the 

persistent memory System; and 
receiving region information identifying a region, the 

region corresponding to the first region in the primary 
nPMU and corresponding to the Second region in the 
mirror nPMU. 

32. The method of claim 31, further comprising: 
communicating a Subsequent request for access to the 

persistent memory System; 

Specifying a region name; and 

communicating information to be Stored in the persistent 
memory System, wherein the location of the informa 
tion is determined by the Specified region and a base 
pointer value corresponding to a virtual address of the 
first region and the Second region. 

33. The method of claim 32, further comprising: 
generating the region handle corresponding to the region 

information and the region name; and 
identifying the region using the region handle in Subse 

quent communications. 
34. The method of claim 31, wherein the communicated 

access request comprises a base nPMU network virtual 
address and a network identification (ID). 

35. The method of claim 31, wherein the communicated 
access request comprises a primary base nPMU network 
virtual address, a mirror base nPMU network virtual 
address, a primary network identification (ID) and a mirror 
network ID. 

36. The method of claim 30, further comprising: 
communicating a Subsequent request for access to the 

persistent memory System; 

Specifying a region name corresponding to the first region 
and the Second region, a base pointer value correspond 
ing to a virtual address of the first region and the Second 
region, a read pointer parameter corresponding to the 
Virtual address where reading information is to Start, 
and a length parameter corresponding to an amount of 
the information to be read; and 

receiving the information from the persistent memory 
System, wherein the location of the received informa 
tion is determined by the Specified region name, the 
base pointer value, the read pointer parameter and the 
length parameter. 

37. The method of claim 30, further comprising: 
communicating an attribute request to the persistent 
memory System; 
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receiving attribute information corresponding to a region; 
and 

Storing the received attribute information into an attribute 
cache. 

38. A System for accessing a persistent memory System, 
comprising: 

means for receiving an initial request from a client 
process for access to the persistent memory System; 

means for allocating a first region in a primary network 
persistent memory unit (nPMU), the first region corre 
sponding to a portion of memory in the primary nPMU; 

means for allocating a Second region in a mirror nPMU, 
the Second region corresponding to a portion of 
memory in the mirror nPMU; 

means for determining region information corresponding 
to the first region and the Second region; and 

means for Storing the determined region information in a 
first metadata region in the primary nPMU and in a 
second metadata region in the mirror nPMU. 

39. The system of claim 38, further comprising: 
means for receiving a Subsequent request from the client 

process for access to the persistent memory System; and 
means for opening the first region and the Second region. 
40. The system of claim 39, further comprising: 
means for receiving a write request communicated from 

the client process to the persistent memory System; 

means for receiving information that is to be stored in the 
persistent memory System; 

means for Storing the information in the first region; and 
means for Storing the information in the Second region. 
41. The system of claim 39, further comprising: 
means for receiving a read request communicated from 

the client process to the persistent memory System; 

access means for retrieving information that is Stored in 
the persistent memory System based upon the region 
information in the read request Specifying a region 
name corresponding to the first region and the Second 
region, a base pointer value corresponding to a virtual 
address of the first region and the Second region, a read 
pointer parameter corresponding to another virtual 
address where reading the information is to Start, and a 
length parameter corresponding to an amount of infor 
mation to be read; 

means for communicating the retrieved information from 
the persistent memory System to the client process. 

42. A System for accessing a persistent memory System by 
a client processor node, comprising: 
means for executing a client process that accesses the 

persistent memory System; 

means for executing an application proceSS interface 
(API), the API retrieving a region handle identifying a 
first region in a primary network persistent memory 
unit (nPMU) and identifying a Second region in a 
mirror nPMU assigned to the client processor node, 
retrieving at least one region function related to a 




