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A CONTROLLING HOST ISSUES A WRITE HISTORY 
MANAGEMENT COMMAND TO CONTROLLER 
SERVING EACH SHADOW SET MEMBER. 

EACH SHADOW SET MEMBER CONTROLLER 
RECEIVES ITS WRITE HISTORY MANAGEMENT 
COMMAND, TRANSMITS ANY REGUESTED 2 
DATA TO THE HOST AND ISSUES AN END 
MESSAGE TO THE HOST. 

HOST RECEIVES THE ISSUED END MESSAGES 3 
AND DETERMNES F NEEDS TO SSUE 
ANOTHER WRITE HISTORY MANAGEMENT 
COMMAND, ARE HERE MORE COMMANDS 

NO 

HOST ESTABLISHES A TABLE OF LOGICAL 
CLUSTER NUMBERS, EACH OF WHICH IDENTIFIES 
A CLUSTER OF DATA IN EACH SHADOW SET 
MEMBER THAT WILL BE MERGED. 

A CONTROLLING HOST INITIALIZES A LOGICAL 
CLUSTER COUNTER TO DENTIFY A PREDETERMINED 
FIRST LOGICAL CLUSTER NUMBER. 

HOST SELECTS ONE SHADOW SET MEMBER AS 
THE SOURCE AND THE OTHER SHADOW SET MEMBER 6 
AS THE TARGET. 

HOST ISSUES A READ COMMAND TO THE SOURCE 
CONTROLLER FOR THE CLUSTER CURRENTLY 
DENTIFIED BY THE LOGICAL CLUSTER COUNTER. 

THE SOURCE conTROLLER RECEIVES THE READ 
COMMAND FROM THE HOST, TRANSMITS THE 
IDENTIFIED DATA TO THE HOST MEMORY, AND 
ISSUES AN END MESSAGE TO THE HOST. 

HOST RECEIVES END MESSAGE FROM THE SOURCE 
CONTROLLER INDICATING THAT THE REGUESTED 9 
DATA IS IN HOST MEMORY. 
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HOST ISSUES A COMPARE HOST COMMAND TO 
THE TARGET CONTROLLER TO COMPARE THE 
DATA READ FROM THE SOURCE TO THE DATA 
IN A CORRESPONDING CLUSTER IN THE TARGET. 
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AND ISSUES AN END MESSAGE TO THE HOST 
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SOURCE CONTROLLER RECEIVES READ COMMAND 
FROM HOST, TRANSFERS THE REQUESTED DATA TO 
HOST MEMORY AND ISSUES AN END MESSAGE TO 
THE HOST. 
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HOST RECEIVES END MESSAGE FROM SOURCE 
CONTROLLER INDICATING THAT THE REGUESTED 9 
DATA IS IN HOST MEMORY. - 
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TARGET CONTROLLER INSTRUCTING THE 
CONTROLLER TO WRITE THE DATA 2O 
TRANSFERED TO THE HOST MEMORY IN 
STEP 18, TO THE TARGET CLUSTER CURRENTLY 
IDENTIFIED BY THE LOGICAL CLUSTER COUNTER. 

TARGET CONTROLLER RECEIVES WRITE COMMAND 
FROM HOST, WRITES THE IDENTIFIED DATA TO THE 
IDENTIFIED SECTION OF THE TARGET DISK, AND 
ISSUES AN END MESSAGE TO THE HOST. 
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HOSTS INDICATING THAT NORMAL /O 2 3 
OPERATIONS MAY RESUME. 
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DIGITAL DATA MANAGEMENT SYSTEM FOR 
MAINTAINING CONSISTENCY OF DATA IN A 

SHADOWSET 

RELATED APPLICATIONS 
This application is related to the following applica 

tions, all of which are filed concurrently herewith, and 
each of which is incorporated herein by reference: U.S. 
patent application Ser. No. 07/374,551, in the name of 
Scott H. Davis, William L. Goleman and David W. 
Thiel, Robert G. Bean and James A Zahrobsky, and 
entitled DATA STORAGE DEVICE FOR A DIGI 
TAL DATA PROCESSING SYSTEM; U.S. patent 
application Ser. No. 07/374,528, in the name of Scott H. 
Davis, William L. Goleman and David W. Thiel, and 
entitled Transferring Data In A Digital Data Process 
ing System, and U.S. patent application Ser. No. 
07/374,253, in the name of Scott H. Davis, William L. 
Goleman, David W. Thiel, Robert G. Bean and James 
A Zahrobsky, and entitled Transferring Data In A Dig 
ital Data Processing System. 

BACKGROUND OF THE INVENTION 
This invention relates to a device for storing digital 

data. The preferred embodiment is described in connec 
tion with a system for establishing and maintaining one 
or more duplicate or "shadow" copies of stored data to 
thereby improve the availability of the stored data. 
A typical digital computer system includes one or 

more mass storage subsystems for storing data (which 
may include program instructions) to be processed. In 
typical mass storage subsystems, the data is actually 
stored on disks. Disks are divided into a plurality of 
tracks, at selected radial distances from the center, and 
sectors, defining particular angular regions across each 
track, with each track and set of one or more sectors 
comprising a block, in which data is stored. 

Since stored data may be unintentionally corrupted 
or destroyed, systems have been developed that create 
multiple copies of stored data, usually on separate stor 
age devices, so that if the data on one of the devices or 
disks is damaged, it can be recovered from one or more 
of the remaining copies. Such multiple copies are 
known as the shadow set. In a shadow set, typically data 
that is stored in particular blocks on one member of the 
shadow set is the same as data stored in corresponding 
blocks on the other members of the shadow set. It is 
usually desirable to permit multiple host processors to 
simultaneously access (i.e., in parallel) the shadow set 
for read and write type requests ("I/O' requests). 

It is sometimes necessary to "merge' two (or more) 
storage devices to reassemble a complete shadow set, 
where the devices were previously members of the 
same shadow set, but currently contain data that is 
valid, although possibly inconsistent. Data in a particu 
lar block is valid if it is not erroneous, that is, if it is 
correct, as determined by an error correction technique, 
or, if it is incorrect but correctable with use of the error 
correction technique. Shadow set members have data 
that is inconsistent if they have corresponding blocks 
whose data contents are different. For example, if one 
of the hosts malfunctions (e.g., fails), it may have had 
outstanding writes that completed to some shadow set 
members but not to others, resulting in data that is in 
consistent. A merge operation ensures that the data 
stored on corresponding blocks of the shadow set mem 
bers are consistent but does not determine the integrity 
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(i.e., accuracy) of the data stored in the blocks which 
were inconsistent. The integrity of the data is verified 
by higher level techniques (e.g., by an applications pro 
gram). 

SUMMARY OF THE INVENTION 

The invention generally features a method and appa 
ratus for performing a management operation in a data 
storage device, the preferred embodiment describing an 
improved method and apparatus for merging the data of 
two storage media (e.g., hard disks) in a shadow set of 
storage media. The preferred method of managing a 
shadow set of storage media accessible by one or more 
data sources (e.g. host processors) for I/O operations, 
includes the steps of A. carrying out successive com 
parisons of data stored in corresponding locations in a 
plurality of shadow set storage media, respectively, 
while maintaining access to the storage media by the 
data sources for I/O operations; and B. performing a 
management operation on at least one of the shadow set 
storage media. The management operation preferably 
includes the steps of: (a) interrupting I/O operations to 
at least the shadow set storage medium on which the 
management operation is performed; (b) modifying data 
on the shadow set storage medium whose I/O is inter 
rupted, based on the results of the comparisons per 
formed in step A; and (c) resuming the availability of 
the modified storage medium for I/O operations by the 
data sources. 

In the preferred embodiment, the step of modifying 
comprises making data on the modified storage medium 
consistent with data on another of the shadow set stor 
age media, by reading data from one of the storage 
media and writing the read data to the modified storage 
medium. The shadow set storage media are accessible 
by a plurality of data sources. 
The invention allows inconsistencies in duplicate 

copies of stored data to be corrected while maximizing 
the availability of the data in the various copies com 
prising the shadow set during the correction process. 
Maximum availability is achieved since I/O operations, 
initiated by the hosts, are interrupted only when an 
inconsistency is found, and only for a period long 
enough to correct the inconsistency. 
Other advantages and features of the invention will 

be apparent from the following detailed description of 
the invention and the appended claims. 

DESCRIPTION OF THE PREFERRED 
EMBOOMENTS 

Drawings 
We first briefly describe the drawings. 
FIG. 1 is a system according to the present invention 

using a shadow set. 
FIGS. 2A, 2B, 3A, 3B, 4, 5A, 5B, 6A illustrate data 

structures used with the invention. 
FIGS. 7A, 7B and 7C is a flow chart illustrating a 

method of merging two members of a shadow set ac 
cording to a preferred embodiment of the invention. 

STRUCTURE AND OPERATION 
Referring to FIG. 1, a computer system including the 

invention includes a plurality of hosts 9a-c, each of 
which includes a processor 10, memory 12 (including 
buffer storage) and a communications interface 14. The 
hosts 9a-c are each directly connected through a com 
munications medium 16 (e.g., by a virtual circuit) to two 
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or more storage subsystems illustrated generally identi 
fied by reference numerals 17a-b (two are shown). 

Each storage subsystem 17a-b includes a disk con 
troller 18 that controls one or more disks 20, which 
form the members of the shadow set. Disk controller 18 
includes a buffer 22, a processor 24 and memory 26 
(e.g., volatile memory). Processor 24 receives I/O re 
quests from hosts 9a-c and controls reads from and 
writes to disk 20. Buffer 22 temporarily stores data 
received in connection with a write command before 
the data is written to a disk 20. Buffer 22 also stores data 
read from a disk 20 before the data is transmitted to the 
host in response to a read command. Processor 24 stores 
various types of information in memory 26, described 
more fully below. 
Each host 9a-c will store, in its memory 12, a table 

that includes information about the system that the 
hosts 9a-c need to perform many operations. For exam 
ple, hosts 9a-c will perform I/O operations to storage 
subsystems 17a-b and must know which storage subsys 
tems are available for use, what disks are stored in the 
subsystems, etc. As will be described in greater detail 
below, the hosts 9a-c will slightly alter the procedure 
for I/O operations if a merge operation is being carried 
out in the system by a particular host 9a-c. Therefore, 
the table will store status information regarding any 
ongoing merge operation (as well as other operations). 
The table also contains other standard information. 
While each storage subsystem may include multiple 

disks 20, the members of the shadow set are chosen to 
include disks in different storage subsystems 17a-b. 
Therefore, a host may directly access each member of 
the shadow set, through its interface 14 and over com 
munication medium 16, without requiring it to access 
two shadow set members through the same disk con 
troller 18. This will avoid a "single point of failure' in 
the event of a failure of one of the disk controllers 
18a-b. In other words, if members of a shadow set have 
a common disk controller 18, and if that controller 18 
malfunctions, the hosts will not be able to successfully 
perform any I/O operations. In the preferred system, 
the shadow set members are "distributed', so that the 
failure of one device (e.g., one disk controller 18) will 
not inhibit I/O operations because they can be per 
formed using another shadow set member accessed 
through another disk controller. 

In some cases a host 9 initiates a merge operation in 
which it makes data on two disks 20 comprising mem 
bers of a shadow set consistent. In a merge operation, 
the host 9 initiates by means of write and read com 
mands, read and write operations. Before proceeding 
further, it will be helpful to describe these commands in 
greater detail. 
When a host 9 wishes to write data to a disk 20, which 

may comprise a member of a shadow set, the host issues 
a command whose format is illustrated in FIG. 2A. The 
command includes a "command reference number' 
field that uniquely identifies the command, and a "unit 
number" field that identifies the unit (e.g. the disk 20) to 
which data is to be written. To accomplish write opera 
tions for each disk 20 comprising a member of the 
shadow set, the host issues a separate write command to 
each disk 20 with the proper unit number that identifies 
the disk 20. The "opcode" field identifies that the opera 
tion is a write. The "byte count' field contains a value 
that identifies the total number of bytes comprising the 
data to be written and the "logical block number' iden 
tifies the starting storage location on the disk at which 
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4. 
the data is to be written. The "buffer descriptor' identi 
fies the location in host memory 12 that contains the 
data to be written. 
The "host reference number,' "entry locator' and 

"entry id' are used in connection with a "write log' 
feature, described in detail below. 
The format of a read command is illustrated in FIG. 

2B, and includes fields that are similar to the write com 
mand fields. For a read command, the buffer descriptor 
contains the location in host memory 12 where the data 
read from the disk is to be stored. The read command 
does not include the fields in the write command that 
are associated with the write log feature, namely, the 
host reference number field, entry locator field, and 
entry ID field (FIG. 2A). 
Once a host transmits a read or write command, it is 

received by the disk controller 18 that serves the disk 20 
identified in the "unit number" field. For a write com 
mand, the disk controller 18 will perform the write 
operation in connection with the identified disk 20 and 
return an "end message" to the originating host 9. The 
format of the write command end message is illustrated 
in FIG. 3A. The end message includes a number of 
fields, including a command reference number field 
whose contents correspond to the contents of the com 
mand reference number field of the write command 
which initiated storage operation, and status field that 
informs the host whether or not the command was 
completed successfully. If the disk 20 was unable to 
complete the write operation, the status field can in 
clude an error code identifying the nature of the failure. 

In response to a read command, the disk controller 18 
will read the requested data from its disk 20 and trans 
mit the data to memory 12 of the originating host. After 
the data has been transmitted, an end message is gener 
ated by the disk controller and sent to the originating 
host, the format of the read command end message 
being illustrated in FIG. 3B. The read command end 
message is similar to the end message for the write 
command, with the exception that the read command 
end message does not include an entry locator or entry 
ID field associated with the write history log feature, 
described below. 
The disk controller 18 also maintains a write history 

log that includes a number of "write history entries' 
(FIG. 4), each of which stores information regarding a 
recent write operation. As described above, each of the 
storage subsystems that form each shadow set member 
includes a processor 24 and an associated memory 26. 
When a write operation is performed to a shadow set 
member, its disk controller 18 stores, in a write history 
log in its memory 26, information in a write history 
entry indicating the data blocks of the shadow set men 
ber to which data has been written. The write history 
entry also stores information identifying the source of 
the write command message (e.g., the originating host) 
which initiated the write operation. 

Thereafter, if a merge operation becomes necessary, a 
host 9 managing the merge operation accesses the write 
history log for each shadow set member engaged in the 
merge operation and determines from the log entries 
which data blocks may be inconsistent. For example, if 
one of hosts 9 in FIG. 1 should fail while initiating write 
operation to members of the shadow set, one shadow set 
member may have completed the write operation but 
not another shadow set member, leaving the data on the 
shadow set inconsistent to the extent of the one write 
operation. Therefore, merge operation may be per 
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formed by a properly functioning host, but it need only 
be performed for the data blocks that the failed host has 
recently enabled to be written because other data blocks 
will be consistent. Therefore, the host performing the 
merge operation will access the write history log associ 
ated with each member of the shadow set, determine 
which blocks have been written by the host that failed, 
and perform a merge on corresponding blocks in the 
shadow set. Since only the blocks that were written in 
the shadow set are merged, the operation is completed 
much more quickly than if a host managing a merge 
operation enabled the contents of an entire shadow set 
member to be copied to another shadow set member. 
We will first describe how the write history log is 

created and maintained and then will describe how this 
information is utilized in a merge operation. When a 
write command is received by one of the disk control 
lers 18, the disk controller prepares and stores a write 
history entry in its memory 26. The format of a write 
history entry is shown in FIG. 4. The "entry flags' 
indicate the state of a write history entry. An "Allo 
cated' flag is set if the write history entry is currently 
allocated (i.e., being used to store information about a 
write operation). The contents of a "unit number” field 
identify the specific disk to which the write operation 
associated with the write history entry was addressed. 
A "command identifier/status' field is used to identify 
and give the status of a current command (examples of 
the information stored in this field are described below). 
The "starting logical block number' gives the ad 

dress (position) on the disk volume at which the associ 
ated write operation begins and the "transfer length' 
specifies the number of bytes of data written to the 
member's disk. I.e., these fields specify what part of the 
shadow set member has been potentially modified. The 
"host reference number' field identifies the host from 
which the write operation originated. 
The "entry id' field contains a value assigned by a 

host to uniquely identify a write history entry. 
The "entry locator" field contains a value assigned by 

the shadow set member that uniquely identifies the 
internal location of the write history entry, i.e., the 
location within memory 26. 
When a shadow set disk controller 18 receives a write 

command from a host, the controller performs the fol 
lowing operations. First, the controller validates the 
command message fields and checks the state of the disk 
20 to perform the write operation in a standard manner 
for the protocall being used. If the field validation or 
state checks fail, the shadow set member rejects the 
command issuing a write end message (FIG. 3A) whose 
status field contains the appropriate status. 
The controller then checks a flag in the write com 

mand that indicates the contents of whether a new write 
history entry for the command is to be allocated or 
whether a previously allocated write history entry will 
be reused. If a new write history entry is to be allocated, 
the "Host Reference Number/entry locator' field will 
contain the Host reference number. The controller will 
search the set of write history entries in memory 26 for 
an entry that is not currently allocated-i.e., a write 
history entry with a clear "allocated entry" flag. 

If an unallocated write history entry cannot be found, 
the controller 18 completes the command and sends an 
end message to the host whose "status' field indicates 
that the write history log is invalid with respect to that 
host. The controller will also invalidate all write history 
entries for the host that issued the write command in 
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6 
order to prevent another host from relying on these 
entries in a merge operation. The entries can be invali 
dated by using a "history log' modifier contained in 
each entry that indicates whether that entry is valid or 
invalid. 

If an unallocated write history entry is found, the 
controller 18 performs the following operations in con 
nection with the write history entry: 

a. Sets the "allocated entry flag'. 
b. Copies the contents of the command message's 

"unit number' field to the entry s "unit number' 
field. 

c. Copies the contents of the command messages 
"opcode" and "modifiers' fields to the entry's 
"command id/status' field. 

d. Copies the contents of the command messages 
"byte count” (or "logical block count') field to the 
entry's "transfer length” field. 

e. Copies the contents of the command messages 
"logical block number" (or "destination lbn”) field 
to the entry's "starting logical block number' field. 

f. Copies the contents of the command message's 
"host reference number' field to the entry's "host 
reference number' field. 

g. Copies the contents of the command message's 
"entry id' field to the entry's "entry id” field. 

h. Continues normal processing of the command. 
If a previously used write history entry is to be re 

used, then the "Host Reference number/entry locator' 
field will contain the "entry locator' that defines the 
location of the write history entry to be used. This may 
occur if, for example, a host 9 is re transmitting a previ 
ous write command message, which will have the same 
value in the "host reference number' field. To accom 
plish this, the controller 18 will first determine if the 
value contained in the "entry locator' field identifies 
one of the set of write history entries in its write log. If 
the contents of the "entry locator' field does not iden 
tify an entry in the set, the controller 18 rejects the 
command as an invalid command. If the contents of the 
"entry locator' identifies one of the entries in the set of 
write history entries, the disk controller 18 uses the 
value in the "entry locator' field as an index into the set 
of write history entries to find the write history entry to 
be reused. The controller then checks the setting of the 
allocate entry flag of the found write history entry. If 
that flag is clear, indicating that the entry was not actu 
ally already allocated, the controller 18 rejects the com 
mand with a status of Write History Entry Access Er 
Ot. 

The controller then checks the "command iden 
tifier/status" field of the identified write history entry 
to see if the entry is currently associated with an in 
progress command such as a write command that is 
being carried out-i.e., the controller determines if an 
"encode' flag within the “opcode” field is clear. The 
encode flag is set when an operation begins and is 
cleared when the operation completes. If the entry is 
associated with an in progress command, the controller 
rejects the command and sends an end message to the 
host whose status field identifies a Write History Entry 
Access Error. 

Finally, if the entry is not associated with an in 
progress command, the controller performs the follow 
ing operations: 

a. Copies the contents of the command's command 
message "unit number" field to the entry's "unit 
number' field. 
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b. Copies the contents of the command's command 
message "opcode" and "modifiers' fields to the 
entry's "command id/status field. 

c. Copies the contents of the command's command 
message "byte count' (or "logical block count”) 
field to the entry's "transfer length” field. 

d. Copies the contents of the command's command 
message "logical block number" (or "destination 
lbn') field to the entry's "starting logical block 
number' field. 

e. Continues normal processing of the command. 
After a write command has aborted, terminated, or 

completed, the disk controller copies the "encode,” 
"flags,' and "status' end message fields into the appro 
priate fields of the write history entry associated with 
the command and then continues standard processing. 

In addition, prior to returning the end message of a 
write command, the disk controller sets the "host refer 
ence number,” “entry id,” and "entry locator" end 
message fields equal to the values contained in the cor 
responding fields of the write history entry associated 
with the command. Note that with one exception the 
requirement just described can also be met by copying 
those fields directly from the command message to the 
end message. The only exception is that when a new 
write history entry has been allocated, the controller 
must set the "entry locator' end message field equal to 
the value contained in the "entry locator' field of the 
associated write history entry. 
As will be explained below, the system utilizes a 

"Compare Host' operation in performing a merge of 
two shadow set members. The command message for 
mat for the Compare Host operation is shown in FIG. 
6A. The Compare Host operation instructs the disk 
controller supporting the disk identified in the "unit 
number" field to compare the data stored in a section of 
host memory identified in the "buffer descriptor' field, 
to the data stored on the disk in the location identified 
by the "logical block number' and "byte count' fields. 
The disk controller receiving the Compare Host 

command will execute the requested operation by read 
ing the identified data from host memory, reading the 
data from the identified section of the disk, and compar 
ing the data read from the host to the data read from the 
disk. The disk controller then issues an end message, the 
format of which is shown in FIG. 6B, to the host that 
issued the Compare Host command. The status field of 
the end message will indicate whether the compared 
data was found to be identical. 
One of the system's hosts will control operations for 

merging two storage devices. The system can select any 
host to execute the operation. For example, the host 
with the best transmission path (e.g., the shortest path) 
to the shadow set may be chosen. 

During a merge operation, the host controlling the 
merge will utilize a "Write History Management” com 
mand to perform a number of operations. The command 
message format (i.e., the message sent by the host to the 
shadow set) of a Write History Management command 
is shown in FIG. 5A. FIG. 5B illustrates the end mes 
sage format (i.e., the message returned to the host by a 
shadow set members disk controller). The host selects 
a particular operation as the operations are needed dur 
ing the merge, and specifies the operation in the "opera 
tion' field of the command message. The other fields 
contain other information, explained more fully below 
as each operation is explained. 
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8 
The "DEALLOCATE ALL" operation is used to 

deallocate all of the write history entries for the disk 
identified in the "unit number' field. The DEALLO 
CATE ALL operation makes all of the write log spaces 
available for new entries. For example, after a merge 
operation is performed, the entries stored in the write 
history log are no longer needed because the members 
are assumed to be consistent immediately following a 
merge. The DEALLOCATE ALL operation will deal 
locate (i.e. free up) all of the write history entries to 
make them available for new information as new writes 
are made to the shadow set. 
A host can deallocate only those write log entries 

associated with a particular host using a "DEALLO 
CATE BY HOST REFERENCE NUMBER” opera 
tion. This may be desirable if a merge was performed as 
a result of a particular host having failed. Such a merge, 
as described more fully below, would involve merging 
only those blocks that were written with information 
from the failed host. Once that merge is completed, the 
write history entries associated with that host will no 
longer be needed and may be deallocated. All write 
history entries are not deallocated because if a different 
host fails, its entries would be needed to perform a simi 
lar merge. To execute this operation, each disk control 
lier deallocates all of the write history entries that are 
associated with the host identified in the "host reference 
number' field for the disk identified in the "unit num 
ber' field. 
A specific write history entry can be deallocated 

using a "DEALLOCATE BY ENTRY LOCATOR" 
operation. The disk controller deallocates the specific 
write history entry that is located within the write log at 
the location specified in the "entry locator" field. If the 
contents of the entry locator field does not specify an 
entry within the limits of the write history log (i.e., if 
there is no write history entry at the identified location), 
the command is rejected and an end message is returned 
as an invalid command. If the value contained in the 
"host reference number' field of the write history entry 
identified by the entry locator does not equal the value 
contained in the command message "host reference 
number' field (i.e., if the host identified in the command 
is also not the same as the host identified in the write 
history entry), the command is rejected as an invalid 
command. Similarly, if the value contained in the 
"entry id' field of the write history entry located via the 
"entry locator' does not equal the value contained in 
the command message "entry id' field, the controller 
rejects the command as an invalid command. 
The "READ ALL" operation is used to read infor 

mation from the write log of a shadow set member 
supporting the disk identified in the unit number field. If 
a host wishes to determine the total number of write 
history entries stored in the write log, the "count' field 
is set to zero, and the disk controller sets the command's 
end message "count” field (see FIG. 6B) equal to the 
number of write history entries that are associated with 
the identified unit. 
The READ ALL operation is also used to read all of 

the write log entries from an identified shadow set 
member. In this case, the "count' field is nonzero, and 
the disk controller transfers the number of the write 
history entries specified in the "count” field to the host 
memory 12 (specified in the "write history buffer de 
scriptor' field) beginning with the first write history 
entry. Note that only those write history entries that are 



5,239,637 
associated with the unit identified in the "unit number' 
field are included in the transfer. 
The "READ BY HOST REFERENCE NUMBER' 

operation is used to read information from the write 
logs associated with a specific host. If the "count' field 
message is zero, the disk controller sets the command's 
end message "count' field equal to the number of write 
history entries that are associated with both the host 
identified in the "host reference number' field and the 
unit identified in the "unit' field. Therefore, the con 
troller counts only those entries that resulted from 
writes to the identified unit from the identified host. 

If the 'count' field in a "READ BY HOST REFER 
ENCE NUMBER' operation is nonzero, the controller 
transfers the number of write history entries specified in 
the "count" field to the location in host memory 12 
specified in the "write history buffer descriptor' field, 
beginning with the first write history entry that is asso 
ciated with both the host identified in the "host refer 
ence number' field and the unit identified in the "unit 
number' field. 
As noted above, the end message format for the Write 

History Management command is shown in FIG. 5B. 
The "unit alloc' field will contain the total number of 
write history entries currently allocated and associated 
with the unit identified in the command message "unit 
number' field. The "server alloc' field will contain the 
total number of write history entries currently allocated 
across every disk served by the particular disk control 
ler. The "server unalloc' field contains the total number 
of write history entries currently available. 
Now that the Write History Management command, 

and its associated operations, have been described in 
detail, a merge operation utilizing the write log feature 
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will be described with reference to the flowchart of 35 
FIGS. A-C. 

In step 1, the host issues one of the Write History 
Management commands described above to each 
shadow set member in order to obtain information from 
the write logs stored in memory 26 of each disk control 
ler 18. The specific commands used will depend on the 
circumstances that created the need for the merge oper 
ation. For example, if a host fails, and a merge is per 
formed by one of the properly functioning hosts, the 
host performing the merge will obtain, from the write 
log associated with each shadow set member, a com 
plete list of all data blocks on that member disk to which 
the failed host had performed a write operation. As 
discussed above, the only data blocks that can possibly 
be inconsistent are those to which data was written by 
the failed host. 
To obtain this information, the host performing the 

merge will first issue a Write History Management 
command to perform a "Read Host Reference Num 
ber" operation to each disk controller that supports a 
shadow set member, with the "count' field set to zero. 
The command will identify the failed host in the "host 
reference number' field. As described above, each disk 
controller will receive its command and will send an 
end message to the host with the count field set to the 
total number of write history entries in its write log that 
were created due to writes from the failed host (step 2). 
The host will then determine whether it needs to issue 

more Write History Management commands (step 3). In 
this example, the host has received end messages speci 
fying the number of write history entries contained in 
each write history log for the failed host. The host 
controlling the merge will therefore need to issue an 
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other command to each shadow set member's disk con 
troller that indicated it had write history entries for the 
failed host. A disk controller that returned an end mes 
sage with the "count' field set to zero has no write 
history entries for the failed host and the host does not 
send a second command to these disk controllers. (Note 
that in the rare case where every shadow set controller 
returns a valid end message with the "count' field set to 
zero, indicating that no shadow set member has been 
written with data from the failed host, no merge opera 
tion is necessary and the process terminates.) 

Therefore, a second Write History Management 
command is sent to each disk controller having needed 
write history entries (step 1), the command again speci 
fying the "Read by Host Reference Number" operation 
and identifying the failed host, but this time setting the 
"count” field to the number of write history entries that 
the particular write history log has for the failed host. 
This time each disk controller reads the write history 
entries from memory 26, sends them to the controlling 
host's memory 12, and issues an end message (step 2). 
The host receives the end messages and will determine, 
in this case, that it does not need to issue another Read 
By Host Reference Number command since it will now 
have all of the needed write history information. 
The host (step 3) proceeds to establish a Logical 

Cluster Number table in its memory 12. The table con 
tains numbers that identify the "clusters" (i.e., groups of 
data blocks) in the shadow set that are to be merged. 
The controlling host sets up the table by listing logi 

cal cluster numbers that identify all of the clusters that 
are identified by the write history entries transmitted by 
the shadow set members. 
As each write history entry is received, the host pre 

pares a new entry, each of which is identified by a logi 
cal cluster counter (which starts at 1 and increases se 
quentially). The entry contains a number identifying the 
cluster to which the data had been written, and a disk 
controller ID that identifies the disk controller that sent 
the write history entry. By sequentially going through 
the logical cluster number table, the host will be able to 
identify every cluster to which data has been written by 
the failed host. 
The host may discount logical cluster number table 

entries if they are the result of write history entries 
where corresponding entries were received from every 
disk controller supporting a shadow set member, be 
cause if a write has been performed in every shadow set 
member, the shadow set will not be inconsistent due to 
that write. In other words, since shadow set inconsisten 
cies occur due to a write succeeding on some members 
but failing on other members, if a write history entry 
identifying a specific write command can be found in 
the write log associated with every shadow set member, 
then we know that the write operation succeeded on 
every member, and logical cluster numbers formed 
from these write history entries need not be used. 

Next, in step 5, the host sets a logical cluster counter 
equal to the first logical cluster count number in the 
logical cluster number table. The logical cluster counter 
is used to access a logical cluster number. When initial 
ized to one in step 5, the first entry in the logical cluster 
number table is identified. 
The host then selects one of the members as a 

"source' and the other member as the "target" (step 6). 
The host issues a read command to the disk controller 
serving the source to read the data stored in the section 
of the disk identified by the current logical cluster 
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counter (step 7). The read command issued by the host 
is described above and shown in FIG. 2B. The "unit 
number' is set to describe the source disk 20 with the 
"Logical Block Number" and "Byte Count' being set 
according to the cluster currently identified by the 
logical cluster counter. 
The source receives the read command and, after 

reading the identified data from the disk 20 to buffer 22, 
will transmit the data to the host memory 12 in the 
section identified by the "Buffer Descriptor' field in the 
read command. The source will then transmit an end 
message of the type illustrated in FIG. 4B, which in 
forms the host that the read operation has been per 
formed (step 8). 

After the host receives the end message (step 9), the 
host will issue a Compare Host command to the target 
controller to compare the data read from the source to 
the data in the corresponding cluster in the target to 
determine if the data is identical (step 10). 

If a "yes' result is obtained, the host will check to see 
if the logical cluster counter identifies the last logical 
cluster number in the logical cluster number table (step 
13). If the result of step 13 is "yes", the merge operation 
is finished. Otherwise, the logical cluster counter is 
incremented (step 14) and the method returns to step 7 
to process the next cluster. 

If a no result was returned, indicating that the data 
read from corresponding clusters on the two merge 
members are not identical, the host will implement the 
following steps to make the data consistent. 
The host will first establish cross system synchroniza 

tion by transmitting a message over communications 
medium 16 to all other hosts in the system (step 15). 
Each host will receive the transmitted message, will 
complete all outstanding I/O requests to the shadow set 
and will stall new I/O requests. Once this has been 
accomplished, each host sends an "acknowledge' mes 
sage to the host controlling the merge indicating that it 
has complied with the synchronization request (step 
16). 
After receiving all of the acknowledge messages, the 

host will issue another read command to the source for 
the same cluster read in step 7, using an identical com 
mand message (step 17). The data is read again because 
another host may have modified the data since it was 
read in step 7. The source receives the read command 
message and executes it in the same manner as described 
in connection with step 8 above (step 18). The host will 
once again receive the end message from the source as 
in step 9 above (step 19). 
The host will now issue a write command to the 

target using the write command message format shown 
in FIG. 2A, and described above (step 20). The write 
command will instruct the target to write the data read 
from the source in step 18, to the cluster in the target 
identified by the logical cluster counter. The target 
receives the write command, executes it and sends an 
end message to the host (step 21). These steps will result 
in the data in the two corresponding clusters in the 
source and target being consistent. Note that, because 
no I/O requests are being processed during these steps 
(i.e., the system is synchronized) there is no danger of 
the data in the source being modified after it was read in 
step 18, so the data written to the target's cluster in step 
21 will be identical to the data now stored at the corre 
sponding cluster in the source. 

After the host receives the end message indicating the 
write has been completed (step 22), the host transmits a 
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12 
message to all other hosts to end the cross-system syn 
chronization, the message informing all other hosts that 
normal I/O operations may resume (step 23). The host 
will then return to step 13 and continue as described 
above. 

Therefore, during a merge operation, the host selects 
a shadow set member as the source and sequentially 
compares the data stored in each data block (a cluster at 
a time) to data in the corresponding data blocks in the 
target shadow set member. If the host finds an inconsis 
tency, the system is temporarily synchronized while the 
host resolves the inconsistency by reading the inconsis 
tent data from the source and writing the data to the 
corresponding cluster in the target. Because the shadow 
set members being merged normally have only a very 
small amount of data that is inconsistent, cross system 
synchronization will be necessary for only a short time, 
resulting in only minimal disruption to normal I/O 
operations. 

Because the data on both shadow set members is 
equally valid, if a cluster on the shadow set member 
selected as the source is corrupted (e.g., cannot be 
read), the corresponding cluster on the target is utilized. 
I.e., the target acts as the source for that cluster. There 
fore, data transfer in a merge operation can occur in 
both directions. 

If a host in the system needs to perform a read opera 
tion while another host is performing a merge as de 
scribed above, the host must first ensure that the spe 
cific location to which the read is directed is consistent. 
To accomplish this, the host will effectively perform a 
merge operation on that specific section by first issuing 
the read to the source and then issuing a Compare Host 
command to the target to determine if the data is consis 
tent. If it is consistent, then the host continues with its 
processing of the read data. If it is not consistent, then 
the host will synchronize the system, reread the data 
from the source and write the data to the target as de 
scribed above. 

Since there is limited space in each disk controller 
memory 26 for the write history log, the hosts will try 
to keep as many write history entries as possible avail 
able for use. Therefore, if a host issues a write command 
to each member of the shadow set, and receives end 
messages from each disk controller indicating that the 
write request was successfully performed, the host will 
reuse the write history entries that were allocated for 
the write requests sent to each disk controller. These 
entries may be reused because, if a write has succeeded 
to all members of the shadow set, then the shadow set 
will not be inconsistent due to that write. As discussed 
above, a host that performs a merge operation will 
deallocate those entries that were used in the merge 
operation once the operation is completed. 
The illustrative embodiment describes a merge opera 

tion performed on a single target, but several targets 
may be used to thereby merge three or more storage 
media. Similarly, the system need not use the same 
member disk as the source throughout the merge opera 
tion, but may use other disks as the source. 
While the illustrative embodiment describes the use 

of the write history log when performing a merge oper 
ation, it should be clearly understood that the write 
history log need not be used. The advantages of the 
invention can be achieved without using the write log 
feature. The merge operation would be carried out for 
each cluster in the shadow set, or for clusters selected 
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by some means other than the disclosed write history 
log. 

Accordingly, the invention shall not be limited by the 
specific illustrative embodiment described above, but 
shall be limited only by the scope of the appended 5 
claims. 
We claim: 
1. A method of managing a shadow set of storage 

media including a plurality of storage media each being 
accessible for I/O operations by at least one data pro 
cessing device, said method comprising the steps of: 
A. carrying out successive comparisons of data stored 

in corresponding locations in a pair of said plurality 
of storage media while maintaining access to said 
pair of storage media for I/O operations; and 

B. performing a management operation on one of said 
pair of storage media when said comparisons indi 
cate that data in the corresponding locations are 
not consistent, said management operation com 
prising: 
a. interrupting I/O operations to said one of said 

pair of storage media; 
b. modifying data on said one of said pair of storage 

media to make data in the corresponding loca 
tion of said one of said pair of storage media 
consistent with data in the corresponding loca 
tion of the other of said pair of storage media; 
and 

c. resuming the availability of said one of said pair 
of storage media for I/O operations. 

2. The method of claim 1 wherein said step of modify 
ing comprises reading data from the other of said stor 
age media and writing said read data to said one of said 
storage media. 

3. The method of claim 1 wherein each of said plural 
ity of storage media are accessible by a plurality of data 
processing devices. 

4. The method of claim 1 wherein said step of carry 
ing out successive, comparisons comprises comparing 
only those locations of said storage media which have 
been written with data since a previous management 
operation. 

5. The method of claim 4 wherein said storage media 
are divided into data blocks, and wherein at least one of 45 
said storage media comprises information indicating 
which of its blocks have been written with data since 
the previous management operation. 

6. The method of claim 1 wherein said plurality of 
storage media are each directly accessible by a plurality 50 
of data processing devices. 

7. The method of claim 1 wherein said management 
operation is performed only on portions of said at least 
one of said storage media, said portions selected based 
on said successive comparisons. 

8. The method of claim 7 wherein said storage media 
are divided into corresponding data blocks, said step of 
carrying out successive comparisons comprising com 
paring corresponding data blocks in at least two of said 
storage media. 

9. A method of ensuring consistency of data stored in 
corresponding data blocks of first and second storage 
media, said first and second storage media being accessi 
ble by at least one host processor for I/O operations, 
said method comprising the steps of: 

(a) reading data stored in a data block in one of said 
storage media and designating said data block as a 
current data block; 
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14 
(b) comparing the data read from said current data 

block with data stored in the corresponding data 
block in the other of said storage media; 

(c) if the data compared in step b are consistent, read 
ing data stored in a different data block in one of 
said storage media, designating said different data 
block as the current data block, and returning to 
step b; - 

(d) if the data compared in step b are not consistent, 
temporarily prohibiting modification of data in said 
current data block, and modifying the data stored 
in at least one of the corresponding data block and 
the current data block so that the data stored in the 
corresponding data block is consistent with the 
data stored in the current data block; and 

(e) reading data stored in a different data block in one 
of said storage media, designating said different 
block as the current data block, and returning to 
step b. 

10. The method of claim 9 wherein said different data 
block is a data block adjacent to said current data block. 

11. The method of claim 9 wherein each of said stor 
age media are members of a shadow set of storage me 
dia. 

12. The method of claim 11 wherein each of said 
storage media may be directly accessed by at least one 
host processor. 

13. The method of claim 11 wherein each of said 
storage media may be directly accessed by each of a 
plurality of host processors. 

14. The method of claim 9 wherein said storage media 
are disk storage devices. 

15. The method of claim 9 wherein steps a, c and e 
comprise reading only those data blocks which have 
been written with data during a predetermined period 
of time. 

16. The method of claim 15 wherein one of said stor 
age media comprises information indicating which of its 
blocks have been written with data during said prede 
termined period of time. 

17. A method of ensuring consistency of data stored 
in corresponding data blocks of first and second storage 
media, said storage media being accessible by at least 
one host processor, said method comprising the steps of 
A. comparing corresponding data blocks on said first 
and second storage media to identify those blocks 
that have inconsistent data such that said at least 
one host processor maintains I/O operations to said 
first and second storage media; and 

B. temporarily making at least one of said first and 
second storage media unavailable to said at least 
one host processor for I/O operations while modi 
fying the data in at least one data block identified as 
having inconsistent data in step A so that said cor 
responding data blocks have consistent data. 

18. An apparatus for managing a shadow set of stor 
age media each accessible for I/O operations by at least 
one data processing device, comprising: 
means for carrying out successive comparisons of 

data stored in corresponding locations in a pair of 
said plurality of storage media while maintaining 
access to said storage media for I/O operations; 
and 

means for performing a management operation on 
one of said pair of storage media when said succes 
sive comparisons indicate that data in the corre 
sponding locations are not consistent, said manage 
ment operation comprising: 
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means for interrupting I/O operations to at least said 
one of said pair of storage media; 

means for modifying data on said one of said pair of 
storage media to make data in the corresponding 
location of said one of said pair of storage media 
consistent with data in the corresponding location 
of the other of said pair of storage media; and 

means for resuming the availability of said one of said 
pair of storage media for I/O operations. 

19. The apparatus of claim 18 wherein said plurality 
of storage media are each directly accessible by a plural 
ity of data processing devices. 

20. The apparatus of claim 18 wherein said means for 
carrying out successive comparisons compares only 
those locations of said plurality of storage media which 
have been written with data since a previous manage 
ment operation. 

21. The apparatus of claim 20 wherein said storage 
media are divided into data blocks, and wherein at least 
one of said storage media comprises information indi 
cating which of its blocks have been written with data 
since the previous management operation. 

22. The apparatus of claim 18 wherein said means for 
performing a management operation performs said op 
eration only on portions of said at least one of said 
storage media, said portions selected based on said suc 
cessive comparisons. 

23. The apparatus of claim 22 wherein said storage 
media are divided into corresponding data blocks, said 
means for carrying out successive comparisons compar 
ing corresponding data blocks in at least two of said 
storage media. 

24. In a data processing system that includes a storage 
medium accessible by at least one data processing de 
vice for I/O operations, an apparatus for managing said 
storage medium, said apparatus comprising: 
means for allowing data stored in at least some loca 

tions on said storage medium to be compared with 
other data stored in said data processing system 
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16 
while maintaining access to said storage medium by 
said at least one data processing device; 

means for receiving one or more commands specify 
ing a management operation to be performed on 
said storage medium to make the data stored in said 
at least some locations on said storage medium 
consistent with the data stored in corresponding 
locations in said data processing system when said 
comparisons indicate inconsistency between the 
data stored on said storage medium and the data 
stored in said data processing system; 

means for interrupting I/O operations to said storage 
medium; 

means for executing said received commands; and 
means for resuming the availability of said storage 
medium for I/O operations after said commands 
are executed. 

25. The apparatus of claim 24 wherein said received 
commands comprise write commands. 

26. The apparatus of claim 24 wherein said received 
commands comprise a plurality of commands transmit 
ted from a processor supporting one of said data 
SOCeS, 

27. The apparatus of claim 24 wherein said storage 
medium is one member in a shadow set of storage me 
dia. s w 

28. The apparatus of claim 27 wherein said received 
commands comprise write commands that contain data 
read from a second storage medium in said shadow set 
of storage media. 

29. The apparatus of claim 24 wherein said storage 
medium is directly accessible by a plurality of data 
processing devices. 

30. The apparatus of claim 24 wherein said storage 
medium is divided into data blocks, and wherein said 
apparatus further comprises means for storing informa 
tion indicating which of its blocks have been written 
with data during a predetermined period of time. 


