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According to one system of the invention, the system pro 
vides a cloud-computing service from a cloud-computing 
environment comprising a plurality of cloud-computing 
resources. The system may comprise: a management module 
configured to manage a cloud-computing resource of the 
plurality of cloud-computing resources as a cloud-computing 
service, wherein the cloud-computing service performs a 
computer workload; an adapter configured to connect to the 
cloud-computing resource to the system and translate a man 
agement instruction received from the management module 
into a proprietary cloud application program interface call for 
the cloud-computing resource; a cloud service bus configured 
to route the management instruction from the management 
module to the adapter; a consumption module configured to 
allow a user to Subscribe the cloud-computing service; a 
planning module configured to plan the cloud-computing 
service; and a build module configured to build the cloud 
computing service from the cloud-computing resource and 
publish the cloud-computing service to the consumption 
module. 
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SYSTEMAND METHOD FOR A CLOUD 
COMPUTING ABSTRACTION LAYER 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of and claims 
priority from U.S. patent application Ser. No. 13/009.774, 
filed Jan. 19, 2011, which is a continuation-in-part of and 
claims priority from U.S. patent application Ser. No. 12/488, 
424, filed Jun. 19, 2009, and was issued as U.S. Pat. No. 
8,514,686 on Aug. 20, 2013, which is hereby incorporated 
herein by reference in its entirety. This application claims 
priority from U.S. Provisional Patent Application No. 61/296, 
405, filed Jan. 19, 2010, which is hereby incorporated herein 
by reference in its entirety. 

FIELD OF THE INVENTION 

0002 The present invention relates to the field of cloud 
computing, and more particularly, the invention relates to 
systems and methods for securing, controlling and managing 
cloud infrastructure. 

DESCRIPTION OF THE RELATED ART 

0003 Companies have begun offering businesses a new 
cloud computing outsourcing option that promises reduced 
costs, improved availability, improved scalability, and 
reduced time to deploy new applications. These companies 
act as managed service providers that rent virtual computer, 
storage, and Internet connectivity services for variable peri 
ods on a pay-per-use basis from large pools of re-purposable. 
multi-tenant computing resources. Such cloud infrastructure 
providers include Amazon Web Services.(R), Amazon EC2(R), 
GoGrid R, Joyent(R), and Mosso(R). 
0004. Many businesses, however, are currently unable to 
use cloud infrastructure because of a lack of security, control, 
and manageability of the computing capacity rented from the 
cloud infrastructure providers. These problems prevent such 
businesses from maximizing their use of cloud infrastructure, 
which includes virtual server instances, storage, and Internet 
bandwidth. 

BRIEF SUMMARY OF EMBODIMENTS OF THE 
INVENTION 

0005 According to various embodiments of the invention, 
systems and methods are provided for one or more cloud 
computing abstraction layers. Through various embodiments 
of the present invention, a user can plan cloud-computing 
services, build a cloud-computing service, publish the cloud 
computing service for consumption by users, or run the 
cloud-computing service. Some embodiments of the present 
invention provide access to disparate public or private cloud 
computing resources through a common interface. Addition 
ally, Some embodiments can apply governance uniformly 
over disparate public or private cloud-computing resources. 
0006. Some systems may, for example, enable: self-ser 
Vice access to cloud-computing resources by end-users, 
developers, and admins; automated services with respect to 
cloud-computing services comprising of one or more cloud 
computing resources (e.g., management, building, configu 
ration, publication, validation, and development and deploy 
ment of cloud-computing services); rapid provisioning (e.g., 
deployment, release, Scheduling, control etc.) of cloud-com 
puting resources within a cloud-computing service; gover 
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nance control of cloud-computing resources within a cloud 
computing service (e.g., application of security and non 
security policies to cloud-computing resources), audit control 
of cloud-computing services; or secure access to cloud-com 
puting services. Accordingly, embodiments of the present 
invention provide on-demand access by internal users, exter 
nal users (e.g. customers, service partners), and developers to 
cloud-computing services, such as infrastructure-as-a-ser 
Vice (IaaS), platform-as-a-service (PaaS), and Software-as-a- 
service (SaaS), provided from a governed federation of inter 
nal (private cloud) and external cloud (commercial cloud) 
service providers. Some such embodiments allow for rapid 
and dynamic deployment and Scaling of cloud-computing 
services. A private cloud may comprise, for example, Euca 
lyptus Systems, VMWare vSphere(R), or Microsoft R. HyperV: 
and a public cloud may comprise, for example, Amazon 
EC2(R), Amazon Web Services(R, Terremark(R), Savvis.R., or 
GoGridR). 

0007 According to one system of the invention, the sys 
tem provides a cloud-computing service from a cloud-com 
puting environment comprising a plurality of cloud-comput 
ing resources, the system comprising: a management module 
configured to manage a cloud-computing resource of the 
plurality of cloud-computing resources as a cloud-computing 
service, wherein the cloud-computing service performs a 
computer workload and the cloud-computing service com 
prises the cloud-computing resource; an adapter configured 
to connect to the cloud-computing resource to the system and 
translate a management instruction received from the man 
agement module (e.g., intermediate representation of a com 
mand from a client) into a cloud application program inter 
face call for the cloud-computing resource (e.g. proprietary 
API call for Amazon EC2(R); a cloud service bus configured 
to route the management instruction from the management 
module to the adapter; a consumption module configured to 
allow a user to Subscribe the cloud-computing service; a 
planning module configured to plan the cloud-computing 
service; and a build module configured to build the cloud 
computing service from the cloud-computing resource and 
publish the cloud-computing service to the consumption 
module. In some such embodiments, the system provides a 
user interface configured to provide access to the system as a 
virtual private cloud. The system may further comprise a 
cloud model utilized by the adapter to translate the manage 
ment instruction to the (target) cloud API call. 
0008. In certain embodiments, the virtual private cloud is 
utilized for operation of a cloud-computing service in accor 
dance with the present invention. In particular embodiments, 
a computer workload (e.g., application, server Software, Soft 
ware development environment, software test environment) 
is a unit of computing processing that is performed via an 
IaaS, PaaS, or SaaS. For example, IaaS may comprise 
instances of Microsoft(R) Windows or Linux running on a 
virtual computer, or a Desktop-as-a-service (DaaS) provided 
by Citrix R or VMWare(R); a PaaS may comprise a database 
server (e.g., MySQL(R) server), Samba server, Apache?R 
server, Microsoft(R) IIS.NET server, Java R runtime, or 
Microsoft(R) .NETR) runtime, Linux-Apache-MySQL-PHP 
(LAMP) server, Microsoft(R) Azure, or Google(R). AppsEn 
gine; a SaaS may comprise SalesForce R, Google R. Apps, or 
other Software application that can be deployed as a cloud 
service, such as in a web services model. A cloud-computing 
resource may be a physical or virtual computing resource 
(e.g., virtual machine). In some embodiments, the cloud 
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computing resource is a storage resource (e.g., Storage Area 
Network (SAN), Network File System (NFS), or Amazon 
S3(R), a network resource (e.g., firewall, load-balancer, or 
proxy server), an internal private resource, an external private 
resource, a secure public resource, an infrastructure-as-a- 
service (IaaS) resource, a platform-as-a-service (PaaS) 
resource, or a software-as-a-service (SaaS) resource. Hence, 
in Some embodiments, a cloud-computing service provided 
may comprise a IaaS, PaaS, or SaaS provided by private or 
commercial (e.g., public) cloud service provider, Such as 
Amazon Web Services.(R), Amazon EC2(R), GoGrid R, Joy 
ent(R), Mosso (R), or the like. 
0009. In various embodiments, the management module 
that manages the cloud-computing service comprises provi 
Sioning the cloud-computing service for a virtual private 
cloud, releasing the cloud-computing service for the virtual 
private cloud, accounting for usage of the cloud-computing 
service in the virtual private cloud, or monitoring the cloud 
computing service. For example, in some embodiments, the 
management module manages cloud-computing resources 
for a cloud-computing service being offer by the system by 
provisioning a cloud-computing resource for the cloud-com 
puting service, deploying a cloud-computing resource for the 
cloud-computing service, or releasing a cloud-computing 
resource being used by the cloud-computing service. In some 
embodiments, the provisioning involves starting, stopping, or 
generally controlling an instance of a cloud-computing 
resource (e.g., IaaS providing an instance of Linux) on behalf 
of a cloud-computing service. For example, an embodiment 
may launch scripts to start an instance of a cloud-computing 
resource, launch scripts to securely (e.g., via encryption) 
attacha file system (e.g., a storage Volume) to the instantiation 
of the cloud-computing resource (e.g., so that the cloud 
computing resource can access local or remote client data 
securely), and then connect a client to the instantiation 
through a virtual private network (VPN) connection between 
the clients local network and the cloud providers network. 
0010. In further embodiments, the management module is 
further configured to perform collection and maintenance of 
cost and consumption of various cloud-computing resources 
Such as CPU-time, storage Volume consumption, network I/O 
and other configurable cloud-computing cost and consump 
tion factors. For example, in some embodiments where the 
management module accounts for usage of one more cloud 
computing services by a client collecting, aggregating and 
providing this information through a API to customer billing 
systems while also presenting reporting through the con 
Sumption module demonstrating cost and consumption com 
parisons, projections and usage. Some embodiments may 
utilize Ariba R, SAPR, or the like to facilitate accounting and 
billing of usage of cloud-computing service. 
0011. In some embodiments, the build module allows a 
developer to create a cloud-computing service (e.g., IaaS. 
PaaS, and SaaS) comprising one or more cloud-computing 
resources. The build module may utilize build scripts to build 
a cloud-computing service from one or more cloud-comput 
ing resources, configure a cloud-computing service, or pub 
lish a cloud-computing service for consumption 
0012. In various embodiments, a cloud-computing service 
may be published to a consumption module that allows an 
end-user to Subscribe to the cloud-computing service and 
utilize the service. In some embodiment, the end-user may 
access and Subscribe to the cloud-computing service through 
user interface that lists published and available cloud-com 
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puting services. For example, the user interface may be a 
storefront through which an end-user may preview and select 
a cloud-computing service for use. 
0013 With some embodiments, an organization can deter 
mine the most Suitable deployment of a computer workload to 
a cloud-computing environment, or determine the value/ben 
efit of deploying a computer workload to a cloud-computing 
environment. For some embodiments, the planning module 
analyzes a computer workload or workflow that may have 
previously been on a physical or virtual computing resource 
and assists in migrating or importing the computer workload 
or workflow to the clouding-computing environment. In fur 
ther embodiments, the planning module assesses difficulty in 
migrating or importing the computer workload or workflow, 
and the efficiency or value of using the cloud-computing 
environment. In other embodiments, the planning module 
determines the correct placement of a computer workload or 
workflow to an appropriate cloud-computing service based 
on the profile or characteristics of the computer workload 
(e.g., determine that the computer workload or workflow 
needs to be performed within secure cloud/public cloud?pri 
vate cloud). For example, for a trading platform, which needs 
a low latency-computing environment that is secure, an 
embodiment may recommend placement of trading platform 
in a cloud-computing service comprising a secure private 
cloud-computing resource. By contrast, for an archival plat 
form that is to be used for long-term storage of non-sensitive 
data, an embodiment may recommend configuration of the 
platform to use cloud-computing services comprising a pub 
lic cloud resource, or a combination of cloud and physical 
resources, such as archival tape storage resources. Further, 
the placement decision is guided by policy which ensures the 
cloud-computing resource is placed in the appropriate cloud 
computing service. 
0014. In particular embodiments, the system further com 
prises policy engine module configured to enforce a policy on 
the cloud-computing service through the management mod 
ule. For example, in some embodiments, the management 
module monitors a cloud-computing resource of the cloud 
computing service through the adapter and provisions the 
cloud-computing resource according to the policy engine 
module. Additionally, for some embodiments, the manage 
ment module monitors a cloud-computing resource's perfor 
mance using Ganglia Monitoring System or collected (an 
open source daemon that collects system performance statis 
tics periodically). 
0015. In some embodiments, the system further comprises 
an identity management module configured to connect to an 
authentication system and authenticate the user for the cloud 
computing service. For example, in some embodiments, the 
identity management connects to disparate authentication 
systems (e.g., Netegrity(R), Oracle OAM(R), Microsoft(R) 
Active Directory, RSAR) Cleartrust, or Lightweight Directory 
Access Protocol (LDAP), Kerberos) to create a federated 
authentication system that allows unified authentication to a 
cloud-computing service. 
0016. In various embodiments, the system further com 
prises an encryption module configured to perform encryp 
tion services for the cloud-computing service. For example, 
the encryption services can include encryption of data on a 
storage device or data communicated over a network connec 
tion. In other embodiments, the system further comprises a 
connection module configure to securely connect the cloud 
computing service to a client network or a cloud provider 
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network. For example, a connection module may be deployed 
on a client network or a cloud provider network to facilitate a 
secure network connection between cloud-computing service 
and a client network. 

0017. According to some embodiments, a method is pro 
vided for a cloud-computing environment comprising a plu 
rality of cloud-computing resources, the method comprising: 
providing a virtual private cloud configured to utilize a cloud 
computing resource from the plurality of cloud-computing 
resources to perform a computer workload; receiving a 
request to perform the computer workload within the virtual 
private cloud, provisioning the cloud-computing resource 
from the plurality of cloud-computing resources; deploying 
the cloud-computing resource within the virtual private 
cloud; and using the cloud-computing resource to perform the 
computer workload. 
0018. As noted before, the cloud-computing resource may 
be a virtual (e.g., virtual machine) or physical cloud-comput 
ing resource (e.g., dedicated server). For example, the cloud 
computing resource may be a virtual computing resource 
where the virtual computing resource is deployed under con 
trol of a virtual machine manager. The cloud-computing 
resource may be a storage resource, a network resource, an 
internal private resource, an external private resource, a 
secure public resource, a platform-as-a-service (PaaS), a soft 
ware-as-a-service (SaaS), or an infrastructure-as-a-service 
(IaaS). The cloud-computing resource may be a hybrid cloud 
computing resource comprising at least two of a physical 
resource, a virtualized resource, a private resource, a public 
resource, an internal resource, or an external resource. 
0019. In some embodiments, the method further com 
prises receiving a constraint for the cloud-computing 
resource or for a computer workload that may be deployed on 
the cloud-computing resource, wherein the cloud-computing 
resource is a cloud-computing resource; and applying the 
constraint on the cloud-computing resource Such that, when 
the cloud-computing resource is used to perform the com 
puter workload, the cloud-computing resource's operation is 
limited according to the constraint. In other embodiments, the 
method further comprises declaring a static network address 
for the computer workload. 
0020. In some embodiments, the method further com 
prises: defining a security Zone Such that the security Zone 
comprises the virtual private cloud; and applying a security 
policy to the security Zone such that, when the cloud-com 
puting resource deployed in the virtual private cloud that is 
used to perform the computer workload, the cloud-computing 
resource's operation or the performance or operation of the 
computer workload is subject to the security policy. The 
security Zone may be defined according to a physical location 
of the virtual private clouds usage, a network location of the 
virtual private clouds usage, oran attribute of an organization 
associated with the virtual private cloud. The security policy 
may be an access policy, a read-permission policy, a write 
permission policy, an edit-permission policy, a privacy-based 
policy, a policy regarding a required level or type of encryp 
tion, a cloud-computing resource utilization policy, or other 
policy. For example, a security Zone may be defined as a 
specified virtual private network (VPN) or a specified physi 
cal network of a business enterprise, such that computer 
workloads being performed by a cloud-computing resource 
operating in that Zone may be modified only by users who 
have specified authorization credentials issued by that enter 
prise. Among some embodiments, a security Zone may be 
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defined as cloud-computing resources (public or private) that 
are physically located in a geographical area, Such as the 
United States, allowing a security policy to be applied that 
prohibits export of data that is to be associated with computer 
workloads executed in that security Zone. 
0021. In additional embodiments, the method further 
comprises: receiving at a central policy server a definition for 
a security policy, wherein the central policy server is config 
ured to associate the security policy to the computer workload 
or to the cloud-computing computing resource performing 
the computer workload; and pushing the security policy to the 
cloud-computing resource. 
0022. For some embodiments, provisioning the cloud 
computing resource comprises: locating an unreserved cloud 
computing resource within the plurality of cloud-computing 
resources; and reserving for the virtual private cloud the unre 
served cloud-computing resource. 
0023. In embodiments where the cloud-computing 
resource is an infrastructure element, and the method further 
comprises: providing a user interface that allows a user to 
deploy or configure the infrastructure element; setting, 
through the user interface, a policy to the infrastructure ele 
ment or to a computer workload that may be deployed on the 
infrastructure element; and applying the policy to the infra 
structure element when the infrastructure element or com 
puter workload is deployed within the virtual private cloud. 
The method further comprises: determining a reference 
design for the infrastructure element; and deploying the infra 
structure element in the virtual private cloud according to the 
reference design. 
0024. In other embodiments, the method further com 
prises: associating a policy with the computer workload to be 
performed within the virtual private cloud; and applying the 
policy to the cloud-computing resource performing the com 
puter workload during the computer workloads perfor 
aCC. 

0025. In additional embodiments, receiving the request to 
perform the computer workload or the application of the 
policy to the computer workload comprises: receiving an 
application to be migrated to cloud-computing environment 
for execution; and identifying the computer workload as nec 
essary for executing the application. 
0026. In further embodiments, the method further com 
prises: using an adapter to connect the virtual private cloud to 
one or more other cloud-computing resources, such as of the 
types described herein; using a metamodel data structure to 
store an association between a computer workload and a 
policy; and pushing the metamodel data structure to the 
adapter Such that, when the cloud-computing resource is 
deployed to perform the computer workload, the adapter 
applies the policy to the computer workload or to the cloud 
computing resource performing the computer workload. In 
Some such embodiments, when a computer workload is 
moved from using one cloud-computing resource to a second 
cloud-computing resource, the method may further comprise 
pushing the metamodel data structure to a second adapter that 
connects the second cloud-computing resource to the virtual 
private cloud such that when the second cloud-computing 
resource is deployed, such as within the virtual private cloud 
to perform the computer workload, the second adapter applies 
the policy to the second cloud-computing resource perform 
ing the cloud computer workload. 
0027. In other embodiments, the method comprises iden 
tifying the cloud-computing resource for performing the 
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computer workload. Identifying the cloud-computing 
resource may be based on a computer workload score deter 
mined by a scoring logic. The scoring logic may be, for 
example, based on a business attribute of the computer work 
load, a technical attribute of the computer workload, or an 
operational attribute of the computer workload. In further 
embodiments, the scoring logic uses a mix of at least two of a 
business attribute, an operational attribute and a technical 
attribute. In various embodiments, the scoring logic may be 
editable or may be dynamically updated at or near real-time. 
0028. In some embodiments, the computer workload may 
be scalable. For example, the computer workload may be 
scaled down to decrease the computer workloads use of 
memory and processing time during performance within a 
virtual private cloud or actually increase or decrease the num 
ber of cloud-computing resources which execute the com 
puter workload. In further embodiments, the scaling is based 
on a policy, which may be associated with the computer 
workload, stored in a meta model, and pushed via an adaptor 
to or among various cloud computing resources. 
0029. In some embodiments, deploying the cloud-com 
puting resource comprises deploying a pre-determined set of 
cloud-computing resources to optimize the computer work 
loads performance. 
0030. In further embodiments, the method further com 
prises setting a condition for the computer workload, wherein 
the condition determines if or when the cloud-computing 
resource can be deployed within the virtual private cloud to 
perform the computer workload. 
0031. According to other embodiments, a method is pro 
vided for a cloud-computing environment comprising a plu 
rality of cloud-computing resources, the method comprising: 
receiving a computing workflow to be performed in the 
cloud-computing environment, identifying a computer work 
load to perform the computing workflow; associating a policy 
with the computer workload; testing the computer workload 
in a pre-production virtual private cloud (e.g., computing 
environment) within the cloud-computing environment; 
deploying the computer workload in a production virtual 
private cloud (e.g., computing environment) within the cloud 
ing-computing environment; and applying the policy to the 
computer workload during the computer workloads perfor 
mance within the production virtual private cloud for con 
Sumption. In some such embodiments, identifying the com 
puter workload to perform the computing workflow involves 
identifying a plurality of computer workloads to perform the 
computing workflow. 
0032. According to further embodiments, various opera 
tions described above are implemented using a computer. For 
example, some embodiments provide for a computer program 
product comprising a computer useable medium having pro 
gram instructions embodied therein for performing opera 
tions similar to those performed by methods according to the 
present invention. 
0033. Other features and aspects of the invention will 
become apparent from the following detailed description, 
taken in conjunction with the accompanying drawings, which 
illustrate, by way of example, the features inaccordance with 
embodiments of the invention. The summary is not intended 
to limit the scope of the invention, which is defined solely by 
the claims attached hereto. 
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BRIEF DESCRIPTION OF THE DRAWINGS 

0034. The present invention, in accordance with one or 
more various embodiments, is described in detail with refer 
ence to the following figures. The drawings are provided for 
purposes of illustration only and merely depict typical or 
example embodiments of the invention. These drawings are 
provided to facilitate the reader's understanding of the inven 
tion and shall not be considered limiting of the breadth, Scope, 
or applicability of the invention. It should be noted that for 
clarity and ease of illustration these drawings are not neces 
sarily made to scale. 
0035 FIG. 1 is a diagram illustrating an example system in 
accordance with an embodiment of the present invention. 
0036 FIG. 2A is a diagram illustrating an example man 
agement module in accordance with an embodiment of the 
present invention. 
0037 FIG. 2B is a diagram illustrating an example man 
agement module in accordance with an embodiment of the 
present invention. 
0038 FIG. 3 is a diagram illustrating an example of pro 
visioning in accordance with an embodiment of the present 
invention. 
0039 FIG. 4 is a diagram illustrating an example use of a 
connection module in accordance with an embodiment of the, 
present invention. 
0040 FIG. 5 is a diagram illustrating an example use of an 
identity module in accordance with an embodiment of the 
present invention. 
0041 FIG. 6 is a diagram illustrating an example use of a 
monitor module in accordance with an embodiment of the 
present invention. 
0042 FIG. 7 is a diagram illustrating an example governor 
module in accordance with an embodiment of the present 
invention. 
0043 FIG. 8 is a flowchart illustrating an example method 
in accordance with an embodiment of the present invention. 
0044 FIGS. 9A-9D are screenshots of an example user 
interface in accordance with Some embodiments of the 
present invention. 
0045 FIG. 10 is a diagram illustrating an example com 
puting module for implementing various embodiments of the 
invention. 
0046. The figures are not intended to be exhaustive or to 
limit the invention to the precise form disclosed. It should be 
understood that the invention can be practiced with modifi 
cation and alteration, and that the invention be limited only by 
the claims and the equivalents thereof. 

DETAILED DESCRIPTION OF THE 
EMBODIMENTS OF THE INVENTION 

0047. The present invention is directed toward a system 
and method for a cloud computing abstraction layer. Through 
various embodiments of the present invention, a user can plan 
cloud-computing services, build a cloud-computing service, 
publish the cloud-computing service for consumption by 
users, or run the cloud-computing service. Some embodi 
ments of the present invention provide access to disparate 
public or private cloud-computing resources through a stan 
dard interface. Additionally, some embodiments can apply 
governance uniformly over disparate public or private cloud 
computing resources. 
0048. Some systems may, for example, enable: self-ser 
Vice access to cloud-computing resources by end-users, 
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developers, and admins; automated services with respect to 
cloud-computing services comprising of one or more cloud 
computing resources (e.g., management, building, configu 
ration, publication, validation, and building of cloud-comput 
ing services); rapid provisioning (e.g., deployment, release, 
scheduling, control etc.) of cloud-computing resources 
within a cloud-computing service; governance control of 
cloud-computing resources within a cloud-computing Ser 
Vice (e.g., application of security and non-security policies to 
cloud-computing resources), audit control of cloud-comput 
ing services; or secure access to cloud-computing services. 
0049 FIG. 1 is a diagram illustrating an example system 
10 in accordance with an embodiment of the present inven 
tion. FIG. 1 illustrates a cloud-computing environment 35 
comprising one or more cloud-computing resources, a client 
network 31 comprising client computing devices 14 (e.g., 
desktops, laptops, Smart mobile devices), and a cloud-com 
puting platform 20 in accordance with one embodiment of the 
invention. In illustrated system 10, cloud-computing plat 
form 20 provides a system through which computing devices 
residing on client network 31 (e.g., enterprise network) can 
access one or more cloud-computing services. A cloud-com 
puting service comprises a cloud-computing resource resid 
ing within the cloud-computing environment 35 and man 
aged by the cloud-computing platform to provide the cloud 
computing service. Depending on the embodiment, cloud 
computing environment 35 may comprise one or more cloud 
providing networks that include cloud-computing resources 
(e.g., cloud services provided by public or private clouds) that 
can be utilized by users. Additionally, depending on the 
embodiment, platform 20 may reside on a client network 31 
or separate from a client network 31. 
0050 Cloud-computing environment 35 may comprise an 
internal cloud, an external cloud, a private cloud, or a public 
cloud (e.g., commercial cloud). In the embodiment of FIG. 1, 
cloud-computing environment 35 comprises internal private 
cloud resource 38, external private cloud resource 41, and 
secure public cloud resource 44. A private cloud may be 
implemented using a variety of cloud systems including, for 
example, Eucalyptus Systems, VMWare vSphere(R), or 
Microsoft(R) HyperV. Providers of public clouds may include, 
for example, Amazon EC2(R), Amazon Web Services.(R), Ter 
remark R. Savvis(R), or GoGrid R. Cloud-computing resources 
provided by these clouds may include, for example, storage 
resources (e.g., Storage Area Network (SAN), Network File 
System (NFS), and Amazon 53(R), network resources (e.g., 
firewall, load-balancer, and proxy server), internal private 
resources, external private resources, secure public resources, 
infrastructure-as-a-services (IaaSS), platform-as-a-services 
(PaaSs), or software-as-a-services (SaaSs). 
0051. By using cloud-computing platform 20 to plan, 
build, manage, or use cloud-computing resources within a 
cloud-computing environment, users of platform 20 are pro 
vided with standardized access to a variety of cloud-comput 
ing resources from disparate cloud-computing systems and 
providers without concerning themselves with the propri 
etary details of accessing such cloud-computing systems and 
providers. Additionally, users of platform 20 can access 
cloud-computing services through platform 20 on-demand 
on a self-service basis through the standardized access. Users 
of cloud-computing services offered by platform 20 may 
include end-users, developers, partners, or administrators that 
reside on the client network 31. 
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0.052 Platform 20 may comprise planner module 23, man 
ager module 26, builder module 29, and consumption module 
32. Planner module 23 is configured to plan cloud-computing 
service provided by platform 20 by inventorying, profiling, 
and prioritizing computer workloads, such as programs, 
applets, calculations, applications, servers, or services. For 
example, with respect to Software/application development, 
planner module 23 may model current applications and asso 
ciated software-development life cycle (SDLC) phases to 
determine what infrastructure environments would be 
required or preferred. This may include defining security, 
privacy, management or other profiles for each SDLC phase 
of each application. The profiles, in turn, will identify existing 
infrastructure and systems that Support the SDLC phases, and 
manage relationships between the infrastructure, systems and 
the applications. Profiles may also contain characteristics 
regarding the SDLC phases or attributes relevant to develop 
ment, deployment or performance of infrastructure, systems, 
or workloads, such as latency, geography, responsiveness, 
bandwidth, storage capacity, processing speed, processing 
type, platforms involved, data involved, protocols used, and 
specific institutional requirements. Interms of prioritizing the 
cloud-computing services needed for the SDLC phases, plan 
ner 23 may first identify which SDLC computing environ 
ments and systems would be suitable for cloud computing or 
migration to cloud computing, and then prioritize the enable 
ment and operability of newly developed or migrated com 
puter workloads according to the SDLC phases. Subse 
quently, the characterizations determined by planner module 
23 can be used by builder module 29 to build a cloud-com 
puting service or to deploy a computer workload to a cloud 
computing resource. 
0053 Builder module 29 is configured to assemble, vali 
date, and publish a cloud-computing service or computer 
workload for consumption (i.e., use) by a user. Builder mod 
ule 29 may be configured to receive characterization infor 
mation from planner module 23 and build a cloud-computing 
service or computer workload based on the information. For 
example, builder module 29 may be configured to assemble a 
cloud-computing service based on the prioritized list of com 
puter workloads provided by planner module 23. Builder 
module 29 may be configured to create and edit scripts for 
loading computer workloads during installation, startup, 
runtime, and shutdown of cloud-computing services 
assembled by builder 29. The scripts for the cloud-computing 
services may be verified and validated before the cloud-com 
puting services are published for consumption (i.e., use). The 
Script may have access to metamodel and policy information 
which may alter how the script uses the meta model and 
policy information to make a decision. Additionally, builder 
module 29 may be configured to associate the computer 
workload with the appropriate cloud-computing service or 
resource (e.g., associate an application with an appropriate 
underlying virtual machine image or associate a computer 
workload with a specific network). 
0054 Eventually, builder module 29 can publish a cloud 
computing service for consumption by users. In some 
embodiments, the build module 29 will publish the cloud 
computing service to a consumption module 32 (e.g., store or 
storefront Such as an application store, a service store, or a 
Software stack store) where users can preview, select, and 
Subscribe to a cloud-computing service for use. Further, in 
some embodiments, the builder module 29 will enter the 
cloud-computing service in repository 30 when it is ready and 
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available for consumption by users. Embodiments may also 
be configured the builder module 30 such that the develop 
ment community can approve or disapprove of the cloud 
computing service before publication. 
0055 Consumption module 32 is configured to allow a 
user to Subscribe to, collaborate on, and assess a cloud-com 
puting service published for consumption. For example, a 
user can preview cloud-computing services available for 
deployment to the virtual private cloud and consumption. 
Then, when a user wants to Subscribe and invoke a cloud 
computing service for usage, the user can invoke the cloud 
computing service on a self-service, on-demand basis 
through the consumption module 32. Consumption module 
32 may list published available cloud-computing service at or 
near real-time, and allow a user to request updates and infor 
mation on a listed cloud-computing service. In some embodi 
ments, the consumption module 32 may allow users to col 
laborate on where, what, and how many cloud-computing 
services are deployed for consumption. In further embodi 
ments, consumption module 32 may allow a user to comment 
on and rate cloud-computing services, or assess the cost asso 
ciated with deploying and using a cloud-computing service. 
0056. Manager module 26 is configured to provision one 
or more cloud-computing resources for a cloud-computing 
service or computer workload, manage one or more cloud 
computing resources for the cloud-computing service or 
computer workload, and monitor one or more cloud-comput 
ing resources for the cloud-computing service or computer 
workload. For example, manager module 26 may provision 
one or more cloud-computing resources (e.g., provision one 
or more virtual machine instances) for a published cloud 
computing service that is invoked from the consumption 
module 32. Upon invoking the cloud-computing service, the 
manager module 26 may deploy and start the one or more 
cloud-computing resources to the virtual private cloud for the 
cloud-computing service. 
0057 With respect to control, manager module 26 may 
control the start, stop, or run-time of one or more cloud 
computing resources (e.g., control start, stop, or run-time of 
virtual machine instance) for a cloud-computing service. 
Manager module 26 may further schedule the start and stop 
time windows for the one or more cloud-computing 
resources, or governa service level. Such as per a service level 
agreement (SLA), or a threshold associated with the one or 
more cloud-computing resources. Through its control, man 
ager module 26 can govern the cloud-computing resource 
according to conditions, constraints, security policies, or non 
security policies. Manager module 26 may also monitor the 
one or more cloud-computing resources, detect security 
intrusions, and monitor the consumption of cloud-computing 
services their associated cloud-computing resources in order 
to determine the costs accrued by a user. Aspects of cloud 
computing resources monitored by manager module 26 
include, for example, central processing unit (CPU) usage, 
memory usage, data storage usage, data input/output usage, 
application usage, workload usage, service usage, and other 
attributes of usage of a service or a computer workload. 
0058. In some embodiments, manager module 26 is con 
figured such that a user can request planner module 23 change 
the design of a cloud-computing service. For example, a user 
may request that the cloud-computing service change or com 
puter workload with respect to the cloud-computing 
resources utilized (e.g., change to a platform stack). 

Mar. 5, 2015 

0059 FIG. 2A is a diagram illustrating example manage 
ment module 26 in further detail. As illustrated, management 
module 26 comprises governor module 103 configured to 
govern operation of a cloud-computing services and its asso 
ciated cloud-computing resources, provisioning module 106 
configured to provision cloud-computing resources for a 
cloud-computing service, and monitoring module 112 con 
figured to facilitate the various monitoring functions of man 
agement module 26. 
0060. As noted before, various embodiments of the 
present invention provide standardized access, management, 
or control to different types of cloud-computing resources on 
a self-service, on-demand basis without the user needing to 
know the specific instructions or details for accessing, man 
aging, or controlling those different target cloud-computing 
SOUCS. 

0061. In order to translate a standard management action 
for a cloud-computing service to instructions for its cloud 
computing resource and/or instructions for a computer work 
load to be executed on a cloud-computing resource, some 
management modules may comprise a cloud model data store 
109 that maps the management action to the appropriate 
cloud-computing resources. Subsequently, the management 
action is translated to one or more instructions for a target 
cloud-computing resource and/or a computer workload oper 
ating thereon. 
0062 Cloud service bus 115 may be utilized to parse man 
agement instructions received from the manager module 26, 
transform the management instructions to instructions com 
patible with the target cloud-computing resource, and route 
the management instruction to the targeted cloud-computing 
resource. In some embodiments, the cloud service bus 115 
then routes the instructions to the application program inter 
face (API) for a target cloud-computing resource from exter 
nal commercial cloud resource 127, or to the virtual machine 
manager (VMM) (i.e., hypervisor) for a target cloud-comput 
ing resource from internal private cloud resources 130. 
0063 FIG. 2B illustrates an example flow of management 
instructions from manager module 26 to a commercial cloud 
API. As illustrated in FIG. 2B, provisioning module 106 of 
management module 26 transmits a management action for a 
cloud-computing service currently deployed within a virtual 
private cloud (VPC) or a cloud-computing resource to be 
deployed in the virtual private cloud. Cloud service bus 115 
receives the management action, parses (215) the action, and 
utilizes cloud model data store 109 to resolve (218) the action 
to the appropriate one or more cloud-computing resources 
associated with the cloud-computing service. 
0064. These management actions are then translated to 
target-specific instructions (e.g., commercial hypevisor API 
calls) by a target-specific adapter that connects one or more 
cloud-computing resources to one or more other cloud-com 
puting resources or to the cloud-computing platform. Given 
the disparate types of cloud providers and systems that exist, 
each having a proprietary interface for access, management, 
and control, Some embodiments utilize a target-specific 
adapter in order to connect to and interface with cloud-com 
puting resources provided by those different cloud providers 
and systems. 
0065. In the illustrated embodiment, once target-specific 
instructions have been determined, cloud service bus 115 
routes the instructions to Amazon EC2R) adapter 209, which 
transforms (221) (or translates) the management action to one 
or more target-specific instructions that are routed to the 
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Amazon EC2(R) API 203 for execution on the Amazon EC2(R) 
cloud-computing environment 206. Other adapters illustrated 
include Microsoft(R) System Center Virtual Machine Man 
ager, a VMWare(R) adapter, a RackSpaceR Adapter, and a 
Sun RVMOpsCenter Adapter. Other APIs illustrated include 
the CitriX(R) XenCenter(R) API 122 used to interface with a 
XenCenter cloud-computing environment 128, or a SunR) 
XVMOpsCenter API 123 used to interface with the XVMOp 
sCenter cloud-computing environment 129. 
0.066. In some embodiments, the instruction is transmitted 
to the Amazon EC2R) API 203 through connection module 
118, which implements a secure (i.e., encrypted) connection 
between the platform and the cloud-computing environment, 
the platform and client network, or the cloud-computing envi 
ronment and the client network to ensure secure communica 
tion between the platform and environment. Connection 
module 118 may be utilized, for example, when a cloud 
computing environment does not provide a secure connection 
between a client and its cloud-provider network (e.g., a com 
mercial cloud provider does not provide a secure connection 
as feature of their cloud services). Additionally, connection 
module 18 may be deployed and utilized on the client-side 
network when the client lacks a secure connection with the 
platform. 
0067 FIG.3 provides a diagram illustrating an example of 
provisioning in accordance with an embodiment of the 
present invention. As illustrated in FIG. 3., upon receipt of a 
provisioning request from virtual private cloud (VPC) user 
interface 256, (asset) repository 262 is queried to extract all 
relevant metamodel information for the deployable assets 
(e.g., cloud-computing resource). Such as a cloud-computing 
service have a specific topology. A simple topology may 
comprise a single cloud-computing resource (e.g., operating 
system running on a virtual machine) or a single tier of cloud 
computing resource instances (e.g., LAMP server), combined 
to provide a cloud-computing service Such as a web front 
end. A more complex topology may comprise more than one 
tier of related cloud-computing resource instances such as a 
back-end database service tier, middleware tier, and web 
front-end tier, each tier performing a related service as part of 
delivery of an application to a set of users. The cloud model 
109 is queried 280 to match the type(s) of cloud-computing 
resource instance with an appropriate provisioning request. 
0068. Upon a successful match, a policy management 
engine within governor module 103 is queried to ensure cur 
rent policies allow for provisioning the cloud-computing 
resource from a cloud-computing environment, thereby pro 
viding “valid’ or “right placement 283. Topology interpreter 
271 examines the request for the relationships of the cloud 
computing resource instance(s) being requested and the 
access list (network port) assignments for the instance(s), and 
then passes the information to provisioning agent 274. Pro 
visioning agent 274, in turn, queues the startup requests for 
the cloud-computing resource instances based on the defined 
startup order of the topology and provisions the instances and 
access list requests 289 through the virtual machine manager 
(VMM) API. 
0069 FIG. 4 is a diagram illustrating an example use of a 
connection module in accordance with an embodiment of the 
present invention. Specifically, illustrated are two cloud-com 
puting environments 306 and 309 each running instances of 
either Microsoft(R) Windows (333) or a distribution of Linux 
(339). Each cloud-computing environment is configured with 
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a cloud firewall (315, 318) that blocks specified network 
traffic and defends the environments against malicious net 
work traffic. 
0070 Illustrated opposite the cloud-computing environ 
ments is client network 303 (e.g., enterprise network) that has 
an instance of Linux 342 and Solaris (X86) operating and is 
equipped with it is an enterprise firewall 312. In order for the 
cloud-computing environments (306, 309) to communicate 
with client network 303 over external network 321 (e.g., the 
Internet), connection modules (324, 327, 330) are deployed 
on the three entities in order to establish and maintain 
encrypted communication tunnels (348, 351) between the 
cloud-computing environments (306,309) and the client net 
work 303. In addition, connection modules (324, 327, 330) 
establishes these encrypted communication tunnels (348. 
351) throughallowed ports on the firewalls (312,315,318). In 
FIG. 4, the connection modules (324,327,330) establish one 
encrypted tunnel for management (351) and another 
encrypted tunnel for data (348). 
(0071. As noted before, connection modules such as those 
illustrated may be utilized when a secure connection is not 
readily available between a cloud-computing platform of an 
embodiment and a cloud-computing environment, between 
the cloud-computing platform of the embodiment and the 
client network, or between the cloud-computing environment 
and client the client network. 
0072 FIG. 5 is a diagram illustrating an example use of an 
identity module in accordance with an embodiment of the 
present invention. In FIG. 5, enterprise network 406 is illus 
trated comprising identity module 29 in accordance with an 
embodiment, and identity store 415. Illustrated opposite the 
enterprise network is a cloud provider network 403 that is 
providing commercial cloud 409 (e.g., cloud-computing 
resource for a cloud-computing service) to enterprise net 
work 406. 
0073. Identity module 29 facilitates identity provisioning 
and de-provisioning 418 (i.e., sign-on and sign-off) of a user 
to a service provided on a public (e.g., commercial) or private 
cloud. In some embodiments, identity module 29 performs 
this service by authenticating the user using the clients 
authentication system (i.e., identity store 415). For example, 
identity module 29 may authenticate a user using a locally 
deployed service, such as Netegrity(R), Oracle OAM(R), 
Microsoft(R) Active Directory, RSAR) Cleartrust, Lightweight 
Directory Access Protocol (LDAP), and Kerberos. 
0074. In some embodiments, once a user is successfully 
authenticated using identity store 415, identity module 29 
redirects that user's credentials to the cloud-computing Ser 
Vice for authentication. Once the cloud-computing service 
successfully authenticates the user based on the forwarded 
user credentials, the user is redirected to the logged in cloud 
computing service. It should be noted that identity capabili 
ties may be applied to a cloud-computing resource as well as 
to a user, such that a specific cloud-computing resource may 
be authorized (based on its identity) to be used in connection 
with execution of a computer workload. 
0075 FIG. 6 is a diagram illustrating an example use of a 
monitor module in accordance with an embodiment of the 
present invention. As illustrated, governor module 103, moni 
tor module 112 and private internal clouds 530 reside on 
enterprise network 503. Commercial clouds 512 and 515 are 
providing cloud-computing resources to the enterprise net 
work 503. Monitor module 112 is responsible for monitoring 
the status and utilization of commercial clouds 512 and 515, 
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and deploy a monitor collector 506 and 509 to the commercial 
clouds 512 and 515 to collect and transmit such information 
to monitor module 112. 

0076 Aggregator 518 receives the information from indi 
vidual monitor collectors (506, 509) and monitor collectors 
(not shown) deployed to private internal cloud 530, and 
records the (received) monitor information for governance 
purpose, provisioning purposes, or administrative purposes 
(e.g., event reporting). Monitor module 112 uses translator 
521 to interpret the monitor information from the commercial 
clouds (512, 515) and relays (524) the interpreted monitor 
information to event console 527. Aggregator 518 also for 
wards monitor information to governor module 103 to enable 
the module to govern the operations of cloud-computing 
resources and cloud-computing services being managed by a 
cloud-computing platform in accordance with an embodi 
ment. 

0077 FIG. 7 is a diagram illustrating example governor 
module 103 in accordance with an embodiment of the present 
invention. Governor module 103 applies constraints, condi 
tions, non-security policies, and security policies on cloud 
computing resources and cloud-computing services being 
managed by a cloud-computing platform in accordance with 
an embodiment. In the illustrated embodiment, governor 
module 103 governs the cloud-computing resources and Ser 
vices by using monitoring information (from cloud-comput 
ing resources) provided by monitor module 112, and then 
issuing management actions (e.g. VPC actions) to cloud 
computing resources based on monitoring information and 
the constraints, conditions, and policies the governor is apply 
ing to the cloud-computing resources. 
0078. In order to apply the constraints, conditions, and 
policies, governor module 103 uses analytics engine 609 to 
analyze monitoring information from monitor module 112 
and, then, uses the analysis information to apply the con 
straints, conditions, and policies through policy engine 603. 
Based on the application of the constraints, conditions, and 
policies, policy engine 603 instructs action engine 606 to 
issue management actions to provisioning module 106 (e.g., 
issue management actions to increase or decrease the number 
of cloud-computing resources based on CPU utilization of the 
existing resources). 
0079. In the illustrated embodiment, governor module 103 
utilizes instance placement 627 to make decisions on where to 
place an instance of a cloud-computing resource. For 
example, when an image is built for a cloud-computing Ser 
Vice using a builder module, it can be tagged (e.g., using a 
metamodel) to prevent deployment to certain Zones (e.g., 
security Zone) as part of a security policy, cost control policy, 
performance or availability management policy. Instance 
placement 627 may cause the governor module 103 to place 
an instance of a cloud-computing resource based on availabil 
ity of client-computing resources, or (real-time) performance 
of particular clouds. Virtual Machine (VM) lifecycle manage 
ment 624 may be utilized by governor module 103 to deter 
mine and enforce expiration of virtual machines Auto-scale 
621 may be utilized by governor module 103 to scale com 
puter workloads being performed on one or more a cloud 
computing resources. Auto-scale 621 can add or remove 
instances of cloud-computing resources to increase or 
decrease the performance of computer workloads based on 
monitored resource consumption, a schedule, or a set of rules. 
Availability & disaster recovery 618 may be utilized when 
operation of a cloud-computing resource has failed and the 
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failed cloud-computing resource must be recovered accord 
ing to the constraints, conditions, or policies governed by 
governor module 103. 
0080 FIG. 8 is a flowchart illustrating an example method 
700 in accordance with an embodiment of the present inven 
tion. Method 700 begins at operation 703 by providing a user 
a virtual private cloud (VPC) configured to utilize a cloud 
computing resource from the plurality of cloud-computing 
resources to perform a computer workload. At operation 706, 
method 700 then receives a request to perform the computer 
workload within the virtual private cloud. For example, in 
Some embodiments, the computer workload may be an appli 
cation, a server, a platform (e.g., LAMP server), or an infra 
structure element (e.g., load-balancing unit). In another 
example, receiving the request to perform the computer work 
load comprises: receiving an application to be migrated to 
cloud-computing environment for execution; and identifying 
the computer workload as necessary for executing the appli 
cation. In yet another example, method 700 receives a com 
puting workflow to be performed in the cloud-computing 
environment; and then identifies a computer workload to 
perform the computing workflow. 
I0081. Then, at operation 709, method 700 identifies a 
cloud-computing resource to perform the computer work 
load. For example, identifying the cloud-computing resource 
may be based on a workload score determined by a scoring 
logic. For instance, the scoring logic may be based on a 
business attribute of the computer workload (e.g., whether it 
is mission-critical, required to satisfy a legal obligation, 
required for an SLA, or the like), a technical attribute of the 
computer workload (e.g., storage required, bandwidth 
required, processing speed required, or the like), an opera 
tional attribute of the computer workload (time of day for 
availability, seasonality, or the like), or any combination 
thereof. In some embodiments, the scoring logic may further 
be editable or grouped into collections of logic to provide 
scoring plans for examining multiple types of computer 
workloads different ways (e.g., a grid computing scoring plan 
scoring workloads for an application destined to a cloud 
computing service hosting grid workloads). 
I0082. At operation 712, method 700 provisions the cloud 
computing resource from the plurality of cloud-computing 
resources for the virtual private cloud (VPC). For example, 
method 700 may provision by locating an unreserved cloud 
computing resource within the plurality of cloud-computing 
resources; and reserving for the virtual private cloud the unre 
served cloud-computing resource. 
I0083 Method 700 deploys the cloud-computing resource 
within the virtual private cloud at operation 715. Where the 
cloud-computing resource is a virtual computing resource, 
the virtual computing resource may be deployed under con 
trol of a virtual machine manager. In other embodiments, 
method 700 may deploy the cloud-computing resource 
according to a condition for the computer workload, where 
the condition determines if or when the cloud-computing 
resource can be deployed within the virtual private cloud to 
perform the computer workload. For example, the condition 
may require that the computer workload for backup servers 
only operate during evening periods. To optimize perfor 
mance of a computer workload, Some embodiments may 
deploy a pre-determined set of cloud-computing resources to 
optimize the computer workloads performance. 
I0084. Once the cloud-computing resource is deployed to 
the virtual private cloud, method 700 uses the cloud-comput 
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ing resource to perform the computer workload at operation 
718. Then, at operation 721, method 700 applies a policy or 
constraint on the cloud-computing resource. For example, 
where a policy is associated with a computer workload, 
method 700 may govern operation of the cloud-computing 
resource performing the computer workload in accordance 
with the policy. 
I0085 FIGS. 9A-9D are screenshots of an example user 
interface in accordance with some embodiments of the 
present invention. FIG. 9A depicts a screenshot of a user 
interface to a planner module, which can plan a cloud-com 
puting service comprising one or more cloud-computing 
resources. In the screenshot shown, a corporate blog applica 
tion and a logistics application are shown being planned for 
creation. FIG.9B depicts a screenshot of a user interface to a 
builder module, which can build a cloud-computing service 
comprising one or more cloud-computing resources. The 
illustrated screenshot shows a stack being built on a Linux 
base stack. FIG.9C depicts a screenshot of a user interface to 
a consumption module, which can be utilized by a user to 
Subscribe to and use a cloud-computing service comprising 
one or more cloud-computing resources. The screenshot for 
the consumption module user interface allows a user to Sub 
scribe to and use such instances as Linux, Windows(R 2003 
IIS server, and Flatpress Blog Engine, and more FIG. 9D 
depicts a screenshot of a user interface to a manager module, 
which can be utilized by a user to manage cloud-computing 
service and its one or more cloud-computing resources. The 
screenshot shows the user interface of the manager module 
allowing a user to issue commands to cloud-computing Ser 
Vices, such as stopping, running Scripts, creating storage Vol 
umes, and attaching storage Volumes to the cloud-computing 
services. 

I0086. The term tool can be used to refer to any apparatus 
configured to perform a recited function. For example, tools 
can include a collection of one or more modules and can also 
be comprised of hardware, software or a combination thereof. 
Thus, for example, a tool can be a collection of one or more 
software modules, hardware modules, software/hardware 
modules or any combination or permutation thereof. As 
another example, a tool can be a computing device or other 
appliance on which Software runs or in which hardware is 
implemented. 
0087 As used herein, the term module might describe a 
given unit of functionality that can be performed in accor 
dance with one or more embodiments of the present inven 
tion. As used herein, a module might be implemented utiliz 
ing any form of hardware, Software, or a combination thereof. 
For example, one or more processors, controllers, ASICs, 
PLAs, PALs, CPLDs, FPGAs, logical components, software 
routines or other mechanisms might be implemented to make 
up a module. In implementation, the various modules 
described herein might be implemented as discrete modules 
or the functions and features described can be shared in part or 
in total among one or more modules. In other words, as would 
be apparent to one of ordinary skill in the art after reading this 
description, the various features and functionality described 
herein may be implemented in any given application and can 
be implemented in one or more separate or shared modules in 
various combinations and permutations. Even though various 
features or elements of functionality may be individually 
described or claimed as separate modules, one of ordinary 
skill in the art will understand that these features and func 
tionality can be shared among one or more common Software 
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and hardware elements, and Such description shall not require 
or imply that separate hardware or software components are 
used to implement Such features or functionality. 
I0088. Where components or modules of the invention are 
implemented in whole or in part using software, in one 
embodiment, these software elements can be implemented to 
operate with a computing or processing module capable of 
carrying out the functionality described with respect thereto. 
One such example computing module is shown in FIG. 10. 
Various embodiments are described in terms of this example 
computing module 900. After reading this description, it will 
become apparent to a person skilled in the relevant art how to 
implement the invention using other computing modules or 
architectures. 
I0089 Referring now to FIG. 10, computing module 900 
may represent, for example, computing or processing capa 
bilities found within desktop, laptop and notebook comput 
ers; hand-held computing devices (PDAs, Smartphones, cell 
phones, palmtops, etc.); mainframes, Supercomputers, work 
stations or servers; or any other type of special-purpose or 
general-purpose computing devices as may be desirable or 
appropriate for a given application or environment. Comput 
ing module 900 might also represent computing capabilities 
embedded within or otherwise available to a given device. For 
example, a computing module might be found in other elec 
tronic devices Such as, for example, digital cameras, naviga 
tion systems, cellular telephones, portable computing 
devices, modems, routers, WAPs, terminals and other elec 
tronic devices that might include some form of processing 
capability. 
0090 Computing module 900 might include, for example, 
one or more processors, controllers, control modules, or other 
processing devices, such as a processor 904. Processor 904 
might be implemented using a general-purpose or special 
purpose processing engine Such as, for example, a micropro 
cessor, controller, or other control logic. In the illustrated 
example, processor 904 is connected to a bus 902, although 
any communication medium can be used to facilitate interac 
tion with other components of computing module 900 or to 
communicate externally. 
0091 Computing module 900 might also include one or 
more memory modules, simply referred to herein as main 
memory 908. For example, preferably random access 
memory (RAM) or other dynamic memory, might be used for 
storing information and instructions to be executed by pro 
cessor 904. Main memory 908 might also be used for storing 
temporary variables or other intermediate information during 
execution of instructions to be executed by processor 904. 
Computing module 900 might likewise include a read only 
memory (“ROM) or other static storage device coupled to 
bus 902 for storing static information and instructions for 
processor 904. 
0092. The computing module 900 might also include one 
or more various forms of information storage mechanism 
910, which might include, for example, a media drive 912 and 
a storage unit interface 920. The media drive 912 might 
include a drive or other mechanism to support fixed or remov 
able storage media 914. For example, a hard disk drive, a 
floppy disk drive, a magnetic tape drive, an optical disk drive, 
a CD or DVD drive (R or RW), or other removable or fixed 
media drive might be provided. Accordingly, storage media 
914 might include, for example, a hard disk, a floppy disk, 
magnetic tape, cartridge, optical disk, a CD or DVD, or other 
fixed or removable medium that is read by, written to or 
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accessed by media drive912. As these examples illustrate, the 
storage media 914 can include a computer usable storage 
medium having stored therein computer software or data. 
0093. In alternative embodiments, information storage 
mechanism 910 might include other similar instrumentalities 
for allowing computer programs or other instructions or data 
to be loaded into computing module 900. Such instrumentali 
ties might include, for example, a fixed or removable storage 
unit 922 and an interface 920. Examples of such storage units 
922 and interfaces 920 can include a program cartridge and 
cartridge interface, a removable memory (for example, a flash 
memory or other removable memory module) and memory 
slot, a PCMCIA slot and card, and other fixed or removable 
storage units 922 and interfaces 920 that allow software and 
data to be transferred from the storage unit 922 to computing 
module 900. 

0094 Computing module 900 might also include a com 
munications interface 924. Communications interface 924 
might be used to allow software and data to be transferred 
between computing module 900 and external devices. 
Examples of communications interface 924 might include a 
modem or Softmodem, a network interface (Such as an Eth 
ernet, network interface card, WiMedia, IEEE 802.XX or 
other interface), a communications port (such as for example, 
a USB port, IR port, RS232 port Bluetooth(R) interface, or 
other port), or other communications interface. Software and 
data transferred via communications interface 924 might 
typically be carried on signals, which can be electronic, elec 
tromagnetic (which includes optical) or other signals capable 
of being exchanged by a given communications interface 924. 
These signals might be provided to communications interface 
924 via a channel 928. This channel 928 might carry signals 
and might be implemented using a wired or wireless commu 
nication medium. Some examples of a channel might include 
a phone line, a cellular link, an RF link, an optical link, a 
network interface, a local or wide area network, and other 
wired or wireless communications channels. 

0095. In this document, the terms “computer program 
medium' and "computer usable medium' are used to gener 
ally refer to media such as, for example, memory 908, storage 
unit 920, media 914, and channel 928. These and other vari 
ous forms of computer program media or computer usable 
media may be involved in carrying one or more sequences of 
one or more instructions to a processing device for execution. 
Such instructions embodied on the medium, are generally 
referred to as "computer program code' or a "computer pro 
gram product' (which may be grouped in the form of com 
puter programs or other groupings). When executed. Such 
instructions might enable the computing module 900 to per 
form features or functions of the present invention as dis 
cussed herein. 

0096. While various embodiments of the present invention 
have been described above, it should be understood that they 
have been presented by way of example only, and not of 
limitation. Likewise, the various diagrams may depict an 
example architectural or other configuration for the invention, 
which is done to aid in understanding the features and func 
tionality that can be included in the invention. The invention 
is not restricted to the illustrated example architectures or 
configurations, but the desired features can be implemented 
using a variety of alternative architectures and configurations. 
Indeed, it will be apparent to one of skill in the art how 
alternative functional, logical or physical partitioning and 
configurations can be implemented to implement the desired 
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features of the present invention. Also, a multitude of differ 
ent constituent module names other than those depicted 
herein can be applied to the various partitions. Additionally, 
with regard to flow diagrams, operational descriptions and 
method claims, the order in which the steps are presented 
herein shall not mandate that various embodiments be imple 
mented to perform the recited functionality in the same order 
unless the context dictates otherwise. 

0097 Although the invention is described above in terms 
of various exemplary embodiments and implementations, it 
should be understood that the various features, aspects and 
functionality described in one or more of the individual 
embodiments are not limited in their applicability to the par 
ticular embodiment with which they are described, but 
instead can be applied, alone or in various combinations, to 
one or more of the other embodiments of the invention, 
whether or not such embodiments are described and whether 
or not such features are presented as being a part of a 
described embodiment. Thus, the breadth and scope of the 
present invention should not be limited by any of the above 
described exemplary embodiments. 
0.098 Terms and phrases used in this document, and varia 
tions thereof, unless otherwise expressly stated, should be 
construed as open ended as opposed to limiting. As examples 
of the foregoing: the term “including should be read as 
meaning “including, without limitation” or the like; the term 
“example” is used to provide exemplary instances of the item 
in discussion, not an exhaustive or limiting list thereof; the 
terms “a” or “an should be read as meaning “at least one.” 
“one or more' or the like; and adjectives such as “conven 
tional,” “traditional,” “normal,” “standard,” “known and 
terms of similar meaning should not be construed as limiting 
the item described to a given time period or to an item avail 
able as of a given time, but instead should be read to encom 
pass conventional, traditional, normal, or standard technolo 
gies that may be available or known now or at any time in the 
future. Likewise, where this document refers to technologies 
that would be apparent or known to one of ordinary skill in the 
art, such technologies encompass those apparent or known to 
the skilled artisan now or at any time in the future. 
0099. The presence of broadening words and phrases such 
as "one or more.” “at least,” “but not limited to’ or other like 
phrases in some instances shall not be read to mean that the 
narrower case is intended or required in instances where Such 
broadening phrases may be absent. The use of the term 'mod 
ule' does not imply that the components or functionality 
described or claimed as part of the module are all configured 
in a common package. Indeed, any or all of the various com 
ponents of a module, whether control logic or other compo 
nents, can be combined in a single package or separately 
maintained and can further be distributed in multiple group 
ings or packages or across multiple locations. 
0100 Additionally, the various embodiments set forth 
herein are described in terms of exemplary block diagrams, 
flow charts and other illustrations. As will become apparent to 
one of ordinary skill in the art after reading this document, the 
illustrated embodiments and their various alternatives can be 
implemented without confinement to the illustrated 
examples. For example, block diagrams and their accompa 
nying description should not be construed as mandating a 
particular architecture or configuration. 
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What is claimed is: 
1. A computer-implemented method comprising: 
determining, by a computing system, a scoring logic based 

on at least two selected from the group consisting of a 
business attribute, an operational attribute, and a techni 
cal attribute, wherein the group describes mission-criti 
cal requirements, legal obligation requirements, service 
level agreement (SLA) requirements, time of day avail 
ability requirements, and seasonality requirements; 

identifying, by the computing system, a cloud-computing 
resource, out of a plurality of cloud-computing 
resources, based on the scoring logic; and 

performing, by the computing system, a computer work 
load using the cloud-computing resource. 

2. The computer-implemented method of claim 1, further 
comprising: 

receiving, prior to the determining of the scoring logic, the 
group consisting of the business attribute, the opera 
tional attribute, and the technical attribute, wherein the 
group provides information associated with the com 
puter workload. 

3. The computer-implemented method of claim 1, further 
comprising: 

receiving a constraint for at least one of the cloud-comput 
ing resource or the computer workload; and 

applying the constraint with respect to the cloud-comput 
ingresource to limit one or more operations of the cloud 
computing resource when performing the computer 
workload using the cloud-computing resource. 

4. The computer-implemented method of claim 1, further 
comprising: 

deploying the cloud-computing resource within a virtual 
private cloud prior to the performing of the computer 
workload using the cloud-computing resource. 

5. The computer-implemented method of claim 4, wherein 
the cloud-computing resource is deployed under control of a 
virtual machine manager. 

6. The computer-implemented method of claim 4, further 
comprising: 

receiving, prior to the identifying of the cloud-computing 
resource, a request to perform the computer workload 
within the virtual private cloud, wherein the performing 
of the computer workload using the cloud-computing 
resource includes performing the computer workload 
using the cloud-computing resource deployed within the 
virtual private cloud. 

7. The computer-implemented method of claim 4, further 
comprising: 

defining a security Zone that includes the virtual private 
cloud; and 

applying a security policy to the security Zone to cause one 
or more operations of the cloud-computing resource to 
be subject to the security policy when performing the 
computer workload using the cloud-computing 
SOUC. 

8. The computer-implemented method of claim 7, wherein 
the security Zone is defined based on at least one of a physical 
location associated with usage of the virtual private cloud, a 
network location associated with usage of the virtual private 
cloud, or attribute of an organization associated with the 
virtual private cloud. 

9. The computer-implemented method of claim 7, wherein 
the security policy includes at least one of an access policy, a 
read-permission policy, a write-permission policy, an edit 
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permission policy, a privacy-based policy, an encryption 
policy, or a cloud-computing resource utilization policy. 

10. The computer-implemented method of claim 1, further 
comprising: 

declaring a static network address for the computer work 
load. 

11. A system comprising: 
at least one processor, and 
a memory storing instructions that, when executed by the at 

least one processor, cause the system to perform: 
determining a scoring logic based on at least two 

selected from the group consisting of a business 
attribute, an operational attribute, and a technical 
attribute, wherein the group describes mission-criti 
cal requirements, legal obligation requirements, ser 
Vice level agreement (SLA) requirements, time of day 
availability requirements, and seasonality require 
ments; 

identifying a cloud-computing resource, out of a plural 
ity of cloud-computing resources, based on the scor 
ing logic, and 

performing a computer workload using the cloud-com 
puting resource. 

12. The system of claim 11, wherein the instructions cause 
the system to further perform: 

receiving, prior to the determining of the scoring logic, the 
group consisting of the business attribute, the opera 
tional attribute, and the technical attribute, wherein the 
group provides information associated with the com 
puter workload. 

13. The system of claim 11, wherein the instructions cause 
the system to further perform: 

receiving a constraint for at least one of the cloud-comput 
ing resource or the computer workload; and 

applying the constraint with respect to the cloud-comput 
ingresource to limit one or more operations of the cloud 
computing resource when performing the computer 
workload using the cloud-computing resource. 

14. The system of claim 11, wherein the instructions cause 
the system to further perform: 

deploying the cloud-computing resource within a virtual 
private cloud prior to the performing of the computer 
workload using the cloud-computing resource. 

15. The system of claim 14, wherein the instructions cause 
the system to further perform: 

receiving, prior to the identifying of the cloud-computing 
resource, a request to perform the computer workload 
within the virtual private cloud, wherein the performing 
of the computer workload using the cloud-computing 
resource includes performing the computer workload 
using the cloud-computing resource deployed within the 
virtual private cloud. 

16. A non-transitory computer-readable storage medium 
including instructions that, when executed by at least one 
processor of a computing system, cause the computing sys 
tem to perform: 

determining a scoring logic based on at least two selected 
from the group consisting of a business attribute, an 
operational attribute, and a technical attribute, wherein 
the group describes mission-critical requirements, legal 
obligation requirements, service level agreement (SLA) 
requirements, time of day availability requirements, and 
seasonality requirements; 
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identifying a cloud-computing resource, out of a plurality 
of cloud-computing resources, based on the scoring 
logic; and 

performing a computer workload using the cloud-comput 
ing resource. 

17. The non-transitory computer-readable storage medium 
of claim 16, wherein the instructions cause the computing 
system to further perform: 

receiving, prior to the determining of the scoring logic, the 
group consisting of the business attribute, the opera 
tional attribute, and the technical attribute, wherein the 
group provides information associated with the com 
puter workload. 

18. The non-transitory computer-readable storage medium 
of claim 16, wherein the instructions cause the computing 
system to further perform: 

receiving a constraint for at least one of the cloud-comput 
ing resource or the computer workload; and 

applying the constraint with respect to the cloud-comput 
ingresource to limit one or more operations of the cloud 

Mar. 5, 2015 

computing resource when performing the computer 
workload using the cloud-computing resource. 

19. The non-transitory computer-readable storage medium 
of claim 16, wherein the instructions cause the computing 
system to further perform: 

deploying the cloud-computing resource within a virtual 
private cloud prior to the performing of the computer 
workload using the cloud-computing resource. 

20. The non-transitory computer-readable storage medium 
of claim 19, wherein the instructions cause the computing 
system to further perform: 

receiving, prior to the identifying of the cloud-computing 
resource, a request to perform the computer workload 
within the virtual private cloud, wherein the performing 
of the computer workload using the cloud-computing 
resource includes performing the computer workload 
using the cloud-computing resource deployed within the 
virtual private cloud. 
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