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(57) ABSTRACT 
A back.net can be created within a dedicated private network 
of a customer that enables a distinct party to access and/or 
control a portion of the resources within the private network. 
In one example, a backinet includes a separate virtual inter 
face for an appliance or other Such resource that is not 
visible or accessible to the customer owning the customer 
cloud, but can be accessed by another appliance or compo 
nent in the customer cloud, or an appliance vendor external 
to the customer cloud. While the customer can control the 
permission for the backinet, the vendor can control or imple 
ment the resources within the backinet in a way that is 
isolated from the customer. Usage of the backinet can be 
separately monitored and billed to the vendor, even though 
the resources are part of the dedicated customer cloud. 

20 Claims, 6 Drawing Sheets 
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1. 

APPLIANCE BACKNETS IN DEDICATED 
RESOURCE ENVIRONMENT 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application is a continuation of U.S. patent applica 
tion Ser. No. 12/885,283, filed Sep. 17, 2010, issued to U.S. 
Pat. No. 9,112,841 on Aug. 18, 2015, entitled “APPLIANCE 
BACKNETS IN DEDICATED RESOURCE ENVIRON 
MENT, the content of which is hereby incorporated by 
reference in its entirety. 

BACKGROUND 

As an increasing number of applications and services are 
being made available over networks such as the Internet, an 
increasing number of content, application, and/or service 
providers are turning to shared-resource technologies Such 
as cloud computing and distributed data centers. Cloud 
computing, in general, is an approach to providing access to 
electronic resources through services, such as Web services, 
where the hardware and/or software used to support those 
services is dynamically scalable to meet the needs of the 
services at any given time. A user or customer typically will 
rent, lease, or otherwise pay for access to resources through 
the cloud, and thus does not have to purchase and maintain 
the hardware and/or software to provide access to these 
SOUCS. 

In many instances a customer will want a dedicated 
network space that is isolated from other users or entities. 
Such an approach leads to difficulties with providers of 
various network appliances and appliance services, for 
example, where the provider requires specific types of 
communication with an appliance in order for the appliance? 
service to operate as intended. Such as to communicate with 
the vendor outside the dedicated space and/or other 
instances of an appliance within the dedicated space. A 
customer owning a dedicated customer network space can 
potentially alter or restrict certain types of traffic, which can 
lead to problems with the appliance/service in that space. 
Further, because the appliance or service is using resources 
that are dedicated to the customer, the customer will typi 
cally be charged for Such usage even when the appliance is 
communicating for reasons that should not be billed to the 
CuStOmer. 

BRIEF DESCRIPTION OF THE DRAWINGS 

Various embodiments in accordance with the present 
disclosure will be described with reference to the drawings, 
in which: 

FIG. 1 illustrates an environment in which various 
embodiments can be implemented; 

FIG. 2 illustrates an example separation of a control plane 
and a data plane that can be used in accordance with various 
embodiments; 

FIGS. 3(a) and 3(b) illustrates examples of a backinet 
implementation that can be used in accordance with various 
embodiments; 

FIG. 4 illustrates an example process for implementing an 
appliance service that can be utilized in accordance with one 
embodiment; and 

FIG. 5 illustrates an example process for creating a 
backinet in accordance with one embodiment. 

DETAILED DESCRIPTION 

Systems and methods in accordance with various embodi 
ments of the present disclosure may overcome one or more 

10 

15 

25 

35 

40 

45 

50 

55 

60 

65 

2 
of the aforementioned and other deficiencies experienced in 
conventional approaches to managing aspects of data Stor 
age and/or resource sharing in an electronic environment. In 
particular, various embodiments provide appliances and 
other electronic components within a dedicated customer 
network space, or virtual customer network, with the ability 
to separately communicate with a vendor, third party, other 
components or instances, or other endpoint within, or exter 
nal to, the dedicated customer space. A number of appliances 
or other resource instances can be contained within the 
dedicated customer network, but can be accessed in a 
manner that is invisible to the customer using a dedicated 
interface or “backnet' that is authorized by, but not acces 
sible to, the customer. This back.net can be used to provide 
a dedicated sub-net within the dedicated customer space that 
can allow for appliance traffic, vendor traffic, or other traffic 
that should be separated from the user traffic for any 
appropriate reason. 

In various embodiments, customers can obtain dedicated 
private virtual networks of shared resources, referred to 
herein as isolated "customer clouds.” where any incoming 
and outgoing traffic with respect to the customer cloud, as 
well as traffic within the cloud, is explicit, and is determined 
and/or controlled by the customer. Customers may want to 
utilize various “appliances” or “appliance services” within 
the customer cloud. An appliance, as utilized herein, refers 
to any customer instance or other electronic resource that 
can be utilized in the customer cloud but is presented to the 
customer as something else. For example, a load balancing 
service might utilize a particular server instance within a 
customer network, but the customer is presented with a 
"load balancer appliance. Similarly, a relational database 
service might utilize a different server instance, but present 
the customer with one or more “databases.” In order to 
operate at least some of these services as intended, the 
owners or providers of the respective service must be able to 
interact with, and manage, these instances, as well as to 
obtain health and metering information and other such tasks. 
For other services, instances must be able to communicate 
with each other within the customer cloud. Other appliances 
can be used as well with the various embodiments, such as 
an auto-scaling appliance, a firewall, a network accelerator, 
a container manager, a configuration detector, or a caching 
appliance. 

While in some cases the provider of the customer cloud 
can provide these services, there can be other cases where 
the provider of such appliance services will be an arbitrary 
third party. If the appliance communication utilizes standard 
customer-facing traffic for the customer cloud, the customer 
can have the ability disable this traffic as part of the network 
configuration. The provider of the cloud may desire to be 
able to guarantee the connectivity required by the appliance 
service without compromising the control that the customer 
has, in order to enable third parties to develop and imple 
ment these services while providing customers with the 
isolation and security they desire. 

In at least some embodiments, a customer can delegate to 
a provider and/or appliance service the right to create a 
private sub-network, or “backnet, within the dedicated 
customer cloud. This back.net will be "owned by the 
appliance service, and can be utilized for traffic within the 
cloud and/or connected to the outside world using any 
mechanism similar to those available to the customer-ex 
posed portion of the customer cloud, or the “frontnet.” Such 
an approach enables an appliance service owner or provider 
to essentially create a private virtual sub-network (“subnet) 
within the isolated customer cloud. 
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In some examples, an appliance service provider may 
want to be able to poll the resources in a customer cloud in 
order to ensure that the service is working properly, obtain 
usage or metering information, etc. In other examples, the 
instances of the appliance might need to communicate 
information, for purposes Such as replication or load bal 
ancing. A provider also might want the ability to log into the 
appliances or instances in order to debug or troubleshoot 
certain issues, upgrade various Software, Scale a number of 
instances, or any of a number of other such tasks. Thus, 
traffic in the back.net can be initiated by an instance, some 
outside party Such as an appliance service provider, or 
another entity other than the customer. 
As part of a back.net configuration in certain embodi 

ments, an appliance can have two virtual network interfaces 
(VIFs): a “frontplane VIF that logically faces the customer 
network as part of the frontnet, used for customer traffic to 
the appliance; and a “backplane VIF that logically faces the 
backinet, a distinct appliance Subnet within the customer 
network, used for inter-appliance traffic, appliance to vendor 
traffic, control communication with a dedicated network of 
the appliance vendor, or other Such traffic. A backinet in at 
least some embodiments is a Subnet that the appliance 
vendor owns, placed inside the customer cloud with express 
permission. This back.net can be authorized by the customer 
for any use by an appliance, multiple appliances, a vendor, 
or multiple vendors, for any purpose or for specific purposes 
and/or at specific times as many be configured by the 
customer. A vendor or other third party can control this 
subnet and will generally pay for the bandwidth used for the 
Subnet. In one example, appliance-to-appliance traffic may 
involve regional bandwidth, such as may involve crossing 
between disparate geographical regions and/or between dif 
ferent data Zones or data centers. This traffic typically carries 
a charge (e.g., S0.01/GB), and many appliance owners 
would like to be able to absorb this charge themselves, rather 
than passing the cost directly on to the customers. 

The use of a back.net in at least some embodiments can 
provide the ability to distinguish customer traffic from 
control, inter-appliance, or other vendor or third party traffic. 
This separation can be beneficial for billing purposes, as the 
customer can be prevented from being billed for network 
bandwidth related to control and maintenance traffic, etc. 
Such an approach also results in an operational decoupling 
by enabling the appliance vendor to utilize a distinct Sub 
network under its control for background service and related 
functions, while still presenting the customer with explicit 
configuration control over the customer cloud. 

Various embodiments utilize a separate control environ 
ment, or control plane, that can be used to enable a customer 
to manage and/or alter various aspects of a data environ 
ment, or data plane. This “self-service' functionality can be 
provided via a set of Web services, enabling the customer 
and control plane to act together as a virtual database 
administrator (DBA). A customer can Submit a request to the 
control plane through one of a plurality of externally-visible 
application programming interfaces (APIs), for example. 
Various APIs can be used to perform specific functions with 
respect to a resource. Such as a relational database, in the 
data environment. A request received to one of the APIs can 
be analyzed to determine the desired action(s) to be per 
formed in the data plane, such as actions that delegate a 
specific resource or range of addresses to a customer for use 
in implementing a dedicated backinet. A component Such as 
a workflow component can determine the appropriate tasks 
for the action, and cause the tasks to be executed in an 
appropriate order. At least one of these tasks typically will 
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4 
be performed in the data environment, such as to adjust an 
aspect of an appliance service allocation. 

FIG. 1 illustrates an example of an environment 100 for 
implementing aspects in accordance with various embodi 
ments. As will be appreciated, although a Web-based envi 
ronment is used for purposes of explanation, different envi 
ronments may be used, as appropriate, to implement various 
embodiments. The environment includes at least one elec 
tronic client device 102, which can include any appropriate 
device operable to send and receive requests, messages, or 
information over an appropriate network 104 and convey 
information back to a user of the device. While the term 
"customer' is used herein for purposes of explanation, it 
should be understood that any appropriate user of a cloud, 
space, resource, or service can utilize functionality described 
within the scope of the various embodiments. Examples of 
Such client devices include personal computers, cell phones, 
handheld messaging devices, notebook computers, video 
game systems, set-top boxes, personal data assistants, elec 
tronic book readers, and the like. The network can include 
any appropriate network, including an intranet, the Internet, 
a cellular network, a local area network, or any other Such 
network or combination thereof. Components used for such 
a system can depend at least in part upon the type of network 
and/or environment selected. Protocols and components for 
communicating via Such a network are well known and will 
not be discussed herein in detail. Communication over the 
network can be enabled by wired or wireless connections, 
and combinations thereof. In this example, the network 
includes the Internet, as the environment includes a Web 
server 106 for receiving requests and serving content in 
response thereto, although for other networks an alternative 
device serving a similar purpose could be used as would be 
apparent to one of ordinary skill in the art. 
The illustrative environment includes at least one appli 

cation server 108 and a data store 110. It should be under 
stood that there can be several application servers, layers, or 
other elements, processes, or components, which may be 
chained or otherwise configured, which can interact to 
perform tasks Such as obtaining data from an appropriate 
data store. As used herein the term “data store' refers to any 
device or combination of devices capable of storing, access 
ing, and retrieving data, which may include any combination 
and number of data servers, databases, data storage devices, 
and data storage media, in any standard, distributed, or 
clustered environment. The application server can include 
any appropriate hardware and software for integrating with 
the data store as needed to execute aspects of one or more 
applications for the client device, handling a majority of the 
data access and business logic for an application. The 
application server provides access control services in coop 
eration with the data store, and is able to generate content 
Such as text, graphics, audio, and/or video to be transferred 
to the user, which may be served to the user by the Web 
server in the form of HTML, XML, or another appropriate 
structured language in this example. The handling of all 
requests and responses, as well as the delivery of content 
between the client device 102 and the application server 108, 
can be handled by the Web server. It should be understood 
that the Web and application servers are not required and are 
merely example components, as structured code discussed 
herein can be executed on any appropriate device or host 
machine as discussed elsewhere herein. Further, the envi 
ronment can be architected in Such a way that a test 
automation framework can be provided as a service to which 
a user or application can Subscribe. A test automation 
framework can be provided as an implementation of any of 
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the various testing patterns discussed herein, although vari 
ous other implementations can be used as well, as discussed 
or Suggested herein. 
The data store 110 can include several separate data 

tables, databases, or other data storage mechanisms and 5 
media for storing data relating to a particular aspect. For 
example, the data store illustrated includes mechanisms for 
storing production data 112 and user information 116, which 
can be used to serve content for the production side. The data 
store also is shown to include a mechanism for storing log 10 
data 114, which can be useful for reporting, analysis, and 
other such uses. It should be understood that there can be 
many other aspects that may need to be stored in the data 
store, Such as for page image information and access right 
information, which can be stored in any of the above listed 15 
mechanisms as appropriate or in additional mechanisms in 
the data store 110. The data store 110 is operable, through 
logic associated therewith, to receive instructions from the 
application server 108 or development server 120, and 
obtain, update, or otherwise process data in response thereto. 20 
In one example, a user might Submit a search request for a 
certain type of item. In this case, the data store might access 
the user information to verify the identity of the user, and 
can access the catalog detail information to obtain informa 
tion about items of that type. The information then can be 25 
returned to the user, Such as in a results listing on a Web page 
that the user is able to view via a browser on the user device 
102. Information for a particular item of interest can be 
viewed in a dedicated page or window of the browser. 

Each server typically will include an operating system 30 
that provides executable program instructions for the general 
administration and operation of that server, and typically 
will include a computer-readable medium storing instruc 
tions that, when executed by a processor of the server, allow 
the server to perform its intended functions. Suitable imple- 35 
mentations for the operating system and general function 
ality of the servers are known or commercially available, 
and are readily implemented by persons having ordinary 
skill in the art, particularly in light of the disclosure herein. 
The environment in one embodiment is a distributed 40 

computing environment utilizing several computer systems 
and components that are interconnected via communication 
links, using one or more computer networks or direct 
connections. However, it will be appreciated by those of 
ordinary skill in the art that such a system could operate 45 
equally well in a system having fewer or a greater number 
of components than are illustrated in FIG. 1. Thus, the 
depiction of the system 100 in FIG. 1 should be taken as 
being illustrative in nature, and not limiting to the scope of 
the disclosure. 50 
An environment such as that illustrated in FIG. 1 can be 

useful for a provider Such as an electronic marketplace, 
wherein multiple hosts might be used to perform tasks Such 
as serving content, authenticating users, performing pay 
ment transactions, or performing any of a number of other 55 
such tasks. Some of these hosts may be configured to offer 
the same functionality, while other servers might be config 
ured to perform at least some different functions. The 
electronic environment in Such cases might include addi 
tional components and/or other arrangements, such as those 60 
illustrated in the configuration 200 of FIG. 2, discussed in 
detail below. 

In one example where resources are shared among mul 
tiple users, a relational database service (“RDS) is imple 
mented and made available over a network 206 that enables 65 
developers, customers, or other authorized users to easily 
and cost-effectively obtain and configure relational data 

6 
bases and other such data sources so that users can perform 
tasks Such as storing, processing, and querying relational 
data sets in a cloud. While this example is discussed with 
respect to the Internet, Web services, and Internet-based 
technology, it should be understood that aspects of the 
various embodiments can be used with any appropriate 
services available or offered over a network in an electronic 
environment. Further, while the service is referred to herein 
as a “relational database service,” it should be understood 
that Such a service can be used with any appropriate type of 
data repository or data storage in an electronic environment. 
An RDS in this example includes at least one Web service 
that enables users or customers to easily manage relational 
data sets without worrying about the administrative com 
plexities of deployment, upgrades, patch management, back 
ups, replication, failover, capacity management, Scaling, and 
other Such aspects of data management. Developers are thus 
freed to develop sophisticated cloud applications without 
worrying about the complexities of managing the database 
infrastructure. 
An RDS in one embodiment provides a separate “control 

plane' that includes components (e.g., hardware and soft 
ware) useful for managing aspects of the data storage. In one 
embodiment, a set of data management application program 
ming interfaces (APIs) or other such interfaces are provided 
that allow a user or customer to make calls into the RDS to 
perform certain tasks relating to the data storage. The user 
still can use the direct interfaces or APIs to communicate 
with the data repositories, however, and can use the RDS 
specific APIs of the control plane only when necessary to 
manage the data storage or perform a similar task. 

FIG. 2 illustrates an example of an RDS implementation 
200 that can be used in accordance with various embodi 
ments. In this example, a computing device 202 for an end 
user is shown to be able to make calls through a network 206 
into a control plane 208 to perform a task such as to 
provision a data repository of the data plane 210. The user 
or an application 204 can access the provisioned repository 
directly through an interface of a data plane 210. While an 
end user computing device and application are used for 
purposes of explanation, it should be understood that any 
appropriate user, application, service, device, component, or 
resource can access the interface(s) of the control plane 
and/or data plane as appropriate in the various embodiments. 
Further, while the components are separated into control and 
data “planes, it should be understood that this can refer to 
an actual or virtual separation of at least some resources 
(e.g., hardware and/or Software) used to provide the respec 
tive functionality. 
The control plane 208 in this example is essentially a 

virtual layer of hardware and software components that 
handles control and management actions, such as provision 
ing, Scaling, replication, etc. The control plane in this 
embodiment includes a Web services layer 212, or tier, 
which can include at least one Web server, for example, 
along with computer-executable software, application serv 
ers, or other such components. The Web services layer also 
can include a set of APIs 232 (or other such interfaces) for 
receiving Web services calls or requests from across the 
network 206. Each API can be provided to receive requests 
for at least one specific action to be performed with respect 
to the data environment, Such as to provision, Scale, clone, 
or hibernate an instance of a relational database. Upon 
receiving a request to one of the APIs, the Web services layer 
can parse or otherwise analyze the request to determine the 
steps or actions needed to act on or process the call. For 
example, a Web service call might be received that includes 
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a request to create a data repository. In this example, the Web 
services layer can parse the request to determine the type of 
data repository to be created, the storage Volume requested, 
the type of hardware requested (if any), or other Such 
aspects. Information for the request can be written to an 
administration (“Admin') data store 222, or other appropri 
ate storage location or job queue, for Subsequent processing. 
A Web service layer in one embodiment includes a 

Scalable set of customer-facing servers that can provide the 
various control plane APIs and return the appropriate 
responses based on the API specifications. The Web service 
layer also can include at least one API service layer that in 
one embodiment consists of stateless, replicated servers 
which process the externally-facing customer APIs. The 
Web service layer can be responsible for Web service front 
end features such as authenticating customers based on 
credentials, authorizing the customer, throttling customer 
requests to the API servers, validating user input, and 
marshalling or unmarshalling requests and responses. The 
API layer also can be responsible for reading and writing 
database configuration data to/from the administration data 
store, in response to the API calls. In many embodiments, 
the Web services layer and/or API service layer will be the 
only externally visible component, or the only component 
that is visible to, and accessible by, customers of the control 
service. The servers of the Web services layer can be 
stateless and scaled horizontally as known in the art. API 
servers, as well as the persistent data store, can be spread 
across multiple data centers in a region, for example, Such 
that the servers are resilient to single data center failures. 

The control plane in this embodiment includes what is 
referred to herein as a “sweeper component 214. A sweeper 
component can be any appropriate component operable to 
poll various components of the control plane or otherwise 
determine any tasks to be executed in response to an 
outstanding request. In this example, the Web services layer 
might place instructions or information for the “create 
database' request in the admin data store 222, or a similar 
job queue, and the Sweeper can periodically check the admin 
data store for outstanding jobs. Various other approaches can 
be used as would be apparent to one of ordinary skill in the 
art, Such as the Web services layer sending a notification to 
a Sweeper that a job exists. The Sweeper component can pick 
up the “create database' request, and using information for 
the request can send a request, call, or other Such command 
to a workflow component 216 operable to instantiate at least 
one workflow for the request. The workflow in one embodi 
ment is generated and maintained using a workflow service 
as is discussed elsewhere herein. A workflow in general is a 
sequence of tasks that should be executed to perform a 
specific job. The workflow is not the actual work, but an 
abstraction of the work that controls the flow of information 
and execution of the work. A workflow also can be thought 
of as a state machine, which can manage and return the state 
of a process at any time during execution. A workflow 
component (or system of components) in one embodiment is 
operable to manage and/or perform the hosting and execut 
ing of workflows for tasks Such as: repository creation, 
modification, and deletion; recovery and backup; security 
group creation, deletion, and modification; user credentials 
management; and key rotation and credential management. 
Such workflows can be implemented on top of a workflow 
service, as discussed elsewhere herein. The workflow com 
ponent also can manage differences between workflow steps 
used for different database engines, such as MySQL, as the 
underlying workflow service does not necessarily change. 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

8 
In this example, a workflow can be instantiated using a 

workflow template for creating a database and applying 
information extracted from the original request. For 
example, if the request is for a MySQL(R) Relational Data 
base Management System (RDBMS) instance, as opposed to 
an Oracle(R) RDBMS or other such instance, then a specific 
task will be added to the workflow that is directed toward 
MySQL instances. The workflow component also can select 
specific tasks related to the amount of storage requested, any 
specific hardware requirements, or other Such tasks. These 
tasks can be added to the workflow in an order of execution 
useful for the overall job. While some tasks can be per 
formed in parallel, other tasks rely on previous tasks to be 
completed first. The workflow component or service can 
include this information in the workflow, and the tasks can 
be executed and information passed as needed. 
As mentioned, various embodiments can take advantage 

of a workflow service that can receive requests or calls for 
a current state of a process or task, such as the provisioning 
of a repository, and can return the current state of the 
process. The workflow component and/or workflow service 
do not make the actual calls or requests to perform each task, 
but instead manage the state and configuration information 
for the workflow that enables the components of the control 
plane to determine the next task to be performed, and any 
information needed for that task, then generate the appro 
priate call(s) into the data plane including that state infor 
mation, whereby a component of the data plane can make 
the call to perform the task. Workflows and tasks can be 
scheduled in parallel in order to increase throughput and 
maximize processing resources. As discussed, the actual 
performing of the tasks will occur in the data plane, but the 
tasks will originate from the control plane. For example, the 
workflow component can communicate with a host manager, 
which can make calls into the data store. Thus, for a given 
task a call could be made to the workflow service passing 
certain parameters, whereby the workflow service generates 
the sequence of tasks for the workflow and provides the 
current state. Such that a task for the present state can be 
performed. After the task is performed (or otherwise 
resolved or concluded), a component such as the host 
manager can reply to the service, which can then provide 
information about the next state in the workflow, such that 
the next task can be performed. Each time one of the tasks 
for the workflow is performed, the service can provide a new 
task to be performed until the workflow is completed. 
Further, multiple threads can be running in parallel for 
different workflows to accelerate the processing of the 
workflow. 
The control plane 208 in this embodiment also includes at 

least one monitoring component 218. When a data instance 
is created in the data plane, information for the instance can 
be written to a data store in the control plane, such as a 
monitoring data store 220. It should be understood that the 
monitoring data store can be a separate data store, or can be 
a portion of another data store such as a distinct set of tables 
in an Admin data store 222, or other appropriate repository. 
A monitoring component can access the information in the 
monitoring data store to determine active instances 234 in 
the data plane 210. A monitoring component also can 
perform other tasks, such as collecting log and/or event 
information from multiple components of the control plane 
and/or data plane, such as the Web service layer, workflow 
component, Sweeper component, and various host managers. 
Using Such event information, the monitoring component 
can expose customer-visible events, for purposes such as 
implementing customer-facing APIs. A monitoring compo 
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nent can constantly monitor the health of all the running 
repositories and/or instances for the control plane, detect the 
failure of any of these instances, and initiate the appropriate 
recovery process(es). 

Each instance 234 in the data plane can include at least 
one data store 226 and a host manager component 228 for 
the machine providing access to the data store. A host 
manager in one embodiment is an application or Software 
agent executing on an instance and/or application server, 
Such as a Tomcat or Java application server, programmed to 
manage tasks such as Software deployment and data store 
operations, as well as monitoring a state of the data store 
and/or the respective instance. A host manager in one 
embodiment listens on a port that can only be reached from 
the internal system components, and is not available to 
customers or other outside entities. In some embodiments, 
the host manager cannot initiate any calls into the control 
plane layer. A host manager can be responsible for managing 
and/or performing tasks Such as setting up the instances for 
a new repository, including setting up logical volumes and 
file systems, installing database binaries and seeds, and 
starting or stopping the repository. A host manager can 
monitor the health of the data store, as well as monitoring the 
data store for error conditions such as I/O errors or data 
storage errors, and can restart the data store if necessary. A 
host manager also perform and/or mange the installation of 
Software patches and upgrades for the data store and/or 
operating system. A host manger also can collect relevant 
metrics, such as may relate to CPU, memory, and I/O usage. 
The monitoring component can communicate periodically 

with each host manager 228 for monitored instances 234, 
Such as by sending a specific request or by monitoring 
heartbeats from the host managers, to determine a status of 
each host. In one embodiment, the monitoring component 
includes a set of event processors (or monitoring servers) 
configured to issue commands to each host manager. Such as 
to get the status of a particular host and/or instance. If a 
response is not received after a specified number of retries, 
then the monitoring component can determine that there is 
a problem and can store information in the Admin data store 
222 or another such job queue to perform an action for the 
instance. Such as to verify the problem and re-provision the 
instance if necessary. The Sweeper can access this informa 
tion and kick off a recovery workflow for the instance to 
attempt to automatically recover from the failure. The host 
manager 228 can act as a proxy for the monitoring and other 
components of the control plane, performing tasks for the 
instances on behalf of the control plane components. Occa 
sionally, a problem will occur with one of the instances. Such 
as the corresponding host, instance, or Volume crashing, 
rebooting, restarting, etc., which cannot be solved automati 
cally. In one embodiment, there is a logging component (not 
shown) that can log these and other customer visibility 
events. The logging component can include an API or other 
Such interface Such that if an instance is unavailable for a 
period of time, a customer can call an appropriate 'events' 
or similar API to get the information regarding the event. In 
Some cases, a request may be left pending when an instance 
fails. Since the control plane in this embodiment is separate 
from the data plane, the control plane never receives the data 
request and thus cannot queue the request for Subsequent 
Submission (although in some embodiments this information 
could be forwarded to the control plane). Thus, the control 
plane in this embodiment provides information to the user 
regarding the failure so the user can handle the request as 
necessary. 
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10 
As discussed, once an instance is provisioned and a user 

is provided with a DNS address or other address or location, 
the user can send requests “directly' to the data plane 210 
through the network using a Java Database Connectivity 
(JDBC) or other such client to directly interact with that 
instance 234. In one embodiment, the data plane takes the 
form of (or at least includes or is part of) a computing cloud 
environment, or a set of Web services and resources that 
provides data storage and access across a "cloud or 
dynamic network of hardware and/or Software components. 
A DNS address is beneficial in such a dynamic cloud 
environment, as instance or availability failures, for 
example, can be masked by programmatically remapping a 
DNS address to any appropriate replacement instance for a 
use. A request received from a user 202 or application 204, 
for example, can be directed to a network address translation 
(NAT) router 224, or other appropriate component, which 
can direct the request to the actual instance 234 or host 
corresponding to the DNS of the request. As discussed. Such 
an approach allows for instances to be dynamically moved, 
updated, replicated, etc., without requiring the user or appli 
cation to change the DNS or other address used to access the 
instance. As discussed, each instance 234 can include a host 
manager 228 and a data store 226, and can have at least one 
backup instance or copy in persistent storage 230. Using 
Such an approach, once the instance has been configured 
through the control plane, a user, application, service, or 
component can interact with the instance directly through 
requests to the data plane, without having to access the 
control plane 232. For example, the user can directly issue 
structured query language (SQL) or other such commands 
relating to the data in the instance through the DNS address. 
The user would only have to access the control plane if the 
user wants to perform a task Such as expanding the storage 
capacity of an instance. In at least one embodiment, the 
functionality of the control plane 208 can be offered as at 
least one service by a provider that may or may not be 
related to a provider of the data plane 210, but may simply 
be a third-party service that can be used to provision and 
manage data instances in the data plane, and can also 
monitor and ensure availability of those instances in a 
separate data plane 210. 

Using a control plane or service as described herein, a 
user or customer can instead Submit a call including infor 
mation Such as a type of hardware and a version of a 
database product. The control plane or service can then 
perform the necessary tasks to create, delete, modify, 
expand, or otherwise modify a data store or data storage 
instance. The control plane also can Support several different 
database engines in a consistent fashion, without requiring a 
DBA to be an expert in each of the engines. Once provi 
Sioned, the user has native access to the data instance(s), and 
can simply point existing applications (such as MySQL 
applications) to the DNS address or other location informa 
tion for the particular instance. There is no restriction or 
modification of query models or other Such functionality, as 
a user can continue to use applications built on MySQL, 
Oracle, or other database technology. 
As discussed, a control plane can enable customers to 

provision instances, request usage of specific resources, and 
perform various other tasks in the data plane. In many 
instances, these customers will want to ensure that any 
information transmitted to, retrieved from, stored in, and 
otherwise accessed or utilized by the customer in the data 
plane is secure and unable to be accessed by other users in 
the data plane, who in some instances might even be 
provisioned on the same physical device(s). Approaches in 
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accordance with various embodiments enable customers to 
provision a virtual private or isolated network, herein 
referred to as a “customer cloud.” A customer cloud in many 
embodiments enables a customer (including individuals and 
enterprises) to connect to a set of isolated compute resources 
using a virtual private connection. The isolated resources in 
the customer cloud can communicate with other resources in 
the data plane, and can connect directly to customer devices 
outside the data plane. In some embodiments, a customer 
can specify the private IP address range to be used, as well 
as to divide that private IP address range into one or more 
Sub-networks ("subnets’) in order to conveniently manage 
applications and services executing in the customer cloud. 
The customer cloud can provide end-to-end network isola 
tion by utilizing the specified IP address range and routing 
all network traffic between the customer cloud and an 
external customer network through secure connection, Such 
as may be provided using an industry-standard encrypted 
IPsec private network. The customer then can leverage any 
preexisting security infrastructure. Such as firewalls and 
intrusion detection systems, to inspect network traffic going 
to, and from, the customer cloud. Aspects of a customer 
cloud can be managed using Web services calls to one or 
more APIs of the control plane, as discussed above. 

In order to provide certain functionality in a customer 
cloud, it can be necessary to provision or otherwise make 
available various network appliances or appliance services. 
For example, if the customer would like to implement load 
balancing across various resources in the customer cloud, 
then the customer in Some embodiments might have to 
configure and/or enable a load balancing appliance to 
execute within the customer cloud. This appliance might be 
provided by an entity managing the data plane resources or 
by a third party, such as an appliance vendor, for example. 
Running an appliance, instance, or other such component or 
service within a customer cloud will require some use of the 
resources inside that customer cloud. This can be problem 
atic for at least some customers for a number of different 
CaSOS. 

For example, an instance of an appliance might need to 
communicate with at least one other instance of that appli 
ance in the dedicated customer space for various reasons that 
should not be billed to the customer. Further, an appliance 
offered by a third party vendor might need to be able to 
communicate with the vendor or other endpoint in order to 
operate properly, Such as to enable troubleshooting, allow 
for billing information to be collected, etc. One of the main 
reasons many customers select to use dedicated virtual 
resources such as a customer cloud is that the customers 
desire an environment that is isolated from other external 
resources, and that enables the customers to control traffic 
within that environment, Such that a customer can prevent 
arbitrary, unauthorized, and/or potentially interactions with 
resources in the customer space. In many instances a cus 
tomer can explicitly allow arbitrary interactions between a 
component (e.g., an appliance) inside the customer cloud 
and an entity or address outside cloud. Customers might not 
be comfortable opening up multiple channels, ports, or other 
communication mechanisms with external entities, as open 
ing up such channels increases the possibility that an unin 
tended party can access or interfere with the customer cloud. 
At the very least, Some customers may not appreciate having 
to make an explicit allowance for each Such channel. 

Further, customers typically are charged for usage, allo 
cation, and other Such aspects of the customer cloud. A 
customer may not appreciate paying for the amount of 
bandwidth or resources used by an appliance for purposes 
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Such as monitoring or gathering billing information. In many 
cases, a customer will pay a flat or monthly fee for an 
amount of resources, and it is understood that monitoring 
and other such aspects by the provider of the space will be 
included in that fee. Thus, it can be desirable to separate out 
Such traffic and usage from that of the customer, in order to 
prevent the instance- or provider-related traffic from being 
billed or counted against an allotted capacity of the cus 
tomer. In many cases, however, it is difficult to separate out 
the types of traffic for purposes Such as billing and usage 
determinations. 

Further, from the perspective of the vendor, it can be 
desirable in at least some situations to prevent the user from 
accessing, monitoring, or manipulating information commu 
nicated to the vendor. For example, if the vendor is collect 
ing usage information to use for billing, then the vendor 
would like to be able to prevent the user from intercepting 
and potentially altering the information. Also, exposing 
certain update channels to the customer can potentially 
enable the customer to adjust the functionality or other 
aspects of the appliance, which might be undetectable to the 
vendor. 

Thus, it can be desirable in at least some situations for an 
appliance or service to function within a customer cloud in 
a way that is substantially invisible to the customer. Further, 
it can be desirable to allow communications for Such an 
appliance that do not expose the other portions of the 
customer cloud to external entities, and/or that are not billed 
or counted against the customer resource allocation. 

Systems and methods in accordance with various embodi 
ments can implement at least some of these and other Such 
aspects, and can overcome various deficiencies in conven 
tional approaches, by utilizing aspects of a control plane or 
similar control structure in combination with a separate 
dedicated address space, separate network portion, or Sub 
net of the dedicated space referred to herein as a “backinet.” 
A backinet refers, generally, to a dedicated Sub-network that 
communicates with a specific logical side of a device. Such 
that an appliance can be thought of as communicating with 
customers through a “front side of the device and commu 
nicating with a vendor, another instance of the appliance, a 
different appliance or resource in the dedicated customer 
space or other such endpoint through a logical "back side 
of the device. It should be understood that the terms front 
and back are used for purposes of explanation only, and do 
not refer to specific sides of a device or any specific 
orientation but to different logical communication channels 
or mechanisms. As part of the agreement between the 
customer and an appliance service, for example, the cus 
tomer can permit the appliance service to create Subnets, 
routers, and other back.net components within the custom 
er's dedicated cloud. In some embodiments, a customer can 
enable multiple vendors to share a back.net or set of dedi 
cated ports, etc. Since the appliances and/or components are 
owned by the appliance service, for example, the appliance 
service can be billed for all usage of the backinet. The 
customer in many embodiments will be able to see that the 
backinet has been implemented within the customer cloud, 
but the customer will not be able to change the configuration 
or interrupt traffic for the backinet. 

In the example of FIG. 3(a) (discussed in more detail 
below) there is a server 314 that hosts an instance of an 
appliance or other resource in a customer cloud, and that 
instance has a front side address 312 that enables commu 
nication exposed to, and under control of the customer 336 
and a back side address 316 that enables the server (or an 
appliance in the server) to communicate with an endpoint 
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inside or outside of the customer cloud 304, but in a way that 
is not accessible by, or under the direct control of the 
customer. The back side address 316 and any routing com 
ponents 322 (along with other aspects not shown but appar 
ent to one of ordinary skill in the art for use in such 
environments in light of the present description) can gener 
ally be thought of as comprising the back.net for the cus 
tomer cloud 304 in this example. Although in the example 
of FIG. 3 the back.net is communicating with between a first 
data Zone (data Zone A) 304 and a second data Zone (data 
Zone B) 306 within the dedicated customer cloud 342 in the 
data plane 302, it should be understood that the back.net 
could be communicating with another appliance instance 
within the same data Zone, or a third party or other endpoint 
outside the data plane and/or across a network, Such as to 
communicate information Such as replica information or 
control traffic across the Internet. It should be understood 
that different backinets can enable different traffic. For 
example, a backinet might only allow for communication 
between appliances or instances within the dedicated cus 
tomer space. Some embodiments might also, or alterna 
tively, enable communications outside the dedicated cus 
tomer space, Such as to a vendor or other third party. Various 
other configurations can exist as well as should be apparent 
in light of the present disclosure. 

In addition to enabling an appliance to send and receive 
communications that are isolated from the customer, a 
backinet also can allow a vendor to be able to access and/or 
control aspects of the appliance. For example, a load bal 
ancer instance might periodically send metering data to a 
third party entity for billing purposes. In addition, the third 
party or a related entity can send updates or other such 
information to the appliance. An authorized external entity 
also can perform tasks Such as to perform diagnostics or 
debugging, push profile or policy data, or any other Such task 
requiring access to the appliance. Such functionality can 
occur at least partially within the isolated customer cloud, 
but the appliance can appear like a blackbox to the customer 
as the customer will never see these interactions (in at least 
Some embodiments). 
As discussed with respect to FIG. 2, components of a 

control plane 208 can be used to configure aspects of a 
customer instance and/or customer cloud, such as may be 
extended to include setting up back.nets for specific appli 
ances, customers, clouds, etc. In some examples, a customer 
(or vendor, etc.) can make a Web services call into the 
control plane to specifically request the creation of a back 
net. In other embodiments, the backinet might be a require 
ment of the customer installing or utilizing an appliance or 
other component or module within a customer cloud, and the 
acceptance of the requirements can trigger the creation of a 
backinet without a separate authorization or communication 
from the customer. For example, a task to provision an 
appliance for the customer in the data plane can be stored to 
a job queue for execution by the components of the control 
plane. Upon execution of that task, a workflow can be 
generated in the control plane that includes, as a task to be 
performed in the data plane, the creation of a backinet 
allowing the appliance to communicate with a specific 
endpoint, which may be external to the data plane. As part 
of the workflow, the control plane may optionally commu 
nicate with the customer, Vendor, or other Such party to 
obtain information necessary for the installation or provi 
Sioning, such as an address or other service endpoint to use 
for the backinet communications. 

FIG. 3(a) illustrates an example configuration 300 
wherein there are two data Zones (data Zone A 304 and data 
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Zone B 306) within a dedicated customer cloud 342. The 
data Zones in this example comprise resources in different 
geographical areas, where resources of the customer cloud 
342 can be distributed across those geographical areas. In 
this example the data Zones include portions of the same 
customer cloud 342 for the same customer 336, although it 
should be understood that these could alternatively be por 
tions of clouds for different customers, different instances of 
the same customer cloud in different geographical regions, 
or any of a number of other possible configurations as 
discussed and Suggested elsewhere herein. Further, although 
both endpoints in this example are within the data plane, it 
should be understood that a back.net can communicate with 
other entities or addresses outside the data plane. Such as 
with a third party system located at a remote location and 
contacted via the Internet, using the same or a different 
address or interface, as will be discussed with respect to the 
example of FIG. 3(b). 

In this example, a network provider (not shown) might 
offer the customer 336 the use of shared resources, which 
can include a number of data or application servers 320 and 
a management server 314, for example. The network pro 
vider might also offer, as part of the resource package, a 
redundant set of resources located in a different geographic 
location for purposes of fault tolerance and disaster recov 
ery, or other Such reasons. The redundant cloud resources 
will need to be able to communicate between Zones for 
purposes such as Synchronization and data recovery. Since 
the redundancy is part of the package, the customer might 
not want to be charged separately (either monetarily or 
against an allocation) for the traffic due to providing the 
redundancy. Accordingly, the network provider might want 
to utilize a backinet to enable the redundancy communica 
tions in a way that can be isolated from customer traffic, and 
under control of the network provider or a third party 
vendor, while still residing in the customer cloud(s). 

In this example, each data Zone has a set of network 
routing and interconnection 308, 310, including any appro 
priate components known or Subsequently developed for 
Such purposes. Each data Zone also includes an address and 
port 312, 332 of a virtual interface for the management 
server 314, 326 and a separate address and port combination 
318, 324 for the application or data servers 320, 334 (e.g., 
the primary and backup replicas). While management and 
application servers are used herein for purposes of expla 
nation, it should be understood that the data Zones can each 
include any appropriate selection and combination of appli 
ances, devices, systems, components, Software, hardware, 
modules, and other Such elements as would be used for Such 
purposes. Further, the data Zones do not necessarily have to 
have the same number, type, or selection of components. 

In this example, the customer-facing virtual interfaces 
312, 318, 332, 324 between the servers and the customer 
(from a data path standpoint) are part of the “frontnet,” or the 
portion of the cloud that is exposed to, and controlled by, the 
customer 336. For example, the customer can send a Web 
services request to an appropriate API of the control plane 
(see FIG. 2) to adjust aspects of the frontnet, including 
performance of at least a portion of the servers and other 
components of the cloud. The customer can also potentially 
monitor, or at least have access to, any traffic over the 
frontnet. Components in the frontnet of data Zone A are also 
able to communicate with components in the frontnet of data 
Zone B, but these communications will be accessible, and 
billed, to the customer. 

In order to allow the management servers 314, 326 of the 
different data Zones 304, 306 to communicate outside the 
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frontnet, each management server implements a second 
virtual interface 316, 328, which is isolated from the cus 
tomer 336. This address and port out the logical “back side' 
of the server, along with appropriate routing and intercon 
nection components 322, 330 (which may be isolated por 
tions of the main cloud routing components 308,310), form 
the back.net, or the portion of the customer cloud that is 
isolated from the customer and enables an appropriate 
appliance (e.g., a management server or device or module 
thereon) to communicate with another appliance, compo 
nent, instance, entity, or address within the customer cloud, 
Such as a redundant appliance in another data Zone. In this 
example, the management servers 314, 326 can communi 
cate with each other over the back.net of each data Zone 304, 
306, in a way that is isolated from the customer, and can be 
billed or monitored separate from customer usage. Further, 
the same oran additional back.net can be used to allow either 
or both of the management servers to communicate with the 
network provider or a third party, in order to allow that 
external entity to control, monitor, update, troubleshoot, or 
otherwise access the management servers and/or other vari 
ous components within the customer cloud. Further, because 
the traffic 338 over the frontnet is separated from the traffic 
340 over the back.net, aspects such as usage and billing can 
readily be determined without a complicated separation 
process. 

FIG. 3(b) illustrates an example configuration 350 
wherein the dedicated customer cloud 342 and network 
routing components 354 are not separated into, or provi 
Sioned across, multiple data Zones. Further, in this example 
the vendor appliances 314, 326 are able to communicate 
outside of the customer cloud 342, in this case with the 
vendor 352 operating those instances. In this example, the 
backinet can enable the appliances to communicate with one 
or more entities or addresses outside the data plane. Such as 
with a third party system located at a remote location and 
contacted via the Internet, using the same or a different 
address or interface as was described with respect to FIG. 
3(a), which enabled the appliances to communicate with 
each other within the customer instance. In some embodi 
ments, the vendor 352 can communicate with the appliances 
and utilize communications within the back.net at any time 
and for any appropriate reason. In other instances, the 
vendor might only be able to access the back.net at certain 
times and/or limited to certain functionality. If multiple 
vendors share the backinet, the access by each vendor might 
be controlled Such that only one vendor has access at a time, 
and only access to appliances operated by, or working with, 
that vendor or third party. Various other configurations can 
exist as well as should be apparent in light of the present 
disclosure. 

In at least several embodiments, the existence of the 
backinet components, functionality, and traffic will be invis 
ible to the customer as discussed above, with the customer 
typically only being aware of the existence of the backinet 
and potentially authorized types of use or specific users of 
that backnet. In some cases, the backinet will be generated 
automatically when the customer selects to deploy or utilize 
a certain appliance or type of resource. The customer's 
incurred charges also can be unaffected by the usage of the 
backinet. Since the customer in at least Some embodiments is 
paying for dedicated and isolated space, the customer can 
have the option of turning off disabling, or removing 
permission for the backinet, which can result in the appli 
ances no longer working or being available to the customer 
in that customer cloud instance. 
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While the customer can ultimately have control over 

whether or not a portion of the customer cloud is used for a 
backinet, in at least Some embodiments, moving traffic to a 
backinet that is otherwise isolated from customer access and 
control can prevent the customer from utilizing filters or 
other mechanisms that might restrict certain types of traffic 
that might prevent the appliances from functioning properly. 
Further, the isolation can prevent a customer from acciden 
tally, or purposefully, modifying the traffic between appli 
ance instances or an appliance and a vendor, for example, 
which can affect the ability of the appliance to function 
and/or the ability of the vendor to perform tasks such as 
usage monitoring and debugging. In some cases, the cus 
tomer could accidentally prevent the appliance from work 
ing by restricting a type of communication necessary for the 
appliance. 
The backinet addresses 316, 328 provide a constrained 

way of effectively tunneling within or through the private 
customer cloud. Using such addresses and tunneling, ven 
dors can be allowed to implement and communicate with 
virtual appliances in the virtual customer network. In the 
example of an appliance Such as a load balancer, a customer 
instance might be provisioned that is to be metered by, and 
associated with, the load balancer vendor, but that will run 
in the customer cloud. The customer can, either directly or 
indirectly, delegate the rights or authority to implement or 
enable functionality in the customer cloud to communicate 
with the outside vendor. The delegated rights might be 
required by an IAAA (identity authentication and authori 
Zation auditing) system utilized for the cloud. The customer 
in some embodiments must first authenticate the customer 
identity to the system before delegating the ability, without 
which the vendor cannot launch new load balancers in the 
customer cloud. 

FIG. 4 illustrates an example process 400 for providing 
dedicated access for an appliance service from a dedicated 
virtual private customer network that can be used in accor 
dance with various embodiments. In this example, a request 
is received from a customer for a dedicated network space, 
or customer cloud 402. As discussed, this can comprise a 
Web services call received to an API of a control plane or 
other appropriate request. In response, the network provider 
can provision and make the customer cloud available to the 
customer 404. Subsequently, or as part of the same request, 
a request is received from the customer (or an appliance 
vendor or other third party) to implement an appliance in the 
customer cloud 406. While this example includes an appli 
ance, it should be understood that any other appropriate 
component or service discussed herein for Such purposes 
could be used as well in other examples. In response to the 
request, the customer can be contacted for authority to 
delegate certain permission(s) on the customer cloud to the 
appliance and/or appliance vendor 408. In one example, the 
permission can include the delegation of authority to com 
municate through an isolated interface over a range of 
addresses. Once the delegation authority is received 410, the 
appliance can be implemented within the customer cloud 
412 and at least one virtual interface dedicated for use by the 
vendor can be made available 414. In many embodiments, 
this virtual interface will not be accessible or even visible to 
the customer. The vendor appliance in the customer cloud 
then can be able to communicate with an appropriate or 
specified endpoint, such as another appliance, appliance 
instance, or vendor system internal or external to the cus 
tomer cloud using the dedicated interface 416. 

In some instances, it is desirable for the vendor to be able 
to launch new load balancers as the cloud (or at least 
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resources therein) can have the ability to elastically expand, 
and it can be undesirable for the customer to have to 
explicitly authorize each load balancer to be launched to 
handle the expansion. In some embodiments, the customer 
can enable the vendor to launch instances during a single 
authorization through the control plane, which then can 
enable the vendor to dynamically and automatically expand 
without having the user to again authenticate and allow the 
vendor action. The ability for a customer to provide the 
vendor with ongoing the ability to startup new instances, 
appliances, applications, etc., is referred to herein as "run-in 
delegation. Run-in delegation can be handled via Web 
services and APIs of the control plane, for example, with 
delegation information being stored to an Admin data store 
or similar location as discussed above with respect to FIG. 
2. 

Run-in delegation can be used for other purposes as well. 
For example, an auto-scaling appliance can be implemented 
in a customer cloud that automatically scales up the number 
of customer servers that are running in the cloud instance. If 
the customer is running a website in the customer cloud, and 
the customer is using the auto-scaling appliance, the appli 
ance can monitor the amount of traffic on the customer's 
servers in the cloud, and if the traffic reaches a certain level 
or threshold then the auto-scaling appliance can automati 
cally setup another customer server instance. In order to 
accomplish this, however, the auto-scaling control instance 
needs to be able to execute tasks as the customer in the 
customer cloud environment. In this example, the auto 
Scaling vendor might not know anything about the additional 
customer server instance being provisioned, as that instance 
is part of the frontnet and is isolated from the vendor. The 
vendor just needs to be able to request that an additional 
instance starts up, or shuts down, in order to Scale to current 
customer needs, preferences, etc. Thus, for a capacity-based 
system or system based on access controls, the system can 
delegate certain abilities from a customer identity to an 
identity representing a vendor, third party, or other autho 
rized entity. The run-in delegation can enable a vendor to 
implement a private vendor Sub-network that is contained 
within the customer cloud but isolated from, and invisible to, 
the customer. The vendor then can have dedicated access to, 
and control over, appliances and other components of the 
vendor Sub-network, and the usage of the Sub-network can 
be metered and billed separately from the usage of rest of the 
customer cloud (which is typically billed to the customer). 
In some embodiments the customer is able to place restric 
tions on the size or ability of these vendor sub-networks, in 
order to ensure available capacity for customer usage, while 
in other embodiments the vendor sub-net is not counted 
against the customer cloud. 

FIG. 5 illustrates an example of a process 500 for setting 
up a private vendor Subnet within a customer cloud that can 
be used in accordance with various embodiments. In this 
example, the network provider can provide a dedicated 
customer cloud for the customer 502. Subsequently, the 
network provider can receive a request for a subnet within 
the customer cloud 504. This request can come from the 
vendor or the customer, for example, in response to a user 
deciding to utilize an appliance or appliance service in the 
customer cloud. In response, the network provider (i.e., 
automatically via the control plane) can request run-in 
delegation or other Such authorization from the customer for 
the subnet space 506, which can include authority to perform 
Subsequent tasks Such as Scaling and provisioning new 
instances. Upon receiving the authorization from the cus 
tomer 508, the vendor can be provided with confirmation of 
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the authority and the ability to setup or configure the subnet 
510. Communications can be received from the appliance 
vendor regarding the size and configuration of the Subnet 
512, and the subnet can be provided by the network provider 
within the customer cloud 514. For example, the vendor can 
specify an amount of address space needed for an appliance 
to function, or any other specification needed for the vendor 
Sub-network components. The vendor also can configure the 
components of the sub-network as needed, within the rules 
and policies of the network. The vendor then can be enabled 
to communicate with the appliance, service, or other por 
tions of the subnet using the dedicated virtual interface(s) 
516. Any traffic to, or from, the vendor sub-net is between 
the appliance and the vendor, and cannot be accessed, 
modified, or even detected by the customer in most embodi 
ments. In some cases, the customer can dedicate an address 
range within the customer cloud to the vendor, enabling the 
vendor to create Sub-nets, routers, and other Such compo 
nents and attach those components per the vendor's speci 
fication to instances of the vendor appliance(s). 

In cases where the vendor has run-in delegation, for 
example, the vendor (or a component of the Subnet or 
control plane) can monitor the performance of the 
appliance(s) and determine when a change is needed 518. 
This can involve, for example, provisioning a new instance 
in the Subnet, upgrading an appliance, troubleshooting a 
service, and any other appropriate function. When a change 
is needed, the control plane can verify run-in delegation 520 
and automatically, or manually in response to control com 
mands from the vendor or another appropriate entity, adjust 
the component of the subnet 522. After the adjustment, the 
subnet and customer cloud can continue to function as 
intended, with the backinet being a subnet of the dedicated 
customer cloud owned by a distinct party and with a 
delegation of permissions to allow the distinct party to 
interact with the back.net. 

In some embodiments, the traffic for the vendor sub-net 
can be metered by metering traffic on the interfaces within 
the vendor sub-net and/or between the vendor sub-net and 
the external network. In Such an embodiment, the appliance 
would have more than one interface to the network. At least 
one interface is exposed to the customer and enables com 
munication with the customer via the frontnet, and another 
interface is exposed to the vendor and enables communica 
tion with the vendor via the vendor sub-net or backnet. In 
Some embodiments, these interfaces can be provided using 
a pair of virtual network interface cards (NICs). 
An interesting aspect about many embodiments described 

herein is that an isolated and/or dedicated set of resources 
can be made to be multi-tenant in nature. A customer can 
dedicate a portion of the customer network to another party, 
and the customer cannot view or have access into that 
portion of the customer network that is now dedicated to the 
other party. The customer essentially passes the rights to at 
least a portion of a dedicated resource to another party, 
without the ability to make changes, monitor usage, etc. The 
customer also does not get billed for that usage of the 
dedicated customer resources. The vendor pays for its por 
tion of the dedicated resources, and also is notable to access 
or make changes to the isolated customer portion of the 
network. 

In some embodiments, a multi-component backinet is not 
needed, as long as there is a separate interface that can be 
accessed by a vendor or third party outside the isolated 
customer network. In other embodiments, packets can be 
tagged in order to meter the usage even though the traffic is 
essentially running through the customer network. Certain 
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security mechanisms can be implemented to attempt to 
prevent a customer from sending unintended types of traffic 
to a vendor instance, for example. 

Other approaches can be used as well to effectively 
“tunnel through the wall that is represented by a customer 
cloud or other such isolated and dedicated set of customer 
resources and/or instances. One approach is to require a 
customer to open a port through a virtual firewall of the 
cloud in order to enable a certain type of traffic (e.g., 
TCP/IP) that enables the vendor or third party endpoint to 
communicate with a particular appliance inside the customer 
cloud. As mentioned above, this vendor traffic functions as 
control plane traffic, which can call into components of the 
data plane for purposes such as monitoring and control. A 
potential downside to Such an approach, as mentioned 
above, is that the open port potentially exposes the cloud to 
unwanted external traffic, and forces the customer in many 
situations to manage the rules for opening up Internet access, 
which the customer might not wish to manage. 

Another approach is to utilize a more constrained 
approach for point-to-point communications. In Such an 
approach, a customer can allow for communications 
between explicitly defined endpoints. This acts as a secret 
tunnel to a specific endpoint, although there is still a 
possibility for an external entity to gain unauthorized access 
to the customer cloud in Some situations. 
As discussed above, the various embodiments can be 

implemented in a wide variety of operating environments, 
which in some cases can include one or more user comput 
ers, computing devices, or processing devices which can be 
used to operate any of a number of applications. User or 
client devices can include any of a number of general 
purpose personal computers, such as desktop or laptop 
computers running a standard operating system, as well as 
cellular, wireless, and handheld devices running mobile 
Software and capable of Supporting a number of networking 
and messaging protocols. Such a system also can include a 
number of workstations running any of a variety of com 
mercially-available operating systems and other known 
applications for purposes such as development and database 
management. These devices also can include other elec 
tronic devices, such as dummy terminals, thin-clients, gam 
ing systems, and other devices capable of communicating 
via a network. 

Various aspects also can be implemented as part of at least 
one service or Web service, such as may be part of a 
service-oriented architecture. Services such as Web services 
can communicate using any appropriate type of messaging, 
Such as by using messages in extensible markup language 
(XML) format and exchanged using an appropriate protocol 
such as SOAP (derived from the “Simple Object Access 
Protocol). Processes provided or executed by such services 
can be written in any appropriate language, such as the Web 
Services Description Language (WSDL). Using a language 
such as WSDL allows for functionality such as the auto 
mated generation of client-side code in various SOAP 
frameworks. 

Most embodiments utilize at least one network that would 
be familiar to those skilled in the art for supporting com 
munications using any of a variety of commercially-avail 
able protocols, such as TCP/IP. OSI, FTP, UPnP, NFS, CIFS, 
and AppleTalk. The network can be, for example, a local 
area network, a wide-area network, a virtual private net 
work, the Internet, an intranet, an extranet, a public Switched 
telephone network, an infrared network, a wireless network, 
and any combination thereof. 
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In embodiments utilizing a Web server, the Web server 

can run any of a variety of server or mid-tier applications, 
including HTTP servers, FTP servers, CGI servers, data 
servers, Java servers, and business application servers. The 
server(s) also may be capable of executing programs or 
Scripts in response requests from user devices, such as by 
executing one or more Web applications that may be imple 
mented as one or more scripts or programs written in any 
programming language, such as Java R., C, C# or C++, or any 
Scripting language, such as Perl, Python, or TCL, as well as 
combinations thereof. The server(s) may also include data 
base servers, including without limitation those commer 
cially available from Oracle(R), Microsoft(R), Sybase R, and 
IBMCR). 
The environment can include a variety of data stores and 

other memory and storage media as discussed above. These 
can reside in a variety of locations, such as on a storage 
medium local to (and/or resident in) one or more of the 
computers or remote from any or all of the computers across 
the network. In a particular set of embodiments, the infor 
mation may reside in a storage-area network ("SAN) 
familiar to those skilled in the art. Similarly, any necessary 
files for performing the functions attributed to the comput 
ers, servers, or other network devices may be stored locally 
and/or remotely, as appropriate. Where a system includes 
computerized devices, each Such device can include hard 
ware elements that may be electrically coupled via a bus, the 
elements including, for example, at least one central pro 
cessing unit (CPU), at least one input device (e.g., a mouse, 
keyboard, controller, touch screen, or keypad), and at least 
one output device (e.g., a display device, printer, or speaker). 
Such a system may also include one or more storage devices, 
Such as disk drives, optical storage devices, and solid-state 
storage devices such as random access memory (RAM) or 
read-only memory (“ROM), as well as removable media 
devices, memory cards, flash cards, etc. 

Such devices also can include a computer-readable stor 
age media reader, a communications device (e.g., a modem, 
a network card (wireless or wired), an infrared communi 
cation device, etc.), and working memory as described 
above. The computer-readable storage media reader can be 
connected with, or configured to receive, a computer-read 
able storage medium, representing remote, local, fixed, 
and/or removable storage devices as well as storage media 
for temporarily and/or more permanently containing, Stor 
ing, transmitting, and retrieving computer-readable informa 
tion. The system and various devices also typically will 
include a number of software applications, modules, Ser 
vices, or other elements located within at least one working 
memory device, including an operating system and appli 
cation programs, such as a client application or Web 
browser. It should be appreciated that alternate embodiments 
may have numerous variations from that described above. 
For example, customized hardware might also be used 
and/or particular elements might be implemented in hard 
ware, software (including portable software. Such as app 
lets), or both. Further, connection to other computing 
devices such as network input/output devices may be 
employed. 

Storage media and other non-transitory computer read 
able media for containing code, or portions of code, can 
include any appropriate media known or used in the art, 
including storage media and communication media, Such as 
but not limited to volatile and non-volatile, removable and 
non-removable media implemented in any method or tech 
nology for storage and/or transmission of information Such 
as computer readable instructions, data structures, program 
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modules, or other data, including RAM, ROM, EEPROM, 
flash memory or other memory technology, CD-ROM, digi 
tal versatile disk (DVD) or other optical storage, magnetic 
cassettes, magnetic tape, magnetic disk storage or other 
magnetic storage devices, or any other medium which can be 
used to store the desired information and which can be 
accessed by the a system device. Based on the disclosure and 
teachings provided herein, a person of ordinary skill in the 
art will appreciate other ways and/or methods to implement 
the various embodiments. 

The specification and drawings are, accordingly, to be 
regarded in an illustrative rather than a restrictive sense. It 
will, however, be evident that various modifications and 
changes may be made thereunto without departing from the 
broader spirit and scope of the invention as set forth in the 
claims. 
What is claimed is: 
1. A computer-implemented method of providing an iso 

lated portion of a dedicated network space, comprising: 
providing, by one or more computer systems, a dedicated 

network space for a customer, the dedicated network 
space including one or more dedicated resource 
instances in a distributed computing environment; 

receiving a request to activate an application within the 
dedicated network space, the application requiring 
communication access to at least one first endpoint 
within the dedicated network space; 

upon obtaining permission from the customer to activate 
the application, assigning the communication access to 
the application, and assigning run-in delegation to a 
requesting entity with respect to the application, the 
run-in delegation including an ability to startup the 
application; 

creating an isolated portion of the dedicated network 
space, wherein the customer is prevented from inter 
acting with resources within the isolated portion; 

activating an instance of the application operating on 
resources within the isolated portion; and 

establishing a communication channel between the 
instance of the application and a second endpoint 
external to the dedicated network space using the 
communication access, the communication channel 
enabling communication between the instance of the 
application and a separate entity at the second endpoint, 
the separate entity being prevented from interacting 
with the resources within the dedicated network space 
and outside of the isolated portion. 

2. The computer-implemented method of claim 1, 
wherein the separate entity is one of a vendor of the 
application, a different application, or another instance of the 
application. 

3. The computer-implemented method of claim 1, 
wherein the separate entity is a vendor of the application and 
the vendor of the application is able to control the configu 
ration of at least one resource within the isolated portion via 
the communication channel. 

4. The computer-implemented method of claim 1, 
wherein the customer is able to configure aspects of the 
dedicated network space and control access to the dedicated 
network space. 

5. The computer-implemented method of claim 1, 
wherein the customer is able to configure aspects of the 
isolated portion without interacting with resources within 
the isolated portion. 

6. The computer-implemented method of claim 1, 
wherein the customer is able to limit the scope of the isolated 
portion or terminate the isolated portion. 
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7. The computer-implemented method of claim 1, 

wherein the customer is a customer of the distributed 
computing environment. 

8. A system for providing isolated functionality in a 
dedicated network space, comprising: 

a processor; and 
a memory device including instructions that, when 

executed with the processor, cause the system to, at 
least: 
provide a dedicated network space in a distributed 

computing environment for a customer; 
receive a request to utilize an appliance in the dedicated 

network space, the appliance requiring communica 
tion access to at least one endpoint within the dedi 
cated network space; 

upon obtaining permission from the customer to acti 
vate the appliance, assign the communication access 
to the application and assign run-in delegation to an 
originator of the received request with respect to the 
appliance, the run-in delegation including an ability 
to startup the appliance; 

isolate a portion the dedicated network space that 
includes resources used by an instance of the appli 
ance. Such that the customer is unable to access 
resources within the isolated portion of the dedicated 
network space; 

enable the instance of the appliance to communicate 
with the at least one endpoint; and 

enable a third party to access resources within the 
isolated portion of the dedicated network space, the 
third party being separate from the customer and 
being unable to access resources of the dedicated 
network space outside of the isolated portion of the 
dedicated network space using the communication 
aCCCSS, 

9. The system of claim 8, wherein the isolated portion is 
accessed by the third party in order to service or maintain the 
appliance. 

10. The system of claim 8, wherein the appliance is one 
of a load balancer, a data store replication manager, an 
auto-scaling appliance, a firewall, a network accelerator, a 
container manager, a configuration detector, and a caching 
appliance. 

11. The system of claim 8, wherein the third party is able 
to access or utilize a first resource within the isolated portion 
of the dedicated network space. 

12. The system of claim 8, wherein multiple third parties 
are able to access resources within the isolated portion of the 
dedicated network space. 

13. The system of claim 12, wherein the multiple third 
parties are isolated from each other, or are otherwise unable 
to access the same resources within the isolated portion of 
the dedicated network space. 

14. The system of claim 8, wherein information related to 
the performance of the application is provided to the third 
party over the communication channel. 

15. A non-transitory computer readable storage medium 
storing instructions for providing isolated communications 
in a dedicated network space, the instructions when 
executed by a processor causing a computing system to, at 
least: 

provide a virtual network space in a distributed computing 
environment dedicated to a customer, 

receive, from the customer, a request to utilize an appli 
ance in the virtual network space, the appliance requir 
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ing access to an external endpoint outside the dedicated 
virtual network space and operated by an entity other 
than the customer, 

generate an isolated virtual interface related to an instance 
of the appliance within the virtual network space; 

establish a communication channel between the virtual 
interface and the external endpoint, the customer being 
prevented from accessing communications over the 
communication channel, communications over the 
communication channel being isolated from commu 
nications within the virtual network space unrelated to 
the isolated virtual interface; and 

assign, to the entity other than the customer, run-in 
delegation to enable access to the appliance via the 
communication channel, the run-in delegation includ 
ing an ability to startup the appliance. 

16. The non-transitory computer readable storage medium 
of claim 15, wherein a software update related to the 
appliance is provided to the instance of the appliance via the 
communication channel. 
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17. The computer-implemented method of claim 15, 

wherein the entity operating the external endpoint is charged 
for usage of the isolated virtual interface instead of the 
CuStOmer. 

18. The computer-implemented method of claim 15, 
wherein the appliance is one of a network appliance, net 
work service, or a network application. 

19. The computer-implemented method of claim 15, 
wherein the instructions when executed further cause the 
system to: 

enable an entity associated with the appliance to control, 
independent of the customer, at least one setting of the 
isolated virtual interface. 

20. The computer-implemented method of claim 15, 
wherein the application is able to access at least one external 
data source via the communication channel. 


