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(57) ABSTRACT 
Techniques and systems are presented for providing "contex 
tual insights.” or information that is tailored to the context of 
the content a user is consuming or authoring. Given a request 
for information about a topic, which may be indicated by a 
user gesture in an application, one or more queries to search 
services may be formulated without requiring entry of a 
search query directly by a user. Moreover, techniques and 
systems may leverage the context of the content the user is 
consuming or authoring, as well as user, device, and applica 
tion metadata, to construct the queries and to organize and 
filter the results into relevant contextual insights. 
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CONTEXTUAL INSIGHTS AND 
EXPLORATION 

CROSS REFERENCE TO RELATED 
APPLICATION 

0001. This application claims the benefit of U.S. Provi 
sional Application Ser. No. 61/887,954, filed Oct. 7, 2013. 

BACKGROUND 

0002 Applications for creating or consuming content 
include reader applications and productivity applications like 
notebook, word processors, spreadsheets or presentation pro 
grams. Users of these applications for creating or consuming 
content often research topics and rely on Internet search Ser 
vices to find additional information related to the content 
being created or consumed. To research topics, a user will 
often leave the application and go to a web browser to perform 
a search and review the results. 

BRIEF SUMMARY 

0003 Techniques and systems are presented for providing 
“contextual insights.” or information that is tailored to the 
context of the content a user is consuming or authoring. 
0004 Given a request for information about a topic from 
within an application for creating or consuming content, one 
or more queries to search services may be formulated for the 
application for creating or consuming content without requir 
ing entry of a search query directly by a user. Moreover, 
techniques and systems may leverage the context of the con 
tent the user is consuming or authoring, as well as user, 
device, and application metadata, to construct the queries and 
to organize and filter the results into relevant contextual 
insights. 
0005. A method for facilitating contextual insights can 
include: determining a focus of attention for contextual 
insights from information provided with a request for contex 
tual insights with respect to at least some text; performing 
context analysis to determine query terms from context pro 
vided with the request; formulating at least one query using 
one or more of the query terms; initiating a search by sending 
the at least one query to at least one search service; and 
organizing and filtering results received from the at least one 
search service according to at least some of the context. 
0006. This Summary is provided to introduce a selection 
of concepts in a simplified form that are further described 
below in the Detailed Description. This Summary is not 
intended to identify key features or essential features of the 
claimed subject matter, nor is it intended to be used to limit 
the scope of the claimed subject matter. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007 FIG. 1A shows an example operating environment 
in which certain implementations of systems and techniques 
for contextual insights may be carried out. 
0008 FIGS. 1B-1E show example interactions indicating 
an initial selection of text for contextual insights. 
0009 FIG. 2 illustrates an example process flow for con 
textual insights and exploration. 
0010 FIG. 3 shows an example interface displaying con 
textual insights. 
0011 FIG. 4 shows a block diagram illustrating compo 
nents of a computing device or system used in some imple 
mentations of the described contextual insights service. 
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0012 FIG. 5 illustrates an example system architecture in 
which an implementation of techniques for contextual 
insights may be carried out. 

DETAILED DESCRIPTION 

0013 Techniques and systems are presented for providing 
“contextual insights.” or information that is tailored to the 
context of the content a user is consuming or authoring. The 
contextual insights can include, without limitation, people/ 
contact information, documents, meeting information, and 
advertisements that relate to a determined focus of attention 
(e.g., determined topics of interest) for the user. 
0014) Given a request for information about a topic, which 
may be a director indirect request by a user of an application 
for creating or consuming content, one or more queries to 
search services may beformulated by the application without 
requiring entry of a search query directly by a user. Moreover, 
techniques and systems may leverage the context of the con 
tent the user is consuming or authoring, as well as other 
context of the user, device, and application metadata, to con 
struct the queries and to organize and filter the results into 
relevant contextual insights. 
00.15 Advantageously, the techniques and systems 
described herein may improve a user's workflow and/or pro 
ductivity while consuming or authoring content in an appli 
cation for creating or consuming content. When a user wants 
to research a topic while in the application for creating or 
consuming content, the user does not need to move to a 
separate application to conduct a search. The techniques 
enable a user to immerse themselves in a topic without having 
to leave the application. In addition, context within (or acces 
sible) by the application for creating or consuming content 
can be used to provide relevant results and may reduce the 
number of times a user may narrow or modify a search query 
to achieve a relevant result. 

0016. A "query' is a request for information from a data 
storage system. A query is a command that instructs a data 
storage system of the “query terms” that are desired by the 
requestor and the terms relationship to one another. For 
example, if the data storage system includes a web search 
engine, such as available from a variety of search services, a 
query might contain the query terms “Russia' and “Syria' 
and indicate that the relationship between the two query terms 
is conjunctive (i.e., “AND”). In response, the search service 
may return only content having both words somewhere in the 
content. As frequently used here, a query is a command 
requesting additional content or information from a search 
service, where the content or information is associated with 
specific terms (e.g., words) in the query. A query is sometimes 
written in a special formatting language that is interpretable 
to a search service. 

0017. The queries may be shaped by the user’s “context.” 
which may include both content Surrounding the user's indi 
cated interest and additional factors determined from 
attributes of the user, device, or application. “Surrounding 
content” refers to text or other content in a position before 
and/or after the users indicated interest (e.g., selection). By 
organizing and filtering the results received from search Ser 
vices, information is fashioned into contextual insights that 
are tailored to a user's particular usage context. Implementa 
tions of the described systems and techniques may not only 
provide more relevant related content, but may do so without 
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the interruptions associated with a web search using a sepa 
rate application Such as a web browser, and hence may 
improve user productivity. 
0.018. As an example, consider a user who is reading an 
article on President Obama's 2013 address to the nation on 
the Syrian crisis. While authoring or reading an article in an 
application for creating or consuming content that incorpo 
rates the described techniques for contextual insights, the user 
may highlight the term “Russia' and request contextual 
insights (via a separate command or as a result of the high 
lighting action). The application can return information for 
the contextual insights that may include articles from an 
online encyclopedia such as “Russia”, “Russia's role in the 
Syrian civil war, and “Russia-Syrian relations”. If the user 
instead highlights a different term, “weapons”, the returned 
information may be an article titled “Syria and weapons of 
mass destruction.” The returned information is dependent 
both on the users indicated interest and on the context of the 
document that the user is reading. 
0019 Certain implementations utilize a contextual 
insights service. The contextual insights service includes 
functionality and logic for producing "contextual insights.” 
which includes results that are related through context and not 
just from a conventional search. In one Such implementation, 
the portion of the text indicated by the user, along with addi 
tional text around the portion of the text selected by the user, 
is sent to the contextual insights service. The contextual 
insights service can perform a determination as to the 
intended item or topic for search. The contextual insights 
service can provide one or more proposed terms found in the 
associated text that forms the context of the user's selection, 
as well as determine additional query terms or limitations that 
take account of contextual factors relating to the user, device, 
or application. After return of the search results from one or 
more search services, relevant results may be organized and 
filtered (including Sorting and grouping) based on context and 
other factors. 
0020. In some embodiments, techniques may be itera 

tively applied to progressively improve the relevance of con 
textual insights. Multiple modes of interacting with the con 
textual insights may be supported. 
0021 FIG. 1A shows an example operating environment 
in which certain implementations of systems and techniques 
for contextual insights may be carried out. The example oper 
ating environment in FIG. 1A may include a client device 
100, user 101, application 102 contextual insights component 
105, contextual insights service 110, and one or more search 
services 120. 
0022. Client device 100 may be a general-purpose device 
that has the ability to run one or more applications. The client 
device 100 may be, but is not limited to, a personal computer, 
a laptop computer, a desktop computer, a tablet computer, a 
reader, a mobile device, a personal digital assistant, a Smart 
phone, a gaming device or console, a wearable computer, a 
wearable computer with an optical head-mounted display, 
computer watch, or a Smart television. 
0023 Application 102 may be a program for creating or 
consuming content. Example applications for creating or 
consuming content include word processing applications 
such as MICROSOFT WORD; email applications; layout 
applications; note-taking applications such as MICROSOFT 
ONENOTE, EVERNOTE, and GOOGLE KEEP, presenta 
tion applications; and reader applications such as GOGGLE 
READER, APPLE iBooks, ACROBAT eBook Reader. AMA 
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ZON KINDLE READER, and MICROSOFT Reader and 
those available on designated hardware readers such as 
AMAZON KINDLE READER). 
0024 Contextual insights component 105 may be inte 
grated with application 102 as an inherent feature of applica 
tion 102 or as a plug-in or extension for an existing applica 
tion 102 to provide the contextual insights feature. Although 
primarily described herein as being incorporated with appli 
cation 102 at the client device 100, contextual insights com 
ponent 105 may, in some cases, be available through a sepa 
rate device from the client device 100. 
0025 Contextual insights component 105 facilitates the 
interaction between the application 102 and contextual 
insights service 110, for example through an application pro 
gramming interface (API) of the contextual insights service 
110. 
0026. An API is generally a set of programming instruc 
tions and standards for enabling two or more applications to 
communicate with each other and is commonly implemented 
as a set of Hypertext Transfer Protocol (HTTP) request mes 
sages and a specified format or structure for response mes 
sages according to a REST (Representational state transfer) 
or SOAP (Simple Object Access Protocol) architecture. 
0027. In response to receiving particular user interactions 
with the client device 100 by the user 101 of application 102, 
the contextual insights component 105 may facilitate a call 
(or invocation) of a contextual insights service 110 using the 
API of the contextual insights service 110. For example, the 
contextual insights component 105 sends a request 130 for 
contextual insights to the contextual insights service 110 So 
that contextual insights service 110 may execute one or more 
operations to provide the contextual insights 135, including 
those described with respect to FIG. 2. Contextual insights 
component 105 may also, in some cases, facilitate the pre 
sentation of contextual insights 135 for application 102, for 
example, by rendering the contextual insights 135 in a user 
interface. 
0028 Contextual insights service 110 receives the request 
130 for contextual insights and generates contextual insights 
135. The request 130 may contain text, text markup, and/or 
other usage context from application 102. The contextual 
insights service 110 may process the request via one or more 
components, shown in FIG. 1A as Smart selection 131, con 
text analysis 132, and query formulation 133. As part of its 
operations, contextual insights service 110 may direct one or 
more requests to one or more search service(s) 120, and may 
interpret or manipulate the results received from search ser 
vice(s) 120 in a post-processing component 134 before 
returning contextual insights 135 to client device 100 via 
contextual insights component 105. 
0029. For example, upon receipt of request 130, the con 
textual insights service 110 can perform a determination of 
the users intended content selection based on information 
provided by the contextual insights component 105, analyze 
the context of the content selection with respect both to other 
content the user is perusing and also to various device and 
user metadata, and construct and send one or more queries for 
requesting a search from one or more search services 120. 
These operational aspects of the contextual insights service, 
including result post-processing, are discussed in more detail 
with respect to FIG. 2. 
0030. In some implementations, contextual insights ser 
vice 110 may determine that contextual insights can be fur 
ther optimized after result post-processing component 134 
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activities. Anotheriteration of the processing stages of Smart 
selection 131, context analysis 132, and/or query formulation 
133 might be executed to produce improved insights through 
the modification of query terms. 
0031. It should be noted that, while sub-components of 
contextual insights service 110 are depicted in FIG. 1A (i.e., 
smart selection 131, context analysis 132, query formulation 
133, and result post-processing 134), this arrangement of the 
contextual insights service 110 into components is exemplary 
only; other physical and logical arrangements of a contextual 
insights service capable of performing the operational aspects 
of the disclosed techniques are possible. Further, it should be 
noted that aspects of a contextual insights service 110 may be 
implemented on more than one device. In some cases, a 
contextual insights service 110 may include components 
located on user devices and on one or more services imple 
mented on separate physical devices. 
0032 Search service(s) 120 may take myriad forms. A 
familiar kind of search service is a web search engine Such as, 
but not limited to, MICROSOFT BING and GOOGLE. How 
ever, any service or data storage system having content that 
may be queried for content appropriate to contextual insights 
may be a search service 120. A search service may also be 
built to optimize for the queries and context patterns in an 
application so that retrieval of information may be further 
focused and/or improved. Sometimes, an “intranet' search 
engine implemented on an internal or private network may be 
queried as a search service 120; an example is Microsoft 
FASTSearch. A custom company knowledge-base or knowl 
edge management system, if accessible through a query, may 
be a search service 120. In some implementations, a custom 
database implemented in a relational database system (Such 
as MICROSOFTSQL SERVER) that may have the capability 
to do textual information lookup may be a search service 120. 
A search service 120 may access information Such as a struc 
tured file in Extended Markup Language (XML) format, or 
even a text file having a list of entries. Queries by the contex 
tual insights service 110 to the search service(s) 120 may be 
performed in some cases via API. 
0033. A request for contextual insights 130 may contain a 
variety of cues for the contextual insights service 110 that are 
relevant to generating contextual insights. The contextual 
insights component 105 generates and sends the request 130 
to the contextual insights service 110 based on an indication 
by a user 101. 
0034. The request for contextual insights 130 may be ini 
tiated by a user 101 interacting with an application 102 on 
client device 100. For example, content in the form of a 
document (including any format type document), article, pic 
ture (e.g., that may or may not undergo optical character 
recognition), book, and the like may be created or consumed 
(e.g., read) by a user 101 via the application 100 running on 
the client device 100. A user may interact with the content 
and/or an interface to application 102 to indicate a request for 
contextual insights 130 is desired. Contextual insights com 
ponent 105 may interact with application 102, client device 
100 and even other applications or user-specific resources to 
generate and send the request 130 to the contextual insights 
service 110 in response to the indication by the user 101 for 
the request 130. 
0035. As one example of an indication of a request for 
contextual insights 130, a user can indicate an initial selection 
of text for contextual insights. In the application 102 contain 
ing text or other readily searchable content, a user may indi 
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cate an interest in certain text in, for example, a document, 
email, notes taken in a note-taking application, e-book, or 
other electronic content. The indication of interest does not 
require the entering of search terms into a search field. Of 
course, in some implementation, a search box may be avail 
able as a tool in the application so that a user may enter terms 
or a natural language expression indicating a topic of interest. 
0036 Interaction by the user 101 indicating the initial text 
selection may take myriad forms. The input indicating an 
initial text selection can include, but is not limited to, a verbal 
selection (of one or more words or phrases), contact or con 
tact-less gestural selection, touch selection (finger or stylus), 
Swipe selection, cursor selection, encircling using a stylus/ 
pen, or any other available technique that can be detected by 
the client device 100 (via a user interface system of the 
device). In some implementations, contextual insights may 
initiate without an active selection by a user. 
0037. The user 101 may also, for instance, utilize a device 
which is capable of detecting eye movements. In this sce 
nario, the device detects that the user's eye lingers on a 
particular portion of content for a length of time, indicating 
the users interest in selecting the content for contextual 
insights. A computing device capable of detecting Voice com 
mands can be used to recognize a spoken command to ini 
tially select content for contextual insights. It should also be 
noted that many other user interface elements, as diverse as 
drop-down menus, buttons, searchbox, or right-click context 
menus, may signify that the user has set an initial text selec 
tion. Further, it can be understood that an initial text selection 
may involve some or all of the text available on the document, 
page, or window. 
0038 FIGS. 1 B-1E show example interactions indicating 
an initial selection of text for contextual insights. The contex 
tual insights component provides the selection as well as 
context including content before and/or after the selection as 
part of the request. Therefore, the indication by the user of text 
for contextual insight and exploration may be of varying 
specificity. 
0039. As one example, in a graphical user interface 150 of 
application 102 in which text is depicted, the user may select 
a word (or phrase) 151. The selection of a word (or phrase) 
may be a Swipe gesture 152 on a touch enabled display Screen 
such as illustrated in FIG. 1B. Other gestures such as insertion 
point, tap, double tap, and pinch could be used. Of course, 
non-touch selection of a word (as well as cursor selection of 
the word) may be used as an indication. In the example shown 
in FIG.1C, a cursor 153 may be used to indicate, for example, 
via a mouse click, a point on the content Surface of the user 
interface 150. The cursor 153 may be placed within a term 
without highlighting a word or words. A similar selection 
may be conducted by touch (e.g., using a finger or pen/stylus) 
or even by eye gaze detection. This type of selection may be 
referred to as a selection of a region. 
0040. Just as less than a full word can be indicated by the 
user as the initial selection of text, a user may select more than 
a single word using any of the methods of user interaction 
described above. In some scenarios an initial selection may 
include a contiguous series of words (a phrase). For example, 
multiple words may be “marked by the user using interface 
techniques such as illustrated in FIG. 1D, where a cursor 154 
is shown selecting multiple words 155 of a sentence. Thus, as 
illustrated by the example scenarios, the user is not limited to 
selecting a particular amount of text. 
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0041. In some scenarios, multiple, non-contiguous words 
or phrases may be selected by highlighting, circling or under 
lining with a digital stylus. Multiple words or phrases of 
interest also may be prioritized by the user. For example, one 
word or phrase may be marked as the primary text selection of 
interest, and other related words may be marked as Supporting 
words or phrases which are of secondary, but related interest. 
For example, using interface techniques such as illustrated in 
FIG.1E, several words 156 may be indicated on user interface 
150. 

0042. Furthermore, even a scenario in which the user 
selects no specific words or phrases for the contextual infor 
mation lookup is envisioned. In one Such scenario, the input 
for initial text selection may be discerned from passive, rather 
than active, interactions by the user. For example, while the 
user is scrolling through the text rendered by an application, 
a paragraph on which the user lingers for a significant time 
might constitute an initial text selection. As an additional 
example, if the client device allows the user's eye movements 
to be tracked, words or phrases on which the user's eyelingers 
may form the input for initial text selection. In yet another 
example, the entire document, window, or page may be con 
sidered to be selected based on a passive interaction. 
0043. Returning to FIG. 1A, in some cases, additional 
information may be sent as part of the request 130 containing 
the users indicated initial text selection. The additional infor 
mation may be used by the contextual insights service 110 to 
improve the relevance or clarity of searches directed by the 
initial text selection. The additional information may vary by 
embodiment and scenario, but in Some embodiments will 
include Such information as the text Surrounding the selection 
(which can also be referred to as an expanded portion of text, 
for example, a certain number of symbols or characters before 
and/or after the selection), information about the application 
in which the content is displayed, information about the 
device on which the application runs, and information about 
the specific user. In some cases, this information may be 
referred to herein as “application metadata”, “device meta 
data”, and “user metadata, respectively. 
0044. Once contextual insights service 110 has processed 
the user's selection (and context) and has received and pro 
cessed query results, contextual insights service 110 can 
return contextual insights 135 to the user. In some embodi 
ments, contextual insights component 105 may operate to 
render or facilitate the application 102 in rendering or dis 
playing one or more user interfaces to show the contextual 
insights to the user on a client device 100. 
0045 FIG. 2 illustrates an example process flow for con 
textual insights and exploration. A contextual insights service 
110, such as described with respect to FIG. 1A, may imple 
ment the process. 
0046 Referring to FIG. 2, an indication of a request for 
contextual insights with respect to at least Some text may be 
received (201). The request can include a selection such as 
described with respect to FIGS. 1 B-1E and context including 
content before and/or after the selection. 

0047. The focus of attention for the contextual insights 
may be determined from information provided with the 
request (202), for example by the Smart selection component 
131 of contextual insights service 110 of FIG. 1A. The “focus 
of attention” refers to the concept (or “topic') considered to 
be about what the user would like to explore and gain con 
textual insights. 
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0048. Sometimes a user's selection oftext may, on its own, 
sufficiently indicate the focus of attention. However, some 
times the user may improperly or incompletely indicate a 
focus of attention, for example by indicating a word that is 
near to but not actually the focus of attention, or by indicating 
only one word of a phrase that consists of multiple words. As 
a specific example, if the user selects the word “San’ in the 
sentence, “The San Francisco 49ers scored big in last Mon 
day’s game the true focus of attention is likely to be “San 
Francisco 49ers' and not “San'; hence, the focus of attention 
may need to be adjusted from the selection indicated with the 
request. 

0049. In cases where the user's indication of the focus of 
attention is incomplete or improper, the intended focus of 
attention may sometimes be predictable. A variety of tech 
niques may be used to predict candidates for the user's 
intended focus of attention based on a given user selection 
and the Surrounding text or content. These processes may 
include, for example, iterative selection expansion, character 
n-gram probabilities, term frequency-inverse document fre 
quency (tf-idf) information for terms, and capitalization prop 
erties. In some implementations, more than one technique 
may be used to select one or more candidate foci of attention. 
Candidate foci of attention determined from these multifari 
ous techniques may then be scored and ranked by the contex 
tual insights service 110, or smart selection component 131 
thereof, to determine one or more likely foci of attention from 
among multiple possibilities. 
0050 Smart selection component 131 may iteratively 
determine for every current selection whether the selection 
should be expanded by one character or word to the right or to 
the left. In some implementations, Smart selection component 
131 may rank or score candidates for selection using “anchor 
texts that may be obtained from an online encyclopedia or 
knowledge-base. Anchor texts, sometimes known as “link 
titles are text descriptions of hyperlinks. Anchor texts may 
give the user relevant descriptive or contextual information 
about the content at the hyperlink's destination. Anchor texts 
form a source of words and phrases that are positively corre 
lated with one another as related concepts. Examples of 
online encyclopedias and knowledge bases are MICROSOFT 
ENCARTA, ENCYCLOPEDIA BRITTANICA, and WIKI 
PEDIA. 

0051 Character n-gram probabilities are based on n-gram 
models, a type of probabilistic language model for predicting 
the next item in a sequence of characters, phonemes, Syl 
lables, or words. A character n-gram probability may allow 
prediction of the next character that will be typed based on a 
probability distribution derived from a training data set. In 
Some cases, a Smart selection component 131 may be trained 
using machine learning techniques via character n-gram 
probability data from anchor texts. 
0052. In some implementations, a smart selection compo 
nent 131 may interact with or use available commercial or 
free cloud-based services providing n-gram probability infor 
mation. An example of a cloud-based service is “Microsoft 
Web N-gram Services'. This service continually analyzes all 
content indexed by the MICROSOFT BING search engine. 
Similar services are available from GOOGLE's N-gram cor 
pus. A cloud-based service may include the analysis of search 
engine logs for the words that internet users add or change to 
disambiguate their searches. Smart selection component 131 
may interoperate with such a cloud-based service via API. 
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0053. In some cases, t?-idf techniques may be used in a 
smart selection component 131. The t?-idf is a numerical 
statistic intended to reflect how important a word is to a 
document in a collection or corpus. Thetf-idf value increases 
in proportion to the number of times a term (e.g., a word or 
phrase) appears in a document, but is negatively weighted by 
the number of documents that contain the word in order to 
control for the fact that some words are generally more com 
mon than others. One way of using t?-idf techniques is by 
Summing t?-idf values for each term in a candidate focus of 
attention. 
0054. In some cases, capitalization properties of terms 
may be used to identify nouns or noun phrases for focus of 
attention candidates. Capitalization properties may be used 
both to rank the importance of certain terms and as further 
scoring filters when final rankings are calculated. Other 
implementations may use dictionary-based techniques to 
additionally identify a large dictionary of known, named enti 
ties, such as the titles of albums, Songs, movies, and TV 
shows. In some cases, a natural language analyzer can be used 
to identify the part of speech of words, term boundaries, and 
constituents (noun phrases, verb phrases, etc.). It should be 
noted that the techniques described for predicting the focus of 
attention are examples and are not intended to be limiting. 
0055 Scoring data from the various described techniques, 
and others, may be used to produce candidate foci of attention 
from a user-indicated focus of attention. The scores may be 
assembled by the Smart selection component 131, and scores 
assigned by one or more of these techniques may be com 
piled, averaged and weighted. The scores may be further 
modified by the capitalization and stop-word properties of the 
words in the candidate focus of attention (stop-words are 
semantically irrelevant words, such as the articles “A”, “an', 
and “the'). A final score and ranking for each candidate focus 
of attention may be calculated which may be used to find the 
top candidate focus (or foci) of attention for a given user 
selection. 
0056. Accordingly, the initial text selection provided with 
the request may be referred to as a “user-indicated focus of 
attention. In addition to an indication of the user-indicated 
focus of attention, the request can include a range of text or 
content before and/or after the user-indicated focus of atten 
tion. The user-indicated focus of attention may then be ana 
lyzed for expansion, contraction, or manipulation to find an 
intended focus of attention in response to rankings emerging 
as various predictive techniques areapplied. One or more foci 
of attention may be chosen that may be different from the 
users indicated foci of attention. 

0057. Once one or more foci of attention are determined, 
context analysis may be performed to determine query terms 
for formulating a query (203). As part of the determination of 
query terms, query items including operators such as OR, 
NOT, and BOOST, as well as meta-information (e.g., derived 
from user metadata) such as the user's location (if available 
through privacy permissions), time of day, client device and 
the like may also be determined so as to facilitate the genera 
tion of the queries. Context analysis may identify represen 
tative terms in the context that can be used to query the search 
engine in conjunction with the focus of attention. Context 
analysis may be performed, for example, by a context analy 
sis component 132 such as described with respect to FIG. 1A. 
0058. Here, context analysis is a technique by which a 
query to a search service (e.g., one or more of search services 
120) may be refined to become more relevant to a particular 
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user. Various forms of context may be analyzed, including, for 
example: the content of the article, document, e-book, or 
other electronic content a user is reading or manipulating 
(including techniques by which to analyze content for its 
contextual relationship to the focus of attention); application 
and device properties; and metadata associated with the client 
device user's identity, locality, environment, language, pri 
vacy settings, search history, interests, or access to computing 
resources. The use of these various forms of context with 
respect to query refinement will now be discussed. 
0059. The content of the article, document, e-book, or 
other electronic content with which a user is interacting is one 
possible aspect of the “context that may refine a search 
query. For example, a user who selected “Russian Federa 
tion” as a focus of attention may be interested in different 
information about Russia when reading an article about the 
Syrian civil war than when reading an article about the Olym 
pics. If context analysis of the article content were performed 
in this example, the query terms might be modified from 
“Russian Federation’ (the user-indicated focus) to “Russian 
Federation involvement in Syrian civil war or “Russian Fed 
eration 2014 Sochi Olympics.” respectively. 
0060. The electronic content surrounding the focus of 
attention may undergo context analysis to determine query 
terms in one or more of a variety of ways. In some cases, the 
entire document, article, or e-book may be analyzed for con 
text to determine query terms. In some cases, the electronic 
content undergoing context analysis may be less than the 
entire document, article, or e-book. The amount and type of 
Surrounding content analyzed for candidate context terms 
may vary according to application, content type, and other 
factors. 
0061 For example, the contextually analyzed content may 
be defined by a range of words, pages, or paragraphs Sur 
rounding the focus of attention. In an e-book, for example, the 
content for contextual analysis may be limited to only that 
portion of the e-book that the user has actually read, rather 
than the unread pages or chapters. In some cases, the content 
for contextual analysis may include the title, author, publica 
tion date, index, table of contents, bibliography, or other 
metadata about the electronic content. In some implementa 
tions, the contextual insights component 105 at the client may 
be used to determine and/or apply the rules for the amount of 
contextual content provided in a request to a contextual 
insights service. 
0062 Context analysis of an appropriate range of content 
Surrounding the focus of attention may be conducted in some 
implementations by selecting candidate context terms from 
the Surrounding content and analyzing them in relation to a 
focus of attention term. For example, a technique that scores 
candidate context terms independently of each other but in 
relation to a focus of attention term may be used. The tech 
nique may determine a score for each pair of focus-candidate 
context terms and then rank the scores. 

0063. In some implementations, the relevance of the rela 
tionship between the candidate term from the Surrounding 
content and the focus of attention may be analyzed with 
reference to the query logs of search engines. The query logs 
may indicate, using heuristics gathered from prior searches 
run by a multiplicity of users, that certain relationships 
between foci of attention terms and candidate terms from the 
Surrounding content are stronger than others. In some imple 
mentations, a context analysis component 132 may be trained 
on the terms by culling term relationships from web content 
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crawls. In some cases, the strength of a relationship between 
terms may be available as part of a cloud-based service. Such 
as the “Microsoft Web N-gram Services' system discussed 
above, from which relative term strengths may be obtained, 
for example via API call or other communication mechanism. 
0064. Another technique that may be used for determining 
the relevance of candidate context terms, used either alone or 
in concert with other techniques, is by determining whether a 
candidate context is a named entity. For example, a candidate 
context term may be part of a dictionary of known, named 
entities such as the titles of albums, Songs, movies, and TV 
shows; if the candidate context term is a named entity, the 
relevance of the candidate term may be adjusted. 
0065 Distance between the candidate context term and 
the focus of attention may also be considered in context 
analysis. Distance may be determined by the number of 
words or terms interceding between the candidate context 
term and a focus of attention. 
0066. In some implementations, the relevance of a candi 
date context term with reference to focus of attention terms 
may be determined with respect to anchor text available from 
an online knowledge-base. Statistical measurements of the 
occurrence frequencies of terms in anchor texts may indicate 
whether candidate terms and focus of attention terms are 
likely to be related, or whether the juxtaposition of the terms 
is random. For example, highly entropic relationship values 
between the candidate context term and the focus of attention 
term(s) in anchor text may signify that the candidate context 
term is a poor choice for a query term. 
0067. Some techniques of context analysis may use meta 
data associated with the application, device, or user in addi 
tion to (or in lieu of) the gathering and analysis of terms from 
the content Surrounding a focus of attention. These tech 
niques may be used by context analysis component 132 to 
refine, expand, or reduce the query terms selected for the 
search query. 
0068. In some implementations, the type of application 
102 or device 100 may be a factor in context analysis. For 
example, if a user is writing a paper in a content authoring 
application Such as a word processor, then context analysis 
for query terms may be different than the analysis would be 
for a reader application. In this example of the authoring 
application, a context analysis may determine via the appli 
cation type that a narrower focus to find query terms may be 
appropriate, perhaps limiting query terms to definitions and 
scholarly materials. In the case of the reader, more interest 
based and informal materials may be appropriate, so candi 
date query terms are more wide-ranging. 
0069. Factors derived from user device metadata may also 
be considered in certain implementations. Sometimes, the 
type of user device may be a factor in the query terms deter 
mined from context analysis. For example, if the user device 
is a phone-sized mobile device, then candidate context terms 
may be selected from a different classification than those 
selected if the user device were a desktop computer. In the 
case of the small mobile device, a users interests may be 
more casual, and the screen may have less space, so candidate 
terms which produce more Summarized information may be 
selected. Further, context analysis may consider device 
mobility by selecting candidate terms that may be related to 
nearby attractions. In contrast, if the user device is a desktop 
device, then user may be at work and want more detailed and 
informative results; query terms might be added which obtain 
results from additional sources of information. 
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0070. In some implementations, factors derived from user 
metadata may be used as part of context analysis to define 
query terms. Sometimes, a factor may be the type of user— 
e.g., whether the user's current role is as a corporate 
employee or consumer. The type of user may be determined, 
for example, by the internet protocol (IP) address from which 
the user is accessing a communications network. In the 
former case, work-oriented query terms may be preferentially 
selected by the context analysis component; in the latter case, 
more home or consumer-related terms may be preferred. In 
Some implementations, the user type may determine the 
availability of computing resources Such as a company 
knowledge management system accessible by a company 
intranet. Availability of company-related resources might 
enable a context analysis component to select query terms 
targeted toward Such specialized systems. 
0071. In some implementations, a factor in context analy 
sis may be the user's history of prior searches or interests. In 
Some cases, the historical record of previous foci of attention 
selected by the user may be analyzed to generate or predict 
candidate query terms. Those candidate terms might be 
refined or ranked with respect to the user's current foci of 
attention using techniques similar to those described with 
respect to candidate terms for Surrounding content; e.g., by 
using N-term services or anchor text analysis. 
0072 Candidate terms may be selected by the context 
analysis engine on the basis of prior user internet searches. 
The historical record of these searches may generate or pre 
dict candidate query terms. Similarly, internet browser cook 
ies or browser history of websites visited may be used to 
discern user interests which may predict or refine candidate 
terms. Candidate terms generated may be ranked or refined 
using similar techniques to those described above with 
respect to historical foci of attention terms. 
0073. Other factors which may be analyzed during the 
context analysis component's determination of query terms 
might be the time of day that the user is requesting contextual 
insights and the current geographic locality of the client 
device. User profile and demographic information, Such as 
age, gender, ethnicity, religion, profession, and preferred lan 
guage may also be used as factors in query term determina 
tion. It should be noted that, in some implementations, pri 
vacy settings of the user may impact whether user profile 
metadata is available for context analysis and to what extent 
profile metadata may be used. 
0074 Continuing with the process illustrated in FIG. 2, a 
query may be formulated using one or more of the query 
terms (204). Query formulation may include a pre-processing 
determination in which a mode of operation is decided with 
reference to user preferences; the mode of operation may 
inform which context-related terms are used to formulate the 
query. Query formulation may include the assembly of the 
actual queries that may be sent to one or more search services. 
Query formulation may be performed, for example, by a 
query formulation component 133 described with respect to 
FIG 1A 

0075. In some embodiments, query formulation compo 
nent 133 may engage in a pre-processing determination in 
which a mode of operation is decided with reference to user 
preferences. The mode of operation may determine one or 
more classes of appropriate or desirable search results. For 
example, two modes of operation may be "lookup' and 
“exploration.” A “lookup” mode may give targeted results 
directed narrowly toward a focus of attention (e.g., a dictio 
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nary lookup). An "exploration” mode may give more general 
search results, and, for example, present several options to the 
user with respect to which search results or topics to further 
explore. Naturally, other modes of operation representing 
different classes of search result are possible, as are scenarios 
in which multiple modes of operation are provided. 
0076. Thus, an operation of the query formulation com 
ponent may be to determine to what extent the query terms 
from the contextual analysis phase may take over from or 
supersede the user's indicated/determined foci of attention 
(or explicit search query if the user provided one). A mode of 
operation may be selected by the user actively, such as by 
affirmative selection of the mode, or passively, such as based 
on Some factor determined from user, device, or application 
metadata. 

0077. In some cases, a mode of operation may be deter 
mined by the query formulation component 133 based on 
outcomes from contextanalysis or other factors. For example, 
the query formulation component 133 may determine which 
mode of operation to use based on ambiguity of a focus of 
attention. If, during or after context analysis, contextual 
insights service determines that, because of ambiguity in the 
focus of attention, terms or results may not be acceptably 
narrowed for a lookup mode, an exploration mode may be 
chosen. 

0078 Sometimes, query formulation component 133 may 
determine that certain additional context terms may return 
search results that inappropriately overwhelm the focus of 
attention. In some cases, query formulation component 133 
may modify query terms that may be likely to return adult or 
offensive content; user profile metadata (e.g., age of the user) 
may be a factor in Such a modification of query terms. Con 
textual insights service 110 may make this determination, for 
example, by formulating and sending one or more probative 
queries to search services. Probative queries may enable the 
contextual insights service 110 to preview search results for 
several trial formulations of query terms so that terms added 
by context analysis may be adjusted or modified. 
0079 Query formulation may include the assembly of 
actual queries that may be sent to one or more search services. 
In Some cases, a query formulation component may assemble 
and send a single query consisting of one or more query terms 
joined conjunctively to a single search service. 
0080. In some cases, however, context analysis could 
reveal that the context covers multiple aspects about the focus 
of attention that can lead the user to desire to explore different 
context terms differently. The query formulation component 
may, based on a determined need for different classes of 
search results, formulate disjunctive queries, formulate sepa 
rate queries with differing terms, split queries into multiple 
execution phases, and/or send different queries to different 
search services. In some cases, query terms may be ordered in 
a particular sequence to obtain particular search results. 
0081 For example, query formulation component 133 
may determine that a particular focus of attention and context 
analysis reveals query terms that may be best presented to the 
user in segmented fashion. In such a case, the query formu 
lation component 133 may construct a disjunctive query of 
the form “focus-term AND (context-term OR context-term 
OR . . . ). Moreover, the query formulation component 133 
may sometimes construct multiple queries—a query that tar 
gets the focus of attention more narrowly, and one or more 
queries that target exploratory search results on a handful of 
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related themes. In some cases, a query may be targeted toward 
a particular search service in order to retrieve results from a 
given class. 
I0082 Query formulation can be carried out based on 
intended search services so that the contextual insights Ser 
Vice initiates a search by sending a query to one or more 
search services (205). The search may occur when contextual 
insights service 110, or some component thereof (e.g., query 
formulation component 133) issues or sends the query to one 
or more search services 120 as described in FIG. 1A. Once 
sent, results of the search may be received (206). In many 
cases, the search query will be issued, and search results will 
be returned, via an API call to the search service, as noted in 
FIG. 1A. In situations where multiple queries have been sent, 
either to segment results or to target specific search services, 
multiple sets of search results may be received. 
I0083. After receipt of the results, the results may be orga 
nized and filtered according to at least Some of the context 
(207). The contextual insights service 110, or some compo 
nent thereof (e.g., result post-processing component 134 
described in FIG. 1A) may receive the results and/or perform 
organizing and filtering operations. Organization and filtering 
of the results may include, for example: ranking of results 
according to various criteria; assembly, sorting, and grouping 
of result sets, including those from multiple queries and/or 
multiple search services; and removal of spurious or less 
relevant results. 
0084. In some implementations, organization and filtering 
of the results may include ranking of results according to 
various criteria; some of the criteria may be determined from 
context. Result post-processing component may assess 
aspects of search results received from the search service 
according to varied techniques. Assessments of rank emerg 
ing from one or more techniques may be used in concert with 
one another, Some of the techniques may weighted according 
to their aptitude for producing relevant answers in a given 
COInteXt. 

I0085. In some cases, search results may be received from 
a search service with a ranking position; Such a ranking may 
constitute a natural starting point for determining relevance. 
Another technique may include a linguistic assessment of 
how closely the title or URL of a search result matches the 
query; e.g., if words in the title are an almost exact match to 
terms in the query, the result may be more relevant. 
I0086 Factors determined from context analysis may also 
be applied in the result post-processing phase to assist in 
congruency of the search results with respect to context. For 
example, results may be assessed to ensure that the results are 
congruous with user profile metadata. Results that are age 
inappropriate, for example, might be removed entirely; in 
other cases, results that may more be more appropriate to a 
user's location may be ranked higher by the result post 
processing component 134 than other results. 
I0087 Factors such as whether a search result corresponds 
to a disambiguation page (e.g., on Wikipedia), the length of 
the query, the length of the context, and other query perfor 
mance indicators may also be used in an assessment of search 
result relevance. 
I0088. However, at times, other techniques aside from 
ranking the results may be relevant to organizing and filtering 
the results for contextual insights. For example, when mul 
tiple results sets from several queries or search services have 
been received, the results may be grouped or resorted. Fur 
thermore, when there is disagreement or lack of congruity 
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between different search services, determinations may be 
needed as to which result sets to prioritize. 
0089. In some cases, multiple queries may have been 
issued by the query formulation component 133, and perhaps 
to multiple search services. In those cases, the queries them 
selves may naturally reflect intended groupings of result sets. 
For example, if a focus of attention relates to a geographic 
location and the query formulation component 133 directed a 
query specifically at a search service with travel information, 
search results returned from that service may be grouped 
together under a “Travel category by the result post-process 
ing component 134. Similarly, if the query formulation com 
ponent 133 had issued a separate query to a search service 
focusing on the history of the geographic location, those 
results may also be grouped together. Naturally, search results 
may also be ranked and refined within the group or category. 
In some cases, result sets returned from different queries may 
be reconsolidated by the result post-processing component 
134. Moreover, sometimes results received from the search 
service as a single result set may be segmented and grouped 
more logically, for example according to topic, domain of the 
website having the result, type of result (e.g., text, photos, 
multimedia), content rating, or other criteria. 
0090 Some implementations may include the detection of 
result thresholds by the result post-processing component 
134. Result “thresholds are juncture points in one or more 
results or sets of results that indicate that particular groups of 
results may be related to one another, such as by relevance or 
by category/topic. These thresholds may be used to group, 
refine, remove, or re-sort results. 
0091 For example, in a given search, if the first three 
search results are ranked at the top because they have a high 
ranking score, but the next seven search results form a group 
having a low ranking score, the first group of three results may 
be highly relevant to the focus of attention and context. Here, 
a result threshold may exist beyond which results may either 
be truncated or presented differently to the user, for example 
in an interface displaying a different mode of operation. In 
another example scenario, perhaps all ten results have a rank 
ing score that is similar, and the relevance of the results would 
be difficult to distinguish from one another; in this example, 
there is no result threshold with respect to relevance, and 
different presentation or grouping options may be used. 
Result thresholds may sometimes be used to determine how 
many insights 135 to return from a given contextual insights 
request 130. In some cases, characteristics of a given result 
threshold may be adapted to user, application, or device meta 
data (e.g., the size of the device screen). 
0092. Sometimes, result thresholds may be recognized 
from patterns that allow detection of content groups. 
Examples of patterns include when several results show simi 
larities (or dissimilarities) in their title, site origin, or ranking 
scores. When the result post-processing component 134 
receives results that can be determined to match a particular 
pattern, the result post-processing component 134 may group 
those results together as a single result or segmented category 
of results. For example, multiple postings of a similar news 
release to various websites may be determined to have very 
similar titles or brief descriptions; the result post-processing 
component 134 may recognize a pattern and either group or 
truncate the news releases into a single insight. 
0093. Result thresholds may be detected from patterns of 
disagreement between sources. For instance, a level of 
entropy—the degree to which there is or is not overlap 
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between results returned by different sources—may indicate 
a result threshold. If, for example, results from one source 
have a low overlap with the results from another source, this 
pattern may indicate that the results may be separated into 
multiple groups having different contextual insights. 
0094. In some cases, as for example when a threshold is 
detected from an identifiable pattern of disagreement 
between sources, certain functions of the contextual insights 
service 110 may be executed repeatedly to determine appro 
priate contextual insights (for example, an adjustment may be 
made at operation 202 and the processes repeated). For 
example, as described with respect to FIG. 1A, result post 
processing component 134 may determine that anotheritera 
tion of the processing stages of Smart selection, context analy 
sis, and/or query formulation might produce improved 
insights. As a result of additional iterations of processing, the 
focus of attention, context terms from content and metadata, 
and query terms may be modified. 
0.095 A pattern of disagreement between sources might 
occur, for instance, when the formulated query terms were 
ambiguous with respect one or more of the sources or search 
services. If, for example, a request is made for contextual 
insights about “John Woo, and John Woo is both a prominent 
movie director and a high-ranking statesman at the United 
Nations, at least two distinct patterns of results would be 
returned. A further iteration of processing using additional 
context or a modified focus of attention may be used to 
determine the most relevant insights. Or, consider the homo 
graph “row” (a homograph is each of two or more words 
spelled the same but not necessarily pronounced the same and 
having different meanings and origins). British people fre 
quently use the word “row' to mean an argument or quarrel, 
but Americans seldom do; Americans tend to use the word in 
its verb form, e.g., “to paddle a boat, as with an oar. If a 
threshold is determined that hinges upon the two meanings in 
a given query, a further context analysis might identify that, 
for example, the user is British (and hence means “argu 
ment'), or that the word “row’ is being used in its verb form 
in the context of the content being consumed. 
0096. When the organizing and filtering of the results 
(207) has completed, contextual insights 135 may be returned 
(208) to the calling component 105 or client device 100 by the 
contextual insights service 110. 
0097 FIG. 3 shows an example interface displaying con 
textual insights. The example interface is provided to illus 
trate one way that contextual insights 135 may be displayed 
on the user device 100. An example interface such as the one 
shown in FIG.3 may be generated by the application 102, or 
rendered by a contextual insights component 105 in coopera 
tion with the application 102 or device 100. The example is 
for illustrative purposes only and is not intended to be limiting 
of the ways and varieties that contextual insights may be 
organized and filtered by the contextual insights service 110. 
0.098 Referring to FIG. 3, a contextual insights preview 
300 can be displayed non-obtrusively atop the existing appli 
cation surface 301, only partly obscuring the content dis 
played in the application surface 301. In the example preview 
300, a quick summary can be provided that may include a title 
302 (as provided by the identified text 303), an image (still or 
moving) 304 (if available) and summary text 305 (if avail 
able). 
0099. Also included in the example contextual insights 
preview 300 may be a preview of various modes of operation 
that may form groupings in the contextual insights, or various 
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other groupings 320 determined by the contextual insights 
service 110. To enable a user to navigate the contextual 
insights, the relevant results 310 can be grouped into modules 
320 that may be indicative of modes of operation or other 
groupings. 
0100. In the example illustrated in FIG. 3, the results 310 
are grouped by source. “Source in this context, may mean a 
network location, website, type of application, type of result 
(such as an image) or other logical method of grouping 
results. Some examples of sources might be the Wikipedia 
online encyclopedia; a local network Source. Such as an inter 
nal web server and/or social graph, privately available to the 
users in a company; a particular news website; image files 
from a photo-sharing website; structured data from a data 
base; or private files on the user's drives or personal cloud 
Storage. 
0101. It should be noted that the modular groupings may 
be displayed differently based on contextual information 
about the user. For example, a user at home may receive 
consumer or entertainment-oriented information sources. 
The same user might receive different groupings (and, as 
noted above, different results) when at work. Many such 
forms of groupings are possible. In some cases, as noted, the 
groupings or modules may be formed by the strength of the 
relationship between focus of attention terms or concepts and 
context terms. These aspects were discussed with respect to 
FIG 2. 
0102 FIG. 4 shows a block diagram illustrating compo 
nents of a computing device or System used in Some imple 
mentations of the described contextual insights service. For 
example, any computing device operative to run a contextual 
insights service 110 or intermediate devices facilitating inter 
action between other devices in the environment may each be 
implemented as described with respect to system 400, which 
can itself include one or more computing devices. The system 
400 can include one or more blade server devices, standalone 
server devices, personal computers, routers, hubs, Switches, 
bridges, firewall devices, intrusion detection devices, main 
frame computers, network-attached storage devices, and 
other types of computing devices. The hardware can be con 
figured according to any Suitable computerarchitectures Such 
as a Symmetric Multi-Processing (SMP) architecture or a 
Non-Uniform Memory Access (NUMA) architecture. 
0103) The system 400 can include a processing system 
401, which may include a processing device Such as a central 
processing unit (CPU) or microprocessor and other circuitry 
that retrieves and executes software 402 from storage system 
403. Processing system 401 may be implemented within a 
single processing device but may also be distributed across 
multiple processing devices or Sub-systems that cooperate in 
executing program instructions. 
0104 Examples of processing system 401 include general 
purpose central processing units, application specific proces 
sors, and logic devices, as well as any other type of processing 
device, combinations, or variations thereof. The one or more 
processing devices may include multiprocessors or multi 
core processors and may operate according to one or more 
Suitable instruction sets including, but not limited to, a 
Reduced Instruction Set Computing (RISC) instruction set, a 
Complex Instruction Set Computing (CISC) instruction set, 
or a combination thereof. In certain embodiments, one or 
more digital signal processors (DSPs) may be included as part 
of the computer hardware of the system in place of or in 
addition to a general purpose CPU. 
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0105 Storage system 403 may comprise any computer 
readable storage media readable by processing system 401 
and capable of storing software 402 including contextual 
insights components 404 (such as Smart selection 131, con 
text analysis 132, query formulation 133, and result post 
processing 134). Storage system 403 may include volatile and 
nonvolatile, removable and non-removable media imple 
mented in any method or technology for storage of informa 
tion, such as computer readable instructions, data structures, 
program modules, or other data. 
0106 Examples of storage media include random access 
memory (RAM), read only memory (ROM), magnetic disks, 
optical disks, CDs, DVDs, flash memory, solid state memory, 
phase change memory, or any other Suitable storage media. 
Certain implementations may involve either or both virtual 
memory and non-virtual memory. In no case do storage media 
consist of a propagated signal. In addition to storage media, in 
Some implementations, storage system 403 may also include 
communication media over which software 402 may be com 
municated internally or externally. 
0107 Storage system 403 may be implemented as a single 
storage device but may also be implemented across multiple 
storage devices or Sub-systems co-located or distributed rela 
tive to each other. Storage system 403 may include additional 
elements, such as a controller, capable of communicating 
with processing system 401. 
0.108 Software 402 may be implemented in program 
instructions and among other functions may, when executed 
by system 400 in general or processing system 401 in par 
ticular, direct system 400 or processing system 401 to operate 
as described herein for enabling contextual insights. Software 
402 may provide program instructions 404 that implement a 
contextual insights service. Software 402 may implement on 
system 400 components, programs, agents, or layers that 
implement in machine-readable processing instructions 404 
the methods described herein as performed by contextual 
insights service. 
0109 Software 402 may also include additional pro 
cesses, programs, or components. Such as operating System 
software or other application software. Software 402 may 
also include firmware or some other form of machine-read 
able processing instructions executable by processing system 
4.01. 

0110. In general, software 402 may, when loaded into 
processing system 401 and executed, transform system 400 
overall from a general-purpose computing system into a spe 
cial-purpose computing system customized to facilitate con 
textual insights. Indeed, encoding software 402 on storage 
system 403 may transform the physical structure of storage 
system 403. The specific transformation of the physical struc 
ture may depend on various factors in different implementa 
tions of this description. Examples of Such factors may 
include, but are not limited to, the technology used to imple 
ment the storage media of storage system 403 and whether the 
computer-storage media are characterized as primary or sec 
ondary storage. 
0111 System 400 may represent any computing system 
on which software 402 may be staged and from where soft 
ware 402 may be distributed, transported, downloaded, or 
otherwise provided to yet another computing system for 
deployment and execution, or yet additional distribution. 
0112. In embodiments where the system 400 includes 
multiple computing devices, one or more communications 
networks may be used to facilitate communication among the 
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computing devices. For example, the one or more communi 
cations networks can include a local, wide area, or ad hoc 
network that facilitates communication among the computing 
devices. One or more direct communication links can be 
included between the computing devices. In addition, in some 
cases, the computing devices can be installed at geographi 
cally distributed locations. In other cases, the multiple com 
puting devices can be installed at a single geographic loca 
tion, such as a server farm or an office. 
0113. A communication interface 405 may be included, 
providing communication connections and devices that allow 
for communication between system 400 and other computing 
systems (not shown) over a communication network or col 
lection of networks (not shown) or the air. Examples of con 
nections and devices that together allow for inter-system 
communication may include network interface cards, anten 
nas, power amplifiers, RF circuitry, transceivers, and other 
communication circuitry. The connections and devices may 
communicate over communication media to exchange com 
munications with other computing systems or networks of 
systems, such as metal, glass, air, or any other Suitable com 
munication media. The aforementioned communication 
media, network, connections, and devices are well known and 
need not be discussed at length here. 
0114. It should be noted that many elements of system 400 
may be included in a system-on-a-chip (SoC) device. These 
elements may include, but are not limited to, the processing 
system 401, a communications interface 405, and even ele 
ments of the storage system 403 and software 402. 
0115 FIG. 5 illustrates an example system architecture in 
which an implementation of techniques for contextual 
insights may be carried out. In the example illustrated in FIG. 
5, an application 501 for interacting with textual content can 
be implemented on a client device 500, which may be or 
include computing systems such as a laptop, desktop, tablet, 
reader, mobile phone, and the like. Contextual insights com 
ponent 502 can be integrated with application502 to facilitate 
communication with contextual insights service 511. 
0116 Contextual insights service 511 may be imple 
mented as software or hardware (or a combination thereof) on 
server 510, which may be an instantiation of system 400. The 
features and functions of a contextual insights service 511 
may be callable by device 500, application 501, or contextual 
insights component 502 via an API. 
0117 The contextual insights service 511 may initiate and 
send search queries to search service 521. Search service 521 
may be implemented on server 520, which may itself bean 
instantiation of a system similar to that described with respect 
to system 400 or aspects thereof. Many search services may 
be available for querying in a given environment. 
0118 Communications and interchanges of data between 
components in the environment may take place over network 
550. The network 550 can include, but is not limited to, a 
cellular network (e.g., wireless phone), a point-to-point dial 
up connection, a satellite network, the Internet, a local area 
network (LAN), a wide area network (WAN), a Wi-Fi net 
work, an ad hoc network, an intranet, an extranet, or a com 
bination thereof. The network may include one or more con 
nected networks (e.g., a multi-network environment) 
including public networks, such as the Internet, and/or private 
networks such as a secure enterprise private network. 
0119) Alternatively, or in addition, the functionality, meth 
ods and processes described herein can be implemented, at 
least in part, by one or more hardware modules (or logic 
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components). For example, the hardware modules can 
include, but are not limited to, application-specific integrated 
circuit (ASIC) chips, field programmable gate arrays (FP 
GAS), System-on-a-chip (SoC) systems, complex program 
mable logic devices (CPLDs) and other programmable logic 
devices now known or later developed. When the hardware 
modules are activated, the hardware modules perform the 
functionality, methods and processes included within the 
hardware modules. 

I0120 Certain aspects of the invention provide the follow 
ing non-limiting embodiments: 

Example 1 

I0121. A method for facilitating contextual insights com 
prising: receiving a request for contextual insights with 
respect to at least Some text; determining from information 
provided with the request a focus of attention for the contex 
tual insights; performing context analysis from context pro 
vided with the request to determine query terms; formulating 
at least one query using one or more of the query terms; 
initiating a search by sending the at least one query to at least 
one search service; receiving results of the search; and orga 
nizing and filtering the results according to at least some of 
the context. 

Example 2 

0.122 The method of example 1, wherein query items 
including operators such as or, not and boost; and metadata 
Such as user's location, time of day, and client device are also 
determined from the information provided with the request, 
the formulating of the at least one query further using one or 
more of the query items. 

Example 3 

I0123. The method of any of examples 1-2, wherein the 
information provided with the request for contextual insights 
comprises an indication of a selection of text. 

Example 4 

0.124. The method of any of examples 1-2, wherein the 
information provided with the request for contextual insights 
comprises an indication of a selection of a region. 

Example 5 

0.125. The method of any of examples 1-4, wherein deter 
mining from the indication the focus of attention comprises 
predicting the focus of attention by: modifying an initially 
indicated text section from the information provided with the 
request with additional text selected from the context pro 
vided with the request to form one or more candidate foci of 
attention; determining a probability or score for each of the 
one or more candidate foci of attention; and selecting at least 
one of the candidate foci of attention having the highest 
probability or score. 

Example 6 

0.126 The method of any of examples 1-5, wherein the 
context comprises one or more of content Surrounding the 
indication, device metadata, application metadata, and user 
metadata. 
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Example 7 

0127. The method of any of examples 1-6, wherein for 
mulating the at least one query further comprises: determin 
ing a mode of operation from one or more of a level of 
ambiguity in the focus of attention and a user preference; and 
modifying the query in response to the mode of operation. 

Example 8 

0128. The method of any of examples 1-7, wherein for 
mulating the at least one query further comprises modifying 
the query in response to user metadata. 

Example 9 

0129. The method of any of examples 1-8, wherein orga 
nizing and filtering the results further comprises: detecting a 
pattern in the results, wherein the pattern is based on a level of 
similarity of one or more of rankings of the results, content of 
the results, and origin of the results; and using the pattern to 
group, re-sort, or remove results. 

Example 10 

0130. The method of any of examples 1-9, wherein deter 
mining the query terms comprises: performing context analy 
sis of one or more of content of a file being consumed or 
created in an application that is a source of the request; appli 
cation properties of the application; device properties of a 
device on which the application is executed; or metadata 
associated with a user's identity, locality, environment, lan 
guage, privacy settings, search history, interests and/or access 
to computing resources. 

Example 11 

0131 The method of example 10, wherein performing 
context analysis of the content of the file performs context 
analysis of all content of the file being consumed or created in 
the application or performs context analysis of a particular 
amount of content of the file. 

Example 12 

0132) The method of example 10 or 11, wherein perform 
ing contextanalysis of the content further comprises selecting 
candidate context terms from content Surrounding a focus-of 
attention term and analyzing the candidate context terms in 
relation to the focus-of-attention term. 

Example 13 

0133. The method of example 12, whereindetermining the 
query terms further comprises scoring the candidate context 
terms independently of each other but in relation to the focus 
of-attention term; and ranking the scores for each pair of 
candidate context term and focus-of-attention term. 

Example 14 

0134. The method of any of examples 12-13, wherein 
determining the query terms further comprises using query 
logs of search engines to analyze a relevance of a candidate 
context term to the focus-of-attention-term. 
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Example 15 

0.135 The method of any of examples 12-14, comprising 
requesting a strength relationship value for the candidate 
context terms from an n-gram service. 

Example 16 

0.136 The method of any of examples 12-15, wherein 
determining the query terms further comprises determining 
whethera candidate context term is a named entity and adjust 
ing a relevance of the candidate context term according to 
whether or not the candidate context term is the named entity. 

Example 17 

0.137 The method of any of examples 12-16, wherein 
determining the query terms further comprises determining a 
distance value of a number of words or terms between the 
candidate context term and the focus-of-attention term. 

Example 18 

0.138. The method of any of examples 12-17, wherein the 
relevance of a candidate context term to the focus-of-atten 
tion term is determined using anchor text available from an 
online knowledge-base. 

Example 19 

0.139. A computer-readable storage medium having 
instructions stored thereon to perform the method of any of 
examples 1-18. 

Example 20 

0140. A service comprising: one or more computer read 
able storage media; program instructions stored on at least 
one of the one or more computer readable storage media that, 
when executed by a processing system, direct the processing 
system to: in response to receiving a request for contextual 
insights with respect to at least some text: determine a focus 
of attention from the information provided with the request; 
perform context analysis from context provided with the 
request to determine one or more context terms; formulate at 
least one query using one or more of the focus of attention and 
the context terms; send the at least one query to at least one 
search service to initiate a search; and in response to receiving 
one or more results from the at least one search service, 
organize and filter the results according to at least Some of the 
COInteXt. 

Example 21 

0.141. The service of example 20, wherein the program 
instructions that direct the processing system to determine the 
focus of attention from the indication direct the processing 
system to: modify an initially indicated text section from the 
information provided with the request with an additional text 
selected from the context provided with the request to form 
one or more candidate foci of attention; determine a probabil 
ity or score for each of the one or more candidate foci of 
attention; and select at least one of the candidate foci of 
attention having the highest probability or score. 
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Example 22 

0142. The service of any of examples 20-21, wherein the 
context comprises one or more of the content Surrounding the 
indication, device metadata, application metadata, and user 
metadata. 

Example 23 

0143. The service of any of examples 20-22, wherein the 
program instructions that direct the processing system to 
formulate the at least one query direct the processing system 
to: determine a mode of operation from one or more of a level 
of ambiguity in the focus of attention and a user preference; 
and modify the query in response to the mode of operation. 

Example 24 

0144. The service of any of examples 20-23, wherein the 
program instructions that direct the processing system to 
formulate the at least one query directs the processing system 
to modify the query in response to user metadata. 

Example 25 

0145 The service of any of examples 20-24, wherein the 
program instructions that direct the processing system to 
organize and filter the results direct the processing system to: 
detect a pattern in the results, wherein the pattern is based on 
a level of similarity of one or more of rankings of the results, 
content of the results, and origin of the results; and use the 
pattern to group, re-sort, or remove results. 

Example 26 

0146 The service of any of examples 20-25, wherein the 
program instructions direct the processing system to perform 
any of the steps of the methods in examples 1-19. 

Example 27 
0147 A System comprising: a processing system; one or 
more computer readable storage media; program instructions 
stored on at least one of the one or more storage media that, 
when executed by the processing system, direct the process 
ing system to: determine, from information provided with a 
request for contextual insights with respect to at least some 
text, a focus of attention for the contextual insights; perform 
context analysis of a context provided with the request to 
determine query terms; formulate at least one query using one 
or more of the query terms; send the at least one query to at 
least one search service; organize and filter results received 
from the at least one search service according to at least some 
of the context; and provide the organized and filtered results 
to a source of the request. 

Example 28 

0148. The system of example 27, wherein the program 
instructions that direct the processing system to determine the 
focus of attention from the indication direct the processing 
system to: modify an initially indicated text section from the 
information provided with the request with an additional text 
selected from the context provided with the request to form 
one or more candidate foci of attention; determine a probabil 
ity or score for each of the one or more candidate foci of 
attention; and select at least one of the candidate foci of 
attention having the highest probability or score. 
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Example 29 
014.9 The system of any of examples 27-28, wherein the 
request context comprises one or more of the content Sur 
rounding the indication, device metadata, application meta 
data, and user metadata. 

Example 30 
0150. The system of any of examples 27-29, wherein the 
program instructions that direct the processing system to 
formulate the at least one query direct the processing system 
to: determine a mode of operation from one or more of a level 
of ambiguity in the focus of attention and a user preference; 
and modify the query in response to the mode of operation. 

Example 31 

0151. The system of any of examples 27-30, wherein the 
program instructions that direct the processing system to 
formulate the at least one query direct the processing system 
to modify the query in response to user metadata. 

Example 32 

0152 The system of any of examples 27-31, wherein the 
program instructions that direct the processing system to 
organize and filter results received from the at least one search 
service according to at least some of the context direct the 
processing system to: detect a pattern in the results, wherein 
the pattern is based on a level of similarity of one or more of 
rankings of the results, content of the results, and origin of the 
results; and use the pattern to group, re-sort, or remove 
results. 

Example 33 

0153. The system of any of examples 27-32, wherein the 
program instructions direct the processing system to perform 
any of the steps of the methods in examples 1-19. 

Example 34 
0154) A system comprising: a means for receiving a 
request for contextual insights with respect to at least some 
text; a means for determining from information provided with 
the request a focus of attention for the contextual insights; a 
means for performing context analysis from context provided 
with the request to determine query items; a means for for 
mulating at least one query using one or more of the query 
terms; a means for initiating a search by sending the at least 
one query to at least one search service; a means for receiving 
results of the search; and a means for organizing and filtering 
the results according to at least Some of the context. 
0.155. It should be understood that the examples and 
embodiments described herein are for illustrative purposes 
only and that various modifications or changes in light thereof 
will be suggested to persons skilled in the art and are to be 
included within the spirit and purview of this application. 
0156 Although the subject matter has been described in 
language specific to structural features and/or acts, it is to be 
understood that the subject matter defined in the appended 
claims is not necessarily limited to the specific features or acts 
described above. Rather, the specific features and acts 
described above are disclosed as examples of implementing 
the claims and other equivalent features and acts are intended 
to be within the scope of the claims. 
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What is claimed is: 
1. A method for facilitating contextual insights comprising: 
receiving a request for contextual insights with respect to at 

least Some text; 
determining from information provided with the request a 

focus of attention for the contextual insights; 
performing context analysis from context provided with 

the request to determine query terms; 
formulating at least one query using one or more of the 

query terms; 
initiating a search by sending the at least one query to at 

least one search service; 
receiving results of the search; and 
organizing and filtering the results according to at least 
Some of the context. 

2. The method of claim 1, wherein the information pro 
vided with the request for contextual insights comprises an 
indication of a selection of text. 

3. The method of claim 1, wherein the information pro 
vided with the request for contextual insights comprises an 
indication of a selection of a region. 

4. The method of claim 1, wherein determining the focus of 
attention from the information provided with the request 
comprises predicting the focus of attention by: 

modifying an initially indicated text section from the infor 
mation provided with the request with additional text 
selected from the context provided with the request to 
form one or more candidate foci of attention; 

determining a probability or score for each of the one or 
more candidate foci of attention; and 

Selecting at least one of the candidate foci of attention 
having the highest probability or score. 

5. The method of claim 1, wherein the context comprises 
one or more of content Surrounding the indication, device 
metadata, application metadata, and user metadata. 

6. The method of claim 1, whereinformulating the at least 
one query further comprises: 

determining a mode of operation from one or more of a 
level of ambiguity in the focus of attention and a user 
preference; and 

modifying the query in response to the mode of operation. 
7. The method of claim 1, whereinformulating the at least 

one query further comprises modifying the query in response 
to user metadata. 

8. The method of claim 1, wherein organizing and filtering 
the results further comprises: 

detecting a pattern in the results, wherein the pattern is 
based on a level of similarity of one or more of rankings 
of the results, content of the results, and origin of the 
results; and 

using the pattern to group, re-sort, or remove results. 
9. A service comprising: 
one or more computer readable storage media; 
program instructions stored on at least one of the one or 
more computer readable storage media that, when 
executed by a processing system, direct the processing 
system to: 

in response to receiving a request for contextual insights 
with respect to at least Some text: 

determine a focus of attention from the information pro 
vided with the request; 

perform context analysis from context provided with the 
request to determine one or more context terms; 
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formulate at least one query using one or more of the focus 
of attention and the context terms; 

send the at least one query to at least one search service to 
initiate a search; and 

in response to receiving one or more results from the at 
least one search service, organize and filter the results 
according to at least some of the context. 

10. The service of claim 9, wherein the program instruc 
tions that direct the processing system to determine the focus 
of attention direct the processing system to: 

modify an initially indicated text section from the informa 
tion provided with the request with an additional text 
selected from the context provided with the request to 
form one or more candidate foci of attention; 

determine a probability or score for each of the one or more 
candidate foci of attention; and 

select at least one of the candidate foci of attention having 
the highest probability or score. 

11. The service of claim 9, wherein the context comprises 
one or more of the content Surrounding the indication, device 
metadata, application metadata, and user metadata. 

12. The service of claim 9, wherein the program instruc 
tions that direct the processing system to formulate the at least 
one query direct the processing system to: 

determine a mode of operation from one or more of a level 
of ambiguity in the focus of attention and a user prefer 
ence; and 

modify the query in response to the mode of operation. 
13. The service of claim 9, wherein the program instruc 

tions that direct the processing system to perform the context 
analysis from the context provided with the request to deter 
mine the one or more context terms directs the processing 
system to perform context analysis of one or more of 

content of a file being consumed or created in an applica 
tion that is a source of the request; 

application properties of the application; 
device properties of a device on which the application is 

executed; or 
metadata associated with a user's identity, locality, envi 

ronment, language, privacy settings, search history, 
interests and/or access to computing resources. 

14. The service of claim 9, wherein the program instruc 
tions that direct the processing system to organize and filter 
the results direct the processing system to: 

detect a pattern in the results, wherein the pattern is based 
on a level of similarity of one or more of rankings of the 
results, content of the results, and origin of the results; 
and 

use the pattern to group, re-sort, or remove results. 
15. A system comprising: 
a processing System; 
one or more computer readable storage media; 
program instructions stored on at least one of the one or 
more storage media that, when executed by the process 
ing system, direct the processing system to: 

determine, from information provided with a request for 
contextual insights with respect to at least Some text, a 
focus of attention for the contextual insights; 

perform context analysis of a context provided with the 
request to determine query terms; 

formulate at least one query using one or more of the query 
terms: 

send the at least one query to at least one search service; 
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organize and filter results received from the at least one 
search service according to at least Some of the context; 
and 

provide the organized and filtered results to a source of the 
request. 

16. The system of claim 15, wherein the program instruc 
tions that direct the processing system to determine the focus 
of attention direct the processing system to: 

modify an initially indicated text section from the informa 
tion provided with the request with an additional text 
selected from the context provided with the request to 
form one or more candidate foci of attention; 

determine a probability or score for each of the one or more 
candidate foci of attention; and 

Select at least one of the candidate foci of attention having 
the highest probability or score. 

17. The system of claim 15, wherein the request context 
comprises one or more of the content Surrounding the indi 
cation, device metadata, application metadata, and user meta 
data. 
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18. The system of claim 15, wherein the program instruc 
tions that direct the processing system to formulate the at least 
one query direct the processing system to: 

determine a mode of operation from one or more of a level 
of ambiguity in the focus of attention and a user prefer 
ence; and 

modify the query in response to the mode of operation. 
19. The system of claim 15, wherein the program instruc 

tions that direct the processing system to formulate the at least 
one query direct the processing system to modify the query in 
response to user metadata. 

20. The system of claim 15, wherein the program instruc 
tions that direct the processing system to organize and filter 
results received from the at least one search service according 
to at least Some of the context direct the processing system to: 

detect a pattern in the results, wherein the pattern is based 
on a level of similarity of one or more of rankings of the 
results, content of the results, and origin of the results; 
and 

use the pattern to group, re-sort, or remove results. 
k k k k k 


