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1. 

SYSTEMAND METHODS FOR ADAPTIVE 
THRESHOLD DETERMINATION FOR 

PERFORMANCE METRICS 

CROSS-REFERENCE TO RELATED CASES 

This application claims priority to and the benefit of, and 
incorporates herein by reference, in their entirety, the fol 
lowing provisional U.S. patent applications: 

Ser. No. 60/307,055, filed Jul. 20, 2001, and 
Ser. No. 60/322,021, filed Sep. 13, 2001. 

Further, this application incorporates herein by reference, in 
its entirety, U.S. provisional application Ser. No. 60/307, 
730, filed Jul. 3, 2001. 

FIELD OF THE INVENTION 

The invention relates to a system and methods for moni 
toring a set of metrics. More particularly, the invention 
provides a system and methods for dynamically computing 
thresholds, and for signaling threshold violations. 

BACKGROUND OF THE INVENTION 

Transactions are at the heart of web-based enterprises. 
Without fast, efficient transactions, orders dwindle and prof 
its diminish. Today's web-based enterprise technology, for 
example, is providing businesses of all types with the ability 
to redefine transactions. There is a need, though, to optimize 
transaction performance and this requires the monitoring, 
careful analysis and management of transactions and other 
system performance metrics that may affect web-based 
enterprises. 
Due to the complexity of modern web-based enterprise 

systems, it may be necessary to monitor thousands of 
performance metrics, ranging from relatively high-level 
metrics, such as transaction response time, throughput and 
availability, to low-level metrics, such as the amount of 
physical memory in use on each computer on a network, the 
amount of disk space available, or the number of threads 
executing on each processor on each computer. Metrics 
relating to the operation of database systems and application 
servers, operating systems, physical hardware, network per 
formance, etc. all must be monitored, across networks that 
may include many computers, each executing numerous 
processes, so that problems can be detected and corrected 
when (or preferably before) they arise. 
Due to the number of metrics involved, it is useful to be 

able to call attention to only those metrics that indicate that 
there may be abnormalities in System operation, so that an 
operator of the system does not become overwhelmed with 
the amount of information that is presented. To achieve this, 
it is generally necessary determine which metrics are outside 
of the bounds of their normal behavior. This is typically done 
by checking the values of the metrics against threshold 
values. If the metric is within the range defined by the 
threshold values, then the metric is behaving normally. If, 
however, the metric is outside the range of values defined by 
the thresholds, an alarm is typically raised, and the metric 
may be brought to the attention of an operator. 
Many monitoring systems allow an operator to set the 

thresholds beyond which an alarm should be triggered for 
each metric. In complex systems that monitor thousands of 
metrics, this may not be practical, since setting Such thresh 
olds may be labor intensive and error prone. Additionally, 
such user-specified fixed thresholds are inappropriate for 
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2 
many metrics. For example, it may be difficult to find a 
useful fixed threshold for metrics from systems with time 
varying loads. If a threshold is set too high, significant 
events may fail to trigger an alarm. If a threshold is set too 
low, many false alarms may be generated. 

In an attempt to mitigate such problems, some systems 
provide a form of dynamically-computed thresholds using 
simple statistical techniques, such as standard statistical 
process control (SPC) techniques. Such SPC techniques 
typically assume that metric values fit a Gaussian, or “nor 
mal distribution. Unfortunately, many metrics do not fit 
Such a distribution, making the thresholds that are set using 
typical SPC techniques inappropriate for certain systems. 

For example, the values of many performance metrics fit 
(approximately) a Gamma distribution. Since a Gamma 
distribution is asymmetric, typical SPC techniques, which 
rely on a Gaussian or normal distribution, which is sym 
metric, are unable to set optimal thresholds. Such SPC 
thresholds are symmetric about the mean, and when applied 
to metric data that fits an asymmetric distribution, if the 
lower threshold is set correctly, the upper limit will generally 
be set too low. If the upper limit is set correctly, then the 
lower limit will generally be set too low. 

Additionally, typical SPC techniques are based on the 
standard deviation of a Gaussian or normal distribution. 
There are many performance metrics that exhibit self-similar 
or fractal statistics. For Such metrics, standard deviation is 
not a useful statistic, and typical SPC techniques will 
generally fail to produce optimal thresholds. 
Many performance metrics exhibit periodic patterns, 

varying significantly according to time-of-day, day-of-week, 
or other (possibly longer) activity cycles. Thus, for example, 
a metric may have one range of typical values during part of 
the day, and a substantially different set of typical values 
during another part of the day. Current dynamic threshold 
systems typically fail to address this issue. 

Additionally, current dynamic threshold systems typically 
ignore data during alarm conditions for the purpose of 
threshold adjustment. Such systems are generally unable to 
distinguish between a short alarm burst and a persistent shift 
in the underlying data. Because of this, such systems may 
have difficulty adjusting their threshold values to account for 
persistent shifts in the values of a metric. This may cause 
numerous false alarms to be generated until the thresholds 
are reset (possibly requiring operator intervention) to take 
the shift in the underlying data into account. 

SUMMARY OF THE INVENTION 

In view of the foregoing, there is a need for a system and 
methods for dynamically generating alarm thresholds for 
performance metrics, wherein the metrics may not fit a 
Gaussian or normal distribution, or may exhibit cyclic 
behavior or persistent shifts in the values of the metrics. The 
present invention uses a variety of statistical methods, 
including statistical process control (SPC) methods, normal 
ization methods, and heuristics to generate Such thresholds. 

In general, in one aspect, the system establishes one or 
more default alarm thresholds associated with a metric, 
repeatedly receives data associated with the metric, statis 
tically analyzes the received data to establish one or more 
updated alarm thresholds, and triggers an alarm on receipt of 
data that violates one or more updated thresholds. By basing 
the updated alarm thresholds on a statistical analysis of the 
metric data, the system is able to update one or more 
thresholds dynamically, based on the values of the metric. 
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In one embodiment the statistical analysis determines 
whether the received data fits a normal distribution (i.e., the 
data is normal). This may be done in embodiments of the 
invention by applying a chi-square test to the received data, 
by applying an Anderson-Darling test to the received data, 
or by applying both these tests and combining the results. If 
the data is determined to fit a normal distribution, it is 
categorized as “normal.” One embodiment uses SPC tech 
niques to compute the thresholds for data that is categorized 
as normal. 

In one embodiment of the invention, if the data is not 
normal, the system determines whether the data is normal 
izable. One embodiment makes this determination by oper 
ating on the received data with a function representing the 
estimated cumulative distribution of the received data, and 
then using the quantile function of a normal distribution to 
attempt to normalize the data. If this is successful, the data 
is categorized as “normalizable.” If the data is normalizable, 
one embodiment normalizes the data, and then uses SPC 
techniques to calculate one or more thresholds. When these 
thresholds are later applied, it may be necessary to first 
normalize the data. 

In one embodiment, if the data is not normal, and is not 
normalizable, then the data is categorized as “non-normal.” 
and heuristic techniques may be used to determine one or 
more thresholds. As part of these heuristic techniques, 
embodiments of the invention may use combinations of 
statistical techniques, including weighted linear regression 
techniques, and techniques based on a quantile function. 
By categorizing the data as normal, normalizable, or 

non-normal, and applying different techniques to compute 
one or more thresholds, the dynamic threshold calculation of 
the present invention is able to compute one or more 
thresholds for data that does not fit a Gaussian or normal 
distribution. 

In one embodiment, the statistical analysis is repeated, 
and one or more updated alarm thresholds are updated based 
on previous values of the alarm thresholds. This permits the 
system to handle metrics that are cyclic in nature, or that 
have persistent shifts in the values of their data. In one 
embodiment, this may be achieved by applying a filter in the 
computation of one or more updated thresholds. In one 
embodiment this filter uses a weighted Sum of data that may 
include historical data, a statistical Summarization of metric 
data, metric data associated with a predetermined time 
period, or any combination thereof. In one embodiment, 
after the filter is applied, one or more thresholds may be 
computed using SPC techniques or heuristic techniques, 
depending on the category of the data, as discussed above. 

Embodiments of the invention may test data against one 
or more thresholds to trigger alarms using a variety of 
methods. For some metrics, use of fixed alarms may be 
appropriate, and for these metrics the received data is 
compared with one or more fixed thresholds to determine 
whether an alarm should be triggered. In some embodi 
ments, if the metric was determined to be normal, then the 
mean and standard deviation of the received data may be 
checked against one or more alarm thresholds to determine 
if an alarm should be triggered. 

In some embodiments, when the metric was determined to 
be normalizable, then the received data is normalized. The 
mean and standard deviation of the normalized data are then 
compared against one or more thresholds to determine 
whether an alarm should be triggered. 

In some embodiments, when the metric was determined to 
be non-normal, then the mean of the received data is 
compared to one ore more thresholds determined by heu 
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4 
ristic techniques. If the mean falls outside of the range of 
values defined by the threshold(s), then an alarm is trig 
gered. 

In some embodiments, the methods of dynamically com 
puting and applying one or more thresholds can be imple 
mented in software. This software may be made available to 
developers and end users online and through download 
vehicles. It may also be embodied in an article of manufac 
ture that includes a program storage medium Such as a 
computer disk or diskette, a CD, DVD, or computer memory 
device. The methods may also be carried out by an apparatus 
that may include a general-purpose computing device, or 
other electronic components. 

Other aspects, embodiments, and advantages of the 
present invention will become apparent from the following 
detailed description which, taken in conjunction with the 
accompanying drawings, illustrating the principles of the 
invention by way of example only. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing and other objects, features, and advantages 
of the present invention, as well as the invention itself, will 
be more fully understood from the following description of 
various embodiments, when read together with the accom 
panying drawings, in which: 

FIG. 1 is an overview of a system for collecting, analyz 
ing, and reporting metrics, in accordance with an embodi 
ment of the present invention; 

FIG. 2 is an overview of a dynamic sampling agent in 
accordance with an embodiment of the invention; 

FIG. 3 is a flowchart of the operation of a dynamic 
threshold computation module in accordance with an 
embodiment of the invention; 

FIGS. 4A and 4B are graphs showing examples of upper 
and lower mean threshold limits, and upper and lower 
standard deviation threshold limits, respectively, in accor 
dance with an embodiment of the invention; 

FIG. 5 is a flowchart of a normal test that may be used in 
accordance with an embodiment of the invention; 

FIG. 6 is an illustrative diagram of a normal distribution, 
showing the mean and standard deviation in accordance with 
an embodiment of the invention; 

FIG. 7 is a flowchart if a heuristic threshold limit calcu 
lation method in accordance with an embodiment of the 
invention; 

FIG. 8 is an illustrative diagram of the quantile function 
of the means of Subgroups of metric data in accordance with 
an embodiment of the invention; 

FIG. 9 is an example plot of a function in accordance with 
an embodiment of the invention to eliminate a percentage of 
the highest and lowest Subgroup mean values; 

FIG. 10 is a graph showing an example of linear regres 
sion; 

FIG. 11 is a flowchart of a dynamic threshold check 
method in accordance with an embodiment of the invention; 

FIG. 12 shows an example of a threshold check being 
applied to a set of subgroup mean values in accordance with 
an embodiment of the invention; 

FIG. 13 shows an example of dynamic threshold adjust 
ment, in accordance with an embodiment of the invention; 

FIG. 14 shows a process for dynamic metric correlation 
and grouping in accordance with an embodiment of the 
invention; 
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FIG. 15 shows an example of arrangement of metric 
sample data in time slots, and identification of time slots in 
which some data is missing, in accordance with an embodi 
ment of the invention; 

FIGS. 16A and 16B are example graphs demonstrating 
the use of time shifting of data to identify correlations 
between metrics, in accordance with an embodiment of the 
invention; 

FIG. 17 shows an example correlation pair graph, in 
accordance with an embodiment of the invention; 

FIG. 18 is an example showing the result of using 
standard cluster analysis techniques in accordance with an 
embodiment of the invention; 

FIGS. 19A and 19B show an illustrative example of the 
dynamic nature of correlation pair graphs, in accordance 
with an embodiment of the invention; and 

FIG. 20 shows an example correlation pair graph in which 
metrics associated with a key metric are identified, in 
accordance with an embodiment of the invention. 

In the drawings, like reference characters generally refer 
to the same parts throughout the different views. The draw 
ings are not necessarily to scale, emphasis instead being 
placed on illustrating the principles of the invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

As shown in the drawings for the purposes of illustration, 
the invention may be embodied in a system that collects, 
analyzes, and reports performance metrics for systems such 
as, for example, complex transaction-based structures typi 
fied by (but not limited to) e-commerce systems. A system 
according to the invention provides the capability to discern, 
group, and highlight performance information that facilitates 
the efficient operation and control of the monitored system. 
A system manager presented with information so organized 
is relieved from the difficulties associated with visualizing 
and interpreting what appears to be a large amount of 
unrelated data. 

In brief overview, embodiments of the present invention 
provide a system and methods for collecting, analyzing and 
reporting on significant irregularities with respect to a set of 
system performance metrics. These metrics are collected 
from the various Sub-systems that make up, for example, an 
e-commerce transaction processing system. Typical metrics 
include measures of CPU and memory utilization, disk 
transfer rates, network performance, process queue depths 
and application module throughput. Key performance indi 
cators at the business level. Such as transaction rates and 
round-trip response times are also monitored. Statistical 
analysis is used to detect irregularities in individual metrics. 
Correlation methods are used to discover the relationship 
between metrics. The status of the system is presented via a 
graphical user interface that highlights significant events and 
provides drill-down and other visual tools to aid in system 
diagnosis. 
The system and methods of the present invention are 

described herein as applying to software for use by a system 
manager, such as an web-based enterprise system manager, 
to assist, for example, in the achievement and maintenance 
of Service Level Agreements in terms of system perfor 
mance. It will be understood that the system and methods of 
the present invention are not limited to this application, and 
can be applied to the control and maintenance of most any 
system whose operation can be described through use of a 
set of system metrics. 
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6 
Referring to FIG. 1, an overview of an embodiment of a 

system according to the present invention is described. 
System 100 includes metric collection module 102, metric 
analysis module 104, and reporting module 106. 

Metric collection module 102 includes one or more data 
adapters 108, installed in the systems to be monitored. Each 
data adapter 108 collects information relating to the metrics 
that are being monitored from a particular Sub-system, Such 
as an operating system, web server, or database server. The 
data adapters 108 transmit their information to a dynamic 
sampling agent 110, which collects the metrics, performs 
fixed and statistical threshold checks, and sends both the 
metric data and threshold alarm events to metric analysis 
module 104. 

Metric Analysis module 104 performs progressive infor 
mation refinement on the metrics that are being monitored. 
Analysis module 104 includes dynamic threshold testing 
component 114, and metric correlation component 116, as 
well as optional components, such as event correlation 
component 118, root cause analysis component 120, and 
action management component 122. In one embodiment, 
dynamic threshold testing component 114 is part of dynamic 
sampling agent 110, for reasons of scalability and efficiency, 
while the other components of metric analysis module 104 
act as plug-in components of a central service management 
platform. 
Dynamic threshold testing component 114 detects when 

individual metrics are in abnormal condition, producing 
threshold alarm events. It uses both fixed, user-established 
thresholds and thresholds derived from a statistical analysis 
of the metric itself. Dynamic threshold testing component 
114 includes a fixed threshold check module, a dynamic 
threshold check module, and a dynamic threshold compu 
tation module, as will be discussed in detail below in the 
section entitled "Adaptive Threshold Determination.” 

Metric correlation component 116 analyzes pairs of met 
ric values collected from one or more dynamic sampling 
agent 110. It applies various correlation and regression 
techniques to determine the statistical relationship between 
pairs of metrics, and to form groups of closely related 
metrics. It also tries to determine temporal relationship 
between metrics. Metric correlation component 116 will be 
described in detail below, in the section entitled "Adaptive 
Metric Grouping.” 

Event correlation component 118 receives threshold 
alarms events from the Synamic sampling agent(s) 110. It 
uses a set of rules to convert groups of related events into a 
single Significant Event. The rules include use of techniques 
Such as event counting, temporal analysis, pattern recogni 
tion, and event promotion. 

Root cause analysis component 120 applies threshold 
alarm events and the results of metric correlation component 
116 to build and maintain a Bayesian belief network that is 
used to determine the most likely root cause of Significant 
Events. When a set of likely root causes is determined, this 
component generates a root cause event. 

Action management component 122 uses rule-based rea 
soning to take action on root cause events. Such action may 
include Suppressing the event, notifying the system man 
ager, sending e-mail, or executing a Script. 

Metric reporting module 106 provides a user, such as a 
system manager, with detailed reporting on the metrics, 
alarms, and analysis performed by the system. In one 
embodiment, reporting module 106 uses a 3D graphical user 
interface that provides for drill-down exploration of metric 
data and analysis, permitting, for example, exploration of 
the activity that caused an abnormal or Suspicious condition 
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in the system being monitored. Additionally, graphical tools 
may be used in reporting module 106 to display a time 
history of sets of related metrics. Other interfaces and 
reports, such as 2D graphical interfaces or printed activity 
reports and charts may also be provided by reporting module 
106. In one embodiment, reporting module 106 permits an 
operator to monitor the system remotely, over a web con 
nection. 

Adaptive Threshold Determination 
Referring now to FIG. 2, a more detailed view of dynamic 

sampling agent 110 is described. Dynamic sampling agent 
110 includes data manager 200, which provides individual 
samples of performance metrics that have fixed thresholds to 
fixed threshold check module 202. Fixed threshold check 
module 202 compares each sample value against fixed 
limits, which are retrieved from fixed limit store 204, and 
signals alarm manager 206 if a limit is violated. The fixed 
limits are generally configured by an operator, and typically 
cannot be automatically changed by the system. Such fixed 
(or static) threshold limits are useful crosschecks for thresh 
olds with natural upper or lower bounds, such as disk space, 
or key metrics that have required limits, such as response 
time. 

Data manager 200 also provides Small sets (or Subgroups) 
of consecutive samples to dynamic threshold check module 
208, which compares the statistics of each such subgroup 
against previously computed dynamic thresholds, which are 
stored in distribution information store 210 and dynamic 
limit store 212. The individual samples are also accumulated 
and temporarily stored in accumulated Samples store 214. 

Periodically, data manager 200 signals dynamic threshold 
computation module 216 to compute new thresholds. As will 
be described in greater detail below, dynamic threshold 
computation module 216 first classifies the databased on the 
statistics of the accumulated samples into one of three types: 
normal, normalizable or non-normal. For normal data, pro 
visional thresholds are computed using standard Statistical 
process control techniques. For normalizable data, the prob 
ability distribution of the metric is estimated from the 
accumulated Samples. The estimated distribution is stored in 
distribution information store 210, and is used to transform 
the samples into normally distributed values. Standard sta 
tistical process control (SPC) techniques are applied to the 
transformed samples to compute provisional thresholds. For 
non-normal data, the thresholds are computed using a heu 
ristic technique, which combines linear regression with the 
quantile function of the stored samples. 

These provisional thresholds are modified by a baseline 
filtering process. This process records the history of the 
threshold statistics and uses it to filter new threshold esti 
mates. In this way, the process can adapt to cyclic patterns 
of activity, producing thresholds that cause far fewer false 
alarms, and yet remain sensitive to unexpected shifts in the 
metric statistics. The new threshold levels are stored in 
dynamic limit store 212, for use in Subsequent sample 
checks. 

It will be understood by one skilled in the relevant arts 
that the various components and modules of dynamic Sam 
pling agent 110 may be implemented as programmed code 
that causes a general-purpose computing device, such as a 
digital computer, to perform the functions described, effec 
tively transforming the general-purpose computing device 
into each of the components or modules as the programmed 
code is executed. Alternatively, the components and mod 
ules of dynamic sampling agent 110 may be embodied in a 
combination of electronic components, such as logic gates, 
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8 
transistors, registers, memory devices, programmable logic 
devices, or other combinations of devices that perform the 
described functions. 

FIG. 3 shows a flowchart of the operation of dynamic 
threshold computation module 216. Dynamic threshold 
computation module 216 takes accumulated data from accu 
mulated samples Store 214 at a predetermined time interval 
triggered by the data manager 200, and computes new metric 
threshold limits to fit the current time of day, week, or 
month, independently or as a group. 
At a predetermined interval (for example, hourly) samples 

for a metric from accumulated Samples store 214 are sent to 
dynamic threshold computation module 216. These samples 
are typically divided into a number of Subgroups, in which 
each Subgroup typically contains a predetermined number of 
samples. For example, a Subgroup may consist often values 
of a metric, Sampled at a rate of one value per second, over 
ten seconds. In this example there would be 360 subgroups 
per hour collected for each metric. In this example, every 
half-hour, a list containing the values for a metric over the 
last hour (typically 3600 values) may be sent to dynamic 
threshold computation module 216. 
At step 300 a normal test is applied to the samples, to 

determine whether the samples of metric data provided to 
dynamic threshold computation module 216 fit a normal 
distribution, and the metric may be classified as “normal.” 
To make this determination, the normal test that is executed 
in step 300 uses a combination of the chi-square test and the 
Anderson-Darling test on a specially formed histogram of 
the metric data. The chi-square (x) test is a well-known 
distribution test that is utilized here to compare accumulated 
samples to the probability density function (PDF) of normal 
data. The Anderson-Darling test is a more sensitive test that 
is used to compare the cumulative distribution function 
(CDF) of accumulated data to the CDF of normal data. If 
either of these tests gives a strong indication of non-normal 
distribution, the normal test 300 fails. If both give a weak 
indication of a non-normal distribution, the normal test 300 
also fails, otherwise the data is assumed to be normal. 

If the data fit a normal distribution (step 302), then at step 
304, the system sets a flag indicating that the data for the 
metric in question are normal, and stores the flag in distri 
bution information store 210 for use by dynamic threshold 
check module 208. 

Next, in step 306, mean and standard deviation values are 
computed for each Subgroup as well as the estimated mean 
and standard deviation over all of the subgroups. The 
following formulas are used to compute these values: 
Given the set of subgroups {ly O,}. where N=the number of 

elements in each subgroup, M the number of Subgroups, 
j=the subgroup number, i=the sample number within a 
Subgroup, compute: 

l; = XN Subgroup mean (Eq. 1) 
o, = v(X(x- |)/(N- 1) Subgroup standard deviation (Eq. 2) 
I = (X11/M average mean over all subgroups (Eq. 3) 
o = (Xol/M average standard deviation over all (Eq. 4) 

Subgroups 

In step 308 a baseline filter (baseline filter A) uses the 
recent history of the statistics of the metrics to filter the 
estimated mean and standard deviation over all of the 
Subgroups. This computation uses, for example, a record of 
the parameters needed to compute thresholds for each hour 
of each day of the week for up to a user-specified number of 
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weeks. As described below, it produces a decaying weighted 
sum of the values for a particular time slot for each of the 
weeks available. This acts to filter the values and give 
memory of recent history of the metrics, so that the thresh 
olds are more stable, and more sensitive to longer-term 
changes. Using this type of filtering permits the thresholds 
to adapt to regular (e.g., weekly) patterns of activity. 

Using this baseline filer, the value to be calculated, V. 
may be computed using the following formula: 

W (Eq. 5) 

Where: 
V-filtered value for mean (u) or standard deviation (O) 
wweight for current value 
V, current value 
wweight for value from previous hour 
V value from previous hour 
w, weight for current hour of previous day 
V value from current hour of previous day 
w, weight for current hour of same day of previous week 

it j 
V value for current hour of same day of previous week # 

j-number of weeks previous to the current week 
N=number of weeks of available history (user specified) 
Note: W.'s typically decrease as one goes back in time. 
Next, in step 310, upper and lower control limits are 

computed using the filtered values of the mean and standard 
deviation. These limits are referred to as SPC limits, because 
they are computed using standard statistical process control 
(SPC) techniques. To compute the SPC limits, the following 
formulas are used: 

N is the number of samples; 
S is the estimated Standard deviation; 
E(s) is the expected value of s: 
Var(s) is the variance of S; 
LCL X is the lower control limit for the mean: 
UCL X is the upper control limit for the mean: 
LCL S is the lower control limit for the standard devia 

tion; 
UCL S is the upper control limit for the standard devia 

tion; and 
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10 
T(z) is the Gamma Function, a standard function defined 

aS 

T(z)= f'e'dt where the integral is from 0 to Co (Eq. 15) 
Note: The factors ca, A3, B3, B4 depend only on N, so 

they are usually pre-computed and stored in a table. 
Once the SPC limits are computed, they are stored in SPC 

limits store 350, which, in one embodiment, is a portion of 
dynamic limit store 212. The SPC limits may be used by 
dynamic threshold check module 208. 

FIGS. 4A and 4B show plots for 360 subgroups of metric 
sample data with updated upper and lower control limits. In 
FIG. 4A, the mean values for 360 subgroups are shown, as 
well as control limits for the mean, UCL X 400 and LCL X 
402. FIG. 4B shows a similar chart, with the standard 
deviation values for 360 subgroups, and the control limits 
for the standard deviation, UCL S 420 and LCL S 422. 

Referring again to FIG. 3, in step 312, if the normal test 
indicated that the data did not fit a normal distribution, the 
system uses distribution fit methods to attempt to fit the data 
to one of several standard probability distributions, such as 
a gamma distribution, a beta distribution, a Weibull distri 
bution, and other known statistical distributions. 

For example, for a gamma distribution, the system com 
putes the mean and standard deviation, and then uses known 
statistical methods to estimate the parameters C, B, and Y, 
which determine the shape, Scale, and origin of the gamma 
distribution, respectively. A chi-square test, similar to the 
test used in the normal distribution test, described below, but 
with histogram bin counts that are computed against the 
probability density function of the estimated distribution, is 
used to assess the fit between the data and the estimated 
distribution. The resulting chi-square value is checked 
against critical values, which can be found in a standard 
chi-square table to determine whether the fit is good. 

If the fit is good (step 314), in step 316, the distribution 
is saved and a flag is set indicating that the data is normal 
izable. The estimated distribution parameters (such as the 
mean, standard deviation, shape, Scale, and origin for a 
gamma distribution) and the flag are stored in distribution 
information store 210. 

In step 318, the data is transformed into a normally 
distributed dataset. This is done by (1) passing data through 
the function representing its estimated cumulative distribu 
tion, and then (2) passing that result through the quantile 
function of a normal distribution. 

For example, for the gamma distribution, the cumulative 
distribution function (CDF) may be derived using known 
statistical techniques, based the estimated shape, Scale, and 
origin parameters from distribution information store 210. 
Once the CDF has been derived, the probability P, can be 
found for each samplex, that represents the portion of values 
expected to be less than X. P. may be computed using: 

Since the CDF represents the distribution of the x, the 
values of P, will be uniformly distributed in the range (0,1). 

Next, the quantile function of the normal distribution Q 
will be computed using known statistical techniques from 
the estimated mean and standard deviation values that were 
stored in distribution information store 210. For each prob 
ability P, a new sample value Z, is computed using: 

Z, Oy (P.) 

The non-normal data samples X, have been transformed 
into normal samples Z, by the path: 

(Eq. 16) 

(Eq. 17) 
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Once the data have been normalized in step 318, the 
system proceeds to step 306, to compute Subgroup statistics, 
apply a baseline filter, and compute SPC limits, as described 
above. As with data that fit the normal distribution, the 
computed limits are stored in SPC limits store 350. 

In step 320, if a good fit was not found for the data, upper 
and lower threshold limits for the mean are calculated using 
a statistical method based on the sample or empirical quan 
tile function of the means. This process of heuristic limit 
calculation will be described in greater detail below. 

In step 322, a baseline filter (baseline filter B) is used, 
along with the recent history of the limits, to filter the limit 
values so the thresholds adapt to regular patterns of activity. 
Baseline filter B, used in step 322, is similar to baseline filter 
A, used in step 308, and may be expressed using the 
following formula: 

W (Eq. 18) 

Where: 
V-filtered value for the upper threshold limit or the lower 

threshold limit; 
wweight for current value; 
V, current value: 
wweight for value from previous hour; 
V value from previous hour, 
w weight for current hour of previous day; 
V value from current hour of previous day; 
w, weight for current hour of same day of previous week 

# j: 
V value for current hour of same day of previous week # 

J. 
j-number of weeks previous to the current week; and 
N=number of weeks of available history (user specified). 
Note: W.'s decrease as one goes back in time. 
The adjusted upper and lower threshold limits for the 

mean are stored in heuristic limits store 352, which, in one 
embodiment, is a portion of dynamic limits store 212. These 
threshold limits can then be accessed by dynamic threshold 
check module 208. 
As an example of the baseline filter (baseline filter B) used 

in step 322 (a similar filter is also used in step 308), suppose 
that the system starts up on Wednesday Jul. 4, 2001, at 
12:00:00. At 13:00:00 dynamic threshold computation mod 
ule 216 calculates an upper threshold value, value on data 
for Metric X. This upper limit is based on metric data from 
12:00:01-13:00:00. In the baseline filter step, value is not 
multiplied by a weight factor because there is no historical 
data. So, the upper threshold limit for Metric X at 13:00:00 
is computed by: 

Valueh.U = Wo: Vc 

= 1.0: ve 

(Note that when the system first starts up, there are no 
histories saved so wi-1.0.) 

At the next hour, at 14:00:00, an upper threshold value, 
value , is calculated based on data from 13:00:01-14:00: 
00. Now there is historical data for the last hour that has 
weighted influence on current data. The threshold value for 
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12 
last hour, value , , is equal to value. Thus, the value of the 
upper threshold limit for Metric X at 14:00:00 is: 

Valute.U = W.U : Valutec.U+whu : valuehu 

= 0.83; value -- 0.2 : value 

The varied weights are based on baseline history, such 
that there is maximum use of available information. As more 
history is gathered, weekly data is weighted more heavily 
and dependence on current information is reduced. Optimal 
settings are application dependent. 

For any time period from the second day following 
system start-up at onward, the upper threshold value from 
the previous day (value) can be used in the baseline filter, 
as the following equation shows: 

Value2.U = Wu : value.U+whu : valuehu + widt 3: valuedu 

= 0.7: valuect + 0.1 : valuet + O.2 : valued 

The next time the upper threshold value for Wednesday at 
14:00:00 is updated is during the next week, on Wednesday, 
Jul. 14, 2001, at 14:00:00. Since there is now more than a 
week of historical data, the weighted values from the pre 
vious day (Tuesday at 14:00:00) and the previous week 
(Wednesday, Jul. 4, 2001 at 14:00:00) can be added in. The 
equation would then be: 

Values. U = Wu : valueu + whly 3: valuehu + widt 3: valued.U+ 

wd in.U + valuted+nul 

= 0.6: value +0.03: value + 0.07: valuedt + 

0.3: valued nu 

All of the weighted factors (w, w, w, . . . ) must add up 
to 1.0. As time passes, and more history becomes available, 
the weighted factors will have values that look like those in 
the following chart. Weighted factors for different applica 
tions can be set at different values. After collecting data for 
N weeks the weighted factors would no longer change. 
The following chart illustrates an example of possible 

weight values for up to 8 weeks 

Start = 10 * v. 
1 hour = 0.8 * v- + 0.2 * v. 
1 day = 0.7 * v- + 0.1 * v- + 0.2 * v. 
1 week = (0.6 * v- + 0.1 * v.) + (0.1 * v- + (X will 
2 weeks = (0.55 * v.) + (0.1 * v.) + (0.1 * v.) + (Xwl 
3 weeks = (0.50 * v- + 0.1 * v.) + (0.1 * va) + (X will 
4 weeks = (0.45 * v- + 0.1 * v.) + (0.1 * va) + (X will 
5 weeks = (0.40 * v- + 0.1 * v.) + (0.1 * va) + (X will 
6 weeks = (0.35 * v.) + (0.1 * v.) + (0.1 * v.) + (Xwl 
7 weeks = (0.30 * v- + 0.1 * v.) + (0.1 * va) + (X will 
8 weeks = (0.25 * v- + 0.1 * v.) + (0.1 * va) + (X will 
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Where: 

W 

X. (w) = 1.0- (w. + wh+ wa) 
i=l 

Referring now to FIG. 5, a flowchart of a method used by 
one embodiment to perform the normal test of step 300 is 
shown. At a high level, chi-square test 500 is performed, 
Anderson-Darling test 502 is performed, and the results are 
combined in step 530. 

In step 504, the first step of performing the chi-square test, 
the mean L and standard deviation O of the data are 
calculated using known statistical methods. The mean and 
standard deviation are used to determine the shape of a 
theoretical “bell curve' of the histogram of the data, assum 
ing that the distribution of the data is normal. FIG. 6 shows 
a sample histogram of normally distributed data, including 
mean 602 and standard deviation 604. 

Referring again to FIG. 5, in step 506, histogram bin 
limits are computed such that the expected value of the 
number samples in each bin is constant, given that the 
distribution is normal. To compute the bin limits, first a set 
of bins is created for the histogram. The number of bins 
depends on the number of samples. The rules for deciding 
the number of bins are: 
The number of bins=10% of the number samples. 
If the number of samples.<30, chi-square test will return not 

normal. 

If the number of bins.<6, then the number of bins=6. 
If the number of binsc30, then the number of bins=30. 

For example, when these rules are applied when the 
number of samples is 3600, the number of bins will be 30, 
since 10% of 3600 is 360, which is greater than 30. Simi 
larly, if the number of samples is 90, the number of bins will 
be 9 (10% of the number of samples). If the number of 
samples is 40, there will be 6 bins (10% of 40 is less than 
6, so 6 bins will be used). If the number of samples is 25, the 
chi-square test will return a result indicating that the data are 
not normal. 
An expected number of samples for each bin is computed 

by dividing the number of samples by the number of bins: 

(Eq. 19) 

Where: 
E=expected value of the number samples per bin, given 

that the distribution is normal 
N=total number of samples 
k=total number of bins 
The upper limits of the bins are computed using Q, the 

quantile function of the normal distribution, with meanu and 
standard deviation O. The quantile function is the inverse of 
the cumulative distribution function (CDF). Thus, given that 
i/k is the portion of samples that should be in or below bin 
i, the upper bin limit (UBL) for bin i is computed according 
the following formula: 

Where: 
CDF=Cumulative Distribution Function 
UBL=Upper Bin Limit 

(Eq. 20) 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

14 
i=bin number 
k=total number of bins 
For example, for 30 bins (i.e., k=30), the following upper 

bin limits will be computed: 

CDF(UBL) = 1 / 30 UBL = Oy (1130) = u - 1.83 Ot 

CDF(UBL) = 2f 30 UBL = Oy (2/30) = u - 1.51 O 

CDF(UBL) = 3 / 30 UBL = Oy (3/30) 

CDF(UBL29) = 29/30 UBL20 = Oy (29/30) = u + 1.83 Ot 

UBL30 = max sample+ 1 

Next, in step 508, the number of samples that belong in 
each bin are counted. This may be accomplished by sorting 
the samples into ascending order, and then segmenting the 
samples into the bin so that each bin gets all those samples 
that have values greater than the UBL of the previous bin, 
and less than or equal to the UBL for the current bin. The 
count, C, of the samples in bin i is used to compute the 
chi-square value. In one embodiment, after the samples have 
been sorted in ascending order, the counts C, for each bin can 
be computed using the method described in the following 
pseudocode: 

Set bin number i=1. 
For all samples j-1 to N 
While sample>UBL, 

Increment i to point to next bin 
Increment counter C, of bin i 

Next, in step 510, the system computes the chi-square 
value to measure the “goodness of fit’ between the histo 
gram and the normal curve. The chi-square value is com 
puted using the following formula: 

k (Eq. 21) 

y = X(C-E)/E 
i=1 

Where: 
k=the total number of bins 
X-chi-square value 
C, count in bin i 
i=bin number 
E=expected value of the count computed above 
In step 512, the system tests the chi-square value against 

two critical values, the lower critical value and upper critical 
value, taken from a standard chi-square table, to determine 
whether the data fit a normal distribution. If the chi-square 
value is below the lower critical value, then the data is 
probably normal (no indication of non-normality). If the 
chi-square value is between the lower critical value and the 
upper critical value, then the data is possibly normal (weak 
indication of non normality). If the chi-square value is above 
the upper critical value, then the data is not likely to be 
normal (strong indication of non-normality). 

Next, at step 514, the system starts performing the Ander 
Son-Darling test. The Anderson-Darling test is a “distance 
test” based on the probability integral transform, which uses 
the CDF of the hypothesized distribution to transform the 
data to a uniformly distributed variant. In step 514, the data 
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is sorted into ascending order. This may have already been 
performed, during step 508, in which case the data need not 
be re-sorted. 

In step 516, the system uses the mean and standard 
deviation of the data (that were already computed above) to 5 
shift and Scale the data to transform the data into a standard 
normal variable, given that the data itself is normal. This 
transformation is performed using the following formula: 

10 
x - it (Eq. 22) 

Where: 
W each transformed sample: 
X, each sample; 
L mean; and 
O=standard deviation 
Next, in step 518, the system computes the corresponding 

probabilities (P.) from the standard normal CDF (F). The 20 
probabilities are computed according to the following for 
mula: 

15 

P =F(W) (Eq. 23) 

In step 520, a statistic called A is computed, using the 25 
following formula: 

A N 30 
N 

Next, in step 522, the A value is compared to upper and 
lower critical values that can be found in a standard table of 
critical values for the Anderson-Darling test. If the A value 35 
is below the lower critical value, then the data is probably 
normal (no indication of non-normality). If the A value is 
between the lower critical value and the upper critical value, 
then the data is possibly normal (weak indication of non 
normality). If the A value is above the upper critical value, 40 
then the data is not likely to be normal (strong indication of 
non-normality). 

Finally, in step 530, the results of the chi-square test and 
the Anderson-Darling test are combined to reach a conclu 
sion as to whether the data are normal. The results are 45 
combined according to the following table: 

TABLE 1. 

Combination of chi-square and Anderson Darling tests 50 

X2 

W S 

A-D N N X 
W N X X 55 
S X X X 

Where: 
A-D is the row of results of the Anderson-Darling test; 
X is the column of results of the chi-square test: 
— = a result (from either test) of no indication of non-normality; 60 
W = a result of a weak indication of non-normality: 
S = a result of a strong indication of non-normality; 
N = the overall conclusion is that the data are normal; and 
X = the overall conclusion is that the data are non-normal. 

As can be seen in Table 1, if either the chi-square or the 65 
Anderson-Darling tests (or both) indicate that there is no 
indication of non-normality, and neither test indicates that 

16 
there is a strong indication of non-normality, then the normal 
test will conclude that the data fit a normal distribution. 
Otherwise, the normal test will conclude that the data do not 
fit a normal distribution. 

Referring now to FIG. 7, the heuristic limit calculation of 
step 320 is described. The heuristic limit calculation is used 
when the data is not normal, and is not normalizable. The 
heuristic limit calculation component computes thresholds 
based on the quantile function of the Subgroup means, 
augmented with a linear regression-based estimate of the 
rate of change of the metric. 
At step 700, the heuristic limit calculation computes a 

mean and standard deviation for each Subgroup. This is done 
by applying the formulas: 

1-1/kxx, (Eq. 25) 

o-vX(x-1)/(k-1) (Eq. 26) 
Where: 
Ll, is the mean for subgroup j: 
o, is the standard deviation for the subgroup; 
k is the number of data elements in the subgroup; and 
X, are the data elements in the subgroup. 
Next, in step 702, the u are sorted into ascending order, 

forming the quantile function of the means. FIG. 8 shows an 
example of a quantile function of the means, with minimum 
value 802, and maximum value 804. 

Referring again to FIG. 7, in step 704, a percentage of the 
highest and lowest means are removed, based on the number 
of upper and lower alarms, respectively. Generally, this 
serves to decrease the portion of eliminated readings as the 
number of alarms increases. In one embodiment, this is 
achieved by applying the following elimination equation: 

B 

(B+ out) 
(Eq. 27) E = outx (px +g) 

Where: 
out is the number of values out of limit; 
B is a breakpoint setting that determines how quickly the 

curve flattens per number of samples: 
q is the percentage to remove for a large number of out of 

limit values; 
p is 1-q, so that p--q-1; and 
E is the number of values to remove. 
FIG.9 shows an example plot of the function of Eq. 27 for 

B=20, q=0.25. 
Referring again to FIG. 7, in step 706, the variability of 

the remaining Subgroup means (O) is computed. This may be 
achieved using the following formula: 

1 B (Eq. 28) 

Where: 
A is the lowest remaining Subgroup mean value; 
B is the highest remaining Subgroup mean value; 
M is the number of subgroups: 
E is the number of subgroup mean values that were 

removed; and 
o, is the standard deviation for the subgroup. 
Next, in step 708, known statistical techniques are used to 

perform linear regression on the original time-ordered L, to 
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estimate a slope (b) and a confidence interval (c). An 
illustration of linear regression on the Subgroup means is 
shown in FIG. 10. 

Referring again to FIG. 7, in step 710, the heuristic limit 
calculation sets a weighting factor for the slope that resulted 
from the linear regression of step 708. This weighting factor 
is inversely proportional to the confidence interval, repre 
senting the notion that the larger the confidence interval, the 
less the computed slope of the linear regression should be 
trusted. In one embodiment, the weighting factor for the 
slope may be computed using the following formula: 

Where: 
k, is the weighting factor for the slope; 
b is the slope; 
c is the confidence interval; and 
R is a confidence interval scale factor (typically 10). 
Finally, in step 712, the upper and lower threshold limits 

are computed, using the following formula: 

(Eq. 29) 

UTL=max+k.*o-kb At (Eq. 30) 

LTL=min-ko-kb At (Eq. 31) 

Where: 
UTL is the Upper Threshold Limit; 
LTL is the Lower Threshold Limit; 
k is the percent of standard deviation to apply (nominally 

0.75); 
k, is the slope weighting factor computed above; 
max is the highest remaining mean (B): 
min is the lowest remaining mean (A); and 
At is the amount of time between threshold computations 

(user specified, typically 1 hour) 
Referring now to FIG. 11, a flowchart of dynamic thresh 

old check module 208 is described. Data manager 200 sends 
Subgroup Samples, which typically include samples of a 
metric that are consecutive, and spaced closely in time, to 
dynamic threshold check module 208. In step 1102, dynamic 
threshold check module 208 copies the samples to accumu 
lated samples store 214, for later use in dynamic threshold 
computation. 

Next, in step 1104, dynamic threshold check module 208 
determines whether the distribution for the metric that is 
being checked is normal. This is typically done by looking 
up a flag that indicates whether the distribution for the metric 
is normal from distribution information store 210. 

If the distribution for the metric is not normal, in step 
1108, dynamic threshold module 208 determines whether 
the distribution for the metric is normalizable. This is 
typically done by retrieving a flag indicating whether the 
distribution for the metric is normalizable from distribution 
information store 210. Generally, the estimated distribution 
for a metric is normalizable if dynamic threshold computa 
tion module 216 determined that it fit one of several standard 
distribution (e.g., a gamma distribution, a beta distribution, 
a Weibull distribution, etc.). 

If the estimated distribution for the metric is normaliz 
able, then in step 1110 the dynamic threshold check module 
208 will normalize the sample data in the subgroup. This is 
done using methods similar to those discussed above in step 
318, by, for example, (1) passing data through the function 
representing its estimated cumulative distribution, and then 
(2) passing that result through the quantile function of a 
normal distribution. 

In step 1112, the mean and standard deviation of the 
Subgroup data are computed. 
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Step 1114 performs an SPC limit test on the data to 

determine whether there is a threshold violation. The SPC 
limit test is performed by obtaining the SPC limits from SPC 
limits store 350. The mean and standard deviation are 
compared to the upper and lower limits for the mean and 
standard deviation for each Subgroup. If the mean or stan 
dard deviation of any of the subgroups falls outside of the 
limits, then notification of a threshold violation is sent to 
alarm manager 206. FIG. 12 shows an example, in which the 
means for ten subgroups are compared to upper and lower 
SPC limits for the mean. As can be seen, one of the subgroup 
means falls outside of the limits. 

Referring again to FIG. 11, in step 1116, if the estimated 
distribution for a Subgroup is not normal, and is not nor 
malizable, then dynamic threshold check module 208 com 
putes the statistical mean of the data in the Subgroup, and 
performs a heuristic limit test, in step 1118. The heuristic 
limit test of step 1118 checks the mean against upper and 
lower mean threshold limits that were calculated by dynamic 
threshold computation module 216, and were stored in 
heuristic limits store 352. If the mean is outside of the upper 
and lower limits, notification of a violated threshold is sent 
to alarm manager 206. 

Overall, use of an adaptive threshold process, as described 
hereinabove, permits computation of a baseline of the sta 
tistics of the data of a metric to uncover daily, weekly, 
monthly, yearly, or any combination thereof, cyclic patterns. 
A beneficial, technical effect of this feature is that the 
patterns in the metrics are revealed or emphasized when they 
might have been obscured by, for example, the volume of 
data collected. A large number of metrics and increased 
system complexity also contribute to the problem of detect 
ing the patterns—a problem that this feature solves. These 
patterns are used to filter the statistics used to compute 
thresholds such that they can use history to predict the next 
threshold setting, thereby reducing false alarms. In addition 
short-term future expected behavior is predicted, and used to 
adjust the thresholds, further reducing false alarms. As 
shown in an example of FIG. 13, generally, the ability to 
dynamically adjust thresholds permits the system to adjust to 
shifts in the activity of a system, and to distinguish between 
short bursts of alarms, and longer term shifts in a metric 
baseline. 

Adaptive Metric Grouping 
Referring now to FIG. 14, a process for metric correlation 

in accordance with the present invention is described. A 
beneficial, technical effect of this feature is that relationships 
between the metrics are revealed or emphasized when they 
might have been obscured by, for example, the volume of 
data collected. A large number of metrics and increased 
system complexity also contribute to the problem of detect 
ing the relationships—a problem that this feature solves. As 
noted hereinabove, this metric correlation is used in metric 
correlation component 116 of metric analysis module 104. 

Generally, metric sample values are monitored by 
dynamic sampling agent 110 or a network of computers 
monitored by dynamic sampling agents 110 within a system. 
As discussed in detail hereinabove, dynamic sampling 
agent(s) 110 provide threshold alarms based on dynamic, 
statistical threshold generation. Generally, dynamic Sam 
pling agent(s) 110 monitor all metrics for threshold viola 
tions. If a metric causes a threshold violation, alarm manager 
206 within dynamic sampling agent(s) 110 sends out an 
alarm, indicating an out-of-tolerance metric. Additionally, 
dynamic sampling agent(s) 110 provides metric data to 
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recent metric data collector 1406, where the information is 
stored for a predetermined time, for example, fifteen min 
utes. 

Threshold alarm events (i.e., notification of out-of-toler 
ance metrics) are received by alarm event controller 1404. 
Alarm event controller 1404 collects: 1) the metric name 
that caused the threshold alarm and 2) the time the threshold 
alarm occurred. Alarm event controller 1404 continuously 
collects alarms generated by dynamic sampling agent(s) 
110. Action is taken when there are a particular number of 
alarm groups within a predetermined time period, (i.e., when 
a predetermined frequency of alarms is reached). This alarm 
group frequency parameter is configurable. For example, the 
alarm group parameter can be configured to cause alarm 
event controller 1404 to trigger further action if it receives 
ten alarms within thirty seconds. When the alarm frequency 
specified in the alarm frequency parameter is reached, alarm 
event controller 1404 is activated, and sends a list of these 
out-of-tolerance metrics to recent metric data collector 1406. 
The set of out-of-tolerance metrics in the list that is sent to 
recent metric data collector 1406 is referred to as an "alarm 
group.” 

Alarm event controller 1404 only counts the threshold 
alarms at the time the threshold is crossed, and does not 
count an alarm repeatedly if the alarm remains active over 
a period of time. An alarm will generally only be counted 
twice if it is triggered, reset, and then triggered again. In 
cases where there are alarms that are repeatedly triggered in 
this manner, one embodiment of alarm event controller 1404 
will count all such triggers, but report only the most recent 
one to data collector 1406. 

For example, Suppose that twenty-six metrics are moni 
tored, having ID's A-Z. Alarm event controller 1404 
receives occasional alarms on these metrics. Suppose that 
alarm event controller 1404 receives the following alarms: 

Time 

09:45:21 
09:45:22 
09:45:23 
09:45:24 
09:45:25 
09:45:26 P. 
09:45:27 H 
09:45:28 G 
09:45:29 C 
09:45:30 P 

At time t-09:45:30 alarm event controller 1404 is acti 
vated because the Halarms/Alt (in this example, ten alarms 
within thirty seconds) parameter is reached, since there have 
been a total of twelve alarms within the timeframe 09:45: 
21 O9:45:30. 

As noted above, alarm event controller 1404 only counts 
the threshold alarms at the time the threshold is crossed, not 
each second of threshold violation. For example, the alarm 
for metric D could be active for five minutes from when it 
was tripped at 09:45:21, but the alarm is recorded by the 
Alarm Event Controller only once at the time it was acti 
vated at 09:45:21. The metric alarm is counted again only if 
it is reset and tripped again, such as metrics C and P. Metric 
C was tripped at 09:45:21 and reset some time within the 
next seven seconds and tripped again at 09:45:29. Metric P 
was tripped at 09:45:26 and then reset some time within the 
next three seconds and tripped again at 09:45:30. 
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In the example, the list of metrics that activated the alarm 

event controller is: 

C D F MAP R W H GCP 
Since (the underlined) metrics C and P appear twice, 

alarm event controller 1404 dismisses the first metric C and 
metric P in the Metrics List and retains the most recent ones. 
Thus, alarm event controller 1404 sends the following 
metric name list (alarm group) to recent metric data collector 
1406: 

D F M A R W H G CP 
Recent metric data collector 1406 collects historic metric 

data from metric data collector 1402 for metrics that are in 
the alarm group provided by alarm event controller 1404. 
This historic metric data is collected over a predetermined 
period of time (e.g., ten minutes), and is sent to correlation 
module 1408. The historic data for the metrics is synchro 
nized, so that collection of the data starts from the activation 
time of alarm event controller 1404 (e.g., 09:45:30 in the 
example) and goes back in time for a predetermined period 
at predetermined intervals. For example, if the system was 
configured to look at historical data for the previous ten 
minutes, at one second intervals, there would be 600 
samples for each alarmed metric. 

Sometimes there are gaps in the data collected by recent 
metric data collector 1406 where metric samples were not 
recorded. In one embodiment, recent data collector 1406 
includes an align and filter process (not shown) that aligns 
data in the correct timeslots and filters out entire timeslots 
containing incomplete data. An example of Such a process, 
using the metrics of the previous example, is shown in FIG. 
15. As can be seen, in timeslot 1502, for time 09:45:30, data 
for metric P is missing. In timeslot 1504, for time 09:45:28, 
data for metric D is missing. In timeslot 1506, for time 
09:45:25, data for metrics D. R and P are missing. Since 
complete datasets for each timeslot are desirable to obtain 
the best correlation results, the entire datasets for timeslots 
1502, 1504, and 1506 will be deleted before the samples are 
sent to correlation module 1408. 

In an alternative embodiment, instead of deleting the 
entire dataset, “pairwise deletion' may be used. Using 
pairwise deletion, only data for certain pairs of metrics 
within a given time slot are deleted. Typically, such pairwise 
deletion occurs during the correlation process (i.e., within 
correlation module 1408), when data for one of the metrics 
to be correlated is missing. Data for the other metric in the 
pair is deleted, and the correlation for that pair uses only 
samples from the time slots that have data for both metrics. 
While more data is retained using this technique, because the 
correlation is performed on incomplete datasets, a higher 
correlation coefficient is required to signify statistically 
significant correlation. 

Referring again to FIG. 14, correlation module 1408 
receives historical data from recent metric data collector 
1406. Continuing the previous example, correlation module 
1408 would receive 600 samples of data for each metric (i.e., 
ten minutes of historical data, at one sample per second for 
each metric), minus any incomplete timeslots. Thus, for 
metrics D and F, the following data are received: 

Metric D Time (t) Metric Value 

09:45:30 V -> Removed 
09:45:29 VD-2 
09:45:28 V -> Removed 
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09:35:31 VD-600 

Metric F Time (t) Metric Value 

09:45:30 V -> Removed 
09:45:29 VF-2 
09:45:28 V -> Removed 

09:35:31 VF-600 

The equivalent data for metrics M. A. R. W. H. G. C., and 
P is also received by correlation module 1408. 

Next, correlation module 1408 creates a list of all metric 
pairs in this alarm group. The number of pairs follows the 
formula: 

N: (N - 1) (Eq. 32) 

Where N is the number of metrics in the alarm group. 
In our example, N=10, so applying this formula yields 

(10*9)/2=45 pairs of metrics to be correlated. If all metric 
pairs in the example system had to be correlated, instead of 
having 45 pairs, there would be (26*25)/2=325 pairs to be 
correlated. By correlating only the metrics in an alarm 
group, a system according to the invention makes metric 
grouping possible for systems with thousands of metrics. 

Next, correlation module 1408 correlates the metric val 
ues for each pair. For example, for the pair D and F, the 
following values would be correlated (note that the datasets 
at t=09:45:30 and t=09:45:28 are missing, because they are 
incomplete): 

Time (t) Metric D, Metric F 

09:45:29 (VD-2, VF-2) 
09:45:27 (VD-4, VFA) 

09:35:31 (VD-600 VF-600) 

In one embodiment of the invention, instead of using 
conventional linear correlation, correlation module 1408 
uses nonparametric, or rank correlation to correlate pairs of 
metrics in an alarm group. Generally, in rank correlation, the 
value of a particular data element is replaced by the value of 
its rank among other data elements in the sample (i.e., 1, 2, 
3, ..., N). The resulting lists of numbers will be drawn from 
a uniform distribution of the integers between 1 and N 
(assuming N samples). Advantageously in rank correlation, 
outliers have little effect on the correlation test and many 
non-linear relationships can be detected. In one embodi 
ment, Spearman rank-order correlation is used to correlate 
the metric values for each pair of metrics. 
A pair is considered correlated by correlation module 

1408 if a significant value for the correlation coefficient is 
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reached. Significance is determined using known statistical 
techniques, such as the “Students t test” technique, with t 
computed as follows: 

(N - 2) (Eq. 33) 
's V (1-2) 

Where 
N is the number of samples; and 
r is a correlation coefficient. 
For a number of samples (N) of 600, a correlation 

coefficient (r) of 0.08, t would equal 1.96, which is a 95% 
confidence indicator. So, 0.1 is a reasonable minimum 
threshold for the correlation coefficient in our example. 

Sometimes when one metric affects another metric, the 
effect is delayed, causing the pair of metrics not to correlate 
due to the delay. To detect this, the first list in the metric pair 
is shifted one second in relation to the second list and 
re-correlated to see if the result is better. In one embodiment, 
this process is repeated 5 times for +At and 5 times for -At. 
This permits delayed correlations to be detected within a 
predetermined period. For example, the following shows 
metric D values shifted by a At of +2 relative to the values 
of metric F: 

Time (t) Metric D, Metric F 

09:45:29 ( , VF-2) 
09:45:27 (VD-1, VF-3) 

09:35:31 (VD-598, VF-600) 
(VD-599. ) 
(VD-600 ) 

V-2, V-soo, and V-soo are not used in this correlation 
because the time shift leaves them unpaired. 
The benefit of this time shifting can be seen in FIGS. 16A 

and 16B. In FIG. 16A, metrics D and F are not shifted in 
time relative to each other, and there does not appear to be 
a correlation between the values of metric D and the values 
of metric F. In FIG. 16B, metric D is shifted forward by two 
seconds, and the correlation between the values of metric D 
and the values of metric F becomes apparent. 

Referring again to FIG. 14, Next, the correlated metric 
pairs are stored as a correlation pair graph, in correlation pair 
graph module 1410. 

Correlated pair graph module 1410 handles all correlated 
metrics as nodes in a graph with the edges, or links in the 
graph indicating a correlation link between a pair of nodes. 
Whenever correlated pairs of metrics enter correlated pair 
graph module 1410 from correlation module 1408, the graph 
is updated. Correlation connecting links are added, the 
correlation coefficients on existing links are updated, or links 
are deleted if not reinforced. For example, if a particular pair 
of correlated metrics has not been entered for a preset time, 
such as a month, the correlation link between the pair in the 
correlation pair graph may be deleted. 

FIG. 17 shows an example of a correlation pair graph, and 
includes (for illustrative purposes) table 1702 of correlated 
metric pairs and their correlation coefficients derived from 
using Spearman's Rank Correlation. Each node in the graph 
(e.g., such as nodes 1704, 1706, or 1708) represents an alarm 
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metric. Each edge, or link connecting two nodes represents 
a correlation link having a correlation coefficient greater 
than a predetermined threshold. A system according to the 
invention stores all correlation links between alarm metrics 
in Such a correlation pair graph. 

For the example in FIG. 17, it can be seen that metric A 
(node 1704) is strongly correlated to metrics B (node 1706), 
C (node 1708), and D (node 1710). Metric A (node 1704) is 
also correlated to metrics O (node 1726) and M (node 1722). 
In this graph, all of metric As correlation relationships are 
maintained. This is an advantage to this technique. 
As noted above, the correlation pair graph may be updated 

as further correlation data for the metric pairs is added. For 
example, the correlation coefficient for the A-M link in the 
graph of FIG. 17 could be updated from 0.77 to 0.89. If no 
A-M pairs are entered for longer than a predetermined time, 
Such as one month, the A-M pair can be removed, causing 
the link between node 1704 and node 1722 to be removed in 
the correlation pair graph in FIG. 17. 

The correlation pair graphs in accordance with the inven 
tion are dynamic, changing as additional correlation data is 
added, updated, or deleted. For example, if correlation data 
indicating a correlation between a pair is entered, or there is 
other evidence of correlation, the correlation coefficient for 
that pair may be updated or increased to represent a strength 
ened correlation. This can be done, for example, by com 
puting a weighted Sum of the old correlation coefficient and 
the new correlation coefficient. Similarly, if no correlations 
for a pair are entered over a predetermined time, or there is 
a lack of Supporting evidence for a pair being correlated, or 
both, the correlation coefficient for the pair may be 
decreased. This may be achieved by causing the correlation 
coefficient for a pair to decay over time, for example, by 
periodically multiplying the correlation coefficient by a 
decay factor that is slightly less than one (e.g., 0.95, or other 
values, depending on the desired rate of decay), when there 
is a lack of Supporting evidence for correlation. Correlation 
coefficients that fall below a predetermined threshold may 
be deleted. 
As shown in FIG. 18, if a more standard cluster analysis 

approach were used, metric A would be placed into a cluster 
containing B-C-D or a cluster containing M-N-O or into 
neither cluster, rather than preserving all of metric As 
correlations. FIG. 18 shows Metric Ain B-C-D cluster 1802. 
Also, M-N-O cluster 1804 is separate from metrics of other 
clusters even though correlations exist between these met 
rics: A-M, C-M, E-M, and E-O. In addition to placing each 
metric into only one cluster, Such cluster analysis techniques 
are typically static, meaning that the groupings cannot 
change. For these reasons, the correlation pair graphs in 
accordance with the present invention have advantages in 
this application over use of standard cluster analysis tech 
niques. 
As shown in FIG. 19A, it is possible to have disjointed 

groups in a correlation pair graph. The correlation pair graph 
in FIG. 19A has three such disjointed groups, groups 1902, 
1904, and 1906. This is not the same as having multiple 
clusters in a cluster analysis graph, because the groups in a 
correlation pair graph are separate only because no corre 
lation coefficient above a predetermined threshold exists 
between the nodes in the disjointed groups. The disjointed 
groups in a correlation pair graph are dynamic and adaptive. 
As the system continues to run, correlation links between 

metrics of disjointed groups can be added as seen in the 
example of FIG. 19B. One metric from group 1902 is 
correlated to one metric in group 1904. This single connec 
tion is weak and does not change much in the overall 
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structure. Additionally, as shown in FIG. 19B, a new metric 
X (node 1908) is introduced to the structure. This causes 
four new correlated pairs to be added to the graph. Metric X 
(node 1908) is correlated to group 1904 (one connection) 
and strongly correlated to group 1906 (two connections). 
Group 1906 has one connection added to group 1904. These 
added connections alter the structure of the graph demon 
strating that the correlation pair graph is adaptive, and not 
static. 

Referring back to FIG. 14, once all the data is stored in the 
Correlation Pair Graph, the user interface (UI) may retrieve 
associated metrics on demand, through on-demand group 
generation module 1412. 

If a significant event occurs, an operator may want to 
identify all metrics that may have an effect on a key metric 
so that the root cause of the event can be discerned. By using 
a UI the operator can identify these associated metrics by 
query to on-demand group generation module 1412, which, 
in turn accesses the correlation pair graph through correla 
tion pair graph module 1410. This query can either be 
operator initiated or reports can be automatically generated. 
Additionally, other components of the system or analysis 
plug-ins, such as a root-cause analysis plug-in may submit 
queries through on-demand group generation module 1412. 
To determine which metrics are associated with a key 

metric, on-demand group generation module 1412 applies 
two conditions to the metrics. A metric is considered “asso 
ciated with the key metric if either of the two conditions are 
met. 
The first condition that a metric can meet to be considered 

“associated with a key metric is that the metric must be 
correlated to the key metric, and to at least P% of the other 
metrics that are correlated to the key metric, where P is a 
predetermined threshold. Typically, P will be relatively low, 
for example 25 or 30 (though many other values in the range 
of 0 to 100 are possible), since the associated metric must 
also be directly correlated with the key metric. 

For example, referring to the correlation pair graph shown 
in FIG. 17, if P-30 and the key metric is metric A (node 
1704), then each of metrics B (node 1706), C (node 1708), 
D (node 1710), M (node 1722), and O (node 1726) are 
correlated with metric A (node 1704). Metric B (node 1706) 
is also correlated to 50% of the metrics (other than metric B) 
that are correlated with metric A (i.e., metrics C and D out 
of C, D, M, and O), and therefore satisfies the condition and 
is considered “associated with metric A. Metric C (node 
1708) is correlated to metrics B (node 1706), D (node 1710) 
and M (node 1722), representing 75% of the metrics (other 
than C) that are correlated to A. Thus metric C is also 
“associated with metric A according to this first condition. 
Metric D (node 1710) is correlated to metrics B (node 1706) 
and C (node 1708), representing 50% of the metrics other 
than D that are correlated to the key metric A. Thus, metric 
D is considered associated with metric A, since it satisfies 
the first condition. Similarly, metric M (node 1722) is 
correlated with 50% of the other metrics that are correlated 
to metric A (i.e., metrics C and O), and is therefore associ 
ated with metric A. Finally, metric O (node 1726) is corre 
lated to only one other metric that is correlated to metric A 
(i.e., metric M), which is only 25% of the other metrics that 
are correlated to metric A. Thus, since P=30, metric O does 
not satisfy the condition, and is not considered associated 
with metric A according to on-demand group generation 
module 1412. 
The second condition that a metric can meet to be 

considered associated with the key metric is that the metric 
must be correlated with at least X % of the metrics that are 
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correlated with the key metric, where X is a predetermined 
value. Typically X will be relatively high, such as 80 or 90 
(though other values in the range of 0 to 100 are possible), 
since the metric meeting this second condition need not be 
correlated to the key metric. 5 

FIG. 20 shows an example correlation pair graph in which 
this second condition is met by metric Q (node 2026). 
Assuming that metric A (node 2002) is the key metric, and 
X=90, metric Q (2026) meets the second condition because 
it is correlated to metrics B (node 2004), C (node 2006), D 
(node 2008), M (node 2020), and O (node 2024), which 
represent 100% of the metrics associated with key metric A. 
Thus, even though metric Q (node 2026) is not itself 
correlated to metric A (node 2002), it is still considered 
associated with metric A, because it satisfies this second 
rule. 

Because FIGS. 1–3, 5, 7, 11 and 14 are block diagrams, 
the enumerated items are shown as individual elements. In 
actual implementations of the invention, however, they may 
be inseparable components of other electronic devices Such 
as a digital computer. Thus, actions described above may be 
implemented in software that may be embodied in an article 
of manufacture that includes a program storage medium. 
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What is claimed is: 
1. A method for dynamically generating at least one 

metric threshold associated with a metric and indicating 
alarm conditions in a monitored system, the method com 
prising the steps of 

repeatedly receiving data associated with the metric; 
statistically analyzing the received data, 
determining at least one value from the data using at least 

one heuristic technique including at least one of a 
quantile function and weighted linear regression tech 
niques; 

equating the at least one value with an updated alarm 
threshold; and 

triggering an alarm on receipt of received data that violate 
the at least one updated alarm threshold. 

2. The method of claim 1, wherein the metric relates to a 
computer network, and further comprising the step of using 
the alarm to assess performance in an e-commerce system. 

3. The method of claim 1 further comprising the steps of 
(i) repeating the analysis step and (ii) adjusting the at least 
one updated alarm threshold based on previously established 5 
updated alarm limits. 

4. The method of claim 3 further comprising the steps of: 
computing at least one value; 
filtering the at least one value; and 
equating the at last one updated alarm threshold to the at 

least one value. 
5. The method of claim 1 wherein the step of statistically 

analyzing the received data further comprises the step of 
categorizing the received data as normal. 

6. The method of claim 1 wherein the step of statistically 
analyzing the received data further comprises the step of 
categorizing the received data as normalizable. 

7. The method of claim 1 wherein the step of statistically 
analyzing the received data further comprises the step of 
categorizing the received data as non-normal. 

8. The method of claim 1 wherein the step of triggering an 
alarm further comprises the steps of 

determining a fixed threshold by locking the updated 
alarm value to a value equal to the at least one value, 65 
and 

comparing the received data with the fixed threshold. 

25 

30 

35 

40 

50 

55 

26 
9. The method of claim 1 wherein the step of triggering an 

alarm further comprises the step of comparing the mean and 
standard deviation of the received data with the at least one 
updated alarm threshold. 

10. The method of claim 1 wherein the step of triggering 
an alarm further comprises the steps of: 

normalizing the received data; and 
comparing the mean and Standard deviation of the nor 

malized received data with the at least one updated 
alarm threshold. 

11. The method of claim 1 wherein the step of triggering 
an alarm further comprises the step of comparing the mean 
of the received data with the at least one updated alarm 
threshold. 

12. The method of claim 1 for dynamically generating at 
least one metric threshold associated with a metric and 
indicating alarm conditions in a monitored system, further 
comprising the step of: 

filtering the at least one value by generating a time 
weighted Sum of the received data as the at least one 
alarm threshold wherein each received data decays as a 
function of time. 

13. A method for dynamically generating at least one 
metric threshold indicating alarm conditions in a monitored 
system, the method comprising the steps of: 

establishing at least one default alarm threshold associ 
ated with a metric, including 
repeatedly receiving data associated with the metric; 
statistically analyzing the received data to establish at 

least one updated alarm threshold; including 
categorizing the received data as one of normal and 

normalizable by applying at least one of a chi 
square test and an Anderson-Darling test to the 
received data; and 

when the data is categorized as normalizable, 
operating on the received data with a function 

representing the estimated cumulative distribu 
tion of the received data, producing a first 
result; and 

operating on the first result with a quantile function of a 
normal distribution; and 

triggering an alarm on receipt of received data that violate 
the at least one updated alarm threshold. 

14. A method for dynamically generating at least one 
metric threshold indicating alarm conditions in a monitored 
system, the method comprising the steps of: 

establishing at least one default alarm threshold associ 
ated with a metric, including 
repeatedly receiving data associated with the metric; 
statistically analyzing the received data to establish at 

least one updated alarm threshold; including 
computing at least one value; 
filtering the at least one value; and 
equating the at least one updated alarm threshold to 

the at least one value; wherein 
the at least one value is computed using at least one 

heuristic technique, including one of 
a quantile function technique, and 
a weighted linear regression technique; and 

updating the at least one alarm threshold by 
(i) repeating the analysis step and 
(ii) adjusting the at least one updated alarm threshold 

based on previously established updated alarm lim 
its; and 
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triggering an alarm on receipt of received data that violate 
the at least one updated alarm threshold. 

15. A method for dynamically generating at least one 
metric threshold indicating alarm conditions in a monitored 
system, the method comprising the steps of: 

establishing at least one default alarm threshold associ 
ated with a metric, including 
repeatedly receiving data associated with the metric; 
statistically analyzing the received data to establish at 

least one updated alarm threshold; 
computing at least one value; 
filtering the at least one value; and 
equating the at last one updated alarm threshold to the 

at least one value; wherein 
the step of filtering further comprises computing a 

weighted sum of the received data; 
updating the at least one alarm threshold by 

(i) repeating the analysis step and 
(ii) adjusting the at least one updated alarm threshold 

based on previously established updated alarm 
limits; and 

triggering an alarm on receipt of received data that violate 
the at least one updated alarm threshold. 

16. The method of claim 15 wherein the received data 
comprises historical data. 

17. The method of claim 15 wherein the received data 
comprises a statistical Summarization of raw metric data. 

18. The method of claim 15 wherein the received data are 
associated with at least one predetermined time period. 
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19. Apparatus for dynamically generating at least one 

metric threshold associated with a metric and indicating 
alarm conditions in a monitored system, the apparatus 
comprising: 

a data manager for repeatedly receiving data associated 
with the metric; 

a threshold computation module for statistically analyzing 
the received data to establish a threshold when the data 
has one of a non-normal distribution and a non-nor 
malizable distribution; and 
when the data has one of a non-normal distribution and 

a non-normalizable distribution, 
determining at least one value from the data using a 

heuristic technique including a quantile function 
and a linear regression technique, and 

equating the at least one value with an updated alarm 
threshold; 

a filter mechanism for filtering the at least one value by 
generating a time weighted Sum of the received data as 
the at least one alarm threshold wherein each received 
data decays as a function of time; 

a limit store for storing at least one updated alarm 
threshold; and 

an alarm manager for triggering an alarm on receipt of 
received data that violates the at least one updated 
alarm threshold. 


