DEVELOPER VOICE ACTIONS SYSTEM

Application: Cab Caller

Trigger Phrase: “Hail a cab”

Activity: Launch Application

Context: Valid with Cab Caller Version 1.2 Only

ABSTRACT

Methods, systems, and apparatus for receiving data identifying an application and a voice command trigger term, validating the received data, inducting the received data to generate an intent that specifies the application, the voice command trigger term, and one or more other voice command trigger terms that are determined based at least on the voice command trigger term, and storing the intent at a contextual intent database, wherein the contextual intent database comprises one or more other intents.
Receive Data Identifying (i) an Application and (ii) a Voice Command Trigger Term

Validate the Received Data

Induct the Received Data to Generate an Intent that Specifies (i) the Application, (ii) the Voice Command Trigger Term, and (iii) One or More Other Voice Command Trigger Terms

Store the Intent at a Contextual Intent Database

FIG. 3
DEVELOPER VOICE ACTIONS SYSTEM

TECHNICAL FIELD

[0001] This specification relates to voice commands, and one particular implementation relates to configuring voice commands.

BACKGROUND

[0002] An activity defined in software can specify a task, where the activity is a class that controls the life cycle of the execution of the task. An intent is a passive data structure that can specify a particular activity and an application associated with the particular activity. The intent can be triggered by an application and can cause the activity specified by the intent to be performed on or by the target application specified by the intent.

SUMMARY

[0003] A passive data structure referred to as an intent can specify an application and an activity to be performed on or by the application, where the activity is a task that is executed on or by the application. The intent can specify one or more trigger phrases that can be used to trigger the intent, such that triggering of the intent causes performance of the activity by the specified application. For example, an intent can be associated with an application for a taxi service, and can specify one or more trigger phrases that operate as voice actions such that, when spoken by a user, detection of one of the trigger phrases triggers launching of the taxi service application. The intent can be triggered by an application or operating system other than the application specified by the intent, such that triggering of the application causes the specified activity to be performed on or by the particular application.

[0004] A service or tool offered by a host can enable an application developer to request new intents that specify a particular application that they are developing. Submissions for new intents can be in the form of a grammar, where the developer can submit a grammar to the service or tool and the service or tool can generate an intent for the particular application based on the grammar.

[0005] In some implementations, a grammar submitted by a developer can specify one or more of an application, a trigger phrase, an activity or compound activity, a context, or other information. The grammar is submitted by the developer and is received over a network by the developer voice action service or tool. The developer voice action service or tool can validate the grammar. For example, validation of the grammar can involve determining whether the trigger phrase is already associated with an intent for an operating system or another application, can determine whether the activity specified by the grammar can be performed by the specified application, can determine whether the trigger phrase meets certain criteria, can determine whether the format of the submitted grammar is syntactically valid, or can otherwise determine whether the grammar submitted by the developer is a viable grammar that can be used to create a new intent.

[0006] A valid grammar can be inducted by the developer voice action service or tool to convert the grammar into an intent and to expand the trigger phrase specified in the grammar. For example, induction of a grammar can involve translating a grammar submitted in a first format to an intent that is in a second format. In addition to translating the grammar into the intent, the trigger phrase submitted by the developer can be expanded to include other related trigger phrases. For example, one or more trigger phrase expansion rules, synonym rules, term optionization rules, or other rules may be applied to the trigger phrase to generate one or more related trigger phrases that are associated with the intent. The generated intent can be stored at a contextual intent database along with one or more other intents that are each associated with an application, one or more trigger phrases, and optionally an activity, compound activity, context, or other information related to the intent or triggering of the intent.

[0007] After the grammar submitted by the developer has been established as an intent, a user may provide a voice input to a client device. The user's voice input can be transcribed to generate a transcription of the voice input, and the transcription can be matched against one or more trigger phrases associated with intents that are stored at the contextual intent database or one or more other databases that specify intents, such as a database that includes intents associated with an operating system of the client device. Based on determining that a portion of the transcription matches a trigger phrase associated with a particular intent, the intent can be triggered to cause an activity associated with the intent to be performed on or by the application specified by the particular intent.

[0008] For example, an intent associated with launching the taxi service application may be associated with the trigger phrase “Call a cab.” Based on a client device receiving a user's voice input that includes the phrase “Call a cab,” the client device or another system can trigger launching of the taxi service application.

[0009] Innovative aspects of the subject matter described in this specification may be embodied in methods that include the actions of receiving data identifying an application and a voice command trigger term, validating the received data, inducting the received data to generate an intent that specifies the application, the voice command trigger term, and one or more other voice command trigger terms that are determined based at least on the voice command trigger term, and storing the intent at a contextual intent database, wherein the contextual intent database comprises one or more other intents. Other embodiments of these aspects include corresponding systems, apparatus, and computer programs, configured to perform the actions of the methods, encoded on computer storage devices.

[0010] These and other embodiments may each optionally include one or more of the following features. In various examples, validating the received data comprises determining that the voice command trigger term is not associated with an application that is different from the identified application. The actions comprise receiving data identifying an action, wherein validating the received data comprises determining that the identified action is compatible with the identified application. Inducing the received data to generate the intent that specifies the application, the voice command trigger term, and the one or more other voice command trigger terms that are determined based at least on the voice command trigger term comprises translating the received data identifying the application, and the voice command trigger term to a different data format. Inducing the received data to generate the intent that specifies the application, the voice command trigger term, and the one or
more other voice command trigger terms that are determined based at least on the voice command trigger term comprises generating one or more other voice command trigger terms that are determined based at least on the voice command trigger term by applying one or more synonym rules, optionalization rules, or expansion rules to the voice command trigger term.

[0011] The actions comprise obtaining audio data that includes a spoken utterance of a user, generating a transcription of the spoken utterance of the user based at least on the audio data, determining that at least a portion of the transcription matches a particular voice command trigger term specified by an intent that is stored in the contextual intent database, wherein the intent specifies a particular application, and the particular voice command trigger term, and based on determining that at least a portion of the transcription matches the particular voice command trigger term specified by the intent, causing a task to be performed. Causing the task to be performed comprises causing the particular application to perform the task. The actions may further comprise determining, for each of one or more intents that each specify (i) an application, and (ii) a voice command trigger term, that at least a portion of the transcription matches the voice command trigger term specified by the intent, requesting a selection of a particular application from among a set of applications that includes the applications specified by each of the one or more intents, receiving data indicating a selection of a particular application from among the set of applications that includes the applications specified by each of the one or more intents, and in response to receiving the data indicating the selection of the particular application, adjusting a strength of a relationship between the particular voice command trigger term and an intent that specifies the particular application.

[0012] The actions comprise determining, for each of one or more intents that each specify (i) an application, and (ii) a voice command trigger term, that at least a portion of the transcription matches the voice command trigger term specified by the intent, determining, for each of the one or more intents, an affinity measure for the intent that indicates an affinity of the voice command trigger term specified by the intent to the application specified by the intent, selecting, based at least on the affinity measure for each of the one or more intents, a particular intent, and causing a task specified by the particular intent to be performed. The actions comprise determining, for each of one or more intents that each specify (i) an application, and (ii) a voice command trigger term, that at least a portion of the transcription matches the voice command trigger term specified by the intent, ranking the one or more intents, selecting a particular intent based at least on the ranking of the one or more intents, and causing a task specified by the particular intent to be performed.

[0013] The details of one or more embodiments of the subject matter described in this specification are set forth in the accompanying drawings and the description below. Other potential features, aspects, and advantages of the subject matter will become apparent from the description, the drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0014] FIG. 1 depicts an example system for a developer voice actions system and service.

[0015] FIG. 2 depicts an example system for using a voice actions system and service.

[0016] FIG. 3 is a flowchart of an example process associated with a developer voice actions system and service.

[0017] Like reference symbols in the various drawings indicate like elements.

DETAILED DESCRIPTION

[0018] FIG. 1 illustrates an example of a developer voice action service system 100. Generally, the developer voice action service enables an application developer 101 to submit grammars that are treated as candidates for new intents by the developer voice action service system 100.

[0019] The developer voice action service system 100 validates the grammar submitted by the application developer 101 and, if valid, inducts the grammar by translating the grammar from the format in which it was submitted to an intent format, and expanding a trigger phrase specified by the grammar to include additional trigger phrases that are related to the specified trigger phrase. The developer voice action service system 100 stores this new intent at a contextual intent database 140 that includes other intents that specify various applications.

[0020] Briefly, the developer voice action service system 100 includes an ingestion engine 110, a validation engine 120, a grammar induction engine 130, and a contextual intent database 140. Any of the ingestion engine 110, validation engine 120, grammar induction engine 130, or contextual intent database 140 may be implemented as components of the developer voice action service system 100 that are independent of other systems that may be in communication with the developer voice action service system 100, such as another voice action service system, or may be implemented as components of those other systems. The validation engine 120 has access to validation criteria available at a validation criteria database 125, and the grammar induction engine 130 has access to induction rules available at an induction rule database 135. An application developer 101 can submit grammars to the developer voice action service system 100 using a computing device 102 that is in communication with the developer voice action service system 100 over one or more networks 105.

[0021] The application developer 101 can submit a grammar to the developer voice action service system 100 to request a new intent for a particular application. Specifically, the application developer 101 can submit a grammar using the computing device 102 that can communicate with the developer voice action service system 100 over the one or more networks 105.

[0022] A grammar submitted by the application developer 101 can specify various information relating to the generation of a new intent. Specifically, a grammar can specify a particular application, such as the particular application that the application developer 101 is developing for which they are attempting to generate the new intent. Alternatively, a grammar may specify a particular application that is different from the application that the application developer 101 is developing, such as a grammar that specifies a particular application that is related to or is in communication with the application that they are developing. In still other examples, a grammar may specify a particular aspect of an application, such as a particular sub-process, thread, or other division associated with an application that the application developer 101 is developing or another application. The application developer 101 can additional specify a trigger phrase in the grammar. A trigger phrase includes one or more terms that,
when detected from a voice input provided by a user, trigger the intent. In some instances, a trigger phrase may include one or more arguments, where an argument acts as a placeholder in the trigger phrase that may be replaced by one or more terms of a user’s voice input. For example, a trigger phrase stating “Take me to Slocation” may enable a user voice input such as “Take me to 1425 K Street Northwest, Washington D.C.” to be identified as matching the trigger phrase. Other arguments may be detected, such as arguments specifying a place, a day, date, or time, a person, a contact stored at a user’s client device, an item of content such as a song, movie, or other content item, or other arguments.

[0023] The grammar can also optionally specify a particular activity, defined as a task that is performed on or by the particular application specified by the grammar. Additionally, in some instances, the application developer 101 can specify a context associated with the grammar, where a context defines additional conditions that must be present for the triggering of the intent specified by the grammar, or where present modify selection of a triggered intent. In some implementations, a grammar submitted by an application developer 101 may specify a developer-defined type, where a type is defined as one or more terms that should be detected if included with the trigger phrase. For example, a developer-defined type that is identified by one or more terms may be associated with a particular type of application-specific mode, e.g., “sleep” or “lock,” or may be identified by particular terms that are frequently used in conjunction with input provided to a particular application, e.g., a car model name for a used car search application, or may be a developer-defined type that is relevant to a certain application or trigger phrase. When a voice input is received from a user, a voice action service system may be more likely to detect the terms of a type rather than other terms. For example, the voice action service system may be more likely to detect the term “sleep” from a voice input than the term “slip,” based on the “sleep” being a type defined by one or more grammars that have been submitted by application developers.

[0024] In some examples, a type may be associated with or operate to reference a particular entity. For example, a type that is defined by the terms “my house” may be associated with a property that is associated with a user, for example, based on the user having registered an address associated with the property with an application, a voice action service system, or based on the application developer 101 specifying in the grammar that the type defined by the terms “my house” should be associated with the user’s property or an address of the property. Detecting the terms that define the type in a user voice input may cause an activity specified by a triggered intent to be performed with respect to the entity associated with the type.

[0025] For example, based on a user providing the voice input “Get me a cab to my house” to a voice action service system, the voice action service system may determine that the voice input matches a trigger phrase specified by an intent for a taxi service application, and may further determine that the terms “my house” included in the voice input correspond to a type that is associated with the user’s home address. Thus, triggering of the intent may cause the taxi service application to request a taxi to take the user from their current location to their home address.

[0026] In such an example, the information specifying the user’s home address may be stored in association with the instance of the taxi service application that is running on the user’s client device, may be stored at the developer voice action service system 100, may be specified by the intent stored at the contextual intent database 140, or may otherwise be stored. In some examples, the entity associated with a type is specific to a particular user, such that the terms “my house” would reference different addresses of properties associated with different users, and the correct entity associated with the type may be selected for the user that is providing a voice input including the type.

[0027] As an example, the application developer 101 can submit the grammar shown in FIG. 1. The grammar can specify an application called “Cab Caller” that is a taxi service application. Additionally, the grammar can specify the trigger phrase “Hail a cab” that the application developer 101 has indicated as a trigger phrase that should cause triggering of the intent generated from the grammar. The grammar also specifies a particular activity, namely launching of the specified application. Thus, triggering of the intent generated from the grammar will result in the “Cab Caller” application being launched. Again, triggering of an intent generated from a grammar is not limited to launching the third party’s application, but may trigger other applications or functions as may be specified by the developer. The application developer 101 has additionally specified a context for the grammar. Specifically, the context indicates that the intent generated from the grammar should only be triggered if the client device providing the voice input that triggers the intent hosts “version 1.2” of the “Cab Caller” application. Many other contexts are contemplated by this disclosure, such as time of day, location, device orientation, weather, user authentication, proximity to an item or person carrying an item, presence (or absence) of particular software or components on a user’s client device, etc.

[0028] The grammar submitted by the application developer 101 is received by the developer voice action service system 100 over the one or more networks 105 at the ingestion engine 110. The ingestion engine 110 provides an interface for computing devices, such as the computing device 102, to enable the developer voice action service system 100 to receive grammars submitted by application developers.

[0029] The ingestion engine 110 receives the grammar submitted by the application developer 101 and provides the grammar to the validation engine 120. The validation engine 120 receives the grammar and validates the grammar to determine whether a new intent can be generated based on the submitted grammar. To validate the grammar, the validation engine 120 may access validation criteria accessible at the validation criteria database 125. The validation criteria database 125 may include validation criteria that have been predetermined or that are generated in response to the received grammar.

[0030] For example, the validation engine 120 can validate a grammar by determining whether the trigger phrase specified by the grammar is already associated with an intent. Additionally or alternatively, validating the grammar may involve determining whether the application specified by the grammar is capable of performing a particular activity specified by the grammar or another default activity. For example, the validation engine 120 may have access to a manifest or other information that is associated with the application specified in the grammar that indicates information about the application, such as information indicating...
what activities can be performed on or by the application, what data is available to or within the application, or other information. The validation engine 120 may consult the manifest or other information associated with the identified application to validate the grammar.

[0031] Validating the grammar may further involve determining whether a context specified in the grammar is a proper context, for example, by ensuring that the context can be satisfied, e.g., that a “version 1.2” of the “Cab Caller” application exists. Validating the grammar may also involve determining that the grammar was provided in the proper format such that the grammar can be translated to the format of an intent. Additionally or alternatively, validating the grammar may involve determining that the trigger phrase submitted for the grammar is of a proper format, for example, by determining that arguments included in the trigger phrase are formatted correctly or are of a supported argument type. Validating the grammar may also include identifying one or more activities that are related to or required to perform an activity specified in a grammar received from the application developer 101. For example, if the application developer 101 specifies in a grammar an activity to request a taxi using a taxi service application, the validation engine 120 may determine that requesting a taxi using the taxi service application also involves the activities of launching the taxi service application on a user’s client device and determining the user’s location using a positioning system application running on the user’s client device.

[0032] Additionally, the validation engine 120 can validate the received grammar by determining whether the formatting of the grammar or portions of the grammar are syntactically valid. In some instances, the grammar induction engine 130 may only be capable of inducting the received grammar if it is syntactically valid, that is, if its data structure is properly formatted according to the expected grammar format and includes only terms that can be processed or translated by the grammar induction engine 130.

[0033] In some implementations, feedback can be provided to the application developer 101 by the developer voice action service system 100. For example, the validation engine 120 can provide information to the computing device 102 of the application developer 101 that indicates whether the grammar submitted by the application developer 101 has been validated. Additional or different feedback may also be provided to the application developer 101, such as information indicating whether an intent has been successfully generated using the grammar, information specifying one or more related trigger phrases that were generated based on the trigger phrase specified in the grammar, or other information.

[0034] Based on the validation engine 120 validating the grammar submitted by the application developer 101, the validation engine 120 can submit the grammar to the grammar induction engine 130. The grammar induction engine 130 can receive the grammar and can induct the grammar to generate an intent that is based on the grammar. Inducing the grammar can include translating the grammar from a format in which it is received by the developer voice action service system 100 to an intent format. Inducing the grammar can also include expanding the trigger phrase specified in the grammar by generating one or more other trigger phrases based on the trigger phrase specified in the grammar and that are related to the specified trigger phrase.

[0035] For example, the developer voice action service system 100 may enable application developers to submit grammars in a format that is more readily understood by an application developer or other user, for example, by enabling the application developers to submit grammars in a format that includes textual arguments. The grammar induction engine 130 can receive the grammar in this format, and can translate the grammar to a format for an intent, where the intent format may be a format that is more difficult for an application developer or other user to parse or comprehend, or may be a format that is specific to a voice action service.

[0036] Expanding a trigger phrase specified in a grammar submitted to the developer voice action service system 100 allows for the developer voice action service system 100 to generate one or more related trigger phrases that are based on the specified trigger phrase. Various expansion rules may be applied to the trigger phrase to generate the related trigger phrases. For example, one or more term optionalization rules, synonym rules, expansion rules, or other revision rules, such as other query term revision rules, may be applied to the trigger phrase specified in the grammar to generate one or more other trigger phrases that are related to the trigger phrase specified in the grammar and that are based at least partly on the trigger phrase specified in the grammar.

[0037] An optionalization rule may be applied to the trigger phrase that specifies whether a one or more particular terms in the trigger phrase are optional in related trigger phrases generated based on the trigger phrase specified in the grammar. A synonym rule may identify one or more synonyms for one or more terms of the grammar that may be included in a related trigger phrase generated based on the trigger phrase specified in the grammar. An expansion rule may enable the trigger phrase specified in the grammar to be expanded to include one or more additional terms, such as one or more terms that are identified as similar or related to a term or terms in the trigger phrase specified in the grammar. Other rules for generating related trigger phrases based on the trigger phrase specified in the grammar may be applied.

[0038] Additionally, in some examples the grammar induction engine 130 may generate one or more trigger phrases that are related to the trigger phrase specified in the received grammar by translating the received trigger phrase or one or more related trigger phrases generated for the specified trigger phrase to one or more other languages. For example, the trigger phrase “Hail a cab” can be translated from English to one or more of Mandarin Chinese, Spanish, Arabic, French, Hindi, German, Russian, or other languages, and the one or more translations may be identified as trigger phrases related to the trigger phrase “Hail a cab” specified in the grammar.

[0039] Additionally, in some instances the grammar induction engine 130 may be capable of determining variants and permutations of terms or arguments included in the trigger phrase specified in the received grammar. For example, if a trigger phrase specified in a grammar that is associated with a shopping application specifies an argument for a clothing size parameter in a first unit, e.g., a suit size in US sizing, the grammar induction engine 130 may be capable of determining variants or permutations of this argument, such as by including in another trigger phrase an argument for the clothing size parameter in a second unit, e.g., a suit size in European sizing.
In some instances, the grammar induction engine 130 can determine and associate a strength of relationship score with one or more of the trigger phrases specified in the grammar and the trigger phrases that are determined based on the trigger phrase specified in the grammar. The strength of relationship score can indicate an estimate of the applicability or uniqueness of the trigger phrase to the application specified in the grammar. For example, based on received a grammar that specifies the trigger phrase “Hail a cab” from the application developer 101, the grammar induction engine 130 can determine a strength of relationship between the trigger phrase “Hail a cab” and the trigger phrase “Call a taxi” that is identified as a related trigger phrase based at least on the trigger phrase specified in the received grammar.

In some instances, the validation engine 120 and/or the grammar induction engine 130 can determine the strength of a relationship between a trigger phrase and an application to determine whether the requested grammar is spam. For example, the grammar induction engine 130 can determine a strength of relationship between the trigger phrase “Hail a cab” and the “Cab Caller” taxi service application or intents that specify the cab caller application, and can assign a strength of relationship score to the trigger phrase “Hail a cab” based on the determination. Additionally, in some examples, advertisers or application developers may be tempted to submit grammars to the developer voice action service that specify an application that they are trying to promote and a trigger phrase. The validation engine 120 and/or the grammar induction engine 130 may determine that the trigger phrase does not have a sufficiently strong relationship to the identified application and, therefore, refuse to generate a new intent based on the received grammar, and/or may provide feedback to the user who submitted the grammar indicating that they must provide a trigger phrase that is more strongly related to the application.

For example, an advertiser for a sports news application may submit a grammar specifying the sports news application and the trigger phrase “Call a taxi.” The validation engine 120 and/or the grammar induction engine 130 may determine that the trigger phrase “Call a taxi” does not have a sufficiently strong relationship to the sports news application and may deny a new intent from being generated based on the grammar.

In some implementations the grammar induction engine 130 may also provide feedback to the application developer 101 at the computing device 102. For example, based on inducting the received grammar to generate one or more other trigger phrases that are determined based at least on the trigger phrase identified by the grammar submitted by the application developer 101, feedback can be presented to the application developer 101 to evaluate the one or more other trigger phrases to determine whether the other trigger phrases are acceptable alternate trigger phrases for the identified trigger phrase. In some implementations, the application developer 101 may be able to provide a response to the feedback, for example, to indicate which of the one or more other trigger phrases that were generated by the grammar induction engine 130 should be specified in the new intent.

Additionally, in some instances, the grammar induction engine 130 or another component of the developer voice action service system 100 may generate one or more example queries or voice inputs based on the received intent, the one or more other trigger phrases that are determined based on the trigger phrase specified by the received grammar, or the intent generated from the received intent. The example queries or voice inputs can be used as examples to teach users how to use a voice action service that has access to the intents stored at the contextual intent database 140. For example, the example queries or trigger phrases can be provided for output to a user when a user first provides a voice input that triggers the intent generated from the grammar submitted by the application developer 101.

Based on the grammar induction engine 130 having expanded the trigger phrase specified in the grammar by generating one or more related trigger phrases and having translated the grammar including the one or more related trigger phrases to the intent format, the developer voice action service system 100 may store the new intent at the contextual intent database 140. For example, the new intent generated based on the grammar submitted by the application developer 101 can be added as “Intent Y” to a set of intents stored at the contextual intent database 140 that also includes at least “Intent X” and “Intent Z.” “Intent Y” and “Intent Z,” for example, can be intents generated based on grammars submitted by one or more other application developers that may be associated with one or more applications that may be different from or the same as the application specified in the grammar submitted by the application developer 101.

The intent stored at the contextual intent database can specify parameters specified by the grammar submitted by the application developer 101 in the intent format. For example, “Intent Y” generated based on the grammar submitted by the application developer 101 may specify the “Cab Caller” application, may specify a launch application activity that is to be performed on or by the “Cab Caller” application if the intent is triggered, and may specify the context that imposes an additional condition on triggering of the intent, namely that the client device on which the intent may be triggered must feature “version 1.2” of the “Cab Caller” application. Additionally, “Intent Y” may specify the trigger phrase submitted by the application developer 101 as well as one or more additional trigger phrases that the developer voice action service system 100 determined based at least on the trigger phrase submitted by the application developer 101. For example, the trigger phrase “Hail a cab” may be expanded to also include the trigger phrases “Call a cab,” “Get a car,” and “Call taxi,” the detection of any of which would result in the triggering of “Intent Y” so long as the additional context is satisfied.

Once an intent has been generated based on the grammar submitted by the application developer 101 and stored at the contextual intent database 140, users may be capable of triggering the intent by providing a voice input that includes a trigger phrase that is associated with the intent. For example, based on a user of a client device that hosts “version 1.2” of the “Cab Caller” application providing the voice input “Call taxi” to the client device, the client device may determine that the voice input includes the trigger phrase “Call taxi,” may determine that the mobile device hosts “version 1.2” of the “Cab Caller” application, and may in response trigger the “Intent Y” that causes the “Cab Caller” application to launch on the user’s client device.

In some implementations, the process of storing the newly generated intent at the contextual intent database 140
can be a process that is also supported with rapid update pushing or deployment support. For example, the voice developer voice action service system 100 may be capable, once it has inducted the received grammar, of rapidly storing the newly created intent at the contextual intent database 140 and making the newly generated intent available to users of a voice action service that has access to the intent stored in the contextual intent database 140.

[0049] FIG. 2 illustrates an example use case of a voice action service system 200 that enables a user to submit a voice input that is matched to an intent stored by a contextual intent database 240. Matching the voice input to the intent causes an activity specified by the intent to be performed on or by an application at the user’s client device 202, where the application is also specified by the intent.

[0050] Briefly, as shown in FIG. 2, the voice action service system 200 includes a speech recognition engine 210, a matcher 220, a disambiguation engine 230, and an execution engine 250. The speech recognition engine 210 receives audio data over one or more wired or wireless networks 205 that includes a voice input from a user 201 of a client device 202. For example, the user 201 may provide a voice input to a voice interface application hosted on the client device 202, and the voice interface application hosted on the client device 202 may transmit audio data that includes the voice input to the voice action service system 200 over the one or more networks 205. While shown as separate from client device 202 in FIG. 2, in certain embodiments one or more of speech recognition engine 210, matcher 220, disambiguation engine 230, and execution engine 250, as well as other systems and subsystems discussed herein, may alternatively be implemented or form a part of the client device 202 associated with the user 201.

[0051] In some instances, the speech recognition engine 210 may have access to one or more types that are defined by the voice action service system 200. For example, the voice action service system 200 may have access to one or more knowledge bases that identify entities such as people, places, items of content such as movies or songs, or other defined types. The speech recognition engine 210 or other components of the voice action service system 200 may access the one or more knowledge bases when performing speech recognition on the audio data 240 or when performing other operations relating the selection and execution of an intent based on a user’s voice input.

[0052] The matcher 220 has access to a contextual intent database 240 that includes one or more intents that have been generated based on grammars submitted by application developers such as the application developer 101 of FIG. 1. The matcher 220 additionally has access to an operating system (OS) intent database 245 that includes one or more intents that are specific to one or more specific operating systems or that are specified by an operating system as pertaining to a particular application. For example, intents stored at the OS intent database 245 may include intents for activities performed by the operating system, such as activities to restart or lock a device, join a wireless network, etc., or activities performed by the operating system that pertain to one or more applications, such as activities to launch a messaging, telephone, or email application. Additionally, the disambiguation engine 230 has access to a user personalization database 235 that includes information specific to particular users or client devices. The user personalization data may be used to disambiguate intents that are determined to match the voice input received from the client device 202.

[0053] As shown in FIG. 2, the user 201 may have a client device 202 that is capable of receiving voice inputs, such as voice commands provided by the user 201 to perform one or more actions. In some instances, the client device 202 includes a microphone or other device for obtaining voice inputs from a user, and an operating system or application running on the client device 202 can include software for receiving voice inputs. The client device 202 can receive a voice input from the user 201, such as the voice input “Call taxi.” Based on the client device 202 receiving the voice input, the client device can transmit audio data 204 that includes the voice input over the one or more networks 205 to the voice action service system 200.

[0054] The speech recognition engine 210 of the voice action service system 200 receives the audio data 204 and performs speech recognition processing on the audio data 204 to obtain a transcription of the voice input included in the audio data 204. For example, the speech recognition engine 210 can receive the audio data 204 and can optionally filter the audio data 204 to remove noise or background audio from the audio data 204 and generate a clean version of the audio data 204. The speech recognition engine 210 can then perform speech recognition processing on the clean version of the audio data 204 to obtain a transcription of the voice input. For example, the speech recognition engine 210 may generate the transcription “Call taxi” from the audio data 204 received from the client device 202.

[0055] The speech recognition engine 210 provides the transcription of the audio data 204 to the matcher 220. The matcher 220 matches the transcription against one or more trigger phrases that are specified by intents stored at the contextual intent database 240 or the OS intent database 245. In some instances, determining that the transcription matches a particular trigger phrase associated with a particular intent can involve determining that at least a portion of the transcription matches the particular trigger phrase, such as determining that one or more terms of the transcription match one or more terms of the particular trigger phrase. Therefore, a particular transcription may be determined as potentially calling upon multiple intents, such that the voice action service system 200 must determine a particular intent to trigger from among the candidate intents. Based on determining that the transcription matches one or more trigger phrases specified by one or more candidate intents, the matcher 220 can provide information to the disambiguation engine 230 that specifies the one or more candidate trigger phrases.

[0056] In some instances, the user 201 may provide a textual input to the client device 201, such that the textual input may be provided directly to the matcher 220 without being provided to the speech recognition engine 210. The matcher 220 may receive the textual input and may performing the matching operations discussed above to identify one or more candidate intents based on the textual input. In some instances, the matcher 220 may be capable of identifying types or other features, such as arguments, that are included in the textual input. at are included in the textual input.

[0057] In some examples, the matcher 220 may expand the transcription of the audio data 204 to generate one or more related transcriptions of the audio data 204. For example, the transcription “Call taxi” may be expanded
using one or more query term expansion rules, synonym rules, term optionalization rules, or other rules to generate the related transcriptions “Call a taxi,” “Request a cab,” “Hail a car,” etc. The matcher 220 may match one or more of the related transcriptions to trigger phrases specified by intents stored at the contextual intent database 240 or the OS intent database 245 to determine a trigger phrase that the transcription or a related transcription matches.

[0058] In some examples, expanding the transcription of the audio data 204 requires the matcher 220 to determine whether a related transcription would conflict with a trigger phrase that already exists or that is associated with a different application. For example, the trigger phrase “Call taxi” may be specified by an intent associated with the taxi service application “Cab Caller” and the related trigger phrase “Request a cab” may be specified by an intent associated with the taxi service application “TaxiNow.” The matcher 220 may determine that the transcription and the related transcription match trigger phrases that are specified by intents related to different application, and therefore in some examples may ignore or remove the related transcription “Request a cab” from the matching process. Thus, the matcher 220 or another component of the voice action service system 200 may be able to adjust a transcription of a user input to increase the chances of a match being detected, while also handling any conflicts generated by the expanded transcription of the audio data 204.

[0059] The disambiguation engine 230 can receive the information specifying the one or more candidate intents, and can perform operations to identify a particular intent to trigger call from among the candidate intents. The disambiguation engine 230 may identify the particular intent to trigger from among the candidate intents based on information accessed at the user personalization database 235, based on a confidence score associated with each of the candidate intents, based on requesting and receiving user feedback that selects a particular candidate intent to trigger, or based on other information.

[0060] For example, the voice action service system 200 may receive or be capable of receiving information that identifies the user 201 or the client device 202 being used by the user 201, for example, based on the user 201 being logged into a particular application that is hosted by the client device 202, based on the client device 202 submitting information identifying the user 201 or the client device 202 to the voice action service system 200. The disambiguation engine 230 may identify the user 201 or the client device 202 based on this identifying information and may access information at the user personalization database 235 that specifies information relating to intents for the particular user 201 or client device 202. For example, the information accessed by the disambiguation engine 230 at the user personalization database 235 may specify that the user 201 typically provides the voice input included in the audio data 204 or particular textual input to trigger a particular intent, such as opening a particular application. Similarly, the information accessed at the user personalization database 235 may specify preferences that have provided by the user 201 or determined based on past activity by the user 201. For example, the voice action service system 200 may determine based on past user activity that the user 201 likely prefers a particular taxi service application over another, or may determine that the user 201 typically uses a particular term when referring to a particular application.

[0061] Based on the information accessed at the user personalization database 235, the disambiguation engine 230 can select a particular intent from among the candidate intents and provide information to the execution engine 250 that identifies the particular intent. For example, the disambiguation engine 230 may receive information identifying two candidate intents that have been identified based on the transcription “Call taxi.” One candidate intent may specify the “Cab Called” taxi service application and the second intent may specify a taxi service application called “TaxiNow.” The disambiguation engine 230 may access information at the user personalization database 235 and determine that the user 201 or a user of the client device 202 typically uses the “Cab Caller” taxi service application over the “TaxiNow” taxi service application, and so may select the candidate intent that specifies the “Cab Caller” application from among the two candidate intents. The disambiguation engine 230 can then transmit information to the execution engine 250 that identifies the intent that specifies the “Cab Caller” application. In this way, the disambiguation engine 230 can rely on personalization data for the user 201 to select a particular candidate intent without requiring additional input from the user 201.

[0062] Alternatively, the disambiguation engine 230 can identify a particular intent from among the set of candidate intents based on confidence scores associated with each of the candidate intents. For example, each of the candidate intents may be associated with a confidence score that approximates the confidence that the candidate intent is the intent that the user 201 meant to trigger using the voice action. In some instances, the disambiguation engine 230 or the matcher 220 can determine the confidence scores for each of the candidate intents.

[0063] A confidence score assigned to a candidate intent can be based on one or more factors. For example, the confidence score may be determined based at least in part on the exactness of the match between the transcription and a trigger phrase specified by the intent. In such an example, a candidate intent that specifies a trigger phrase that exactly matches the transcription may be assigned a confidence score that indicates a high confidence that the candidate intent was the intention of the user 201.

[0064] In other implementations, different trigger phrases specified by an intent may be associated with scores that indicates a strength of relationship between the trigger phrase and the intent, and the confidence score may be determined based at least in part on the strength of relationship score for the matched trigger phrase. For example, a strength of relationship score for the trigger phrase “Hail a cab” may indicate a stronger relationship between the trigger phrase and an intent that specifies the “Cab Caller” application than a strength of relationship score for the trigger phrase “Get a car” that is specified by the same intent.

[0065] Other factors may be considered in determining a confidence score for a candidate intent, such as how frequently the candidate intent has been triggered, how recently the candidate intent has been triggered, what other applications may be running on the client device 202 at the time the voice action is received that may be related or frequently used at the same time as the application specified by the candidate intent, based on a user’s location or an activity that the user is identified as being involved in, or based on other information. In some implementations, a combination of these factors may be considered in determining the confi-
ence score for a particular candidate intent. Based on the confidence scores of the one or more candidate intents, a particular candidate intent can be selected by the disambiguation engine 230, and the disambiguation engine can transmit information to the execution engine 250 that identifies the selected candidate intent.

[0066] Additionally, the actions of other users may be considered when determining a confidence score for a candidate intent, such as how many other users are actively using the application specified by the candidate intent, how many of a user’s contacts or friends are using the application specified by the candidate intent, etc. For example, based on a user providing the voice input “Call taxi,” the voice action service system 200 may determine that two candidate taxi service applications may be triggered by the voice input, and may further determine that more taxi drivers are currently using one of the applications over the other. As a result, a confidence score assigned to an intent for the taxi service application that has more drivers actively using the application may be higher than a confidence score assigned to an intent for the taxi service application that has fewer drivers actively using the application.

[0067] In still other examples, the disambiguation engine 230 may provide a request to the client device 202 for the user 201 to select a particular candidate intent from among one or more of the candidate intents. For example, based on receiving the information specifying one or more candidate intents from the matcher 220, the disambiguation engine can cause a request to be provided at the client device 202 for the user 201 to select a particular candidate intent, or a particular application that is specified by a particular candidate intent. The disambiguation engine 230 can receive information indicating the selection by the user 201, and can provide information to the execution engine 250 that identifies the particular candidate intent that the user 201 selected.

[0068] For example, based on determining that the transcription “Call taxi” matches a trigger phrase associated with an intent that specifies the “Cab Caller” application and also matches a trigger phrase associated with an intent that specifies the “TaxiNow” application, the disambiguation engine 230 can provide a user interface to the user 201 at the client device 202 that requests the user 201 select either the “Cab Caller” application or the “TaxiNow” application. The disambiguation engine 230 can receive information indicating that the user selected the “Cab Caller” application, and in response can provide information to the execution engine 250 that identifies the candidate intent that specifies the “Cab Caller” application.

[0069] In some implementations, the disambiguation engine 230 can rank the candidate intents based on confidence scores or other information, and can select a particular candidate intent or display the candidate intents in a user interface presented to the user 201 based on the ranking. For example, the disambiguation engine 230 may rank the candidate intents based on confidence scores determined for each of the candidate intents, e.g., such that candidate intents with higher confidence scores are ranked above candidate intents with lower confidence scores. Other factors may affect the ranking of a candidate intent, such as how frequently or how recently a candidate intent was triggered, how frequently or recently an application specified by a candidate intent was selected by a user in response to a similar voice input.

[0070] In some instances, a user interface that requests a user selection of a particular candidate intent from among multiple candidate intents or that requests selection of a particular application specified by a candidate intent from among a set of applications that are each specified by at least one candidate intent can present the candidate intents or applications to the user differently based on a ranking, confidence score, or other information or factors associated with the candidate intents or rankings. For example, based on determining that the “Cab Caller” application specified by a candidate intent is more frequently selected by the user 201 than the “TaxiNow” application, a user interface presented to the user 201 requesting selection of one of the “Cab Caller” or “TaxiNow” applications can show the option for the “Cab Caller” as a larger selectable icon than the option for the “TaxiNow” application, can display the option for the “Cab Caller” application above the option for the “TaxiNow” application, as shown in FIG. 2, or can otherwise show the options differently or in different locations of the user interface.

[0071] In some instances, the disambiguation engine 230 can also update information at the user personalization database 235 based on the disambiguation determining or receiving information selecting a particular candidate intent from among the one or more candidate intents. For example, based on the disambiguation engine 230 receiving a selection by the user 201 of the “Cab Caller” application in response to providing the voice input “Call taxi,” the disambiguation engine 230 may update user personalization information at the user personalization database and/or the contextual intent database 240. Updating such personalization information may involve increasing a strength of relationship score between the trigger phrase “Call taxi” and the candidate intent that specifies the “Cab Caller” application, may involve adjusting a confidence score for the candidate intent that specifies the “Cab Caller” application to indicate a stronger confidence, adjusting a confidence score for the candidate intent that specifies the “TaxiNow” application to indicate a reduced confidence, or may otherwise update personalization information or information associated with intents stored at the user personalization database 235 or the contextual intent database 240.

[0072] In other examples, the disambiguation engine may also be able to access the intents stored at the contextual intent database 140 or the OS intent database, and may be able to modify or adjust parameters associated with an intent or information related to an intent. For example, based on determining that the user 201 has selected the “Cab Caller” application and not the “TaxiNow” application at a user interface provided to the user 201 in response to the user’s voice input “Call taxi,” the disambiguation engine 230 can update the candidate intent that specifies the “TaxiNow” application and that is stored at the contextual intent database 140 to remove the trigger phrase “Call taxi” from a set of trigger phrases specified for the intent, or adjusting a strength of relationship score for the trigger phrase “Call taxi” specified by the intent. This and similar processes can enable the voice action service system 200 to evaluate the recall capabilities of the service in triggering the proper intents, and to adjust the intents or information associated with the intents to increase the accuracy or efficiency of the voice action service.

[0073] In some examples, feedback from multiple users may be aggregated and analyzed in determining how to
adjust parameters associated with an intent or information related to the intent. For example, based on feedback aggregated from a body of users indicating that the trigger phrase “Call taxi” typically results in users selecting the “Cab Caller” application over the “TaxiNow” application, the voice action service system 200 can determine to increase a strength of relationship or confidence score for the trigger phrase “Call taxi” and the intent that specifies the “Cab Caller” application or the “Cab Caller” application itself.

While discussed separately above, one or more of the methods available to the disambiguation engine 230 may be used to select a particular intent from among the candidate intents. For example, the disambiguation engine 230 may receive data identifying a set of five candidate intents from the matcher 220 and may eliminate three of the candidate intents based on confidence scores associated with or determined for the five candidate intents. The disambiguation engine 230 may then output a request to the client device 202 that requests the user 201 select from among the applications specified by the remaining two candidate intents to determine a particular candidate intent. The disambiguation engine 230 can then transmit information identifying the candidate intent specifying the user-selected intent to the execution engine 250.

Additionally, in some instances the voice action service system 200 may present different user interfaces to a user based on an analysis of the candidate intents by one or more of the methods used by the disambiguation engine 230. For example, if the disambiguation engine 230 selects a particular candidate intent based only upon confidence scores for the candidate intents, the disambiguation engine 230 may provide a user interface to the user 201 at the client device 202 that identifies the particular intent or the application specified by the particular intent. Alternatively, if the disambiguation engine 230 determines based on the confidence scores of the candidate intents that the disambiguation engine 230 should request a user selection of a candidate intent or application specified by a candidate intent, the disambiguation engine 230 can provide a different user interface for output at the client device 202 that requests a user selection.

The execution engine 250 can receive information identifying a particular intent from the disambiguation engine 230 and can trigger the intent to cause an activity specified by the intent to be performed on or by an application specified by the intent. For example, the execution engine 250 may access the identified intent at the contextual intent database 240 or may otherwise access or receive the identified intent. The execution engine 250 may trigger the intent to cause an activity specified by the intent to be performed on or by an application specified by the intent. For example, the execution engine 250 may cause the activity to be performed on the specified application, may provide control to an operating system or other application to perform the activity on the application, or may cause the application to perform the specified activity. In other examples, the execution engine 250 may provide information to the client device 202 that identifies the intent to trigger or an activity specified by the intent to trigger, and the client device 202 may receive the information and trigger the intent or the activity based on the received information. In some instances, the execution engine 250 may be implemented at the client device 202.

As an example, based on receiving information from the disambiguation engine 230 that identifies the candidate intent that specifies the “Cab Caller” application, the execution engine 250 can access the intent that specifies the “Cab Caller” application at the contextual intent database 240 and can trigger the intent that specifies the “Cab Caller” application. Triggering the intent that specifies the “Cab Caller” application may involve determining an activity specified by the intent, such as an activity that launches the “Cab Caller” application. Based on determining that the activity specified by the intent is an activity to launch the “Cab Caller” application, the execution engine 250 may transmit information that causes the client device 202, or an application, operating system, or other software hosted on the client device 202 to launch the “Cab Caller” application on the client device 202.

In some instances, triggering the intent may involve transmitting the intent or information associated with the intent without determining the activity specified by the intent. For example, the execution engine 250 may transmit data associated with the identified intent to the client device 202 without determining an activity specified by the intent. In such a case, the client device 202, or an application, operating system, or other software hosted by the client device may determine the activity to perform based on the intent, and may cause the activity to be performed on or by the application specified in the intent.

Additionally, in some instances the voice action service system 200 may present different user interfaces to a user based on an analysis of the candidate intents by one or more of the methods used by the disambiguation engine 230. For example, if the disambiguation engine 230 selects a particular candidate intent based only upon confidence scores for the candidate intents, the disambiguation engine 230 may provide a user interface to the user 201 at the client device 202 that identifies the particular intent or the application specified by the particular intent. Alternatively, if the disambiguation engine 230 determines based on the confidence scores of the candidate intents that the disambiguation engine 230 should request a user selection of a candidate intent or application specified by a candidate intent, the disambiguation engine 230 can provide a different user interface for output at the client device 202 that requests a user selection.

The execution engine 250 can receive information identifying a particular intent from the disambiguation engine 230 and can trigger the intent to cause an activity specified by the intent to be performed on or by an application specified by the intent. For example, the execution engine 250 may access the identified intent at the contextual intent database 240 or may otherwise access or receive the identified intent. The execution engine 250 may trigger the intent to cause an activity specified by the intent to be performed on or by an application specified by the intent. For example, the execution engine 250 may cause the activity to be performed on the specified application, may provide control to an operating system or other application to perform the activity on the application, or may cause the application to perform the specified activity. In other examples, the execution engine 250 may provide information to the client device 202 that identifies the intent to trigger or an activity specified by the intent to trigger, and the client device 202 may receive the information and trigger the intent or the activity based on the received information. In some instances, the execution engine 250 may be implemented at the client device 202.

As an example, based on receiving information from the disambiguation engine 230 that identifies the candidate intent that specifies the “Cab Caller” application, the execution engine 250 can access the intent that specifies the “Cab Caller” application at the contextual intent database 240 and can trigger the intent that specifies the “Cab Caller” application. Triggering the intent that specifies the “Cab Caller” application may involve determining an activity specified by the intent, such as an activity that launches the “Cab Caller” application. Based on determining that the activity specified by the intent is an activity to launch the “Cab Caller” application, the execution engine 250 may transmit information that causes the client device 202, or an application, operating system, or other software hosted on the client device 202 to launch the “Cab Caller” application on the client device 202.

In some instances, triggering the intent may involve transmitting the intent or information associated with the intent without determining the activity specified by the intent. For example, the execution engine 250 may transmit data associated with the identified intent to the client device 202 without determining an activity specified by the intent. In such a case, the client device 202, or an application, operating system, or other software hosted by the client device may determine the activity to perform based on the intent, and may cause the activity to be performed on or by the application specified in the intent.

The client device 202 may receive information from the execution engine 250 and based on the information may perform operations to carry out the activity specified by the identified intent. For example, the client device 202 may receive the intent identified by the disambiguation engine 230 or may receive information instructing the client device 202 or software hosted by the client device 202 to carry out the activity specified by the identified intent, such as an activity to launch the “Cab Caller” application. Based on the received information the client device 202 or software hosted by the client device 202 can perform the activity. For example, an operating system of the client device 202, the “Cab Caller” application itself, or another application hosted on the client device 202 can launch the “Cab Caller” application in response to the received information. In this way, the “Call taxi” voice input provided by the user 201 can cause the launching of the “Cab Caller” taxi service application, such that the user 201 would then be able to request a taxi using the “Cab Caller” application.

FIG. 3 depicts a flowchart of an example process 300 for a developer voice action service. In some implementations, the process 300 of FIG. 3 may be performed by the developer voice action service system 100 of FIG. 1, or may be performed by another system that is located local to or remote from a client device, such as a system that is accessible and configured to receive information from the client device over one or more networks.

The process 300 begins by receiving data that identifies at least an application and a trigger phrase (302). For example, the ingestion engine 110 of FIG. 1 can receive a grammar from the computing device 102 associated with the application developer 101 over one or more networks 105, and the received grammar can specify at least an application and a trigger phrase. The received data can be treated as a candidate for a new intent that is to be registered with the developer voice action service system 100. In some examples, as described, other information may be specified
in the grammar received from the application developer 101, such as information specifying an activity or compound activity that is to be performed on or by the specified application, a context that is to be associated with the new intent, one or more arguments associated with the trigger phrase, or other information.

[0082] The information identifying the application and the trigger phrase can be validated to determine whether the information can be used to generate a new intent (304). For example, the validation engine 120 of the developer voice action service system 100 can validate the information received by determining that a trigger phrase identified by the data is an acceptable trigger phrase, e.g., that the trigger phrase is not already associated with another intent or that the trigger phrase is not sufficiently related to the identified application. Validating the received information may further involve determining whether the format of the received information can be translated to generate a new intent, can involve determining whether the application or an activity identified in the received data is a valid application or is an activity that can be performed by the identified application, or can involve other validation procedures.

[0083] In some instances, feedback can be provided to the computing device 102 associated with the application developer 101 that includes information relating to or determined based on the validation procedures performed on the received information. For example, feedback may indicate whether the grammar submitted by the application developer 101 has passed the validation process such that the grammar can be translated to generate a new intent, or can indicate reasons why the grammar submitted by the application developer 101 failed to pass the validation process.

[0084] The received information can be inducted to generate an intent that specifies at least the application, the trigger phrase identified by the received data, and one or more other trigger phrases that are determined based at least on the trigger phrase identified by the received data (306). Inducting the received information involves determining one or more additional trigger phrases that are determined based at least on the identified trigger phrase, by expanding the identified trigger phrase to generate one or more related trigger phrases. For example, as described, the trigger phrase identified in the received data can be expanded by using one or more expansion rules, term optionization rules, or other rules, and can be expanded to include translations of the identified trigger phrase and related trigger phrases to other languages.

[0085] Inducting the received information can also involve translating the received information from the grammar format in which it is received from the computing device 102 to format for an intent, to generate a new intent that specifies at least the application, the identified trigger phrase, and one or more additional trigger phrases that are determined based at least on the identified trigger phrase. In some instances, translating the received information can also include translating the one or more trigger phrases that are determined based at least on the identified trigger phrase from a first format, such as grammar format of the received information, to the intent format to generate the new intent.

[0086] The new intent that specifies at least the application, the trigger phrase identified in the received information, and the one or more additional trigger phrases is stored at a contextual intent database (308). For example, based on the induction engine 130 of FIG. 1, inducting the grammar received from the application developer 101 to generate a new intent, the developer voice action service system 100 can store the new intent at the contextual intent database 140. The stored intent can specify at least the identified application, the identified trigger phrase, and the one or more trigger phrases determined based at least on the identified trigger phrase. The new intent stored at the contextual intent database 140 can specify other information as well, such as an activity to be performed on or by the application when the intent is triggered, one or more contexts associated with the intent, one or more strength of relationship scores that estimate a strength of a relationship between a trigger phrase and the application or the activity, or other information. The new intent can be stored at the contextual intent database 140 along with one or more other intents, to enable a future voice input provided by a user to be matched to a trigger phrase specified by one of the stored intents. In response to detecting the match, the matched intent can be triggered to cause the activity specified by the matched intent to be performed on or by an application specified by the matched intent.

[0087] A number of implementations have been described. Nevertheless, it will be understood that various modifications may be made without departing from the spirit and scope of the disclosure. For example, various forms of the flows shown above may be used, with steps re-ordered, added, or removed. Accordingly, other implementations are within the scope of the following claims.

[0088] For instances in which the systems and/or methods discussed herein collect personal information about users, or may make use of personal information, the users may be provided with an opportunity to control whether programs or features collect personal information, e.g., information about a user’s social network, social actions or activities, profession, preferences, or current location, or to control whether and/or how the system and/or methods can perform operations more relevant to the user. In addition, certain data may be anonymized in one or more ways before it is stored or used, so that personally identifiable information is removed. For example, a user’s identity may be anonymized so that no personally identifiable information can be determined for the user, or a user’s geographic location may be generalized where location information is obtained, such as to a city, ZIP code, or state level, so that a particular location of a user cannot be determined. Thus, the user may have control over how information is collected about him or her and used.

[0089] Embodiments and all of the functional operations described in this specification may be implemented in digital electronic circuitry, or in computer software, firmware, or hardware, including the structures disclosed in this specification and their structural equivalents, or in combinations of one or more of them. Embodiments may be implemented as one or more computer program products, i.e., one or more modules of computer program instructions encoded on a computer readable medium for execution by, or to control the operation of, data processing apparatus. The computer readable medium may be a machine-readable storage device, a machine-readable storage substrate, a memory device, a composition of matter effecting a machine-readable propagated signal, or a combination of one or more of them. The term “data processing apparatus” encompasses all apparatus, devices, and machines for processing data, including by way of example a programmable processor, a
computer, or multiple processors or computers. The apparatus may include, in addition to hardware, code that creates an execution environment for the computer program in question, e.g., code that constitutes processor firmware, a protocol stack, a database management system, an operating system, or a combination of one or more of them. A propagated signal is an artificially generated signal, e.g., a machine-generated electrical, optical, or electromagnetic signal that is generated to encode information for transmission to a suitable receiver apparatus.

[0090] A computer program (also known as a program, software, software application, script, or code) may be written in any form of programming language, including compiled or interpreted languages, and it may be deployed in any form, including as a stand alone program or as a module, component, subroutine, or other unit suitable for use in a computing environment. A computer program does not necessarily correspond to a file in a file system. A program may be stored in a portion of a file that holds other programs or data (e.g., one or more scripts stored in a markup language document), in a single file dedicated to the program in question, or in multiple coordinated files (e.g., files that store one or more modules, sub programs, or portions of code). A computer program may be deployed to be executed on one computer or on multiple computers that are located at one site or distributed across multiple sites and interconnected by a communication network.

[0091] The processes and logic flows described in this specification may be performed by one or more programmable processors executing one or more computer programs to perform functions by operating on input data and generating output. The processes and logic flows may also be performed by, and apparatus may also be implemented as, special purpose logic circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application specific integrated circuit).

[0092] Processors suitable for the execution of a computer program include, by way of example, both general and special purpose microprocessors, and any one or more processors of any kind of digital computer. Generally, a processor will receive instructions and data from a read only memory or a random access memory or both.

[0093] The essential elements of a computer are a processor for performing instructions and one or more memory devices for storing instructions and data. Generally, a computer will also include, or be operatively coupled to receive data from or transfer data to, or both, one or more mass storage devices for storing data, e.g., magnetic, magneto optical disks, or optical disks. However, a computer need not have such devices. Moreover, a computer may be embedded in another device, e.g., a tablet computer, a mobile telephone, a personal digital assistant (PDA), a mobile audio player, a Global Positioning System (GPS) receiver, to name just a few. Computer readable media suitable for storing computer program instructions and data include all forms of non volatile memory, media and memory devices, including by way of example semiconductor memory devices, e.g., EPROM, EEPROM, and flash memory devices; magnetic disks, e.g., internal hard disks or removable disks; magneto optical disks; and CD ROM and DVD-ROM disks. The processor and the memory may be supplemented by, or incorporated in, special purpose logic circuitry.

[0094] To provide for interaction with a user, embodiments may be implemented on a computer having a display device, e.g., a CRT (cathode ray tube) or LCD (liquid crystal display) monitor, for displaying information to the user and a keyboard and a pointing device, e.g., a mouse or a trackball, by which the user may provide input to the computer. Other kinds of devices may be used to provide for interaction with a user as well; for example, feedback provided to the user may be any form of sensory feedback, e.g., visual feedback, auditory feedback, or tactile feedback; and input from the user may be received in any form, including acoustic, speech, or tactile input.

[0095] Embodiments may be implemented in a computing system that includes a back end component, e.g., as a data server, or that includes a middleware component, e.g., an application server, or that includes a front end component, e.g., a client computer having a graphical user interface or a Web browser through which a user may interact with an implementation, or any combination of one or more such back end, middleware, or front end components. The components of the system may be interconnected by any form or medium of digital data communication, e.g., a communication network. Examples of communication networks include a local area network ("LAN") and a wide area network ("WAN"), e.g., the Internet.

[0096] The computing system may include clients and servers. A client and server are generally remote from each other and typically interact through a communication network. The relationship of client and server arises by virtue of computer programs running on the respective computers having a client-server relationship to each other.

[0097] While this specification contains many specifics, these should not be construed as limitations on the scope of the disclosure or of what may be claimed, but rather as descriptions of features specific to particular embodiments. Certain features that are described in this specification in the context of separate embodiments may also be implemented in combination in a single embodiment. Conversely, various features that are described in the context of a single embodiment may also be implemented in multiple embodiments separately or in any suitable subcombination. Moreover, although features may be described above as acting in certain combinations and even initially claimed as such, one or more features from a claimed combination may in some cases be excised from the combination, and the claimed combination may be directed to a subcombination or variation of a subcombination.

[0098] Similarly, while operations are depicted in the drawings in a particular order, this should not be understood as requiring that such operations be performed in the particular order shown or in sequential order, or that all illustrated operations be performed, to achieve desirable results. In certain circumstances, multitasking and parallel processing may be advantageous. Moreover, the separation of various system components in the embodiments described above should not be understood as requiring such separation in all embodiments, and it should be understood that the described program components and systems may generally be integrated together in a single software product or packaged into multiple software products.

[0099] In each instance where an HTML file is mentioned, other file types or formats may be substituted. For instance, an HTML file may be replaced by an XML, JSON, plain text, or other types of files. Moreover, where a table or hash table is mentioned, other data structures (such as spreadsheets, relational databases, or structured files) may be used.
Thus, particular embodiments have been described. Other embodiments are within the scope of the following claims. For example, the actions recited in the claims may be performed in a different order and still achieve desirable results.

What is claimed is:

1. A computer-implemented method comprising:
   receiving data specifying a new voice action submitted by an application developer, the data identifying (i) an application, and (ii) a voice command trigger term;
   validating the received data;
   generating a data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term;
   after generating the data structure instance, enabling triggering of the new voice action by a spoken utterance based at least on storing the data structure instance at a database that comprises one or more other data structure instances, wherein one or more of the other data structure instances specify (i) an application, and (ii) one or more voice command trigger terms that includes at least one voice command trigger term that is determined based at least on another voice command trigger term in the same data structure instance;
   after enabling triggering of the new voice action by a spoken utterance and based at least on determining that a transcription of a spoken utterance includes a particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term, selecting a particular data structure instance from the database that specifies the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term; and
   identifying a particular application that is specified by the particular data structure instance.

2. The computer-implemented method of claim 1, comprising:
   based on identifying the particular application that is specified by the particular data structure instance, causing a task to be performed.

3. The computer-implemented method of claim 6, wherein causing the task to be performed comprises causing a particular application that is specified by the particular data structure instance to perform the task.

4. The computer-implemented method of claim 1, comprising:
   selecting, based at least on the affinity measures for each of the one or more identified data structure instances, a particular application that is specified by the particular data structure instance, wherein identifying the particular application that is specified by the particular data structure instance comprises:
   identifying one or more data structure instances in the contextual intent database that each specify (i) an application, and the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term;
   determining, for each of the one or more identified data structure instances, an affinity measure for the data structure instance that indicates an affinity of the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term with the application specified by the data structure instance;
   selecting, based at least on the affinity measures for each of the one or more identified data structure instances, a particular application that is specified by the particular data structure instance; and
   causing a task specified by the particular data structure instance to be performed.

5. The computer-implemented method of claim 1, comprising:
   generating one or more alternate voice command trigger terms by applying one or more synonym rules, optionalization rules, or expansion rules to the voice command trigger term.
causing a task specified by the particular data structure instance to be performed.

11. A system comprising:
one or more computers and one or more storage devices storing instructions that are operable, when executed by the one or more computers, to cause the one or more computers to perform operations comprising:
receiving data specifying a new voice action submitted by an application developer, the data identifying (i) an application, and (ii) a voice command trigger term;
validating the received data;
generating a data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term;
after generating the data structure instance enabling triggering of the new voice action by a spoken utterance based at least on storing the data structure instance at a database that comprises one or more other data structure instances, wherein one or more of the other data structure instances specify (i) an application, and (ii) one or more voice command trigger terms that includes at least one voice command trigger term that is determined based at least on another voice command trigger term in the same data structure instance;
after enabling triggering of the new voice action by a spoken utterance and based at least on determining that a transcription of a spoken utterance includes a particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term, selecting a particular data structure instance from the database that specifies the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term; and
identifying a particular application that is specified by the particular data structure instance.

12. The system of claim 11, wherein the operations comprise receiving data submitted by the application developer, the data identifying an action, wherein validating the received data comprises determining that the action is compatible with the application.

13. The system of claim 11, wherein generating the data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) the one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term comprises:
translating the received data to a different data format.

14. The system of claim 11, wherein generating the data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) the one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term comprises:
generating one or more alternate voice command trigger terms by applying one or more synonym rules, option-alization rules, or expansion rules to the voice com-mand trigger term.

15. The system of claim 11, wherein the operations comprise:

16. The system of claim 11, wherein the operations comprise:
identifying one or more data structure instances in the database that each specify (i) an application, and the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term;
requesting a selection of a particular application from among a set of applications that includes the applications specified by the one or more identified data structure instances;
receiving data indicating a selection of a particular application from among the set of applications that includes the applications specified by the one or more identified data structure instances; and
in response to receiving the data indicating the selection of the particular application, adjusting a strength of a relationship between the identified data structure instance that specifies the particular application and the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term.

17. A non-transitory computer-readable storage device storing software comprising instructions executable by one or more computers which, upon such execution, cause the one or more computers to perform operations comprising:
receiving data specifying a new voice action submitted by an application developer, the data identifying (i) an application, and (ii) a voice command trigger term;
validating the received data;
generating a data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term;
after generating the data structure instance, enabling triggering of the new voice action by a spoken utterance and based at least on determining that a transcription of a spoken utterance includes a particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term, selecting a particular data structure instance from the database that specifies the particular one of the alternate voice command trigger terms that are each determined based at least on another voice command trigger term in the same data structure instance;
after enabling triggering of the new voice action by a spoken utterance and based at least on determining that a transcription of a spoken utterance includes a particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term, selecting a particular data structure instance from the database that specifies the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term; and
identifying a particular application that is specified by the particular data structure instance.

18. The computer-readable device of claim 17, wherein generating the data structure instance that specifies (i) the application, (ii) the voice command trigger term, and (iii) the
one or more alternate voice command trigger terms that are each determined based at least on the voice command trigger term comprises:
generating one or more alternate voice command trigger terms by applying one or more synonym rules, optionalization rules, or expansion rules to the voice command trigger term.

19. The computer-readable device of claim 17, wherein the operations comprise:
based on identifying the particular application that is specified by the particular data structure instance, causing a task to be performed.

20. The computer-readable device of claim 17, wherein the operations comprise:
identifying one or more data structure instances in the database that each specify (i) an application, and the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term;

requesting a selection of a particular application from among a set of applications that includes the applications specified by the one or more identified data structure instances;
receiving data indicating a selection of a particular application from among the set of applications that includes the applications specified by the one or more identified data structure instances; and
in response to receiving the data indicating the selection of the particular application, adjusting a strength of a relationship between the identified data structure instance that specifies the particular application and the particular one of the alternate voice command trigger terms that are each determined based at least on the voice command trigger term.

21-23. (canceled)