Systems and methods for inferring category synonyms from prior result data may include identifying prior query data including query information and category information relating to the prior result data; determining whether the query information is a synonym for the category information; and using the query information and the category information in subsequent search requests if it is determined that the query information is a synonym for the category information.
FIG. 5

IDENTIFY "GOOD" TRIPLES IN PRIOR RESULT DATA

NAME QUERY OR CATEGORICAL QUERY?

CATEGORICAL QUERY

QUERY AND CATEGORY SYNONYM?

YES

END

NO

ASSIGN CATEGORY AS CATEGORY SYNONYM TO QUERY

NAME QUERY
FIG. 7

700 RECEIVE SEARCH QUERY

702 IDENTIFY CATEGORY ASSOCIATED WITH SEARCH QUERY

704 IDENTIFY CATEGORY SYNONYMS FOR IDENTIFIED CATEGORY

706 GENERATE SEARCH RESULTS BASED ON QUERY, CATEGORY, AND CATEGORY SYNONYMS
INFERRING SEARCH CATEGORY SYNONYMS

FIELD OF THE INVENTION

[0001] Implementations consistent with the principles of the invention relate generally to query processing and, more particularly, to providing search query refinements.

BACKGROUND

[0002] Although the Internet traces back to the late 1960s, the widespread availability and acceptance of personal computing and internetworking have resulted in the explosive growth and unprecedented advances in information sharing technologies. In particular, the Worldwide Web ("Web") has revolutionized accessibility to untold volumes of information stored electronic form to a worldwide audience, including written, spoken (audio) and visual (imagery and video) information, both in archived and real-time formats. In short, the Web has provided desktop access to every connected user to a virtually unlimited library of information in almost every language worldwide.

[0003] Search engines have evolved in tempo with the increased usage of the Web to enable users to find and retrieve relevant Web content in an efficient and timely manner. As the amount and types of Web content have increased, the sophistication and accuracy of search engines have likewise improved. Generally, search engines strive to provide the highest quality results in response to a search query. However, determining quality is difficult, as the relevance of retrieved Web content is inherently subjective and dependent upon the interests, knowledge and attitudes of the user.

[0004] Existing methods used by search engines are based on matching search query terms to terms indexed from Web pages. More advanced methods determine the importance of retrieved Web content using, for example, a hyperlink structure-based analysis.

[0005] A typical search query scenario begins with either a natural language question or individual terms, often in the form of keywords, being submitted to a search engine. The search engine executes a search against a data repository describing information characteristics of potentially retrievable Web content and identifies the candidate Web pages. Searches can often return thousands or even millions of results, so most search engines typically rank or score only a subset of the most promising results. The top Web pages are then presented to the user, usually in the form of Web content titles, hyperlinks, and other descriptive information, such as snippets of text taken from the Web pages.

[0006] Providing quality search results can be complicated by the literal and implicit scope of the search query itself. A poorly-framed search query could be ambiguous or be too general or specific to yield responsive and high quality search results. For instance, terms within a search query can be ambiguous at a syntactic or semantic level. A syntactic ambiguity can be the result of an inadvertent homonym, which specifies an incorrect word having the same sound and possibly same spelling, but different meaning from the word actually meant. For example, the word “bear” can mean or can refer to an animal or an absence of clothing. A semantic ambiguity can be the result of improper context. For example, the word “jaguar” can refer to an animal, a version of the Macintosh operating system, or a brand of automobile. Similarly, search terms that are too general result in overly broad search results while search terms that are too narrow result in unduly restrictive and non-responsive search results.

[0007] Accordingly, there is a need for an approach to providing suggestions for search query refinements that will resolve ambiguities or over generalities or over specificities occurring in properly framed search queries. Preferably, such an approach would provide refined search queries that, when issued, result in search results closely related to the actual topic underlying the intent of the original search query and provide suggestions that reflect conceptual independence and clear meanings as potential search terms.

SUMMARY

[0008] In accordance with one implementation consistent with the principles of the invention, a method may include identifying prior query data including at least query information and category information relating to prior result data; determining whether the query information is a synonym for the category information; and using the query information and the category information in subsequent search requests if it is determined that the query information is a synonym for the category information.

[0009] In accordance with another implementation consistent with the principles of the invention, a system may include means for determining whether query data and category data included within prior search results are category synonyms; and means for incorporating the query data into subsequent search requests associated with the category data if it is determined that the query data and the category data are category synonyms.

[0010] In accordance with yet another implementation consistent with the principles of the invention, a device may include logic for identifying historical log data including at least one query, category pair associated with a prior search request; logic for determining whether the query in the query, category pair is a name query or a categorical query; and logic for determining whether the query is a synonym of the category when it is determined that the query is a categorical query.

[0011] In accordance with still another implementation consistent with the principles of the invention, a method may include receiving a search query from a client; identifying a result category based on the received search query; identifying category synonyms for the identified result category; and performing a result search based on the result category and identified category synonyms.

BRIEF DESCRIPTION OF THE DRAWINGS

[0012] The accompanying drawings, which are incorporated in and constitute a part of this specification, illustrate an implementation of the invention and, together with the description, explain the invention. In the drawings,

[0013] FIG. 1 is an exemplary diagram illustrating a concept consistent with principles of the invention;

[0014] FIG. 2 is an exemplary diagram of a network in which systems and methods consistent with the principles of the invention may be implemented;

[0015] FIG. 3 is an exemplary diagram of a client or server of FIG. 2 according to an implementation consistent with the principles of the invention;

[0016] FIG. 4 is a diagram of a portion of an exemplary computer-readable medium that may be used in FIGS. 2-3;
FIG. 5 is a flow chart of an exemplary process for identifying synonyms in an implementation consistent with the principles of the invention;

FIG. 6 is a flow chart of exemplary processing for distinguishing between containment and equivalency query, category pairs in one implementation consistent with principles of the invention; and

FIG. 7 is a flow chart illustrating exemplary processing for performing a user initiated search in accordance with principles of the invention.

DETAILED DESCRIPTION

The following detailed description of implementations consistent with the principles of the invention refers to the accompanying drawings. The same reference numbers in different drawings may identify the same or similar elements. Also, the following detailed description does not limit the invention.

Overview

The quantity of documents becoming searchable via search engines is substantially increasing. Accordingly, search queries which may be submitted to locate relevant documents may more easily suffer from potential ambiguities or generalities. It is beneficial to identify and provide search query refinements which may remedy the initial query deficiencies or which may expand an initial search query to identify additional relevant documents. As described herein, search query refinements may be automatically generated to assist the user in more quickly and more accurately identifying desirable search results. More specifically, searchable information may be assigned to or broken down into various predefined categories. For example, a listing for “Joe’s Bar and Grill” may be assigned to both the “bars” and “taverns” categories. In accordance with principles of the invention, category synonyms may be identified from within prior result data to thereby enable enhanced searching of the searchable information. The identified category synonyms may then be used in conjunction with the pre-defined categories in performing a requested search.

FIG. 1 is an exemplary diagram illustrating a concept consistent with principles of the invention. As shown at (A), a user may access a web document, such as a web page 100, using a web browser. As also shown at (A), the web browser includes a search query entry box 102 for receiving an initial search query from a user. In the exemplary implementation, search query entry box 102 may include a phrase such as “attorney Fairfax, Va.”, presumably requesting information regarding attorneys in Fairfax, Va.

In accordance with principles of the invention, submission of the entered query may result in a web document, such as web page 104, as shown in (B), that includes search results based on the submitted query as well as identified category synonyms for the query terms. In the exemplary implementation, results may be displayed based on the following modified query: “attorney OR attorneys OR lawyer OR lawyers” AND “Fairfax, Va.”. As will be described in additional detail below, synonyms for identified categories applied to a search query may be identified and used in obtaining the provided search results. More specifically, subsequent searches for a received query may be the performed using the query terms, the initially identified category, as well as any subsequently identified category synonyms based on prior good search results. In this manner, increased accuracy and functionality of search results may be obtained.

A “document,” as the term is used herein, is to be broadly interpreted to include any machine-readable and machine-storable work product. A document may include, for example, an e-mail, a web site, a file, a combination of files, one or more files with embedded links to other files, a news group posting, a blog, a business listing, an electronic version of printed text, a web advertisement, etc. In the context of the Internet, a common document is a web page. Documents often include textual information and may include embedded information (such as meta information, images, hyperlinks, etc.) and/or embedded instructions (such as Javascript, etc.). A “link,” as the term is used herein, is to be broadly interpreted to include any reference to/from a document from/to another document or another part of the same document.

Exemplary Network Configuration

FIG. 2 is an exemplary diagram of a network 200 in which systems and methods consistent with the principles of the invention may be implemented. Network 200 may include multiple clients 210 connected to multiple servers 220-240 via a network 250. Two clients 210 and three servers 220-240 have been illustrated as connected to network 250 for simplicity. In practice, there may be more or fewer clients and servers. Also, in some instances, a client may perform a function of a server and a server may perform a function of a client.

Clients 210 may include client entities. An entity may be defined as a device, such as a personal computer, a wireless telephone, a personal digital assistant (PDA), a laptop, or another type of computation or communication device, a thread or a process running on one of these devices, and/or an object executable by one of these devices. Clients 210 may further include browser software configured to operate as a user interface between clients 210 and servers 220-240.

Servers 220-240 may include server entities that gather, process, search, and/or maintain documents or other information in a manner consistent with the principles of the invention. In an implementation consistent with the principles of the invention, server 220 may include a search engine 225 usable by clients 210. Server 220 may crawl a corpus of documents, index the documents, and store information associated with the documents in a repository of documents. Servers 230 and 240 may store or maintain documents that may be crawled or analyzed by server 220. Additionally, servers 220-240 may also maintain one or more logs relating to the transmission of documents or information to clients 210. In one implementation consistent with principles of the invention, such logs may include information relating to what documents or information were transmitted to clients 210 in response to received user queries or requests. Moreover, additional information may be logged including actions taken by clients 210 in response to transmission of the documents or information from servers 220-240.

While servers 220-240 are shown as separate entities, it may be possible for one or more of servers 220-240 to perform one or more of the functions of another one or more of servers 220-240. For example, it may be possible that two or more of servers 220-240 are implemented as a single server. It may also be possible for a single one of servers 220-240 to be implemented as two or more separate (and possibly distributed) devices.
Network 250 may include a local area network (LAN), a wide area network (WAN), a telephone network, such as the Public Switched Telephone Network (PSTN), an intranet, the Internet, or a combination of networks. Clients 210 and servers 220-240 may connect to network 250 via wired, wireless, and/or optical connections.

Exemplary Client/Server Architecture

Exemplary Processing for Identifying Synonyms

Exemplary Computer-Readable Medium
ally to include data representative of prior query results. More particularly, a “triple” may include: 1.) the query terms; 2.) a result business name; and 3.) a result business category. Further, a determination regarding whether an identified “triple” is “good” or not may be based on any suitable factors.

[0039] In one embodiment of a method, a “triple” may be identified as those triples upon which a predefined action was received. For example, in one exemplary embodiment, in addition to supplying the listing containing the business listing to client 210, servers 220-240 may also provide additional information or functionality relating to each listing, such as driving directions, email links, links to a website associated with the listing, etc. In such an implementation, a good triple may be identified as a triple associated with a listing relating to which a client 210 transmitted a predefined user action to server 220-240. In one specific embodiment, the user action may be clicking on a link for driving directions.

[0040] It should be noted that many stored listings may have multiple business names and multiple categories associated therewith. Accordingly, a driving direction click (or other “goodness” indication) may give rise to multiple query-name-category triples. For example, a received query of “bar” may match a particular listing “Joe’s Bar and Grill” with two categories: “bars” and “taverns”. In this example, two individual query-name-category triples may be observed: 1.) (“bars”, “Joe’s Bar and Grill”, bars) and 2.) (“bars”, “Joe’s Bar and Grill” taverns). Given the existence of two good “triples” for the listing, in question of how to count the triples is raised. In one implementation consistent with principles of the invention, each of the above triples may be treated as having a count of 0.5 (rather than 1.0). Similarly, in an example where a query results in three identified triples, each triple may be treated as a count of 0.333. That is, the single listing weight (1.0) is distributed evenly among the multiple triples associated therewith. In this manner, the sum of the whole dataset correctly adds up to the observed results.

[0041] Once good triples have been identified, queries associated with the good triples may be classified as “name queries” or “categorical queries” (act 502). As defined herein, “name queries” include query terms relating to a business name (e.g., “China Taste Buffet”) and “categorical queries” include query terms relating to a potential business category (e.g., “Chinese restaurant”). By distinguishing between the two types of queries, identified categories are prevented from being assigned as synonyms to name queries.

[0042] In accordance with one embodiment of the invention, the name query/categorical query determination may be made based upon a degree of “name entropy” or “name perplexity” associated with each identified query. Toward this goal, each query’s name perplexity may be represented by the following expression:

\[ H(\text{name query}) \]

where \( H(\text{name query}) \) is the conditional name entropy of the business name, given a query estimated from the results selected in act 500. Name entropy may be defined by the following expression:

\[
- \sum_{\text{name}} P(\text{name query}) \log P(\text{name query})
\]

where \( P(\text{name query}) \) is the probability of the name begin given the query.

[0043] In other words, the likelihood that a query includes a business name may be determined based on the number of business names that pair with the query. Those queries to which few business names pair are considered categorical queries (e.g., low name perplexity), while those queries to which more different names pair with the query are considered to have high name perplexity. It should be understood that the concept of entropy is introduced to account for weighting between frequently used and infrequently used names.

[0044] Once it is determined that an identified query is both a good query and a categorical query in acts 500 and 502, respectively, it is then determined whether the result category and the identified query should be treated as synonyms (act 504). For example, a category “Restaurants-Chinese” may be determined to be a category synonym for the query “Chinese restaurants”, based upon an initial “goodness” determination for the query-result_name_result_category listing in act 500 and a high name perplexity (that is, many business names may be paired with this query) identified in act 502. If such a determination is made, the identified category may be assigned as a category synonym for the associated query terms (act 504), thereby ensuring that subsequent searches associated with the query will additionally invoke searches relating to the category.

[0045] Unfortunately, simply examining queries forwarded through acts 500 and 502 does not account for the possibility of query/category hyponyms. As is known, a hyponym is a word whose meaning denotes a subcategory or sub-class. For example, Pennsylvanian is a hyponym for American. Returning to the problem at hand, an observed query, “Chinese restaurant”, may be a hyponym for category “Restaurants”, since a Chinese restaurant is a sub-category of the category “Restaurants”. Because the latter query, category pair involves a containment rather than an equivalence (e.g., a Chinese restaurant is a type of restaurant, but is not equivalent to “restaurant”), it should not be used as a synonym for the category “Restaurant”.

[0046] FIG. 6 is a flow chart of exemplary processing for distinguishing between containment and equivalence query, category pairs. To facilitate rejection of containment type query, category pairs, an F-measure for an identified query, category pair is calculated (act 600). As defined herein, each pair’s F-measure may be calculated as the likelihood that a query, category pair is a hyponym or containment type pair, that should be rejected as a synonym. Such a calculation may be represented by the following expression:

\[
F = \frac{\text{measure(query, category)}}{P(\text{category}) + (1 - \alpha) \times P(\text{query})}
\]

[0047] In the above expression, \( P(\text{query}, \text{category}) \) represents the joint probability of both category and query being synonyms for each other. The value for \( P(\text{query}, \text{category}) \) and \( P(\text{category}, \text{query}) \) may be estimated by a count of the number of instances that the category and the query terms are seen together and evidenced as “good” by association with a desirable user action (e.g., selection of driving directions link) divided by a count of the number of instances that the desirable user actions received.
[0048] A value for $P(\text{query})$ may be estimated by a count of the number of instances that the query terms resulted in performance of the desirable user action divided by a count of the number of instances that the desirable user actions was received. Similarly, a value for $P(\text{category})$ may be estimated by a count of the number of instances that the identified category resulted in performance of the desirable user action divided by a count of the number of instances that the desirable user actions was received.

[0049] Additionally, $P(\text{query}/\text{category})$, may be defined as the probability of the query given the category and $P(\text{category}/\text{query})$, which is the probability of the category given the query. They are defined as $P(\text{query}/\text{category}) = P(\text{query}, \text{category})/P(\text{category})$ and $P(\text{category}/\text{query}) = P(\text{query}, \text{category})/P(\text{query})$ and are estimated using the earlier estimates of the components. In general statistical terms:

$$F - \text{measure} = \frac{1}{\left( a \times \frac{1}{\text{recall}} \right) \times \left( 1 - a \right) \times \frac{1}{\text{precision}}}$$

[0050] However, in the context of query and category probabilities, the recall is $P(\text{category}/\text{query})$, precision is $P(\text{query}/\text{category})$ and $F$-measure equals $(a \times P(\text{query}, \text{category}) + (1 - a) \times P(\text{category}, \text{query}))$, which follows by plugging the above definitions into the general $F$-measure formula and simplifying. The terms ‘recall’ and ‘precision’ in this context are with respect to the following retrieval experiment: for a given query and category, return as a response to the query, all results that match that category.

[0051] A suitable tradeoff between precision and recall may be established through the selection of a value for the constant ‘a’. It has been determined that a value in the range of approximately 0.7 to 0.9 provides a suitable compromise between precision to recall to accurately eliminate or reduce the likelihood that hyponyms are included within identified category synonyms. In one exemplary implementation, the value for ‘a’ is 0.85.

[0052] Once the $F$-measure for the selected query, category pair has been determined, it is then determined whether the calculated $F$-measure satisfies predefined criteria (act 602). If so, the query and category in the query, category pair are considered to be synonyms (act 604). If not, the query and category are not considered synonyms and the pair is discarded from consideration (act 606).

[0053] In one exemplary implementation, the $F$-measure criteria may include any suitable manner for determining those query, category pairs having higher or greater $F$-measure values for a given query. For example, it may be determined that only the query, category pair having the highest $F$-measure are to be considered synonyms for each other for the given query. Alternatively, a predefined top number of query, category pairs may be considered synonyms for the given query. In still another implementation, a maximum $F$-measure value may be determined, and all query, category pairs up to a predetermined percentage (e.g., 50%) of this value may be considered synonyms for the given query. In yet another implementation, a minimum required $F$-measure value may be determined, and those query, category pairs meeting or exceeding this value may be identified as synonyms for the given query.

[0054] In another exemplary implementation, $F$-measure value may be combined with other factors, such as name perplexity, category perplexity, and query frequency. For example, in order to be considered synonyms, a query, category pair may be required to have a name perplexity of at least 25, have a category perplexity of at least 50, a query frequency of at least 1/1,000,000, and must have an $F$-measure value greater than both 0.03 and 50% of the maximum measured $F$-measure value.

[0055] Following synonym determination, it is then determined whether additional query, category pairs remain to be processed (act 608). If so, the process returns to act 600 for the next query, category pair. If no additional query, category pairs remain for processing, the process stops.

[0056] In one implementation consistent with principles of the invention, synonym pairs may be passed onto one or more “labellers” for subsequent manual review of the inferred synonyms. In this manner, potentially inaccurate synonyms that otherwise pass the various tests set forth above may be vetted prior to inclusion in performing actual user searches.

[0057] FIG. 7 is a flow chart illustrating exemplary processing for performing a user initiated search in accordance with principles of the invention. Initially, a search query is received from client 210 at the direction of a user (act 700). As described above, in accordance with principles of the invention, the search query may, in one exemplary implementation, include numerous terms relating to locating or identifying local business information. In alternative implementations, the search query may be directed toward the location or identification of additional types of information, such as product pricing and description information, textual web-based information, media (e.g., songs, images, videos, etc.) information.

[0058] Regardless of the type of information being requested, search engine 225 on server 220 may next identify one or more categories associated with the requested information (act 702). The manner in which an initial category is identified is outside the scope of the present invention and will be described in detail herein. However, once an initial category has been identified, category synonyms determined using the process of FIGS. 5 and 6 may then be identified (act 704). Using the query terms, the initially determined category or categories, and the category synonyms identified in the manner detailed above, search results may then be generated (act 706) and forwarded to client 210 for eventual display to the requesting user.

[0059] In one exemplary implementation, the listing information may be specifically searched using category synonyms identified in the manner described above in addition to the received query terms. For example, a search for ‘doctors’ may be revised to include an identified category of synonym of “Physicians-General Practice”. In one implementation, such terms may be logically OR’ed. In the given example, the resulting query would include “doctors OR EXACTCATEGORYMATCH(Physicians-General Practice), where EXACTCATEGORYMATCH ensures that each term included within the defined category synonym is found within the categories identified in the listing information. In this manner, confusion caused by partial category matches (e.g., PHYSICIAN-Obstetrician) with the associated listings are avoided.

[0060] By using historical search information to infer category synonyms, enhanced search results may be provided. More particularly, by identifying good search results from prior searches, category synonyms may be accurately
inferred. Using the inferred synonyms in providing future search results increases the likelihood of providing desirable results to users.

CONCLUSION

[0061] Systems and methods consistent with principles of the invention may facilitate search query refinement. In one implementation consistent with principles of the invention, category synonyms may be inferred from historical search information.

[0062] The foregoing description of preferred embodiments of the present invention provides illustration and description, but is not intended to be exhaustive or to limit the invention to the precise form disclosed. Modifications and variations are possible in light of the above teachings or may be acquired from practice of the invention. For example, while series of acts have been described with regard to FIGS. 5-7, the order of the acts may be modified in other implementations consistent with principles of the invention. Also, non-dependent acts may be performed in parallel. Further, the acts may be modified in other ways.

[0063] It will also be apparent to one of ordinary skill in the art that aspects of the invention, as described above, may be implemented in many different forms of software, firmware, and hardware in the implementations illustrated in the figures. The actual software code or specialized control hardware used to implement aspects consistent with the present invention is not limiting of the present invention. Thus, the operation and behavior of the aspects were described without reference to the specific software code—it being understood that one of ordinary skill in the art would be able to design software and control hardware to implement the aspects based on the description herein.

[0064] No element, act, or instruction used in the description of the invention should be construed as critical or essential to the invention unless explicitly described as such. Also, as used herein, the article “a” is intended to include one or more items. Where only one item is intended, the term “one” or similar language is used. Further, the phrase “based on” is intended to mean “based, at least in part, on” unless explicitly stated otherwise.

1. -25. (canceled)

26. A method, comprising:
identifying, using one or more computers, a first query and a first result category related to a first search result responsive to the first query, where the first result category includes one or more terms;
classifying, using one or more computers, the first query as a categorical query;
determining, using one or more computers, that the first query and the first result category should be treated as synonyms based on classifying the first query as a categorical query; and
assigning, using one or more computers, the first result category as a category synonym for the first query based on the determination that the first query and the first result category should be treated as synonyms.

27. The method of claim 26, further comprising:
receiving a second query related to the first query; and
modifying the second query to include the one or more terms of the first result category.

28. The method of claim 26, where the categorical query comprises query terms that relate to a business category.

29. The method of claim 26, further comprising determining that the first query and the first result category should be treated as synonyms based on the first query having a high name perplexity.

30. The method of claim 29, further comprising determining that the first query has a high name perplexity, where determining includes:
determining a number of business names associated with the first query; and
identifying that the first query has a high name perplexity in response to determining that the number of business names associated with the first query is above a threshold.

31. The method of claim 26, further comprising:
identifying a second query and a second result category related to a second search result responsive to the second query, where the second result category includes one or more terms;
determining that the second query and the second result category should not be treated as synonyms based on the second query having a low name perplexity; and
foregoing assigning the second result category as a category synonym for the second query based on the determination that the second query and the second result category should not be treated as synonyms.

32. The method of claim 31, further comprising determining that the second query has a low name perplexity, where determining includes:
determining a number of business names associated with the second query; and
identifying that the second query has a low name perplexity in response to determining that the number of business names associated with the second query is not above a threshold.

33. A system, comprising:
one or more computers configured to perform operations comprising:
identifying a first query and a first result category related to a first search result responsive to the first query, where the first result category includes one or more terms;
classifying the first query as a categorical query; determining that the first query and the first result category should be treated as synonyms based on classifying the first query as a categorical query; and
assigning the first result category as a category synonym for the first query based on the determination that the first query and the first result category should be treated as synonyms.

34. The system of claim 33, where the one or more computers are further configured to perform operations comprising:
receiving a second query related to the first query; and
modifying the second query to include the one or more terms of the first result category.

35. The system of claim 33, where the categorical query comprises query terms that relate to a business category.

36. The system of claim 33, where the one or more computers are further configured to perform operations comprising determining that the first query and the first result category should be treated as synonyms based on the first query having a high name perplexity.

37. The system of claim 36, where the one or more computers are further configured to perform operations compris-
assigning the first query to have a high name perplexity, where determining includes:

determining a number of business names associated with the first query; and

identifying that the first query has a high name perplexity in response to determining that the number of business names associated with the first query is above a threshold.

The system of claim 33, where the one or more computers are further configured to perform operations comprising:

identifying a second query and a second result category related to a second search result responsive to the second query, where the second result category includes one or more terms;

determining that the second query and the second result category should not be treated as synonyms based on the second query having a low name perplexity; and

foregoing assigning the second result category as a category synonym for the second query based on the determination that the second query and the second result category should not be treated as synonyms.

The system of claim 38, where the one or more computers are further configured to perform operations comprising:

determining a number of business names associated with the second query; and

identifying that the second query has a low name perplexity in response to determining that the number of business names associated with the second query is not above a threshold.

A non-transitory computer-readable medium storing software comprising instructions executable by one or more computers which, upon such execution, cause the one or more computers to perform operations comprising:

identifying a first query and a first result category related to a first search result responsive to the first query, where the first result category includes one or more terms;

classifying the first query as a categorical query;

determining that the first query and the first result category should be treated as synonyms based on classifying the first query as a categorical query; and

assigning the first result category as a category synonym for the first query based on the determination that the first query and the first result category should be treated as synonyms.

The computer-readable medium of claim 40, where the instructions further cause the one or more computers to perform operations comprising:

receiving a second query related to the first query; and

modifying the second query to include the one or more terms of the first result category.

The computer-readable medium of claim 40, where the categorical query comprises query terms that relate to a business category.

The computer-readable medium of claim 40, where the instructions further cause the one or more computers to perform operations comprising determining that the first query and the first result category should be treated as synonyms based on the first query having a high name perplexity.

The computer-readable medium of claim 43, where the instructions further cause the one or more computers to perform operations comprising determining that the first query has a high name perplexity, where determining includes:

determining a number of business names associated with the first query; and

identifying that the first query has a high name perplexity in response to determining that the number of business names associated with the first query is above a threshold.

The computer-readable medium of claim 40, where the instructions further cause the one or more computers to perform operations comprising:

identifying a second query and a second result category related to a second search result responsive to the second query, where the second result category includes one or more terms;

determining that the second query and the second result category should not be treated as synonyms based on the second query having a low name perplexity; and

foregoing assigning the second result category as a category synonym for the second query based on the determination that the second query and the second result category should not be treated as synonyms.

* * * * *