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METHODS, MEDIA, AND DEVICES FOR MOVING A CONNECTION FROM ONE

POINT OF ACCESS TO ANOTHER POINT OF ACCESS

Cross-Reference to Related Applications

[0001] This application claims the benefit of United States Provisional Patent

Application No. 60/739,137, filed November 22, 2005, and United States Provisional Patent

Application No. 60/813,022, filed June 13, 2006, each of which is hereby incorporated by

reference herein in its entirety.

Technical Field

[0002] The disclosed subject matter relates to systems, methods, media, and devices

for moving a connection from one point of access to another point of access.

Background

[0003] In wireless networks, mobile nodes (MNs) can move between, for example,

access points (APs), sub-networks, and/or networks. When a MN moves out of the range of a

first AP and enters the range of a second AP, a handoff from the first AP to the second AP

can occur. These handoffs can be, for example, layer 2 (L2) handoffs and/or layer 3 (L3)

handoffs. Moving from one AP to another can also involve an authentication process,

between, for example, an MN and a network it is joining. The amount of time consumed by

handoffs and authentication can slow down or interrupt traffic being sent to and from a, for

example, MN when it moves from one network to another. Such interruptions can be

especially problematic for real-time applications, such as, for example, voice-over-internet-

protocol (VoIP) communications and streaming video, where the interruption can be

noticeable to the user.

[0004] In some cases, the time needed by an MN to perform an L2 handoff can be on

the order of a few hundred milliseconds, which can cause a noticeable interruption in, for

example, an ongoing real-time multimedia session. Additionally, for example, in either open

802.1 1 networks or 802.1 1 networks with Wired Equivalent Privacy (WEP) enabled,

scanning can contribute to over 90% of the total handoff time. In some systems, such as, for

example, in 802.1 1 networks with either WPA or 802.1 I i enabled, the authentication process

can dominate the handoff delay. This can be because data may not be exchanged among



MNs before authentication completes. For example, using 802. Ix, during authentication,

only Extensible Authentication Protocol Over Local Area Network (EAPOL) traffic may be

exchanged with a supplicant (e.g., a node attempting authenticate with an AP).

[0005] When an MN moves from one network to another, sometimes the MN can be

required to obtain a new address, such as, for example, an IP address. This can be the case

during, for example, an L3 handoff. New IP addresses can be obtained using, for example,

Dynamic Host Configuration Protocol (DHCP). However, this can take up to, for example,

one second, which can be long enough to cause a disruption in, for example, a video chat

using an IP connection.

Summary

[0006] Systems, methods, media, and devices for providing cooperation among

digital processing devices in wireless networks are provided. In some embodiments, methods

for moving a connection from one point of access to another point of access are provided,

comprising: sending a request for information from a first mobile node to at least one other

node, wherein the request for information contains first information identifying at least one

point of access; receiving a response containing second information identifying at least one

point of access from the at least one other node; and establishing a connection between the

first mobile node and an point of access identified in the second information.

[0007] In some embodiments, methods for moving a connection from one point of

access to another point of access are provided, comprising: sending a request for information

from a first mobile node to at least one other node, wherein the request for information

identifies a network; receiving a response identifying at least one node in the identified

network; sending a request for an address to the at least one identified node; receiving a

response containing the address; and establishing a connection between the first mobile node

and a point of access in the identified network using the address.

[0008] In some embodiments, devices that can move a connection from one point of

access to another point of access are provided, comprising: an interface in communication

with a network; a memory; and a processor in communication with the memory and the

interface; wherein the processor: sends a request for information to at least one node, wherein

the request for information contains first information identifying at least one point of access;

receives a response containing second information identifying at least one point of access



from the at least one node; and establishes a connection with a point of access identified in

the second information.

[0009] In some embodiments, devices that can move a connection from one point of

access to another point of access are provided, comprising: an interface in communication

with a network; a memory; and a processor in communication with the memory and the

interface; wherein the processor: sends a request for information to at least one node, wherein

the request for information identifies a network; receives a response identifying at least one

node in the identified network; sends a request for an address to the at least one identified

node; receives a response containing the address; and establishes a connection with a point of

access in the identified network using the address.

[0010] In some embodiments, a computer-readable medium containing computer-

executable instructions that, when executed by a processor, cause the processor to perform

methods for moving a connection from one point of access to another point of access is

provided. The methods comprising: sending a request for information from a first mobile

node to at least one other node, wherein the request for information contains first information

identifying at least one point of access; receiving a response containing second information

identifying at least one point of access from the at least one other node; and establishing a

connection between the first mobile node and a point of access identified in the second

information.

[0011] In some embodiments, a computer-readable medium containing computer-

executable instructions that, when executed by a processor, cause the processor to perform

methods for moving a connection from one point of access to another point of access is

provided. The methods comprising: sending a request for information from a first mobile

node to at least one other node, wherein the request for information identifies a network;

receiving a response identifying at least one node in the identified network; sending a request

for an address to the at least one identified node; receiving a response containing the address;

and establishing a connection between the first mobile node and a point of access in the

identified network using the address.



Brief Description of the Drawings

[0012] FIG. 1 is a schematic diagram of a system suitable for providing cooperation

among digital processing devices in wireless networks in accordance with some embodiments

of the disclosed subject matter.

[0013] FIG. 2 is an illustration of nodes that can be used in FIG. 1 in accordance with

some embodiments of the disclosed subject matter.

[0014] FIG. 3 is table illustrating contents of a cache that can be used in accordance

with some embodiments of the disclosed subject matter.

[0015] FIG. 4 is a simplified illustration of a method for providing cooperation

among digital processing devices in accordance with some embodiments of the disclosed

subject matter.

[0016] FIG. 5 is another simplified illustration of a method for providing cooperation

among digital processing devices in accordance with some embodiments of the disclosed

subject matter.

[0017] FIG. 6 is schematic diagram of an illustrative system where a digital

processing device can relay data for another digital processing device in accordance with

some embodiments of the disclosed subject matter.

[0018] FIG. 7 is an illustration of an IEEE 802. 11 MAC layer frame that can be used

in accordance with some embodiments of the disclosed subject matter.

[0019] FIG. 8 is table illustrating example relationships between some fields of the

illustration of FIG. 7 that can be used in accordance with some embodiments of the disclosed

subject matter.

[0020] FIG. 9 is an illustration of code according to RFC3388 Session Description

Protocol format that can be used in accordance with some embodiments of the disclosed

subject matter.

[0021] FIG. 10 is an illustration of a possible arrangement of a Coop Manager, a

DHCP client, a WPA supplicant, and a wireless card driver that can be used in accordance

with some embodiments of the disclosed subject matter.



Detailed Description

[0022] In some embodiments of disclosed subject matter, systems and methods are

provided to achieve, and/or increase the performance of, handoffs, such as, for example, L2

and L3 handoffs. In some embodiments, mobile nodes (MNs) can cooperate by, for example,

exchanging information to assist each other. For example, an MN can discover surrounding

points of access, such as, for example, access points (APs) and subnets by asking other MNs

to provide, for example, a list of APs that they may have. In some embodiments, an MN can

ask another MN (for example, an MN in a different subnet) to acquire a new address, such as,

for example, an IP address, on its behalf. This can enable an MN to get, for example, an IP

address for a new subnet while remaining in its current subnet. Thus, for example, if the MN

moves to a new subnet for which it has already obtained an address, it does not have to waste

time obtaining the address.

[0023] Some embodiments of the disclosed subject matter can use cooperation to

authenticate MNs, by, for example, relaying traffic for MNs that have not yet completed

authentication. Some embodiments can use cooperation to increase security by, for example,

informing an MN than another MN has sent malicious and/or incorrect information. Some

embodiments can reduce bandwidth and/or energy usage by, for example, reducing the

amount of time an MN spends scanning. Some embodiments can improve load balancing by,

for example, gathering, analyzing, and/or providing statistics about, for example, AP usage.

[0024] FIG. 1 is a schematic diagram of an illustrative system 100 suitable for

implementation of systems and methods for providing cooperation among digital processing

devices in wireless networks in accordance with some embodiments of the disclosed subject

matter. As illustrated, system 100 can include one or more nodes (MNs) 130. MNs 130 can

be members of a network, such as, for example, subnets 110 and 115. Nodes 130 can be

connected through wireless communication links 106 to wireless access points, such as,

wireless access points 145-147 and/or a router 140. hi some embodiments, a router 140 and a

wireless access point 145-147 can be one device, such as, for example, a wireless router. In

some embodiments, a wireless access point 145-147, a router 140, and/or a wireless router,

may also include a switch. In some embodiments, routers 140 can be routers with multiple IP

addresses and/or multiple network cards such as, for example, multi-homed routers. Nodes

130 can be any suitable digital processing devices, such as, for example, personal computers,

laptop computers, data displays, Internet browsers, personal digital assistants (PDAs), two-



way pagers, tablet personal computers, wireless terminals, digital audio players, digital video

players, portable telephones (e.g., cellular telephones, voice-over-IP phones, 3G Cellular

telephones, etc.), or any combination of the same.

[0025] Routers 140 can be connected through one or more communication links 108

to other networks such as, for example, communication network 120. Communications

network 120 can be any suitable computer network including the Internet, an intranet, a wide-

area network (WAN), a local-area network (LAN), a wireless network, a digital subscriber

line (DSL) network, a frame relay network, an asynchronous transfer mode (ATM) network,

a virtual private network (VPN), a mobile ad-hoc network (MANET), a mesh network, a

Third Generation (3G) wireless network, a Bluetooth network, an Ultra-wideband (UWB)

network, or any combination of any of the same.

[0026] In some embodiments, a subnet can have more than one access point. For

example, subnet 115 is illustrated with access points 146 and 147. In some embodiments,

nodes 130 can communicate with each other and/or with other devices in communication

with, for example, a network 120 and/or subnets 110 and 115, through an access point 145-

147 and/or a router 140.

[0027] Subnets 110 and 115 can also include, for example, stationary nodes 135,

which can be connected to a router 140 through, for example, one or more communication

links 107. Nodes 135 can be any suitable digital processing devices, such as, for example,

personal computers, laptop computers, mainframe computers, Internet browsers, personal

digital assistants (PDAs), two-way pagers, wireless terminals, portable telephones, etc., or

any combination of the same. Communications links 107 and/or 108 can be any

communications links suitable for communicating data between digital data processing

devices, such as network links, dial-up links, wireless links, hard-wired links, etc.

Communication links 106 can be any wireless communication links suitable for

communicating data between digital processing devices, such as, for example, 802.1 Ib,

802.1 Ig, and/or Third-Generation Cellular services.

[0028] In some embodiments, nodes 130 can communicate directly with each other,

for example, by using direct wireless communication without the use of, for example, a

wireless access point 145-147 or a router 140. In some embodiments, one network interface

card can be used to communicate, for example, both directly with other nodes 130 and with



an access point 145-147. In some embodiments, a node 130 can have more than one network

interface card and can use, for example, a first network interface card to communicate with a

wireless access point 145-147 and a second network interface cards to communicate with

other nodes 130. In some embodiments, a node 135 can have, for example, one or more

wired links connected to a router 140 and, for example, one or more wireless links for

communicating with nodes 130. In some embodiments, a node 130 can be connected via a

wireless link at some points in time and a wired link at other points in time. For example, a

PDA can be connected via a wireless link while the user is away from his desk and can be

connected via a wired link when connected to, for example, a base station.

[0029] In some embodiments, a node 130 can move, for example, from a subnet 110

to a subnet 115, possibly with the assistance of other nodes 130 or 135. In some

embodiments, such moving can include a handoff. In some embodiments a handoff from one

access point to another access point, in the same subnet, can be an L2 handoff. For example,

if a node 130, in subnet 115, moves from access point 147 to access point 146 an L2 handoff

can occur. An L2 handoff can allow a node 130 to keep the same network address (e.g., IP

address) before and after a handoff. In some embodiments if a node 130 moves from one

subnet to another, an L2 and L3 can occur. For example, if a node 130 moves from access

point 146, in subnet 115, to access point 145, in subnet 110, an L2 and an L3 handoff can

occur. In some embodiments, an L3 handoff can require a node 130 to obtain a new address,

such as, for example, an IP address.

[0030] Nodes 130 and 135, which are depicted in FIG. 1, are illustrated in more detail

in FIG. 2. Referring to FIG. 2, nodes 130 and 135 can include respectively, among other

things, processors 202 and 220, displays 204 and 222, input devices 206 and 224, and

memory 208 and 226, which can be interconnected. In one embodiment, memory 208 and

226 contain a storage device for storing a program for controlling processors 202 and 220.

Memory 208 and 226 can also contain applications for providing cooperation among digital

processing devices in wireless networks. In some embodiments, various applications can be

resident in the memory of nodes 130 and/or nodes 135.

[0031] Variations and combinations of system 100 might be suitable for different

embodiments of the disclosed subject matter. For example, some embodiments can include a

client/server architecture where various nodes 130 and 135 are clients and/or servers. In

addition, although the methods and systems of the subject matter are described herein as



being implemented on a system 100, various embodiments of the disclosed subject matter can

be implemented on any suitable platform. For example, in some embodiments a point of

access can be incorporated with a gateway. Also, for example, a mobile node can connect to

a network using any appropriate point of access. For example, in some embodiments the

point of access can be, for example, an access point 145-147, a cellular tower, a base

transceiver station (BTS), a radio access network (RAN), abase station controller (BSC),

and/or a packet data serving node (PDSN). In some embodiments, a point of access, such as,

for example, in a cellular network, can be connected directly to, for example, a

communications network 120, a router 140, and/or an intermediate device connected to a

communication network 120. hi some embodiments, a unique identifier, such as, for

example, a MAC address, can identify a point of access.

[0032] In some embodiments, an MN 130 can save information regarding the

surrounding APs in a cache. When an MN 130 performs a handoff it can use valid entries in

its cache, such as, for example, entries containing MAC addresses of nearby APs. An MN

130 can use this information to establish a connection with an AP and thus avoid scanning.

In some embodiments, if an MN 130 does not have any valid information in its cache, the

MN 130 can use an optimized scanning procedure, such as selective scanning, to discover

new APs and build a cache. In the cache, APs can be ordered according to, for example, their

signal strength as recorded at the time of scanning. This time can be, for example,

immediately before an MN 130 changes its AP. Accordingly, in some embodiments, an AP

with the strongest signal strength can be first in the list and an AP with the weakest can be

last. By using a cache, for example, the L2 handoff time can be reduced to only a few

milliseconds.

[0033] In some embodiments, a cache can be used, for example, to assist in an L3

handoff. For example, in addition to L2 information, an MN 130 can also cache L3

information, such as, for example, default gateway, subnet identifier, and an MN' s IP

address. In some networks, a subnet identifier can uniquely identify a subnet 110 or 115.

Therefore, with knowledge of a subnet mask and default router's IP address, for example, the

network address of a subnet, which can be used as subnet identifier, can be calculated.

Caching the subnet identifier can allow a change of subnet to be detected faster.

Additionally, an L3 handoff can be triggered when a new AP and old AP have different

subnet identifiers. This can also allow for faster L3 handoffs, because, for example, an IP



address and default gateway for the next AP and subnet can already be known and therefore

can be used without delay.

[0034] Some embodiments of the disclosed subject matter can use, for example, the

cache structure illustrated in FIG. 3, which can include, for example Basic Service Set

Identifiers (BSSIDs) 301, which can be, for example, MAC addresses, channels 302, and

subnet ID 303. Such information can corresponded to, for example, a current access point

3 11, an access point with the best perceived connectivity 312, and an access point with the

second best perceived connectivity 313. Some embodiments can use, for example, a network

address, such as an IP address, as a subnet identifier 303. Additional information, such as,

for example, the last IP address used, lease expiration time, and/or a default router, can be

extracted, for example, from a DHCP client lease file, which can be available in an MN 130

and possibly stored in a cache structure, such as, for example, the cache structure illustrated

in FIG. 3.

[0035] As illustrated in FIG. 4, in some embodiments, an MN 130 can acquire

information about a network if, for example, it does not have valid information in the cache

or if it does not have L3 information available for a particular subnet. In such a case, an MN

130 can ask other MNs 130 for the information so that the MN 130 does not have to find out

about other APs by scanning. In order to share information, various MNs 130 can, for

example, subscribe to the same multicast group. An MN 130 that needs to acquire

information about, for example, its neighboring APs and subnets can be referred to as a

requesting MN 130 (R-MN). An R-MN can ask other MNs 130 if they have such

information by sending a request for information, at 410, for example, an information-request

(INFOREQ) multicast frame. MNs 130 that receive such a request, at 415, can check, at 420,

if they have the information that the R-MN has requested. If they do not liave the

information, they can ignore the request, at 421 . If they have information, however, they can

send a response, at 425, for example, an information-response (INFORESP) multicast frame,

to the R-MN containing the information that the R-MN requested. The R-MN can receive the

response, at 430, and use the information, at 435. For example, if an R-MN, which is

connected to an access point 146 in subnet 115 of FIG. 1, wants to move its connection from

access point 146 to another access point, it can request information from other mobile nodes

130, at 410. The R-MN can receive information, such as, for example, the MAC address of

access point 147, at 430, and can and establish a connection, at 435, to access point 147,



using this information. In some embodiments, the information received, for example, at 430,

does not have to be the information requested, for example, at 410. For example, an R-MN

can send a general request for information or a request for certain types of information.

Other nodes (e.g, MN 130 and/or nodes 135) receiving such a request can determine whether

and what information to respond with.

[0036] In some embodiments, for example, the information exchanged in INFOREQ

and INFORESP frames can be a list of, for example, {BSSID, channel, subnet ID} entries.

There can be, for example, one entry for each AP in an MN's cache of FIG. 3. As discussed,

when an R-MN needs information about its neighboring APs and subnets, an INFOREQ

multicast frame can be sent. The INFOREQ can contain the current content of the R-MN's

cache, for example, the APs and subnets known to the R-MN. When an MN 130 receives, at

415, an INFOREQ frame, it can check, at 420, for example, if its own cache and the R-MN's

cache have at least one AP in common. If the two caches have at least one AP in common

and, for example, if an MN's cache has some APs that are not present in the R-MN's cache,

the MN 130 can send, at 425, an INFORESP multicast frame containing the cache entries for

the APs that are not in R-MN's cache. In some embodiments, an MN 130 whose cache

contains APs in common with the cache of the R-MN, has likely been in a location near the

R-MN. Such APs may have a higher probability of having the information the R-MN

desires. In some embodiments, an MN 130 can send, for example, an INFORESP multicast

frame even though its cache has no APs in common with the R-MN's cache. This can be

controlled, for example, at the node and/or network level and may be based, for example, on

network policy.

[0037] In some embodiments, an MN 130 can send an INFORESP frame, at 420,

after waiting a random amount of time. For example, an MN 130 can check the information

contained in INFORESP frames sent to the R-MN by other MNs 130 during a random wait

time to determine, for example, if the information, sent by another MN 130, is the same

information that it would have sent. If the information is the same, it can elect not to send a

response. This can inhibit, for example, too many MNs 130 from sending the same

information to the R-MN at the same time, which can be, for example, a waste of system

resources and can cause, for example, unnecessary network traffic.

[0038] In some embodiments, when an MN 130, other than an R-MN, receives an

INFORESP multicast frame, it can performs various tasks. For example, one possible task is



a check of whether an MN 130 is providing incorrect information and if so, trying to fix it.

Another possible task is to record the information provided by the INFORESP in its cache.

By collecting unsolicited information, an MN 130 can build, for example, a bigger cache in

less time and in a more efficient manner that requires less frame exchanges hi order to, for

example, improve efficiency and further minimize frame exchange, MNs 130 can also collect

information contained in the INFOREQ frames.

[0039] In some embodiments, when performing an L3 handoff, an MN 130 can

change its subnet and acquire a new IP address. A change of subnet can be detected by

comparing the cached subnet identifiers for the old and new AP, when an L2 handoff occurs.

If a change in subnet is detected, the MN 130 can acquire a new IP address for the new

subnet hi some embodiments, such as, for example, if a node cannot obtain information it

needs by requesting that information from other nodes, a new IP address can be acquired, for

example, by using a DHCP infrastructure.

[0040] In some embodiments, an MN 130 can acquire a new IP address for a new

subnet while remaining in its current subnet. For example, an MN 130 in subnet 115, can

acquire an IP address for subnet 110, while still remaining in subnet 115. When an R-MN

needs to perform a L3 handoff, it can determine which other MNs 130 in the new subnet can

provide assistance. A MN 130 providing assistance can be referred to as an assisting MN (A-

MN). An R-MN can ask an A-MN to, for example, acquire a new IP address on its behalf.

The A-MN can acquire the new IP address, for example, using DHCP and can send the IP

information to the R-MN. The R-MN can use this information to update, for example, its IP

address and/or multimedia session before the actual L2 handoff. Therefore the handoff can

be accomplished with reduced delay.

[0041] Using IP multicast, for example, an MN 130 can communicate with other

MNs 130 in various subnets. For example, as illustrated in FIG. 5, an R-MN 130, in for

example, subnet 115, can send a request for information, at 510, for example, an assisting-

mobile-node-discover (AMNDISCOVER) multicast packet containing, for example, a new

subnet ID. Other MNs 130 can receive the request, at 515, and check, for example, the

subnet ID to determine, at 520, whether they are in the specified subnet, for example, subnet

110. If not, they can ignore the request, at 521. If so, they can reply, at 525, with, for

example, an assisting-mobile-node-response (AMNRESP) unicast packet. This packet can

contain, for example, the A-MN' s gateway information (e.g., its default router's IP address),



MAC address, and IP address. The R-MN can receive this information, at 530, and use it to

build a list of available A-MNs for that particular subnet, for example, subnet 110. When an

R-MN knows which A-MNs are available in the new subnet, it can cooperate with them in

order to acquire L3 information (e.g., a new IP address, router information).

[0042] For example, when an R-MN needs to acquire a new IP address for a

particular subnet, it can send, for example, at 535, a unicast internet-packet request (IPREQ)

packet to an available A-MN for that subnet. Such a packet can contain, for example, the R-

MN's MAC address. An A-MN can receive, at 540, for example, an IPREQ packet, and can

extract information, such as, the R-MN's MAC address, from the packet and start, for

example, a DHCP process by inserting the R-MN's MAC addressor in the CHaddr field of

DHCP packets. In some embodiments, the cliet-ID field can be used instead of the CH addr

field. The A-MN can also set the broadcast bit in DHCP packets for it to receive DHCP

packets with a MAC address other than its own. This can allow the A-MN to acquire a new

IP address, at 545, on behalf of the R-MN. In some embodiments, this process can be

transparent to the DHCP server. Once, for example, the DHCP process has been completed,

the A-MN can send, at 550, an IPRESP multicast packet containing, for example, the

gateway information for the new subnet, the R-MN's MAC address, and the new IP address

for the R-MN. The R-MN can receive the response, at 555, and, for example, check the

MAC address in the IPRESP packet to verify that the packet is not for a different R-MN. The

R-MN can save the new IP address together with the new gateway information.

[0043] In some embodiments, an R-MN can considering moving to one of multiple

subnets hi doing so, it can build a list of, for example, {gateway, IP address} pairs (e.g., one

pair for each one of the possible next subnets). After moving to a new subnet, the R-MN can

renew the lease, at 560, for the new IP address, that was reserved for it, at 545, in the selected

subnet. Because IP addresses can be reserved before an R-MN moves to a new subnet, in

some embodiments, a waste of IP addresses can be created that may threaten to limit the

available IP pool. However, a lease time in a mobile environment is typically short enough to

provide a sufficient re-usage of IP addresses. Additionally, some embodiments can set the

lease time to influence and/or control the waste of IP addresses.

[0044] Some embodiments can acquire an IP address from a subnet, other than the

subnet that the IP address is for. This can be done by using, for example, a new DHCP

option. In such embodiments, an MN 130 can ask the DHCP server for an IP address for a



specific subnet. This can require changes to the DHCP protocol, such as, for example, a new

option field defined in a DHCP packet (e.g., discover, request, etc.). The value of such an

option can be, for example, a subnet identifier identifying a subnet for which an address is

desired. In some embodiments, a packet can be relayed by a relay agent and a DHCP server

can assign an IP address for a subnet whose identifier is specified in a new field instead of,

for example, the subnet specified by the relay agent's IP address.

[0045] Some embodiments of the disclosed subject matter provide cooperative

approaches for authentication in wireless networks. Some embodiments of the disclosed

subject matter can use the 802. Ix framework used in, for example, Wi-Fi Protected Access

(WPA) and 802.Hi. However, any appropriate authentication mechanism can be used, such

as, for example, VPN, IPsec, or 802. Ix. As known in the art, a property of a wireless

medium in IEEE 802.1 1 networks is that the medium can be shared and that an MN 130 can

hear packets that other stations (STAs) send and receive. This can be true when MN 130

and STAs are connected to the same AP (i.e., when they are on the same channel). In some

embodiments, an STA can be, for example, but is not limited to, an MN 130, a node 135,

and/or appropriate devices.

[0046] For ease of explanation, it can be assumed that one authenticator can manage

an entire subnet such that authentication can be required after each L3 handoff. In such a

scenario, a subnet can be referred to as an Authentication Domain (AD). In some

embodiments, an MN 130 can share the information about ADs in the same way it can share

information about subnets. In doing so, an MN 130 can know whether the next AP and the

current AP belong to the same AD. In some embodiments, an MN 130 can perform handoffs

and authentication, a Correspondent Node (CN) can have an established multimedia session

with the MN 130, and a Relay Node (RN) can relay packets for the MN 130. ha some

embodiments, available RNs for a particular AD can be discovered following the same or

similar procedure to the one described above for the discovery of A-MNs

[0047] In some embodiments an RN and R-MN may be connected to the same AP

after the handoff. In such scenarios, it may be assumed that RNs are a subset of the available

A-MNs. As illustrated in FIG. 6, while an MN 130, such as R-MN 610, is going through

authentication in a new AD, it can continue to communicate with a CN 660 via the RN 630,

which can relay packets to and from the R-MN 610. For example, R-MN 610 can perform

authentication, at 615, with an access point 145-147, such as access point 620. While



authentication 615 is being performed, another mobile node 130, such as RN 630, can relay

data packets, at 640 and 650, which can be going to and from a CN 660, between the access

point 620 and the mobile node 610. In some embodiments, an RN 630 can route traffic to

and from an access point 620 and a R-MN 610, if R-MN 610 is not communicating with

other devices, such as, for example, CN 660.

[0048] In some embodiments, when an MN 130 is going to change AD, it can select

an RN from a list of available RNs for the new AD/AP and can send a relay-request

(RELAYREQ) multicast frame to the multicast group. The RELAYREQ frame can contain,

for example, the MN's MAC address, the CN's IP address, and the selected RN's MAC and IP

addresses. The RELAYREQ can be received by all the STAs subscribed to the multicast

group and, in particular, both the CN and the RN can receive it. In some embodiments, such

as, for example, in congested environments where smaller TTL values may be preferred, a

separate unicast RELAY_REQ frame can be sent to a CN. After performing the handoff, the

MN 130 may need to authenticate before it can resume communication via the AP. However,

because of the shared nature of the medium, the MN 130 can start sending packets to the RN

as if it was already authenticated. Although, the authenticator may drop the packets, the RN

can observe the packets on the medium and relay them to the CN using its own encryption

keys. The CN can be aware of the relaying because of the RELAYREQ, and thus it can start

sending packets for the MN 130 to the RN as well. For example, while an RN 630 is relaying

packets to and from an MN 610, the MN 610 can perform its authentication, at 615, via, for

example, 802. Ix or any other appropriate mechanism. Once the authentication process is

complete and the MN 610 has access to the infrastructure, the packets can stop being relayed

and instead can be sent using normal communication via an AP 620. When a CN 660 starts

receiving packets from the MN 610 via an AP 620, it can stop sending packets to the RN 630

and can resume normal communication with the MN 610. The RN 630 can detect that it does

not need to relay packets for the MN 610 and can return to normal operation. In some

embodiments, links 640 and 650 can be, for example, maximum bit-rate links.

[0049] In some embodiments, for example, embodiments using WPA and/or 802.1 Ii,

an R-MN 610 and RN 630 may have to exchange unencrypted L2 data packets for the

duration of the relay process. By responding to an RN discovery, RNs can implicitly agree to

provide relay for such frames. Such a relaying of unencrypted L2 frames may not represent a



security concern since packets can still be encrypted at higher layers and since the relaying

happens for a limited amount of time.

[0050] In some embodiments, by using a relay, the bridging delay in the L2 handoff

can be removed or reduced. After an MN 130 changes AP, a switch, for example, can

continue sending packets for the MN 130 to the old AP until it updates the information

regarding the new AP on its ports. When a relay node is used in the new AP, this relay node

can already be registered to the correct port on the switch, therefore an update may not be

required on the switch side and the MN 130 can immediately receive packets via the RN.

[0051] The relaying described above can be performed using any appropriate system

and/or method. For example, FIG. 7 illustrates the format of a general IEEE 802.1 1 MAC

layer frame. FIG. 7 contains, for example, frame control field 701 and four Address fields

702-705. It also illustrates the To DS field 706 and From DS 707 field, which are part of the

Frame Control field 701, for example, can be involved in the relaying process. The To DS

field 706 can be set to one in data frames that are sent to a Distribution System (DS). The

From DS field 707 can be set to one in data frames exiting the DS. The four Address fields

702-705 can have different meanings according to the particular combination of the To DS

706 and From DS 707 fields. The table of FIG. 8 illustrates the correspondence of the

Address fields 702-705, in some embodiments, to each combination of the To DS 706 and

From DS 707 fields. The elements appearing in the table are: Destination Address (DA),

Source Address (SA), Basic Service Set Identifier (BSSID), Receiver Address (RA) and

Transmitter Address (TA).

[0052] In infrastructure mode, for example, when an MN 130 sends a packet, this

packet can be sent first to the AP, even if both the source and the destination are associated to

the same AP. For such packets, the MN 130 can set the To DS bit. Other MNs 130 on the

same channel can hear the packet but discard it because, as the To DS field and the Address

fields indicate, such a packet is meant for the AP. When the AP sends a packet to an MN

130, it can set the From DS bit. MNs 130 that hear this packet, can discard it, except for the

targeted MN 130. When both fields, To DS and From DS, have a value of one, the packet

can be sent from one AP to another. In ad-hoc mode, for example, both fields can have a

value of zero and the frames can be directly exchanged between MNs with the same

Independent Basic Service Set (IBSS).



[0053] In some embodiments of the disclosed subject matter, ad-hoc mode and

infrastructure mode do not have to be exclusively used, but rather can complement each

other. For example, in some embodiments, MNs 130 can send ad-hoc packets while in

infrastructure mode so that other MNs 130 on the same channel can receive such packets

without involving an AP. Such packets can use, for example, the 802.1 1 ad-hoc MAC

addresses. For example, both fields, To DS 706 and From DS 707, can have a value of zero

and the Address fields 702-705 can be set accordingly as specified in FIG 8. In doing so,

MNs 130 can directly send and receive packets to and from other MNs 130 without involving

an AP and without having to switch to ad-hoc mode.

[0054] Such embodiments can enable an RN to relay packets to and from an R-MN

without significantly affecting any ongoing multimedia session that the RN might have via

the AP. Such embodiments can be useful, for example, in scenarios where an MN 130 in

infrastructure mode needs to communicate with MNs 130 in ad-hoc mode and a continuous

change between infrastructure mode and ad-hoc mode is either impossible or inconvenient.

[0055] Some embodiments of the disclosed subject matter can provide security in

wireless environments, including, for example, to nodes that are roaming and/or involved in

handoffs. One security issue, for example, is that a malicious user can try to propagate false

information among cooperating MNs 130. For example, a malicious user might want to re¬

direct STAs to fake APs where their traffic can be sniffed and private information can be

compromised. Additionally, for example, a malicious user might try to perform DoS attacks

by redirecting STAs to far-away or non-existing APs. This can cause an STA to fail its

association to an AP during a handoff process. The STA may then have to rely on the legacy

scanning process to re-establish network connectivity. Another possibility is that at L3, for

example, a malicious user might behave as an A-MN and attempt to disrupt a STA's service

by providing, for example, invalid IP addresses.

[0056] Some embodiments can work on top of other security mechanisms deployed in

a wireless network (e.g., 802.1 Ii, WPA). hi some embodiments, in order for a malicious user

to send and receive packets from and to the multicast group, it at least has to have, access to

the network and thus be authenticated. In such a scenario, a malicious user can be an STA

with legal access to the network. Accordingly, MAC spoofing attacks may not be possible

because a change in MAC address can require a new authentication handshake with the



network. This also can mean that once the malicious usej has been identified, it can be

isolated.

[0057] Because an INFORESP frame can be multicast, an MN 130 that has the same

information as the one contained in such a frame can check that the information is correct. If

an MN 130 finds out that an INFORESP frame contains wrong information, it can send an

information-alert (INFOALERT) multicast frame. Such a frame can contain the MAC

address of the suspicious STA. This frame can also be sent by, for example, an R-MN that

has received a wrong IP address and can contain the MAC address of the A-MN that

provided that IP address. If more than one node, for example, triggers an alert for the same

suspicious node, the suspicious node can be considered malicious and the information it

provides can be ignored.

[0058] In some embodiments, one single INFOALERT may not trigger a response.

In order for an MN 130 to be categorized as bad, in some embodiments, there may have to be

a certain number of INFOALERT multicast frames sent by different nodes, all regarding the

same suspicious MN 130. This certain number can be configured according to, for example,

perceived threat to the system, the history of attacks, and/or security preferences. However,

in some embodiments, it may have to be more than one. For example, if a node receives five

INFOALERT multicast frames from five different nodes regarding the same MN 130, it can

mark the MN 130 as bad. This mechanism can be compromised, however, if, for example, a

malicious user spoofs five different MAC addresses or if there are five different malicious

users that are correctly authenticated in the wireless network and that coordinate their attacks.

Choosing a large number of INFOALERT frames required to mark a node as malicious can

have advantages and disadvantages. For example, it can provide greater protection against

exploitation of some embodiments using DOS attacks because the number of malicious users

trying to exploit INFOALERT would likely be higher in DoS attack, than in other types of

attacks. On the other hand, for example, some embodiments requiring a large number of

INFOALERTS may not reach, or take a longer time than may be desired, to reach the

required number of INFOALERTS. In some embodiments, an MN 130 targeted by a

malicious user can recover from an attack by using mechanisms such as, for example, active

scanning and/or DHCP address acquisition.

[0059] Some embodiments can improve the security of authentication. For example,

some embodiments provide countermeasures to prevent exploitation of a relay mechanism.



One concern in having an STA relay packets for an unauthenticated MN 130 is that the MN

130 can try to repeatedly use the relay mechanism and not authenticate to the network.

Various systems and methods can inhibit this behavior. For example, a RELAYREQ frame

can allow an RN to relay packets for a limited amount of time. The time can be configurable

and can be set to the amount of time needed by an MN 130 to perform authentication, for

example. After this time has passed, the relaying can be stopped. Additionally, an RN can

relay packets only for those nodes that have sent a RELAYREQ packet to it. Also,

because RELAYREQ packets can be multicast, nodes in the multicast group can detect bad

behavior, such as, for example a node repeatedly sending RELAYREQ frames. Upon

detecting such behavior, nodes can, for example, ignore RELAYREQ packets from the

suspicious node or nodes.

[0060] In some embodiments, security measures can rely, in part, on knowing the

identity of a node. Attacks that hide the true identity of a malicious node, for example, a

MAC spoofing attack, can be inhibited by using appropriate systems and methods, such as,

for example WPA or 802.1 Ii.

[0061] In some embodiments, before an RN can relay packets for an MN 130, it may

need to receive the proper RELAYREQ packet from the MN 130. An MN 130 can send such

a packet while it is still connected to the old AP. Accordingly, the MN 130 can be

authenticated with the old AP to send such a packet. Furthermore, once the relaying timeout

has expired, the RN can stop relaying packets for that MN 130. At this point in time, if the

MN 130 can change its MAC address, it would not be able to send a new RELAYREQ

because it has to first authenticate again with the network (e.g., using 802.1 Ii) and therefore

relaying may not take place. In embodiments in which the old AP belongs to an open

network, a malicious node may perform MAC spoofing and exploit the relay mechanism in

order to, for example, gain access to the secure network. Such attacks can be prevented by

securing the multicast group, for example, by performing authentication and encryption at the

multicast group level.

[0062] Some embodiments of the disclosed subject matter can be used with Session

Initiation Protocol (SIP). As known in the art, SIP can be used, among other things, to update

new and ongoing media sessions. In particular, the IP address of one or more of the

participants to the media session can be updated. In some embodiments of the disclosed

subject matter, after an MN 130 performs an L3 handoff, a media session update can be



required to inform the various parties about the MN 130's new IP address. For example,

some embodiments can perform an SIP session update to support cooperative authentication

when, for example, a CN does not support cooperation. This can arise when, for example, an

MN 130 establishes a streaming video session with a stream media server. Because a media

server may not support cooperation, it may not receive RELAYREQ frames. Therefore, the

media server may not be aware that packets should be sent for a limited amount of time via

an RN. In some embodiments, only an MN 130 and RN may be aware of the relaying.

However, in order to support mobility at the application layer for an ongoing multimedia

session, an SIP session update can be performed. This can be done when, for example, an

MN 130 has changed its IP address and needs to inform the media server of this change. The

MN 130 can send a re-INVITE to the media server. The re-INVITE can include, in its

Session Description Protocol (SDP), the IP address of the RN. In this way, the media server

can update its media session and can start sending packets to the RN. Relay can then take

place as described above. Once the relaying is over, if the MN's 130 authentication was

successful, the MN 130 can send a second re-INVITE, including its new IP address.

Otherwise, when the timeout for relaying expires, the relaying process can stop and the RN

can terminate the media session with the media server. In some embodiments, the re-INVITE

can be sent before the L2 handoff, while the MN is still using, for example, the old IP

address.

[0063] Some embodiments can achieve application layer handoffs using, for example,

SIP. One issue with application layer mobility is that an SIP handshake (e.g., re-INVITE =>

200 OK => ACK) can take a few hundred milliseconds to complete, which can exceed the

requirements of seamless handoff for real-time media. A second issue is that the direction, in

which an MN 130 is going to move, may be unknown. Systems and methods that enable an

MN 130 to start the application layer handoff before the L2 handoff, and to do it so that the

MN 130 does not move to the wrong AP or subnet after updating the session, can be used.

Furthermore, the systems and methods can also work if the MN 130 decides not to perform

the L2 handoff after performing the session update.

[0064] To accomplish this, systems and methods of the disclosed subject matter can

use an SIP mobility mechanism. In particular, an extension of the above-described relay

mechanism can be used. Assuming that the MN 130 performing a handoff has already

acquired the necessary L2 and L3 information, the MN 130 can have a list of possible RNs



and IP addresses to use, one for each of the various subnets it could next move to. In some

embodiments, at this point in time, and before performing a L2 handoff, the MN 130 can

update its multimedia session. The up-link traffic may not be an issue because the MN 130

already has a new IP address to use and it can start sending packets via the RN after the L2

handoff. The down-link traffic may be an issue because a CN can continue sending packets

to the MN 130's old IP address since it is not aware of the change in the MN's IP address

until the session has been updated. To address this, some embodiments can update the

session so that the same media stream can be sent, at the same time, to the MN 130 and to the

RNs in a list previously built by the MN 130. In this way, regardless of which subnet/AP the

MN 130 moves to, the corresponding RN can relay packets to it. If the MN 130 does not

change AP, nothing is lost because the MN 130 can still receive packets from the CN. After

the MN 130 has performed the L2 handoff and has connected to one of the RNs, it can send a

second re-INVITE via the RN so that the CN can send packets to the current RN, without

involving the other RNs any longer. Once the authentication process successfully completes,

communication via the AP can resume. An additional session update can be required so that

the CN can send packets directly to the MN 130 without an RN in between.

[0065] To send multiple copies of the same media stream to different nodes (i.e.,

nodes apart from an MN 130 performing the handoff and its RNs), the MN 130 can send a

CN a re-INVITE with a Session Description Protocol (SDP) format such as the one described

in RFC 3388 and illustrated in FIG. 9. In this format, multiple m lines can be present with

multiple c lines and can be grouped together by using the same Flow Identification (FID). A

station receiving a re-INVITE with an SDP part, as illustrated in FIG. 9, can send an audio

stream to a client with, for example, IP address 131.160.1.112 on port 30000 (if the PCM u-

law codec is used) and to a client with, for example, IP address 131.160.1.1 11 on port 20000.

So that the same media stream can be sent to different clients at the same time, all the clients

can support the same codec. In some embodiments, RNs can relay traffic to MNs 130 yet not

play such traffic. Because of this, an RN can support any appropriate codec during the relay

process. Hence, a copy of the media stream can be sent to an RN by using, for example, an

appropriate Session Description Protocol (SDP) format.

[0066] In some embodiments of session updates, as described above, buffering may

not be necessary. In some embodiments, the L2+L3 handoff time may be on the order of 15

ms for open networks, which can be less than the packetization interval for typical VoIP



traffic. When authentication is used, the total L2+L3 handoff time can be on the order of 2 1

ms. In both cases, packet loss can be negligible, hence buffering of packets can be

unnecessary.

[0067] Some embodiments of the disclosed subject matter can improve bandwidth

and energy usage. In some embodiments, because MNs 130 can share information, they do

not have to, or have to perform less of, individual tasks that can consume a considerable

amount of bandwidth and energy, such as, for example, scanning. In some embodiments,

bandwidth usage and energy expended can be mainly affected by the number of multicast

packets that each client sends to acquire the information it needs. The number of multicast

packets can be proportional to the number of clients supporting cooperation that are in a

network. In some embodiments, the presence of more clients can introduce more requests

and more responses. However, in some embodiments, the more clients that support

cooperation, the more information a client can collect with a request, thus requiring fewer

requests to be sent. That is, because an MN 130 can collect more data with each packet,

overall it may need to send fewer packets. In some embodiments, for example, where

INFORESP frames are multicast frames, MNs 130, besides the MN 130 that sent a request,

can benefit from the response. This can reduce the amount of packet exchange, such as, for

example, the number of INFOREQ packets sent.

[0068] In some embodiments, sending a few long packets can be more efficient than

sending many short ones. As explained, for example, in the discussion of FIGS. 3 and 4, the

information included in an INFOREQ or INFORESP packet can be a cache entry, for each

AP, that can be a set of {BSSID, Channel, Subnet ID}, which, in some embodiments, can be

a total size of 14 bytes (6 + 4 + 4). Considering that, in some embodiments, a maximum

transmission unit (MTU) size can be 1500 bytes, a cache entry can take about 14 bytes, and

IP and UDP headers can take a total of 28 bytes, an INFOREQ or INFORESP packet can

carry information, in some embodiments, for no more than approximately 105 APs, for a total

of about 1472 bytes. Because, as known in the art, 105 APs is likely more than one MN 130

will encounter, embodiments that provide cache space for, for example, approximately 105

APs, can provide good performance and a low number of cache misses. This is also true

because many MN 130's can spend a large amount of time at or near their home location.

However, various embodiments can provide various cache sizes. For example, in some



embodiments, a cache that can store less than 105 APs, for example, a cache that stores only

16 APs, can be adequate.

[0069] Some embodiments of the disclosed subject matter can improve load

balancing. In some embodiments, an MN 130 can gather statistics about APs that it may

move to. An MN 130 can predict which APs it may move to by, for example, using the list

of APs in its cache. An MN 130 can ask other MNs 130 to send statistics about these APs.

The statistics can include, for example, available throughput, bit-rate, packet loss, and/or

retry-rate. An MN 130 can use these statistics to determine, for example, which APs are

more congested than others and which can support a certain, and perhaps required, Quality-

of-Service (QoS). The MN 130 can select an AP to move to based in part on these

determinations. Such embodiments can, for example, even out a distribution of traffic

among, for example, neighboring APs and/or improve the utilization of an APs bandwith.

[0070] Some embodiments of the disclosed subject matter can use multicast packets,

such as, for example, UDP-over-IPv4 multicast packets or multicast scopes in, for example,

an IPv6 network. In some embodiments, different values for time-to-live can be used

depending on, for example, how far multicast packets are desired to reach into an IP network.

In some embodiments, the density of MNs 130 supporting cooperation can be used in

deciding how to share information among MNs 130. In some embodiments, if an MN 130

does not receive a response after sending a request with a time-to-live value of 1 (e.g., same

subnet), it can send the same request again but with a time-to-live value of 2 (e.g., next

subnet). This process can continue to other subnets by, for example, continuing to increase

the time-to-live value. In some embodiments, the probability of an MN 130 finding the

information it needs can decrease as the search moves to more distant subnets. On the other

hand, some embodiments can use a short time-to-live value to limit the propagation of

multicast frames in congested environments.

[0071] Some embodiments of the disclosed subject matter can use alternatives to

multicasting, such as, for example, ad-hoc networks. In some embodiments, MNs 130 can

exchange L2 and L3 information contained in their cache by relaying packet, using systems

and methods, such as those described, for example, in the discussion of FIGS. 6-8. Some

embodiments, such as those, for example, where an MN 130 has two wireless cards, can use

one card to connect to the ad-hoc network and share information with other MNs 130 while

the other card remains connected to the AP. Some embodiments can use cards of various



technologies. For example, some embodiments can use one card to connect to, for example,

an 802.1 1 network, and another card to connect to, for example, a cellular network. In some

embodiments, such as those using ad-hoc networks, the infrastructure network may not

require any changes and/or support. For example, in some congested and densely populated

environments, ad-hoc networks can be an effective solution. However, in some embodiments

with a scarce population of MNs 130, where each MN 130 may only be able to see a very

small number of other MNs 130, an ad-hoc network may not be the best choice. An ad-hoc

approach may also not be ideal where an R-MN acquires a new IP for the new subnet while

still in the old subnet.

[0072] Some embodiments can reduce the use of multicast packets by changing an

infrastructure network. In such embodiments, a new presence service, in which each subnet

can be a presentity and/or provide presence information, can be introduced. Each subnet can

have contact list of the A-MNs available in that subnet so that the presence information can

be represented by the available A-MNs in the subnet. If, for example, an R-MN subscribes to

this service, it can receive presence information about the new subnet, such as, for example,

its contacts, which can be the available A-MNs in that subnet. Such embodiments can be

more efficient, if, for example, a small number of users support cooperation.

[0073] In some embodiments, such as those, for example, in a multi-administrative

domain, cooperation among nodes can contribute to discovering which APs are available for

which domain. For example, an MN 130 can decide to move to one AP and/or domain

instead of another AP and/or domain based in part on, for example, roaming agreements

and/or billing.

[0074] Some embodiments can propagate information about service availability. For

example, an MN 130 can perform a handoff to a particular AP because of services available

at the AP. Services that can be considered, can be, for example, available encryption types,

authentication, a minimum guaranteed bit rate, available bandwidth, and/or availability of

other types of networks, such as, for example, Bluetooth, Ultra-wideband (UWB), and/or 3G

cellular networks.

[0075] Some embodiments can provide benefits related to adaptation to changes in

network topology. For example, if an MN 130 determines that some entries in its cache are

stale, it can update its cache and communicate such changes to other MNs 130. This can also



be done for virtual changes to network topology, such as, changes in the power levels of APs.

This may be of use, for example, when using IEEE 802.1 Ih equipment, which may, for

example, include APs that change power levels more frequently than other network types. In

some embodiments, cooperation can be used to negotiate and/or adjust an MN 130's

transmission power levels to, for example, reduce interference.

[0076] In some embodiments, passive scanning can be used to, for example,

determine when a particular AP will send a beacon frame. In some embodiments, an MN 130

can collect statistics for various APs using passive scanning and without having to wait for an

entire beacon interval on each channel. In some embodiments, various MNs 130 can share

information about beacon intervals of APs and MNs 130 can synchronize among themselves

without synchronizing on the network side. Such sychroizaion can be performed, for

example, using Network Time Protocol (NTP).

[0077] In some embodiments, there can be interaction between nodes in an

infrastructure network and nodes in an ad-hoc and/or mesh network. In some embodiments,

an MN 130 in ad-hoc mode can send information about its ad-hoc network. This information

can be received by MNs 130 in an infrastructure network, and can be used to decide, for

example, whether an MN 130 should switch to the ad-hoc network. This may be done, for

example, if there is a lack of coverage or if there is high congestion in the infrastructure

network. In some embodiments, an MN 130 can switch to an ad-hoc network if needs to

recover data that is available in the ad-hoc network, such as, for example, in a sensor

network.

[0078] In some embodiments, two or more MNs 130 can switch, for example, from

an infrastructure network to an ad-hoc network, which may have been discovered earlier, to

communicate with each other without the support of the infrastructure network. In some

embodiments, MNs 130 can create an ad-hoc network using, for example, a default channel,

if, for example, an ad-hoc network is not available.

[0079] In some embodiments, a wireless network card driver and a DHCP client can

be modified to, for example, support cooperation. Additionally, a cooperation manager can

be used, for example, to preserve state information and coordinate the wireless network card

driver and a DHCP client, hi some embodiments, a Wi-Fi Protected Access (WPA) protocol

can be modified to enable relaying of unencrypted frames. Any appropriate wireless driver,



WPA supplicant, and/or DHCP client can be used. In some embodiments, a UDP packet

generator can be used to simulate voice traffic, such as, for example, small packets with

certain packetization interval, such as 20 ms. FIG. 10 illustrates a possible arrangement of a

Coop Manager 1001, a DHCP client 1002, and a WPA supplicant 1003, running in user space

1010, and a wireless card driver 1004, running in Linux kernel space 1020. In some

embodiments, authentication measurements of, for example, embodiments using the structure

of FIG. 10, can be performed using a RADIUS server. In some embodiments, packet

exchanges and/or handoff events can be recorded using wireless sniffers. Some embodiments

can use one wireless sniffer per channel. Information from such sniffers, can be recorded in

trace files and can be analyzed to determine and/or analyze, for example, performance

information.

[0080] Although the invention has been described and illustrated in the foregoing

illustrative embodiments, it is understood that the present disclosure has been made only by

way of example, and that numerous changes in the details of implementation of the invention

can be made without departing from the spirit and scope of the invention. For example,

although APs were sometimes used as example points of access, the disclosed subject matter

is not limited in this matter. Rather, according to various embodiments, various points of

access can be used. Furthermore, features of the disclosed embodiments can be combined

and rearranged in various ways. The present invention is limited only by the claims that

follow.



What is claimed is:

1. A method for moving a connection from one point of access to another point

of access, comprising:

sending a request for information from a first mobile node to at least one other node,

wherein the request for information contains first information identifying at least one point of

access;

receiving a response containing second information identifying at least one point of

access from the at least one other node; and

establishing a connection between the first mobile node and a point of access

identified in the second information.

2. The method of claim 1, wherein the at least one other node is at least one

mobile node.

3. The method of claim 1, wherein at least one of the first mobile node and the at

least one other node is an Internet Packet phone.

4. The method of claim 1, wherein the information identifying at least one point

of access of at least one of the first information and second information is a Media Access

Control address.

5. The method of claim 1, wherein the information identifying at least one point

of access of at least one of the first information and second information contains at least one

of a channel and a subnet identifier.

6. The method of claim 1, wherein at least one of the request and the response

are multicast packets.

7. The method of claim 1, wherein at least one of the first mobile node and the at

least one other node is in ad-hoc mode.

8. The method of claim 1, wherein the first information and the second

information each contain a list and wherein the lists are of the same format.



9. The method of claim 1, further comprising storing the second information in a

cache.

10. A method for moving a connection from one point of access to another point

of access, comprising:

sending a request for information from a first mobile node to at least one other node,

wherein the request for information identifies a network;

receiving a response identifying at least one node in the identified network;

sending a request for an address to the at least one identified node;

receiving a response containing the address; and

establishing a connection between the first mobile node and a point of access in the

identified network using the address.

11. The method of claim 10, further comprising forwarding packets between a

correspondent node and the first mobile node while authenticating with the identified

network.

12. The method of claim 10, wherein the address is an Internet Packet address.

13. The method of claim 10, wherein the first mobile node and the at least one

identified node are in different subnets before the establishing of a connection.

14. The method of claim 10, wherein the at least one identified node is a mobile

node.

15. The method of claim 10, wherein at least one of the first mobile node and the

at least one identified node is an Internet Packet phone.

16. A device that can move a connection from one point of access to another point

of access, comprising:

an interface in communication with a network;

a memory; and



a processor in communication with the memory and the interface; wherein the

processor:

sends a request for information to at least one node, wherein the request for

information contains first information identifying at least one point of access;

receives a response containing second information identifying at least one point of

access from the at least one node; and

establishes a connection with a point of access identified in the second information.

17. The device of claim 16, wherein the at least one node is a mobile node.

18. The device of claim 16, wherein at least one of the device and the at least one

node is an Internet Packet phone.

19. The device of claim 16, wherein the information identifying at least one point

of access of at least one of the first information and second information is a Media Access

Control address.

20. The device of claim 16, wherein the information identifying at least one point

of access of at least one of the first information and second information contains at least one

of a channel and a subnet identifier.

21. The device of claim 16, wherein at least one of the request and the response

are multicast packets.

22. The device of claim 16, wherein at least one of the device and the at least one

node is in ad-hoc mode.

23. The device of claim 16, wherein the first information and the second

information each contain a list and wherein the lists are of the same format.

24. The device of claim 16, wherein the processor further stores the second

information in a cache.



25. A device that can move a connection from one point of access to another point

of access, comprising:

an interface in communication with a network;

a memory; and

a processor in communication with the memory and the interface; wherein the

processor:

sends a request for information to at least one node, wherein the request for

information identifies a network;

receives a response identifying at least one node in the identified network;

sends a request for an address to the at least one identified node;

receives a response containing the address; and

establishes a connection with a point of access in the identified network using the

address.

26. The device of claim 25, wherein the processor further forwards packets

through another node while authenticating with the identified network.

27. The device of claim 25, wherein the address is an Internet Packet address.

28. The device of claim 25, wherein the device and the at least one identified node

are in different subnets before the establishing of a connection.

29. The device of claim 25, wherein the at least one identified node is a mobile

node.

30. The device of claim 25, wherein at least one of the device and the at least one

identified node is an Internet Packet phone.

31. A computer-readable medium containing computer-executable instructions

that, when executed by a processor, cause the processor to perform a method for moving a

connection from one point of access to another point of access, the method comprising:

sending a request for information from a first mobile node to at least one other node,

wherein the request for information contains first information identifying at least one point of

access;



receiving a response containing second information identifying at least one point of

access from the at least one other node; and

establishing a connection between the first mobile node and a point of access

identified in the second information.

32. The computer-readable medium of claim 31, wherein the at least one other

node is a mobile node.

33 . The computer-readable medium of claim 31, wherein at least one of the first

mobile node and the at least one other node is an Internet Packet phone.

34. The computer-readable medium of claim 31, wherein the information

identifying at least one point of access of at least one of the first information and second

information is a Media Access Control address.

35. The computer-readable medium of claim 31, wherein the information

identifying at least one point of access of at least one of the first information and second

information contains at least one of a channel and a subnet identifier.

36. The computer-readable medium of claim 31, wherein at least one of the

request and the response are multicast packets.

37. The computer-readable medium of claim 31, wherein at least one of the first

mobile node and the at least one other node is in ad-hoc mode.

38. The computer-readable medium of claim 31, wherein the first information and

the second information each contain a list and wherein the lists are of the same format.

39. The computer-readable medium of claim 31, the method further comprising

storing the second information in a cache.

40. A computer-readable medium containing computer-executable instructions

that, when executed by a processor, cause the processor to perform a method for moving a

connection from one point of access to another point of access, the method comprising:



sending a request for information from a first mobile node to at least one other node,

wherein the request for information identifies a network;

receiving a response identifying at least one node in the identified network;

sending a request for an address to the at least one identified node;

receiving a response containing the address; and

establishing a connection between the first mobile node and a point of access in the

identified network using the address.

4 1. The computer-readable medium of claim 40, the method further comprising

forwarding packets between a correspondent node and the first mobile node while

authenticating with the identified network.

42. The computer-readable medium of claim 40, wherein the address is an Internet

Packet address.

43 . The computer-readable medium of claim 40, wherein the first mobile node and

the at least one identified node are in different subnets before the establishing of a

connection.

44. The computer-readable medium of claim 40, wherein the at least one

identified node is at least one mobile node.

45. The computer-readable medium of claim 40, wherein at least one of the first

mobile node and the at least one identified node is an Internet Packet phone.
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