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1. 

IDENTIFYING MEDIA CONTENT 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application is a continuation of U.S. application Ser. 
No. 13/626,351, filed on Sep. 25, 2012, which claims the 
benefit of U.S. Provisional Patent Application No. 61/698, 
949, filed Sep. 10, 2012, the entire contents of the previous 
applications are hereby incorporated by reference. 10 

FIELD 

The present specification relates to identifying items of 
media content and, more specifically, to using keywords in 
spoken natural language queries to disambiguate the results 
of an audio fingerprint-based content recognition. 

15 

BACKGROUND 2O 

Audio fingerprinting provides the ability to link short, 
unlabeled, Snippets of audio content to corresponding data 
about that content. Audio fingerprinting also provides the 
ability to automatically identify and cross-link background 25 
audio. Such as Songs. 

SUMMARY 

According to Some innovative aspects of the Subject matter 30 
described in this specification, an item of media content is 
identified based on environmental audio data and a spoken 
natural language query. For example, a user may ask a ques 
tion about a television program that they are viewing, such as 
“what are we watching right now? The question may include 35 
keywords, Such as “watching that Suggest that the question 
is about a television show and not some other type of media 
content. The users mobile device detects the user's utterance 
and environmental data, which may include the Soundtrack 
audio of the television program. The mobile computing 
device encodes the utterance and the environmental data as 
waveform data, and provides the waveform data to a server 
based computing environment. 

The computing environment separates the utterance from 
the environmental data of the waveform data, and then pro 
cesses the utterance to obtain a transcription of the utterance. 
From the transcription, the computing environment detects 
any content type-specific keywords, such as the keyword 
“watching. The computing environment can then identify 50 
items of media content based on the environmental data, and 
can select a particular item of media content, from among the 
identified items, that matches the particular content type asso 
ciated with the keywords. The computing environment pro 
vides a representation of the particular item of media content 55 
to the user of the mobile computing device. 

Innovative aspects of the subject matter described in this 
specification may be embodied in methods that include the 
actions of receiving (i) audio data that encodes a spoken 
natural language query, and (ii) environmental audio data, 60 
obtaining a transcription of the spoken natural language 
query, determining a particular content type associated with 
one or more keywords in the transcription, providing at least 
a portion of the environmental audio data to a content recog 
nition engine, and identifying a content item that has been 65 
output by the content recognition engine, and that matches the 
particular content type. 

40 

45 

2 
Other embodiments of these aspects include correspond 

ing systems, apparatus, and computer programs, configured 
to perform the actions of the methods, encoded on computer 
storage devices. 

These and other embodiments may each optionally include 
one or more of the following features. For instance, the par 
ticular content type is a movie content type, a music content 
type, a television show content type, an audio podcast content 
type, a book content type, an artwork content type, a trailer 
content type, a video podcast content type, an Internet video 
content type, or a video game content type. Receiving the 
environmental audio data further includes receiving addi 
tional audio data that includes background noise. The back 
ground noise is associated with the particular content type. 
Receiving additional environmental data that includes video 
data or image data. The video data or the image data is 
associated with the particular content type. Providing at least 
the portion of the environmental audio data to the content 
recognition engine further includes providing the portion of 
the environmental audio data to an audio fingerprinting 
engine. Determining the particular content type further 
includes identifying the one or more keywords using one or 
more databases that, for each of multiple content types, maps 
at least one of the keywords to at least one of the multiple 
content types. The multiple content types includes the par 
ticular content type, and wherein mapping further includes 
mapping at least one of the keywords to the particular content 
type. Outputting data identifying the content item. 
The features further include, for example, providing fur 

ther includes providing data identifying the particular content 
type to the content recognition engine, and identifying the 
content item further includes receiving data identifying the 
content item from the content recognition engine. Receiving 
two or more content recognition candidates from the content 
recognition system, and identifying the content item further 
includes selecting a particular content recognition candidate 
based on the particular content type. Each of the two or more 
content recognition candidates is associated with a ranking 
score, the method further including adjusting the ranking 
scores of the two or more content recognition candidates 
based on the particular content type. Ranking the two or more 
content recognition candidates based on the adjusted ranking 
SCOS. 

The details of one or more embodiments of the subject 
matter described in this specification are set forth in the 
accompanying drawings and the description below. Other 
potential features, aspects, and advantages of the Subject mat 
ter will become apparent from the description, the drawings, 
and the claims. 

DESCRIPTION OF DRAWINGS 

FIG. 1 depicts an example system for identifying content 
item data based on environmental audio data and a spoken 
natural language query. 

FIG. 2 depicts a flowchart for an example process for 
identifying content item databased on environmental audio 
data and a spoken natural language query. 

FIGS. 3A-3B depicts portions of an example system for 
identifying content item. 

FIG. 4 depicts an example system for identifying media 
content items based on environmental image data and a spo 
ken natural language query. 

FIG. 5 depicts a computer device and a mobile computer 
device that may be used to implement the techniques 
described here. 
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Like reference symbols in the various drawings indicate 
like elements. 

DETAILED DESCRIPTION 

FIG. 1 depicts a system 100 for identifying content item 
databased on environmental audio data and a spoken natural 
language query. Briefly, the system 100 can identify content 
item data that is based on the environmental audio data and 
that matches a particular content type associated with the 
spoken natural language query. The system 100 includes a 
mobile computing device 102, a disambiguation engine 104. 
a speech recognition engine 106, a keyword mapping engine 
108, and a content recognition engine 110. The mobile com 
puting device 102 is in communication with the disambigu 
ation engine 104 over one or more networks. The mobile 
device 110 can include a microphone, a camera, or other 
detection means for detecting utterances from a user 112 
and/or environmental data associated with the user 112. 

In some examples, the user 112 is watching a television 
program. In the illustrated example, the user 112 would like to 
know who directed the television program that is currently 
playing. In some examples, the user 112 may not know the 
name of the television program that is currently playing, and 
may therefore ask the question “Who directed this show?' 
The mobile computing device 102 detects this utterance, as 
well as environmental audio data associated with the environ 
ment of the user 112. 

In some examples, the environmental audio data associated 
with the environment of the user 112 can include background 
noise of the environment of the user 112. For example, the 
environmental audio data includes the sounds of the televi 
sion program. In some examples, the environmental audio 
data that is associated with the currently displayed television 
program can include audio of the currently displayed televi 
sion program (e.g., dialogue of the currently displayed tele 
vision program, Soundtrack audio associated with the cur 
rently displayed television program, etc.). 

In some examples, the mobile computing device 102 
detects the environmental audio data after detecting the utter 
ance; detects the environmental audio data concurrently with 
detecting the utterance; or both. The mobile computing 
device 102 processes the detected utterance and the environ 
mental audio data to generate waveform data 114 that repre 
sents the detected utterance and the environmental audio data 
and transmits the waveform data 114 to the disambiguation 
engine 104 (e.g., over a network), during operation (A). In 
Some examples, the environmental audio data is streamed 
from the mobile computing device 110. 
The disambiguation engine 104 receives the waveform 

data 114 from the mobile computing device 102. The disam 
biguation engine 104 processes the waveform data 114, 
including separating (or extracting) the utterance from other 
portions of the waveform data 114 and transmits the utterance 
to the speech recognition engine 106 (e.g., over a network), 
during operation (B). For example, the disambiguation 
engine 104 separates the utterance (“Who directed this 
show?) from the background noise of the environment of the 
user 112 (e.g., audio of the currently displayed television 
program). 

In some examples, the disambiguation engine 104 utilizes 
a voice detector to facilitate separation of the utterance from 
the background noise by identifying a portion of the wave 
form data 114 that includes voice activity, or voice activity 
associated with the user of the computing device 102. In some 
examples, the utterance relates to a query (e.g., a query relat 
ing to the currently displayed television program). In some 
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4 
examples, the waveform data 114 includes represents the 
detected utterance. In response, the disambiguation engine 
104 can request the environmental audio data from the mobile 
computing device 102 relating to the utterance. 
The speech recognition engine 106 receives the portion of 

the waveform data 114 that corresponds to the utterance from 
the disambiguation engine 104. The speech recognition 
engine 106 obtains a transcription of the utterance and pro 
vides the transcription to the keyword mapping engine 108, 
during operation (C). Specifically, the speech recognition 
engine 106 processes the utterance received from the speech 
recognition engine 106. In some examples, processing of the 
utterance by the speech recognition system 106 includes gen 
erating a transcription of the utterance. Generating the tran 
Scription of the utterance can include transcribing the utter 
ance into text or text-related data. In other words, the speech 
recognition system 106 can provide a representation of lan 
guage in written form of the utterance. 

For example, the speech recognition system 106 tran 
scribes the utterance to generate the transcription of “Who 
directed this show'?” In some embodiments, the speech rec 
ognition system 106 provides two or more transcriptions of 
the utterance. For example, the speech recognition system 
106 transcribes the utterance to generate the transcriptions of 
“Who directed this show'?” and “Who directed this shoe? 
The keyword mapping engine 108 receives the transcrip 

tion from the speech recognition engine 106. The keyword 
mapping engine 108 identifies one or more keywords in the 
transcription that are associated with a particular content type 
and provides the particular content type to the disambiguation 
engine 104, during operation (D). In some embodiments, the 
one or more content types can include movie', 'music’, 
television show, audio podcast, image, artwork, book. 
magazine, trailer, video podcast, Internet video, or 
video game. 
For example, the keyword mapping engine 108 identifies 

the keyword “directed from the transcription of “Who 
directed this show?' The keyword “directed' is associated 
with the television show content type. In some embodi 
ments, a keyword of the transcription that is identified by the 
keyword mapping engine 108 is associated with two or more 
content types. For example, the keyword “directed” is asso 
ciated with the television show and movie content types. 

In some embodiments, the keyword mapping engine 108 
identifies two or more keywords in the transcription that are 
associated with a particular content type. For example, the 
keyword mapping engines 108 identifies the keywords 
“directed and “show’ that are associated with a particular 
content type. In some embodiments, the identified two or 
more keywords are associated with the same content type. For 
example, the identified keywords “directed' and “show” are 
both associated with the television show content type. In 
some embodiments, the identified two or more keywords are 
associated with differing content types. For example, the 
identified keyword “directed is associated with the movie’ 
content type and the identified keyword “show’ is associated 
with the television show content type. The keyword map 
ping engine 108 transmits (e.g., over a network) the particular 
content type to the disambiguation engine 108. 

In some embodiments, the keyword mapping engine 108 
identifies the one or more keywords in the transcription that 
are associated with a particular content type using one or 
more databases that, for each of multiple content types, maps 
at least one of the keywords to at least one of the multiple 
content types. Specifically, the keyword mapping engine 108 
includes (or is in communication with) a database (or mul 
tiple databases). The database includes, or is associated with, 
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a mapping between keywords and content types. Specifically, 
the database provides a connection (e.g., mapping) between 
the keywords and the content types such that the keyword 
mapping engine 108 is able to identify one or more keywords 
in the transcription that are associated with particular content 
types. 

In some embodiments, one or more of the mappings 
between the keywords and the content types can include a 
unidirectional (e.g., one-way) mapping (i.e. a mapping from 
the keywords to the content types). In some embodiments, 
one or more of the mappings between the keywords and the 
content types can include abidirectional (e.g., two-way) map 
ping (i.e., a mapping from the keywords to the content types 
and from the content types to the keywords). In some embodi 
ments, the one or more databases maps one or more of the 
keywords to two or more content types. 

For example, the keyword mapping engine 108 uses the 
one or more databases that maps the keyword “directed to 
the movie' and television show content types. In some 
embodiments, the mapping between the keywords and the 
content types can include mappings between multiple, vary 
ing versions of a root keyword (e.g., the word family) and the 
content types. The differing versions of the keyword can 
include differing grammatical categories such as tense (e.g., 
past, present, future) and word class (e.g., noun, verb). For 
example, the database can include mappings of the word 
family of the root word “direct such as “directors.” “direc 
tion.” and directed to the one or more content types. 

The disambiguation engine 104 receives data identifying 
the particular content type associated with the transcription of 
the utterance from the keyword mapping engine 108. Further 
more, as mentioned above, the disambiguation engine 104 
receives the waveform data 114 from the mobile computing 
device 102 that includes the environmental audio data asso 
ciated with the utterance. The disambiguation engine 104 
then provides the environmental audio data and the particular 
content type to the content recognition engine 110, during 
operation (E). 

For example, the disambiguation engine 104 transmits the 
environmental audio data relating to the currently displayed 
television program that includes audio of the currently dis 
played television program (e.g., dialogue of the currently 
displayed television program, Soundtrack audio associated 
with the currently displayed television program, etc.) and the 
particular content type of the transcription of the utterance 
(e.g., television show content type) to the content recogni 
tion engine 110. 

In some embodiments, the disambiguation engine 104 pro 
vides a portion of the environmental audio data to the content 
recognition engine 110. In some examples, the portion of the 
environmental audio data can include background noise 
detected by the mobile computing device 102 after detecting 
the utterance. In some examples, the portion of the environ 
mental audio data can include background noise detected by 
the mobile computing device 102 concurrently with detecting 
the utterance. 

In some embodiments, the background noise (of the wave 
form data 114) is associated with a particular content type that 
is associated with a keyword of the transcription. For 
example, the keyword “directed of the transcription “Who 
directed this show?' is associated with the television show 
content type, and the background noise (e.g., the environmen 
tal audio data relating to the currently displayed television 
program) is also associated with the television show content 
type. 

The content recognition engine 110 receives the environ 
mental audio data and the particular content type from the 
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6 
disambiguation engine 104. The content recognition engine 
110 identifies content item data that is based on the environ 
mental audio data and that matches the particular content type 
and provides the content item data to the disambiguation 
engine 104, during operation (F). Specifically, the content 
recognition engine 110 appropriately processes the environ 
mental audio data to identify content item data that is associ 
ated with the environmental audio data (e.g., a name of a 
television show, a name of a song, etc.). Additionally, the 
content recognition engine 110 matches the identified content 
item data with the particular content type (e.g., content type of 
the transcription of the utterance). The content recognition 
engine 110 transmits (e.g., over a network) the identified 
content item data to the disambiguation engine 104. 

For example, the content recognition engine 110 identifies 
content item data that is based on the environmental audio 
data relating to the currently displayed television program, 
and further that matches the television show content type. To 
that end, the content recognition engine 110 can identify 
contentitem databased on dialogue of the currently displayed 
television program, or soundtrack audio associated with the 
currently displayed television program, depending on the 
portion of the environmental audio data received by the con 
tent recognition engine 110. 

In some embodiments, the content recognition engine 110 
is an audio fingerprinting engine that utilizes content finger 
printing using wavelets to identify the content item data. 
Specifically, the content recognition engine 110 converts the 
waveform data 114 into a spectrogram. From the spectro 
gram, the content recognition engine 110 extracts spectral 
images. The spectral images can be represented as wavelets. 
For each of the spectral images that are extracted from the 
spectrogram, the content recognition engine 110 extracts the 
“top” wavelets based on the respective magnitudes of the 
wavelets. For each spectral image, the content recognition 
engine 110 computes a wavelet signature of the image. In 
Some examples, the wavelet signatures is a truncated, quan 
tized version of the wavelet decomposition of the image. 

For example, to describe anmxn image with wavelets, mxn 
wavelets are returned without compression. Additionally, the 
content recognition engine 110 utilizes a Subset of the wave 
lets that most characterize the song. Specifically, the t "top' 
wavelets (by magnitude) are selected, where t<mxn. Fur 
thermore, the content recognition engine 110 creates a com 
pact representation of the sparse wavelet-vector described 
above, for example, using MinHash to compute Sub-finger 
prints for these sparse bit vectors. 

In some examples, when the environmental audio data 
includes at least the soundtrack audio associated with the 
currently displayed television program, the content recogni 
tion engine 110 identifies content item data that is based on 
the soundtrack audio associated with the currently displayed 
television program and that also matches the television 
show content type. Thus, in Some examples, the content 
recognition engine 110 identifies content item data relating to 
a name of the currently displayed television program. For 
example, the content recognition engine 110 can determine 
that a particular content item (e.g., a specific television show) 
is associated with a theme song (e.g., the Soundtrack audio), 
and that the particular content item (e.g., the specific televi 
sion show) matches the particular content type (e.g., televi 
sion show content type). Thus, the content recognition 
engine 110 can identify data (e.g., the name of the specific 
television show) that relates to the particular content item 
(e.g., the currently displayed television program) that is based 
on the environmental audio data (e.g., the Soundtrack audio), 
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and further that matches the particular content type (e.g., 
television show content type). 
The disambiguation engine 104 receives the identified con 

tent item data from the content recognition engine 110. The 
disambiguation engine 104 then provides the identified con 
tent item data to the mobile computing device 102, at opera 
tion (G). For example, the disambiguation engine 104 trans 
mits the identified content item data relating to the currently 
displayed television program (e.g., a name of the currently 
displayed television program) to the mobile computing 
device 102. 

In some examples, one or more of the mobile computing 
device 102, the disambiguation engine 104, the speech rec 
ognition engine 106, the keyword mapping engine 108, and 
the content recognition engine 110 can be in communication 
with a subset (or each) of the mobile computing device 102. 
the disambiguation engine 104, the speech recognition 
engine 106, the keyword mapping engine 108, and the content 
recognition engine 110. In some embodiments, one or more 
of the disambiguation engine 104, the speech recognition 
engine 106, the keyword mapping engine 108, and the content 
recognition engine 110 can be implemented using one or 
more computing devices, such as one or more computing 
servers, a distributed computing system, or a server farm or 
cluster. 

In some embodiments, as mentioned above, the environ 
mental audio data is streamed from the mobile computing 
device 110 to the disambiguation engine 104. When the envi 
ronmental audio data is streamed, the above-mentioned pro 
cess (e.g., operations (A)-(H)) is performed as the environ 
mental audio data is received by the disambiguation engine 
104 (i.e., performed incrementally). In other words, as each 
portion of the environmental audio data is received by (e.g., 
streamed to) the disambiguation engine 104, operations (A)- 
(H) are performed iteratively until content item data is iden 
tified. 

FIG. 2 depicts a flowchart of an example process 200 for 
identifying content item databased on environmental audio 
data and a spoken natural language query. The example pro 
cess 200 can be executed using one or more computing 
devices. For example, the mobile computing device 102, the 
disambiguation engine 104, the speech recognition engine 
106, the keyword mapping engine 108, and/or the content 
recognition engine 110 can be used to execute the example 
process 200. 

Audio data that encodes a spoken natural language query 
and environmental audio data is received (202). For example, 
the disambiguation engine 104 receives the waveform data 
114 from the mobile computing device 102. The waveform 
data 114 includes the spoken natural query of the user (e.g., 
“Who directed this show'?) and the environmental audio data 
(e.g., audio of the currently displayed television program). 
The disambiguation engine 104 separates the spoken natural 
language query (“Who directed this show?) from the back 
ground noise of the environment of the user 112 (e.g., audio of 
the currently displayed television program). 
A transcription of the natural language query is obtained 

(204). For example, the speech recognition system 106 tran 
scribes the natural language query to generate a transcription 
of the natural language query (e.g., “Who directed this 
show'?). 
A particular content type that is associated with one or 

more keywords in the transcription is determined (206). For 
example, the keyword mapping engine 108 identifies one or 
more keywords (e.g., "directed') in the transcription (e.g., 
“Who directed this show'?”) that are associated with a par 
ticular content type (e.g., television show content type). In 
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Some embodiments, the keyword mapping engine 108 deter 
mines the particular content type that is associated with one or 
more keywords in the transcription using one or more data 
bases that, for each of multiple content types, maps at least 
one of the keywords to at least one of the multiple content 
types. The database provides a connection (e.g., mapping) 
between the keywords (e.g., “directed') and the content types 
(e.g., television show content type). 
At least a portion of the environmental audio data is pro 

vided to a content recognition engine (208). For example, the 
disambiguation engine 104 provides at least the portion the 
environmental audio data encoded by the waveform data 114 
(e.g., audio of the currently displayed television program) to 
the content recognition engine 110. In some examples, the 
disambiguation engine 104 also provides the particular con 
tent type (e.g. television show content type) that is associ 
ated with the one or more keywords (e.g., “directed') in the 
transcription to the content recognition engine 110. 
A content item is identified that is output by the content 

recognition engine, and that matches the particular content 
type (210). For example, the content recognition engine 110 
identifies a content item or content item data that is based on 
the environmental audio data (e.g., audio of the currently 
displayed television program) and that matches the particular 
content type (e.g. television show content type). 

FIGS. 3A and 3B depict portions 300a and 300b, respec 
tively, of a system for identifying content item data. Specifi 
cally, FIGS. 3A and 3B include disambiguation engines 304a 
and 304b, respectively; and include content recognition 
engines 310a and 310b, respectively. The disambiguation 
engines 304a and 304b are similar to the disambiguation 
engine 104 of system 100 depicted in FIG. 1; and the content 
recognition engines 310a and 310b are similar to the content 
recognition engine 110 of system 100 depicted in FIG. 1. 

FIG. 3A depicts the portion 300a including the content 
recognition engine 310a. The content recognition engine 
310a is able to identify content item databased on environ 
mental data and that matches a particular content type. In 
other words, the content recognition engine 310a is able to 
appropriately process the environmental data to identify con 
tent item databased on the environmental data, and further 
selectone or more of the identified content item data such that 
the selected content item data matches the particular content 
type. 

Specifically, the disambiguation engine 304a provides the 
environmental data and the particular content type to the 
content recognition engine 310a, during operation (A). In 
Some embodiments, the disambiguation engine 304a pro 
vides a portion of the environmental data to the content rec 
ognition engine 310a. 
The content recognition engine 310a receives the environ 

mental data and the particular content type from the disam 
biguation engine 304a. The content recognition engine 310a 
then identifies content item data that is based on the environ 
mental data and that matches the particular content type and 
provides the identified content item data to the disambigua 
tion engine 304a, during operation (B). Specifically, the con 
tent recognition engine 310a identifies contentitem data (e.g., 
a name of a television show, a name of a song, etc.) that is 
based on the environmental data. The content recognition 
engine 310a then selects one or more of the identified content 
item data that matches the particular content type. In other 
words, the content recognition engine 310a filters the identi 
fied content item data based on the particular content type. 
The content recognition engine 310a transmits (e.g., over a 
network) the identified content item data to the disambigua 
tion engine 304a. 
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In some examples, when the environmental data includes at 
least Soundtrack audio associated with a currently displayed 
television program, as mentioned above with respect to FIG. 
1, the content recognition engine 310a identifies content item 
data that is based on the Soundtrack audio associated with the 
currently displayed television program. The content recogni 
tion engine 310a then filters the identified content item data 
based on the television show content type. For example, the 
content recognition engine 310a identifies a theme song 
name and a TV show name associated with the soundtrack 
audio. The content recognition engine 310a then filters the 
identified content item data such that the identified content 
item data also matches the television show content type. For 
example, the content recognition engine 310a selects the TV 
show name identifying data, and transmits the TV show 
name identifying data to the disambiguation engine 304a. 

In some examples, the content recognition engine 310a 
selects a corpus (or index) based on the content type (e.g., 
television show content type). Specifically, the content rec 
ognition engine 310a can have access to a first index relating 
to the television show content type and a second index 
relating to a movie content type. The content recognition 
engine 310a appropriately selects the first index based on the 
television show content type. Thus, by selecting the first 
index (and not selecting the second index), the content rec 
ognition engine 310a can more efficiently identify the content 
item data (e.g., a name of the television show). 
The disambiguation engine 304a receives the content item 

data from the content recognition engine 310a. For example, 
the disambiguation engine 304a receives the TV show name 
identifying data from the content recognition engine 310a. 
The disambiguation engine 304a then provides the identify 
ing data to a third party (e.g., the mobile computing device 
102 of FIG. 1), during operation (C). For example, the dis 
ambiguation engine 304a provides the TV show name iden 
tifying data to the third party. 

FIG. 3b depicts the portion 300b including the content 
recognition engine 310b. The content recognition engine 
310b is able to identify content item databased on environ 
mental data. In other words, the content recognition engine 
310b is able to appropriately process the environmental data 
to identify content item databased on the environmental data, 
and provide the content item data to the disambiguation 
engine 304b. The disambiguation engine 310b selects one or 
more of the identified content item data such that the selected 
content item data matches the particular content type. 

Specifically, the disambiguation engine 304b provides the 
environmental data to the content recognition engine 310b, 
during operation (A). In some embodiments, the disambigu 
ation engine 304b provides a portion of the environmental 
data to the content recognition engine 310b. 
The content recognition engine 310b receives the environ 

mental data from the disambiguation engine 304b. The con 
tent recognition engine 310b then identifies content item data 
that is based on the environmental data and provides the 
identified content item data to the disambiguation engine 
304b, during operation (B). Specifically, the content recogni 
tion engine 310b identifies content item data associated with 
two or more content items (e.g., a name of a television show, 
a name of a song, etc.) that is based on the environmental data. 
The content recognition engine 310b transmits (e.g., over a 
network) two or more candidates representing the identified 
content item data to the disambiguation engine 304b. 

In some examples, when the environmental data includes at 
least Soundtrack audio associated with a currently displayed 
television program, as mentioned above with respect to FIG. 
1, the content recognition engine 310b identifies content item 
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10 
data relating to two or more content items that is based on the 
Soundtrack audio associated with the currently displayed tele 
vision program. For example, the content recognition engine 
310b identifies a theme song name and a TV show name 
associated with the soundtrack audio, and transmits the 
theme song name and TV show name identifying data to 
the disambiguation engine 304b. 
The disambiguation engine 304b receives the two or more 

candidates from the content recognition engine 310b. For 
example, the disambiguation engine 304b receives the theme 
Song name and TV show name candidates from the content 
recognition engine 310b. The disambiguation engine 304b 
then selects one of the two or more candidates based on a 
particular content type and provides the selected candidate to 
a third party (e.g., the mobile computing device 102 of FIG. 
1), during operation (C). Specifically, the disambiguation 
engine 304b previously receives the particular content type 
(e.g., that is associated with an utterance), as described above 
with respect to FIG. 1. The disambiguation engine 304b 
selects a particular candidate of the two or more candidates 
based on the particular content type. Specifically, the disam 
biguation engine 304b selects the particular candidate of the 
two or more candidates that matches the particular content 
type. For example, the disambiguation engine 304b selects 
the TV show name candidate as the TV show name can 
didate matches the television show content type. 

In some embodiments, the two or more candidates from the 
content recognition engine 310b are associated with a ranking 
score. The ranking score can be associated with any scoring 
metric as determined by the disambiguation engine 304b. The 
disambiguation engine 304b can further adjust the ranking 
score of two or more candidates based on the particular con 
tent type. Specifically, the disambiguation engine 304b can 
increase the ranking score of one or more of the candidates 
when the respective candidates are matched to the particular 
content type. For example, the ranking score of the candidate 
TV show name can be increased as it matches the television 
show content type. Furthermore, the disambiguation engine 
304b can decrease the ranking score of one or more of the 
candidates when the respective candidates are not matched to 
the particular content type. For example, the ranking score of 
the candidate theme song name can be decreased as it does 
not match the television show content type. 

In some embodiments, the two or more candidates can be 
ranked based on the respective adjusted ranking scores by the 
disambiguation engine 304b. For example, the disambigua 
tion engine 304b can rank the TV show name candidate 
above the theme song name candidate as the TV show 
name candidate has a higher adjusted ranking score as com 
pared to the adjusted ranking score of the theme song name 
candidate. In some examples, the disambiguation engine 
304b selects the candidate ranked highest (i.e., has the highest 
adjusted ranking score). 

FIG. 4 depicts a system 400 for identifying content item 
databased on environmental image data and a spoken natural 
language query. In short, the system 400 can identify content 
item data that is based on the environmental image data and 
that matches a particular content type associated with the 
spoken natural language query. The system 400 includes a 
mobile computing device 402, a disambiguation engine 404. 
a speech recognition engine 406, a keyword mapping engine 
408, and a content recognition engine 410, analogous to that 
of the mobile computing device 102, the disambiguation 
engine 104, the speech recognition engine 106, the keyword 
mapping engine 108, and the content recognition engine 110. 
respectively, of system 100 illustrated in FIG. 1. 



US 8,655,657 B1 
11 

In some examples, the user 112 is looking at a CD album 
cover of a soundtrack of a movie. In the illustrated example, 
the user 112 would like to know what songs are on the 
Soundtrack. In some examples, the user 112 may not know the 
name of the movie soundtrack, and may therefore ask the 5 
question “What songs are on this?' or “What songs play in 
this movie?' The mobile computing device 402 detects this 
utterance, as well as environmental image data associated 
with the environment of the user 112. 

In some examples, the environmental image data associ- 10 
ated with the environment of the user 112 can include image 
data of the environment of the user 112. For example, the 
environmental image data includes an image of the CD album 
cover that depicts images related to the movie (e.g., an image 
ofa movie poster of the associated movie). In some examples, 15 
the mobile computing device 402 detects the environmental 
image data utilizing a camera of the mobile computing device 
402 that captures an image (or video) of the CD album cover. 
The mobile computing device 402 processes the detected 

utterance to generate waveform data 414 that represents the 20 
detected utterance and transmits the waveform data 414 and 
the environmental image data to the disambiguation engine 
404 (e.g., over a network), during operation (A). 
The disambiguation engine 404 receives the waveform 

data 414 and the environmental image data from the mobile 25 
computing device 402. The disambiguation engine 404 pro 
cesses the waveform data 414 and transmits the utterance to 
the speech recognition engine 406 (e.g., over a network), 
during operation (B). In some examples, the utterance relates 
to a query (e.g., a query relating to the movie soundtrack). 30 

The speech recognition system 406 receives the utterance 
from the disambiguation engine 404. The speech recognition 
system 406 obtains a transcription of the utterance and pro 
vides the transcription to the keyword mapping engine 408, 
during operation (C). Specifically, the speech recognition 35 
system 406 processes the utterance received from the speech 
recognition engine 406 by generating a transcription of the 
utterance. 

For example, the speech recognition system 406 tran 
scribes the utterance to generate the transcription of “What 40 
Songs are on this?' In some embodiments, the speech recog 
nition system 406 provides two or more transcriptions of the 
utterance. For example, the speech recognition system 406 
transcribes the utterance to generate the transcriptions of 
“What songs are on this?’ and “What sinks are on this?” 45 
The keyword mapping engine 408 receives the transcrip 

tion from the speech recognition engine 406. The keyword 
mapping engine 408 identifies one or more keywords in the 
transcription that are associated with a particular content type 
and provides the particular content type to the disambiguation 50 
engine 404, during operation (D). 

For example, the keyword mapping engine 408 identifies 
the keyword “songs” from the transcription of “What songs 
are on this?' The keyword “songs is associated with the 
music content type. In some embodiments, a keyword of the 55 
transcription that is identified by the keyword mapping 
engine 408 is associated with two or more content types. For 
example, the keyword “songs” is associated with the music’ 
and singer content types. The keyword mapping engine 408 
transmits (e.g., over a network) the particular content type to 60 
the disambiguation engine 408. 

In some embodiments, analogous to that mentioned above, 
the keyword mapping engine 408 identifies the one or more 
keywords in the transcription that are associated with a par 
ticular content type using one or more databases that, for each 65 
of multiple content types, maps at least one of the keywords to 
at least one of the multiple content types. For example, the 

12 
keyword mapping engine 408 uses the one or more databases 
that maps the keyword 'songs to the music and singer 
content types. 
The disambiguation engine 404 receives the particular con 

tent type associated with the transcription of the utterance 
from the keyword mapping engine 408. Furthermore, as men 
tioned above, the disambiguation engine 404 receives the 
environmental image data associated with the utterance. The 
disambiguation engine 404 then provides the environmental 
image data and the particular content type to the content 
recognition engine 410, during operation (E). 

For example, the disambiguation engine 404 transmits the 
environmental image data relating to the movie soundtrack 
(e.g., an image of the movie poster CD album cover) and the 
particular content type of the transcription of the utterance 
(e.g., music content type) to the content recognition engine 
410. 
The content recognition engine 410 receives the environ 

mental image data and the particular content type from the 
disambiguation engine 404. The content recognition engine 
410 then identifies content item data that is based on the 
environmental image data and that matches the particular 
content type and provides the identified content item data to 
the disambiguation engine 404, during operation (F). Specifi 
cally, the content recognition engine 410 appropriately pro 
cesses the environmental image data to identify content item 
data (e.g., a name of a content item). Additionally, the content 
recognition engine 410 matches the identified content item 
with the particular content type (e.g., content type of the 
transcription of the utterance). The content recognition 
engine 408 transmits (e.g., over a network) the identified 
content item data to the disambiguation engine 408. 

For example, the content recognition engine 410 identifies 
data that is based on the environmental image data relating to 
the image of the movie poster CD album cover, and further 
that matches the music content type. 

In some examples, when the environmental image data 
includes at least the movie poster image associated with the 
CD album cover, the content recognition engine 410 identi 
fies content item data that is based on the movie poster asso 
ciated with the CD album cover and that also matches the 
music content type. Thus, in Some examples, the content 
recognition engine 410 identifies content item data relating to 
a name of the movie soundtrack. For example, the content 
recognition engine 410 can determine that a particular con 
tent item (e.g., a specific movie soundtrack) is associated with 
a movie poster, and that the particular content item (e.g., the 
specific movie soundtrack) matches the particular content 
type (e.g., music content type). Thus, the content recogni 
tion 410 can identify data (e.g., the name of the specific movie 
Soundtrack) that relates to the particular content item (e.g., the 
specific movie Soundtrack) that is based on the environmental 
image data (e.g., the image of the CD album cover), and 
further that matches the particular content type (e.g., music 
content type). 
The disambiguation engine 404 receives the identified con 

tent item data from the content recognition engine 410. The 
disambiguation engine 404 then provides the identified con 
tent item data to the mobile computing device 402, at opera 
tion (G). For example, the disambiguation engine 404 trans 
mits the identified content item data relating to the movie 
Soundtrack (e.g., a name of the movie Soundtrack) to the 
mobile computing device 402. 

FIG. 5 shows an example of a generic computer device 500 
and a generic mobile computer device 550, which may be 
used with the techniques described here. Computing device 
500 is intended to represent various forms of digital comput 
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ers, such as laptops, desktops, workstations, personal digital 
assistants, servers, blade servers, mainframes, and other 
appropriate computers. Computing device 550 is intended to 
represent various forms of mobile devices, such as personal 
digital assistants, cellular telephones, Smartphones, and other 
similar computing devices. The components shown here, 
their connections and relationships, and their functions, are 
meant to be exemplary only, and are not meant to limit imple 
mentations of the inventions described and/or claimed in this 
document. 

Computing device 500 includes a processor 502, memory 
504, a storage device 506, a high-speed interface 508 con 
necting to memory 504 and high-speed expansion ports 510, 
and a low speed interface 512 connecting to low speed bus 
514 and storage device 506. Each of the components 502, 
504,506,508,510, and 512, are interconnected using various 
busses, and may be mounted on a common motherboard or in 
other manners as appropriate. The processor 502 may process 
instructions for execution within the computing device 500, 
including instructions stored in the memory 504 or on the 
storage device 506 to display graphical information for a GUI 
on an external input/output device, such as display 516 
coupled to high speed interface 508. In other implementa 
tions, multiple processors and/or multiple buses may be used, 
as appropriate, along with multiple memories and types of 
memory. Also, multiple computing devices 500 may be con 
nected, with each device providing portions of the necessary 
operations (e.g., as a server bank, a group of blade servers, or 
a multi-processor system). 
The memory 504 stores information within the computing 

device 500. In one implementation, the memory 504 is a 
volatile memory unit or units. In another implementation, the 
memory 504 is a non-volatile memory unit or units. The 
memory 504 may also be another form of computer-readable 
medium, Such as a magnetic or optical disk. 
The storage device 506 is capable of providing mass stor 

age for the computing device 500. In one implementation, the 
storage device 506 may be or contain a computer-readable 
medium, Such as a floppy disk device, a hard disk device, an 
optical disk device, or a tape device, a flash memory or other 
similar solid state memory device, or an array of devices, 
including devices in a storage area network or other configu 
rations. A computer program product may be tangibly 
embodied in an information carrier. The computer program 
product may also contain instructions that, when executed, 
perform one or more methods, such as those described above. 
The information carrier is a computer- or machine-readable 
medium, such as the memory 504, the storage device 506, or 
a memory on processor 502. 
The high speed controller 508 manages bandwidth-inten 

sive operations for the computing device 500, while the low 
speed controller 512 manages lower bandwidth-intensive 
operations. Such allocation of functions is exemplary only. In 
one implementation, the high-speed controller 508 is coupled 
to memory 504, display 516 (e.g., through a graphics proces 
sor or accelerator), and to high-speed expansion ports 510, 
which may accept various expansion cards (not shown). In the 
implementation, low-speed controller 512 is coupled to stor 
age device 506 and low-speed expansion port 514. The low 
speed expansion port, which may include various communi 
cation ports (e.g., USB, Bluetooth, Ethernet, wireless 
Ethernet) may be coupled to one or more input/output 
devices, such as a keyboard, a pointing device, a scanner, or a 
networking device Such as a Switch or router, e.g., through a 
network adapter. 
The computing device 500 may be implemented in a num 

ber of different forms, as shown in the figure. For example, it 
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may be implemented as a standard server 520, or multiple 
times in a group of Such servers. It may also be implemented 
as part of a rack server system 524. In addition, it may be 
implemented in a personal computer Such as a laptop com 
puter 522. Alternatively, components from computing device 
500 may be combined with other components in a mobile 
device (not shown), such as device 550. Each of such devices 
may contain one or more of computing device 500, 550, and 
an entire system may be made up of multiple computing 
devices 500, 550 communicating with each other. 
Computing device 550 includes a processor 552, memory 

564, an input/output device such as a display 554, a commu 
nication interface 566, and a transceiver 568, among other 
components. The device 550 may also be provided with a 
storage device, such as a microdrive or other device, to pro 
vide additional storage. Each of the components 550, 552, 
564, 554, 566, and 568, are interconnected using various 
buses, and several of the components may be mounted on a 
common motherboard or in other manners as appropriate. 
The processor 552 may execute instructions within the 

computing device 650, including instructions stored in the 
memory 564. The processor may be implemented as a chipset 
of chips that include separate and multiple analog and digital 
processors. The processor may provide, for example, for 
coordination of the other components of the device 550, such 
as control of user interfaces, applications run by device 550, 
and wireless communication by device 550. 

Processor 552 may communicate with a user through con 
trol interface 658 and display interface 556 coupled to a 
display 554. The display 554 may be, for example, a TFT 
LCD (Thin-Film-Transistor Liquid Crystal Display) or an 
OLED (Organic Light Emitting Diode) display, or other 
appropriate display technology. The display interface 556 
may comprise appropriate circuitry for driving the display 
554 to present graphical and other information to a user. The 
control interface 558 may receive commands from a user and 
convert them for submission to the processor 552. In addition, 
an external interface 562 may be provide in communication 
with processor 552, so as to enable near area communication 
of device 550 with other devices. External interface 562 may 
provide, for example, for wired communication in some 
implementations, or for wireless communication in other 
implementations, and multiple interfaces may also be used. 
The memory 564 stores information within the computing 

device 550. The memory 564 may be implemented as one or 
more of a computer-readable medium or media, a volatile 
memory unit or units, or a non-volatile memory unit or units. 
Expansion memory 554 may also be provided and connected 
to device 550 through expansion interface 552, which may 
include, for example, a SIMM (Single In Line Memory Mod 
ule) card interface. Such expansion memory 554 may provide 
extra storage space for device 550, or may also store applica 
tions or other information for device 550. Specifically, expan 
sion memory 554 may include instructions to carry out or 
Supplement the processes described above, and may include 
secure information also. Thus, for example, expansion 
memory 554 may be provide as a security module for device 
550, and may be programmed with instructions that permit 
secure use of device 550. In addition, secure applications may 
be provided via the SIMM cards, along with additional infor 
mation, Such as placing identifying information on the SIMM 
card in a non-hackable manner. 
The memory may include, for example, flash memory and/ 

or NVRAM memory, as discussed below. In one implemen 
tation, a computer program product is tangibly embodied in 
an information carrier. The computer program product con 
tains instructions that, when executed, perform one or more 
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methods, such as those described above. The information 
carrier is a computer- or machine-readable medium, Such as 
the memory 564, expansion memory 554, memory on pro 
cessor 552, or a propagated signal that may be received, for 
example, over transceiver 568 or external interface 562. 

Device 550 may communicate wirelessly through commu 
nication interface 566, which may include digital signal pro 
cessing circuitry where necessary. Communication interface 
566 may provide for communications under various modes or 
protocols, such as GSM voice calls, SMS, EMS, or MMS 
messaging, COMA, TDMA, PDC, WCDMA, CDMA2000, 
or GPRS, among others. Such communication may occur, for 
example, through radio-frequency transceiver 568. In addi 
tion, short-range communication may occur, Such as using a 
Bluetooth, WiFi, or other such transceiver (not shown). In 
addition, GPS (Global Positioning System) receiver module 
550 may provide additional navigation- and location-related 
wireless data to device 550, which may be used as appropriate 
by applications running on device 550. 

Device 550 may also communicate audibly using audio 
codec 560, which may receive spoken information from a 
user and convert it to usable digital information. Audio codec 
560 may likewise generate audible sound for a user, such as 
through a speaker, e.g., in a handset of device 550. Such sound 
may include Sound from Voice telephone calls, may include 
recorded sound (e.g., voice messages, music files, etc.) and 
may also include Sound generated by applications operating 
on device 550. 
The computing device 550 may be implemented in a num 

ber of different forms, as shown in the figure. For example, it 
may be implemented as a cellular telephone 580. It may also 
be implemented as part of a smartphone 582, personal digital 
assistant, or other similar mobile device. 

Various implementations of the systems and techniques 
described here may be realized in digital electronic circuitry, 
integrated circuitry, specially designed ASICs (application 
specific integrated circuits), computer hardware, firmware, 
software, and/or combinations thereof. These various imple 
mentations may include implementation in one or more com 
puter programs that are executable and/or interpretable on a 
programmable system including at least one programmable 
processor, which may be special or general purpose, coupled 
to receive data and instructions from, and to transmit data and 
instructions to, a storage system, at least one input device, and 
at least one output device. 

These computer programs (also known as programs, soft 
ware, Software applications or code) include machine instruc 
tions for a programmable processor, and may be implemented 
in a high-level procedural and/or object-oriented program 
ming language, and/or in assembly/machine language. As 
used herein, the terms “machine-readable medium’ “com 
puter-readable medium” refers to any computer program 
product, apparatus and/or device (e.g., magnetic discs, optical 
disks, memory, Programmable Logic Devices (PLDs)) used 
to provide machine instructions and/or data to a program 
mable processor, including a machine-readable medium that 
receives machine instructions as a machine-readable. Signal. 
The term “machine-readable signal” refers to any signal used 
to provide machine instructions and/or data to a program 
mable processor. 

To provide for interaction with a user, the systems and 
techniques described here may be implemented on a com 
puter having a display device (e.g., a CRT (cathode ray tube) 
or LCD (liquid crystal display) monitor) for displaying infor 
mation to the user and a keyboard and a pointing device (e.g., 
a mouse or a trackball) by which the user may provide input 
to the computer. Other kinds of devices may be used to pro 
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vide for interaction with a user as well; for example, feedback 
provided to the user may be any form of sensory feedback 
(e.g., visual feedback, auditory feedback, or tactile feed 
back); and input from the user may be received in any form, 
including acoustic, speech, or tactile input. 
The systems and techniques described here may be imple 

mented in a computing system that includes a back end com 
ponent (e.g., as a data server), or that includes a middleware 
component (e.g., an application server), or that includes a 
front end component (e.g., a client computer having a graphi 
cal user interface or a Web browser through which a user may 
interact with an implementation of the systems and tech 
niques described here), or any combination of such back end, 
middleware, or frontend components. The components of the 
system may be interconnected by any form or medium of 
digital data communication (e.g., a communication network). 
Examples of communication networks include a local area 
network (“LAN”), a wide area network (“WAN”), and the 
Internet. 
The computing system may include clients and servers. A 

client and server are generally remote from each other and 
typically interact through a communication network. The 
relationship of client and server arises by virtue of computer 
programs running on the respective computers and having a 
client-server relationship to each other. 

While this disclosure includes some specifics, these should 
not be construed as limitations on the scope of the disclosure 
or of what may be claimed, but rather as descriptions of 
features of example implementations of the disclosure. Cer 
tain features that are described in this disclosure in the context 
of separate implementations can also be provided in combi 
nation in a single implementation. Conversely, various fea 
tures that are described in the context of a single implemen 
tation can also be provided in multiple implementations 
separately or in any suitable Subcombination. Moreover, 
although features may be described above as acting in certain 
combinations and even initially claimed as Such, one or more 
features from a claimed combination can in some cases be 
excised from the combination, and the claimed combination 
may be directed to a subcombination or variation of a sub 
combination. 

Similarly, while operations are depicted in the drawings in 
a particular order, this should not be understood as requiring 
that such operations be performed in the particular order 
shown or in sequential order, or that all illustrated operations 
be performed, to achieve desirable results. In certain circum 
stances, multitasking and parallel processing may be advan 
tageous. Moreover, the separation of various system compo 
nents in the implementations described above should not be 
understood as requiring Such separation in all implementa 
tions, and it should be understood that the described program 
components and systems can generally be integrated together 
in a single software product or packaged into multiple soft 
ware products. 

Thus, particular implementations of the present disclosure 
have been described. Other implementations are within the 
Scope of the following claims. For example, the actions 
recited in the claims can be performed in a different order and 
still achieve desirable results. A number of implementations 
have been described. Nevertheless, it will be understood that 
various modifications may be made without departing from 
the spirit and scope of the disclosure. For example, various 
forms of the flows shown above may be used, with steps 
re-ordered, added, or removed. Accordingly, other imple 
mentations are within the scope of the following claims. 
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The invention claimed is: 
1. A computer-implemented method comprising: 
receiving data including (i) audio data that encodes a spo 

ken natural language query, and (ii) sensor data; 
obtaining a transcription of the spoken natural language 

query; 
determining a particular content type associated with one 

or more keywords in the transcription; 
providing at least a portion of the sensor data to a content 

recognition engine; and 
identifying a content item that (i) has been output by the 

content recognition engine, and (ii) matches the particu 
lar content type associated with the one or more key 
words in the transcription. 

2. The computer-implemented method of claim 1, wherein 
the sensor data includes image data. 

3. The computer-implemented method of claim 2, wherein 
receiving the data further comprises receiving the data from a 
mobile computing device. 

4. The computer-implemented method of claim 2, wherein 
receiving the data further comprises receiving environmental 
audio data. 

5. The computer-implemented method of claim 2, wherein 
the image data includes environmental image data. 

6. The computer-implemented method of claim 2, wherein 
the image data is generated within a predetermined period of 
time prior to the spoken natural language query. 

7. The computer-implemented method of claim 2, wherein 
determining the particular content type further includes iden 
tifying the one or more keywords using one or more databases 
that, for each of multiple content types, maps at least one of 
the keywords to at least one of the multiple content types. 

8. The computer-implemented method of claim 7, wherein 
the multiple content types includes the particular content 
type, and wherein mapping further includes mapping at least 
one of the keywords to the particular content type. 

9. The computer-implemented method of claim 2, wherein 
providing further includes providing data identifying the par 
ticular content type to the content recognition engine, and 

wherein identifying the content item further includes 
receiving data identifying the content item from the 
content recognition engine. 

10. The computer-implemented method of claim 2, further 
including receiving two or more content recognition candi 
dates from the content recognition system, and 

wherein identifying the content item further includes 
Selecting a particular content recognition candidate 
based on the particular content type. 

11. The computer-implemented method of claim 10, 
wherein each of the two or more content recognition candi 
dates is associated with a ranking score, the method further 
including adjusting the ranking scores of the two or more 
content recognition candidates based on the particular con 
tent type. 
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12. The computer-implemented method of claim 11, fur 

ther including ranking the two or more content recognition 
candidates based on the adjusted ranking scores. 

13. A system comprising: 
one or more computers and one or more storage devices 

storing instructions that are operable, when executed by 
the one or more computers, to cause the one or more 
computers to perform operations comprising: 
receiving data including (i) audio data that encodes a 

spoken natural language query, and (ii) sensor data; 
obtaining a transcription of the spoken natural language 

query; 
determining a particular content type associated with 

one or more keywords in the transcription; 
providing at least a portion of the sensor data to a content 

recognition engine; and 
identifying a content item that (i) has been output by the 

content recognition engine, and (ii) matches the par 
ticular content type associated with the one or more 
keywords in the transcription. 

14. The system of claim 13, wherein the sensor data 
includes image data. 

15. The system of claim 14, wherein receiving the data 
further comprises receiving the data from a mobile computing 
device. 

16. The system of claim 14, wherein receiving the data 
further comprises receiving environmental audio data. 

17. The system of claim 14, wherein the image data 
includes environmental image data. 

18. The system of claim 14, wherein the image data is 
generated within a predetermined period of time prior to the 
spoken natural language query. 

19. The system of claim 14, wherein determining the par 
ticular content type further includes identifying the one or 
more keywords using one or more databases that, for each of 
multiple content types, maps at least one of the keywords to at 
least one of the multiple content types. 

20. A computer-readable medium storing software com 
prising instructions executable by one or more computers 
which, upon such execution, cause the one or more computers 
to perform operations comprising: 

receiving data including (i) audio data that encodes a spo 
ken natural language query, and (ii) sensor data; 

obtaining a transcription of the spoken natural language 
query; 

determining a particular content type associated with one 
or more keywords in the transcription; 

providing at least a portion of the sensor data to a content 
recognition engine; and 

identifying a content item that (i) has been output by the 
content recognition engine, and (ii) matches the particu 
lar content type associated with the one or more key 
words in the transcription. 
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