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POLICY-BASED NETWORK SECURITY MANAGEMENT 

FIELD OF THE INVENTION 

The invention generally relates to managing security of a network system. The invention 

relates more specifically to policy-based network security management.  

BACKGROUND OF THE INVENTION 

The approaches described in this section could be pursued, but are not necessarily approaches 

that have been previously conceived or pursued. Therefore, unless otherwise 

indicated herein, the approaches described in this section are not prior art to the 

claims in this application and are not admitted to be prior art by inclusion in this 

section.  

Service providers are extremely concerned about the stability and security of Internet 

Protocol (IP) networks. In fact, several wireless network operators have stated that 

high-volume of malicious user traffic, especially when the network utilization and 

latency are high, is a source of concern. Such service providers fear that existing 

network operating systems and procedures are inadequate or traffic analysis is too 

cumbersome, for the purpose of malicious user detection. As a result, the network 

may crash before the analysis is completed and the results are understood.  

In general, two types of security attacks occur in networks. The first type of attack is 

performed by an action that is deemed illegal by the network with the intention of 

contaminating some network information stored in a network element. An example 

of contaminating network information is contaminating the Address Resolution 

Protocol (ARP) table of a packet data switch by introducing an erroneous or false 

Media Access Control/IP (MAC/IP) association. IP address spoofing and MAC 

address spoofing are launched in this fashion.  

The second type of attack is performed by a legal action that is carried out with an 

exceedingly high intensity, in order to cause a network entity to fail. This is 

commonly known as a Denial of Service (DoS) attack. A DoS attack is usually done 

by depleting some network resources. DHCP flooding and ARP table flooding are 

launched in this fashion. For example, a user may change the network identity (MAC 
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address) and request for an IP address. In DHCP flooding, a malicious user may 

perform this change exceedingly often over a short period of time and deplete the IP 

pool so that no one else may obtain an IP address. In ARP table flooding, a malicious 

user may bombard a network element with bogus MAC and IP address associations.  

The network element treat each new association as a new device attaching to it and 

stores it in the ARP table. Eventually, the ARP table will be filled up and the 

network element will act as a simple bridge and start broadcasting all incoming 

packets, significantly reducing the performance.  

With the advent of programmable networks, a considerable amount of information regarding 

the condition of network elements is available for making decisions about whether to 

modify or adjust the network elements to resist an attack. Based on all available 

information, a network administrator may decide to re-configure one or more network 

elements, or terminate service completely to individuals or machines that are 

identified as hackers or malicious users.  

However, in prior approaches, information about the state of a network has not been used for 

making decision of actions against security attacks. In addition, such actions have 

not been performed with enough granularity, and many harmless users were 

needlessly affected by actions taken to protect against security threats. Events or 

actions that utilize the status or states of the network have been termed "adaptive state 

dependent." 

Based on the foregoing, there is a clear need in this field for an improved method for 

managing network security. It would be particularly desirable to have a method for 

managing network security that provides adaptive, state dependent, corrective actions 

having an appropriate amount of granularity in which the state dependency is 

reflective of the state of the network.  
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BRIEF DESCRIPTION OF THE DRAWINGS 

The present invention is illustrated by way of example, and not by way of limitation, in the 

figures of the accompanying drawings and in which like reference numerals refer to 

similar elements.  

FIG. 1 is block diagram of a policy-based network security management system.  

FIG. 2 is a flow diagram of an example method for providing policy-based network security 

management.  

FIG. 3 is a block diagram that illustrates a computer system upon which an embodiment may 

be implemented.  
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DETAILED DESCRIPTION 

Policy-based network security management is described. In the following description, for the 

purposes of explanation, numerous specific details are set forth in order to provide a 

thorough understanding of the present invention. It will be apparent, however, to one 

skilled in the art that the present invention may be practiced without these specific 

details. In other instances, well-known structures and devices are shown in block 

diagram form in order to avoid unnecessarily obscuring the present invention.  

Embodiments are described herein according to the following outline: 

1.0 General Overview 

2.0 Structural and Functional Overview 

2.1 Network Operations Center and Its Network 

2.2 Controller 

2.3 Alert 

2.4 User Risk 

2.5 Health 

2.6 Decision 

2.7 Subscriber Management System 

3.0 Operational Examples 

3.1 Method of Policy-Based Network Security Management 

3.2 DHCP Flood Prevention 

3.3 ARP Table Flood Prevention 

3.4 IP Address Spoofing Prevention 

3.5 MAC Address Spoofing Prevention 

4.0 Implementation Mechanisms-Hardware Associated with System 

5.0 Extensions and Alternatives 

1.0 GENERAL OVERVIEW 

The needs identified in the foregoing Background, and other needs and objects that will 

become apparent for the following description, are achieved in the present invention, 

which comprises, in one aspect, policy-based network security management. A 
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system as described herein may use a policy to identify users that are potentially 

dangerous to the health of a network and to subsequently decide on a course of action 

to protect the network. A system as described herein provides several features that 

can each be used independently of one another or with any combination of the other 

features. Although many of the features of the present system are motivated by the 

problems explained above, any individual feature may not address any of the 

problems discussed above or may only address one of the problems discussed above.  

Some of the problems discussed above may not be fully addressed by any of the 

features of the present security system.  

In this specification, the words "level" and "state" are used interchangeably. Wherever one 

is used the other may be substituted. In addition, unless otherwise stated, "user" and 

"subscriber" are used interchangeably. Furthermore, "alarm" and "security event" 

need clarification. Security event is any network event that has security implication.  

It may or may not trigger an alarm to be generated. On the other hand, an alarm can 

be generated due to any network irregularity. It may or may not be due to a security 

event. For example, an illegal user action will constitute a security event and will 

cause an alarm. A high utilization of some network resource will also constitute a 

security event because it may be caused by some malicious activities. However, no 

alarm will be generated.  

In one embodiment, a policy-based network security management system comprises a 

security management controller comprising one or more processors; a computer

readable medium carrying one or more sequences of instructions for policy-based 

network security management, wherein execution of the one or more sequences of 

instructions by the one or more processors causes the one or more processors to 

perform the steps of receiving a set of data regarding a user of a computer network; 

automatically deciding on a course of action based on the set of data, wherein the 

course of action may be adverse to the user although the set of data is insufficient to 

establish whether the user is performing a malicious action; and sending signals to 

one or more network elements in the computer network to implement the decision.  

In one embodiment, a controller is included within a Network Operations Center (NOC) to 

protect a network from user performing acts that degrade the performance of the 
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network. The acts may be legal or illegal and malicious or benign. In an 

embodiment, a heath parameter is computed based on the health of an entire network 

and on the health of individual network resources, which is used to take corrective 

action to ensure the continued operation of a network. In an embodiment a historical 

parameter (e.g., a user risk level) and parameters related to the current network usage 

(e.g., health level) and the network alert state (e.g., an alert level) are used in 

assessing whether to take adverse action against a user. A decision is made based on 

one or more of the user risk level, alert level, and health level as to whether to take 

action and what course of action to take against a user whose activity is generating 

alarms.  

In an embodiment, to protect security, a decision is made regarding whether to take action, 

and if action is to be taken, the type of action to take is based on a combination of 

historical data gathered over a relatively long time period and instantaneous data 

gathered over a relatively short period. By keeping track of both long term and short 

term data an assessment can be made as to the likelihood that an illegal act was 

intentional, and that a legal act that is potentially injurious to one or more components 

of a network is likely to escalate or is of a malicious nature.  

In an embodiment, an assessment is made regarding the likelihood that a user's current 

actions will cause damage to the network, and preventive action is taken as possibly a 

temporary measure until there is time to more thoroughly assess whether the user's 

actions would result in a degradation of system performance, and/or are likely to have 

been of a malicious nature.  

In an embodiment, to assist in determining a course of action, a health parameter is measured 

that includes both the health of the network and of various resources within the 

network critical to the functioning of the network and/or to revenue generation. Thus, 

for example, when the health of the network is poor, individual users that use a 

relatively large amount of network resources (for any reason) may be temporarily 

shutdown to ensure the smooth running of the network for the remaining users.  

In an embodiment, the decision may be based on one or more of a user risk assessment, an 

alert level assessment, and a health assessment relevant to a network. The 

assessments (or determination) may be referred to as states and may be stored as 
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discrete states and/or may be quantified by choosing one of a discrete set or of a 

continuum of numerical values. In an embodiment, a variety of different types of 

events and input are quantified into numerical values to obtain a user risk level, an 

alert level, and a health level. The numerical values of the levels are then grouped 

together into states such as low, medium, high, and critical. The user risk state is 

essentially a long term or historical measurement designed to assess the likelihood or 

propensity of a user to perform acts that may degrade the performance of the system 

or illegal acts, and the likelihood that those acts are intentional. The alert level is a 

measure of the current frequency and/or harmfulness of the illegal acts or acts that 

negatively affect the health of part or all of the system. The alert level may also 

include input from an external source related to the likelihood of a malicious or other 

action that may affect the network. Additionally, the user risk level and/or the health 

state may have external inputs instead of or in addition to the external input used to 

determine the alert level (e.g., critical, high, medium, and low).  

In this specification, the term network alert level may be a function of illegal requests/alarms 

at a given point in time. The user risk level may be the historical risk factor that a user 

posts to the network.  

In other aspects, the invention encompasses a computer apparatus and a computer-readable 

medium configured to carry out the foregoing steps.  

2.0 STRUCTURAL AND FUNCTIONAL OVERVIEW 

2.1 NETWORK OPERATIONS CENTER AND ITS NETWORK 

FIG. 1 is block diagram of a system including a policy-based network security management 

system. In the following description of FIG. 1, first each element is listed or briefly 

described by a descriptive title. Afterwards, FIG. 1 and its elements are described in 

more detail.  

System 100 represents an example system that implements an administrative security 

decision-making process that may be state dependent. FIG. 1 includes users 102 a-n, 

a service provider network 103 having access devices 104 a-n and aggregation device 

106. System 100 also includes fault management system 108, controller 110, 
optional external user risk source 111, external alert source 112, performance 
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management system 113, and subscriber management system 122. Controller 110 

includes user risk 114, alert 116, and/or health 118, and decision 120. Subscriber 

management system 122 may include repository 124, DHCP server 126, and/or other 

components. In alternative embodiments, system 100 may not have all of the features 

listed above or otherwise associated with FIG. 1, and/or may have other features in 

addition to or instead of the features listed above or otherwise associated with FIG. 1.  

A user (or subscriber) refers to the device an individual is using to access the service provider 

network 103. Users can be personal computers connected directly to the access 

device 104a, or through some home access gateway (HAG). In the context of this 

application, the HAG plays no role and thus we consider the simple case where users 

102a-n access a network (e.g., Internet and other networks 107) through access device 

104a, which may be a router, switch, or other access device in the service provider 

network 103. The lines emanating from the left side of access devices 104b-n signify 

connections to other devices and/or users, which are not shown for clarity.  

Service provider network 103 is a portion of the network that is controlled by a particular 

service provider. Subscribers 102a-n may be capable of accessing a network (e.g., 
Internet and other networks 107) via service provider network 103. Service provider 

103 use controller 110 to provide security and the subscriber management services of 

subscriber management 122. Aggregation device 106 aggregates lower volume data 

pipelines to larger volume data pipelines. Since the different pipelines may not 

necessarily use the same protocol, aggregation device 106 may also translate the 

protocols from one pipeline to another.  

Security events can be generated in any of a variety of different network elements, such as 

aggregation device 106, depending on the origin of the security degrading activities 

(malicious or innocent activities that threaten the security and/or health of network 

103). In an embodiment, aggregation device 106 may include a point of presence.  

When the security events are determined to conform to a specified policy, then an 

alarm is sent. In one embodiment, alarms are sent to fault management system 108. A 

purpose of fault management system 108, which collects security events and other 

types of alarms, is to reduce the amount of events describing the same fault being sent 

off to external systems. Fault management system 108 sends only the security event 
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data to alert 116 of controller 110. Fault management system 108 may also send the 

security event data to subscriber management system 122 to determine the 

subscribers who cause the security events. The subscriber management system 122 

also keeps track of the high intensity actions that may cause a network entity to fail, 

resulting in a DoS attack.  

Controller 110 also receives security data, via alert 116, from external alert source 112 and 

network health data, via health 118, from performance management system 113. The 

data from external alert source 112 may be information such as the likelihood of a 

terrorist attack, sabotage, act of war, criminal activity, other types of malicious acts, 

natural disasters, or other incidents that may affect network security. Performance 

management system 113 may be one or more devices or systems that monitor 

performance statistics of the network and/or of one or more network units to 

determine a network health. In general, the network health, wherever mentioned in 

this specification may be derived from performance statistics of the network and/or 

from performance statistics of network components or network units. The words 

components, modules, elements, and units may be substituted for one another through 

out this specification.  

Optionally, controller 110 may receive, via user risk 114, external information regarding user 

risk from external sources such as external user risk source 111, which may be one or 

more law enforcement agencies, national security agencies, and/or other agencies 

linking a user to a terrorist organization or other terrorist activity, for example.  

Controller 110 uses user risk 114, alert 116, and/or health 118 to decide, via decision 

120, on a course of action regarding a particular user. Since user risk level 114 takes 

into consideration user-specific measures, and since decision 120 takes into account 

user risk level 114, decision 120 is correlated to a user. The decision that is 

correlated to a user may be implemented via subscriber management system 122.  

The decisions are made by controller 110 via decision 120 (with input from user risk level 

114, alert 116, and/or health 118). The corresponding actions may be carried out by 

controller 110 sending the decision from decision 120 to subscriber management 

system 122. Subscriber management system 122 then communicates with the 

appropriate network elements of service provider network 103 to carry out the 
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corrective action. Alternatively, controller 110 may communicate directly with the 

appropriate network device that will be used to carry out the corrective action. These 

two alternative embodiments are indicated by the two arrows one connecting decision 

120 to subscriber management system 122, and the other connecting decision 120 to 

service provider 103.  

User risk 114, alert 116, health 118, decision 120 may be separate software or hardware 

components and/or portions of components or may be mixed together in one software 

and/or hardware unit. Controller 110, user risk 114, alert 116, health 118 and control 

120 are discussed further, below. Controller 110, fault management system 108, 
subscriber management system 122, performance management system 113, and 

aggregative device 106 may be included with in a Network Operations Center (NOC).  

2.2 CONTROLLER 

Controller 110 may be located either internally or externally with respect to subscriber 

management system 122. Controller 110 may be a policy-based security system, and 

may protect against network commands that may degrade the performance of the 

network. Generally, controller 110 assesses a state of the network, based on a 

combination of network and resource health, network alert level, and the user risk 

level. Controller 110 then decides on a course of action. Controller 110 is used to 

provide a mechanism to address security management and take administrative action 

against a security violation using, for example, a policy-based approach.  

For example, controller 110 may be used to prevent users from contaminating network 

information (such as IP addresses spoofing and MAC addresses spoofing) or Denial

of-Service attacks (such as DHCP flooding and ARP table flooding). Further, 

controller 110 provides a network administrator and/or a service provider with the 

flexibility in making a decision to terminate a user's service, and thereby adjust the 

conditions of the network in a manner that reduces the likelihood of illegal flooding 

of the network. Controller 110 and may be run by an administrative system, such as a 

NOC, for making decisions regarding security issues. Controller 110 may be 

adaptive and programmable.  
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Controller 110 may utilize one or more of the user risk level, the network alert state, and the 

network and resource health states obtained via user risk 114, alert 116 and health 

118, respectively, to decide via decision 120 on a course of action to protect against 

acts that may be detrimental to the network and/or to decide as to the likelihood that 

the acts were malicious in nature. In other words, the decision made by controller 

110 may be a function of one or more of the alert state, the user risk state, and the 

network and resource health state. For example, in one embodiment the decision is a 

function of all three of the network alert state, the user risk level, and the network and 

resource health states, and may be stated mathematically as 

Decision(t, T, T2, T) = 

f(Alert _State(t ,), User _ Risk _ State(t, T2 ), Health _ State(t, T, 

where t is the time at which decision is being made, TI, T2, and T3 are the time windows for 

determining the alert state, user risk state, and health state, respectively. Ti, T2, and T3 may 

have different values from one another or two of or all three may have the same value. For 

example, in an embodiment, T2 can be considerably longer than Ti and T3. Ti, T2, and T3 are 

user defined inputs. Another way of stating the above equation is that the decision is 

dependent on the user risk level, alert level, and health state conditions between times t-Ti, t

T2, and t-T3, respectively, and time t.  

Briefly, during poor network performance and in the event of the detection of security events 

originating from one of users 102a-n who has a high risk level, the controller 110 

may, for example, shut down the user's network access (terminate the connection 

between 104 and 102) to prevent the user from inflicting further damage before the 

network performance degrades even further. Thereby, controller 110 preserves 

network integrity and stability.  

2.3 ALERT 

Alert 116 represents information that combines alert data from external alert source 112 and 

the present alarm data from fault management system 108 to derive an alert state.  

The network alert state specified or determined by alert 116 may be a function of the 
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number of security events captured over the last Ti units of time. The security events 

are the set of events that have implications to network security. Examples of security 

events include DHCP flooding, invalid unsolicited ARP (Address Resolution 

Protocol) packets, port ACL (Access Control List) violation, etc.  

The network alert state, AlertState(t, T1), may be associated with alert 116, and may be a 

function of the number illegal ARP request (captured by an ARP inspection feature of 

aggregation device 106), for example, which may be a rule based function. An 

example of Alert_State(t, T1) may be given by Table 1.  

Table 1, AlertState(t, T1).  

Number of illegal ARP requests over T Alert State 

> 100 Critical 

Between 50 and 100 High 

Between 10 and 50 Medium 

Below 10 Low 

The alert state may also be a function of external input from external alert source 112, such 

as a government warning that the risk of terrorist attacks are high. Similarly, the alert 

state may have a historical component and/or a global component (that is measured 

based on the entire network) that is a function of times t and T2 or a time window of 

some other length, instead of or as a supplement to external inputs. The criticality of a 

particular alert state (whether it is labeled low medium, high or critical, for example) 

may depend on the size of the network and the type of services provided (e.g., 

business critical applications vs. flat rate standard residential Internet access). In an 

embodiment, service providers may set the alert level (e.g., critical, high, medium, or 

low) of alert 116 accordingly.  

2.4 USER RISK 

User risk 114 collects and stores a history of the security event data. User risk 114 also uses 

the historical security event data to compute a risk state for individual users. In an 

embodiment, the output of user risk 114 describes the risk level (e.g., low, medium, 
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high, or critical) associated with a user by keeping historical track of the user's alerts 

generated over time.  

In different embodiments users with no prior network usage history may be treated 

differently. In an embodiment, the lowest risk level may be assigned to users with no 

history of committing acts that may potentially be malicious.  

Table 2 gives an example of a user risk level function or user risk 114, UserRiskState(t, T2) 
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Table 2, UserRiskState(t, T2) 

Number of alerts in the time window of User Risk State 

time T2 (e.g., T2 =6 months) 

> 100 Critical 

Between 50 and 100 High 

Between 10 and 50 Medium 

<10 Low 

The criticality of a particular user risk state (whether it is labeled low, medium, high, or 

critical, for example) may depend on the size of the network and the type of services 

provided (e.g., business critical applications vs. flat rate standard residential Internet 

access). In an embodiment, service providers may set the user risk level (e.g., critical, 
high, medium, or low) of user risk 114 accordingly.  

2.5 HEALTH 

Health 118 takes network health data from performance management system 113 and derives 

a health state for the network. Health 113 may be one or more devices or systems 

that monitor network health. Although health 118 and performance management 

system 113 are depicted in FIG. 1 as different units, in alternative embodiments they 

may be the same unit, which may be internal or external to controller 110.  

As indicated the above equation for Decision(t, T, T2, T3), the health state generated by 

health 118 may be a function of time window T3 and starting time t, and may 

therefore be written as Health_State(t, T3). Some examples of factors that affect the 

health of a network are the resource utilization, latency, service availability, network 

latency jitter, average response time, packet loss probability (PLP), mean time to 

repair, mean time between failure, network throughput, and average network 

downtime.  

The health state may be a prior art network state (which does not include the health of other 

resources) or, alternatively, may additionally include the state of a resource, such as 

the utilization of a DHCP sever (e.g., DHCP server 126). In other words, the health 
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state may be the resource and network health state is a function of the parameters that 

describes the health of the resources as well as network.  

Determining a network state may include determining a network Packet Loss Probability 

(PLP), which may also be a function of an ending time t and window of time T3 over 

which PLP is measured. For example, PLP may be calculated using the formula 

PLP(t,T) = ( y PLP _ Network _ Element _i), 

where y, is a weighting factor for network element i, in which 

Ly,=1.  

The weighting factors y; may be determined according to how important the element is to the 

overall functioning of the network and/or to the economic health of the service 

provider. Using PLP as the health parameter, the values of Health parameters(t, T3) 

thresholds may be established as rules for determining HealthState (t, T3) according 

to Table 3, below.  

Table. 3, HealthState (t, T3) 

Network and Resource of the network in Health State 

terms of PLP 

> .01 Critical 

Between .01 and .001 Poor 

Between .001 and .0001 Medium 

Below 0.0001 Good 

Examples of resource states used for determining the health associated with a resource 

include DHCP server utilization, which may also be a function of an ending time t 

and window of time T3 over which DHCP is measured. For example DHCP may be 

calculated using the mathematical formula, 
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DHCPUtil(t,T 3) = ( w,- DHCP_Util_Network _ Element _i), 

where w; is the user-defined weighting factor for the network element number i, where 

X ,=1.  

Similar to weighting factors yi , the weighting factors w; may be determined according to how 

important the element is to the overall functioning of the network and/or to the 

economic health of the service provider.  

Using DHCP utilization as the health parameter, the values of Health parameters(t, T3) 

thresholds may be established as rules for determining HealthState (t, T3) according to 

Table 4, below.  

Table. 4, HealthState (t, T3) 

Network and Resource of the network in Health State 

terms of DHCP utilization 

> 90% Critical 

Between 60% and 90% Poor 

Between 30% and 60% Medium 

Below 30% Good 

If the health is described by more than one parameter, health 118 will provide a flexible 

mechanism for service provider to determine the health of the overall network using one or 

more of the health parameters. Other health parameters may be used that include network 

latency, utilization, and other Service Level Agreement (SLA) parameters. In general, there 

can be many health states.  

2.6 DECISION 
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Decision 120 may combine one or more of the user risk state from user risk 114, the alarm 

state from alert 116, and the health state from health state 118 according to the 

equation for Decision(t, T, T2, T3) and may make a decision about what action to take 

with regard to individual users, such as whether to do nothing, issue a warning, or 

whether to temporarily or permanently restrict service or deny service with or without 

a warning.  

The controller 110, via decision 120, may use of the alert state, user-risk level, and the 

network and resource health state to make a decision when a security event occurs.  

The decision may be based on a set of programmable rules that maps all combinations 

of alert state, user-risk level, and network and resource health state into a set of pre

defined actions.  

Although security events may be due to users with malicious intent, security events may also 

be caused by primitive subscribers' mistakes. For example, a user may accidentally 

configure his or her computer with the wrong IP address causing the computer to 

generate an ARP packet claiming an illegal MAC-IP association. More importantly, 
other types of requests (e.g., DHCP discovery) are legal and legitimate but the 

intention of the subscriber is typically difficult to interpret from early requests.  

Service providers need to take the time to analyze early requests and possibly wait for 

more additional requests before an action can be taken.  

For example, DHCP discovery is legal. However, a DHCP flood attack may be preformed 

by issuing a large number of legal DHCP discovery messages continuously over a 

short period of time. Analyzing the DHCP discovery messages to determine if they 

will degrade the performance of the system may take enough time that the network 

may crash before the analysis is completed and the results are understood. Thus, it is 

desirable to use controller 110 in place to prevent such catastrophic events.  

Certain networks may have a large number of users who are uninformed and who innocently 

perform legal operations that negatively affect network health and security. Such 

networks are said to have a primitive cultural environment. If the cultural 

environment of a particular network is primitive, users are more likely to make 

mistakes and therefore more likely to contribute to a degradation of the health of the 

network even if their intentions are innocent. Similarly, primitive users may be more 
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likely to be low revenue users, and low revenue users may be more likely to be 

primitive users. Therefore, depending on the cultural environment, to minimize the 

potential damage caused by denying access to an innocent user, the controller 110 

may be programmed to shutdown primitive and/or low revenue subscribers before 

shutting down high revenue subscribers and/or subscribers at a lower risk level, for 

example.  

Additionally, to minimize the potential economic damage caused by denying access to an 

innocent user, controller 110 may be programmed to terminate access to low revenue 

subscribers before shutting down high revenue subscribers or at a lower risk level.  

During periods in which the network or its resources are in poor health, the controller 

may issue an instant message to a user that the controller would not otherwise shut 

down. The instant message may inform the user that the controller is shutting down 

the access port temporarily, but that service can be resumed once network 

performance improves.  

The decision may be based on how much revenue the subscriber brings to the service 

provider that owns the relevant portion of the network. For example, a particular 

policy of controller 110 may provide that high-revenue business subscribers who 

typically contribute to more than 80% of the revenue of the service provider, may 

only be warned regarding the type of alarm that are collected, while an individual 

user may be shut down temporarily from the same activity.  

The alert, health, and user risk rules may be used to determine, decision rules, which may be 

the output of decision 120 in the form of Decision(t, T, T2, T) An example of 

decision rules used to determine Decision(t, T, , T, ) is given in Table 5, below.  
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Table 5, Decision(t, T, T2, T,) 

Alert Health User Risk State Decision 

State State 

Critical Critical Critical Shutdown the malicious user access (e.g., the 

user's port) immediately after the very first 

attack (alarm) to prevent the network from 

possible crashing 

High Low Critical Send a warning message after the first alarm 

(e.g., "You have attempted to send an illegal 

DHCP request to modify your IP/MAC 

address. Your access will be terminated if 

attempt again. Please call your network 

administrator if you have any questions"). If 

another illegal request is attempted from the 

same port within T, the port will be terminated.  

Medium Good Low Investigate all alarms in details before an 

action is taken 

The user access point may be identified from the system log message issued by a switch and 

a Network Management System (NMS) system, which may correlate the access point 

ID to the end user. For example, a port in an Ethemet-to-the-x (ETTx) network, or a 

MAC address in a wireless network, may be identified from the syslog message 

issued by router 104a and subscriber management system 122 may correlate the 

access point ID to the end user.  

2.7 SUBSCRIBER MANAGEMENT SYSTEM 

Subscriber management system 122 may be a Network Management System or Operation 

Support System (NMS/OSS). The NMS or OSS may perform fault management and 

performance management. The NMS or OSS may be a system that has a global view 

of the entire network. The global view may be useful in preventing or reducing the 
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likelihood of a user moving from one part of the network in response to an action that 

is taken against the user.  

As an example, subscriber management system 122 can form a part of the Cisco Broadband 

Access Center for ETTx (BAC-ETTx), from Cisco Systems, Inc. Subscriber 

management system 122 may be used in wireless systems such as Cisco Mobile 

Wireless Center (MWC). Subscriber management system 122 may have other 

security features in addition to those described herein or provided via controller 110.  

DHCP server 126 may be used for changing IP addresses or other information associated 

with the IP address, for example. Subscriber management system 122 correlates the 

security event data with individual users, such as users 102a-n, to apply a decision of 

decision 120 to an appropriate one of users 102a-n. After correlating the alarm with a 

user, subscriber management system 122 may send the correlation data to controller 

110 so that the decision may be correlated with a user. Alternatively, subscriber 

management system 122 may receive the decision from controller 110. The 

subscriber management system then sends the correlated decision of decision 120 to 

be applied to the service provider network 103.  

3.0 OPERATIONAL EXAMPLES 

3.1 METHOD OF POLICY-BASED NETWORK SECURITY MANAGEMENT 

FIG. 2 is a flow diagram of an example method for providing policy-based network security 

management. For the purpose of illustrating a clear example, FIG. 2 is described 

herein with respect to the context of FIG. 1. Thus, FIG. 2 shows a method for 

implementing the operations associated system 100, which may be associated with a 

NOC. However, FIG. 2 may be applied in many other contexts, and is not limited to 

the environment of FIG. 1. Further, in FIG. 2, a step on a path in the flow chart that is 

parallel to the path of other steps may be performed in any order with respect to other 

steps. For example, step 204 may be preformed in any order (e.g., before, after, or 

during) with respect to the sequence of steps 206 and 208, located on a parallel path 

of the flow chart.  

In step 201, performance management system 113 collects performance statistics related to 

service provider network 103. Statistics may also be collected regarding the health 
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and performance of individual units, such as those that are critical to or that are likely 

to have at least some impact on the overall network health. In step 202, the 

performance statistics collected in step 201 is sent to controller 110 for analysis by 

health 118. In step 203, the performance statistics are used to compute the overall 

health of service provider network 103.  

During step 204 external alert data from external alert source 112 is read by alert 116.  

During step 206, security events are collected from service provider network 103.  

During step 208, service provider network 103 sends one or more alarms to fault 

management system 108, which checks for duplications or in the alarm data and 

removes and deduplicates the duplicate alarm data. In an embodiment, fault 

management system 108 may also perform other analysis of the alarm data to correct 

faults and/or to remove other false indicators of alarms. During step 212 the alert 

data from step 204 and the alarm data from step 208 are used to calculate an alarm 

state or level.  

During step 209, user information is obtained from subscriber management system 122.  

During step 211 security events that were gathered in step 208 by fault management 

system 108 are correlated with subscriber information from subscriber management 

system 122. During step 213 external user risk data from external user risk source 

211 is read by user risk 114. During step 214, the correlated security event data from 

step 211 and the external user risk data from step 213 are used to calculate user risk 

level.  

During step 220, the health state 118 computed in step 203, the alert level from alert 116 

computed during step 212, the user risk level computed by user risk 114 during step 

214 are used by decision 120 to decide whether any corrective action needs to be 

taken, and if corrective action should be taken what corrective action to take.  

In step 222, the decision is sent to the subscriber management system 122. In step 224, 
directives related to the correction action to take are sent from subscriber 

management system 122 to the service provider network 103. In an alternative 

embodiment controller 110 sends the decision from decision 120 to service provider 

network 103.  
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The general principles of policy-based network security management described above for 

FIG. 2 may be applied to many contexts and used to address many prospective 

problems and attacks. Examples of specific applications are now provided.  

3.2 DHCP FLOOD PREVENTION 

In certain environments, a network service provider dynamically assigns network addresses 

to a plurality of independent ISPs. For example, to support Equal Access Network 

(EAN) requirements in Europe, Middle East, and Africa (EMEA), a DHCP server 

may assign blocks of IP address for different ISP providers. Thus, the number of IP 

addresses for each ISP (e.g., ISP1) is limited and depends on the ISP size and the 

number of services the ISP offers. A DHCP server of this type is provided as part of 

the Cisco Network Registrar (CNR) module of BAC-ETTx, from Cisco Systems, Inc.  

Assume that a hypothetical network user, "John," is a legitimate subscriber to a first ISP, 
ISP1, which may be managed at a NOC using controller 110. Assume further that 

John intends to flood the network by running a program that issues a message that 

changes the MAC address of the Network Interface Card (NIC) of the PC, followed 

by a DHCP discovery message, and repeats this message sequence a large number of 

times. ISPI is particularly vulnerable to such an attack, because ISPI has a limited 

pool of IP addresses. Eventually, John will cause ISP 1 to consume its entire IP 

address space, until all unused IP addresses are timed out and become available for 

lease again. This will result in a denial of network service to legitimate users who 

need dynamically assigned addresses. Thus, it is critical for the service providers to 

take action before the service is affected.  

To prevent this potential disruption of service, ISP1 can implement a lookup table that 

assigns an alert level (e.g., critical, high, medium, and low) based on the number of 

DHCP discovery packets that are received within a time interval Ti from any 

particular port. ISP1 may determine the alert level, the user risk state, and the 

resource network health state according to the tables below. The utilization of the 

DHCP server for ISPI pools of IP addresses is an example of resource network health 

state for this scenario.  
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Specifically, ISP 1, via alert 116, may decide to calculate the alert state AlterState(t, TI) 

based on the rules of Table 6.  

Table 6, AlertState(t, T1) 

DHCP discovery from same port over Ti Alert State 

> 50 Critical 

Between 25 and 50 High 

ISP1, via health 118, may decide to calculate the health state, HealthState(t, T3), according 

to Table 7.  

Table 7, Health_State(t, T3) 

DHCP Util for ISPI of the network Health State 

> .9 (over 90% of IP addresses have been Critical 

used) 

Between .8 and .9 Low 

Between .5 and .8 Medium 

Below 0.5 Good 

ISP1, via user risk 116, may decide to calculate the user risk state, UserRiskState(t, T), 

according to Table 8.  

Table 8, UserRisk_State(t, T2) 

No of alerts in the past 6 months User Risk State 

> 100 Critical 

Between 50 and 100 High 

Between 10 and 50 Medium 

< 10 Low 

Using UserRiskState(t, T2) from user risk 114, Alertstate(t, T1) from alert 116 and 

HealthState(t, T3) from health 118, ISP 1, via decision 120, may decide to calculate 

the decision, Decision(t, T,, T2 , T), according to Table 9.  
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Table 9, Decision(t, T, T2, T3) 

Alert Health User Risk Decision 

State State State 

Critical Critical Critical Shutdown the malicious user's access 

immediately 

High Low High Send a warning message after the first alarm 

(e.g., "You have made too many DHCP requests.  

Your access will be terminated if you attempt 

again. Please call your network administrator if 

you have any questions"). If another DHCP 

discovery is attempted from the same port within 

T, the port will be shut down.  

ISP1 may change how HealthState(t, T3), UserRiskState(t, T2), Alertstate(t, T1), and/or 

Decision(t, T,, T2, T) by programming and/or setting parameters of an existing 

program or hardware unit of controller 110.  

3.3 ARP FLOODING PREVENTION 

ARP table flooding, another type of DoS attack, can be prevented in a very similar fashion as 

in the DHCP flooding. Each network element has an ARP table to hold the MAC 

address and IP address associations, and it is of finite size. "John" can flood the ARP 

table of a network element by a small program to send an ARP response with bogus 

MAC and IP address associations to the target network element repeatedly. The 

network element under attack thinks there are new devices joining the network every 

time it sees a new MAC and IP association. Eventually, the ARP table will be filled 

up. Then the network element will act as a simple bridge and begin broadcasting all 

the received packets. Performance is significantly reduced.  

Rules similar to DHCP flooding prevention can be used. For example, the number of ARP 

responses from the same port over the past Ti time can be used to determine the alert 

state, and the ARP table utilization can be used to determine the health state.  

Decision rule similar to Table 9 can be used.  
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3.4 IP ADDRESS SPOOFING PREVENTION 

Consider two users 102a ("Bob") and 102b ("Alice") that are ETTx (Ethernet-to-the

Home/Business) subscribers and who access the network 103 with PC. Assume that 

user 102a ("Bob") wants to intercept and inspect (or "sniff") traffic originating from 

or directed to user 102b ("Alice"). Bob sends a bogus ARP packet to Alice claiming 

he is Alice's default gateway. Bob then turns on IP forwarding, and as a result 

Alice's traffic is sent to Bob. Bob then forwards the traffic to the actual default 

gateway. Bob now successfully sniffs all packets originating from Alice.  

When IP spoofing is detected in router 104a via subscriber management system 122, for 

example, fault management system 108 may be notified through syslog messages 

from the network 103. Subscriber management system 122 then correlates the syslog 

message to its subscriber records to identify the attacker. The operator is then 

notified and appropriate action can be taken based on controller 110. Controller 110 

generates a decision based on user risk level, network health state, and network alert 

state, through a table similar to Table 9.  

3.5 MAC ADDRESS SPOOFING PREVENTION 

MAC address spoofing prevention can be achieved in a similar fashion as IP address 

spoofing prevention. Assume again Bob wants to sniff Alice's traffic. In the case of 

MAC address spoofing, Bob will sends a bogus ARP packet to the default gateway 

claiming himself as Alice. The default gateway will then sends Alice's traffic to Bob.  

Bob turns on IP forwarding, and as a result all Alice's incoming traffic is going 

through Bob.  

When MAC spoofing is detected in router 104a via subscriber management system 122, for 

example, fault management system 108 may be notified through syslog messages 

from the network 103. Subscriber management system 122 then correlates the syslog 

message to its subscriber records to identify the attacker. The operator is then 

notified and appropriate action can be taken based on controller 110.  
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4.0 IMPLEMENTATION MECHANISMS-HARDWARE ASSOCIATED WITH 

SYSTEM 

FIG. 3 is a block diagram that illustrates a computer system 300 upon which an embodiment 

may be implemented. In an embodiment, computer system 300 may be used for any 

of or any combination of users 102a-n, aggregation device 106, fault management 

system 108, controller 110, and/or subscriber management system 122. Also, 

computer 300 may be or may form a part of fault management system 108, controller 

110, and/or subscriber management system 122. Computer system 300 includes a bus 

302 or other communication mechanism for communicating information, and a 

processor 304 coupled with bus 302 for processing information. Computer system 

300 also includes a main memory 306, such as a random access memory (RAM) or 

other dynamic storage device, coupled to bus 302 for storing information and 

instructions to be executed by processor 304. Main memory 306 also may be used for 

storing temporary variables or other intermediate information during execution of 

instructions to be executed by processor 304. Computer system 300 further includes 

a read only memory (ROM) 308 or other static storage device coupled to bus 302 for 

storing static information and instructions for processor 304. A storage device 310, 
such as a magnetic disk or optical disk, is provided and coupled to bus 302 for storing 

information and instructions.  

Computer system 300 may be coupled via bus 302 to a display 312, such as a cathode ray 

tube (CRT), for displaying information to a computer user. An input device 314, 
including alphanumeric and other keys, is coupled to bus 302 for communicating 

information and command selections to processor 304. Another type of user input 

device is cursor control 316, such as a mouse, a trackball, or cursor direction keys for 

communicating direction information and command selections to processor 304 and 

for controlling cursor movement on display 312. This input device typically has two 

degrees of freedom in two axes, a first axis (e.g., x) and a second axis (e.g., y), that 

allows the device to specify positions in a plane.  

In an embodiment, the invention is related to policy-based network security management.  

According to one embodiment of the invention, policy-based network security 

management are provided by one or more systems such as computer system 300 via 
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processor 304 executing one or more sequences of one or more instructions contained 

in main memory 306. Such instructions may be read into main memory 306 from 

another computer-readable medium, such as storage device 310. Execution of the 

sequences of instructions contained in main memory 306 causes processor 304 to 

perform the process steps described herein. One or more processors in a multi

processing arrangement may also be employed to execute the sequences of 

instructions contained in main memory 306. In alternative embodiments, hard-wired 

circuitry may be used in place of or in combination with software instructions to 

implement the invention. Thus, embodiments of the invention are not limited to any 

specific combination of hardware circuitry and software.  

The term "computer-readable medium" as used herein refers to any medium that participates 

in providing instructions to processor 304 for execution. Such a medium may take 

many forms, including but not limited to, non-volatile media, volatile media, and 

transmission media. Non-volatile media includes, for example, optical or magnetic 

disks, such as storage device 310. Volatile media includes dynamic memory, such as 

main memory 306. Transmission media includes coaxial cables, copper wire and 

fiber optics, including the wires that comprise bus 302. Transmission media can also 

take the form of acoustic or light waves, such as those generated during radio wave 

and infrared data communications.  

Common forms of computer-readable media include, for example, a floppy disk, a flexible 

disk, hard disk, magnetic tape, or any other magnetic medium, a CD-ROM, any other 

optical medium, punch cards, paper tape, any other physical medium with patterns of 

holes, a RAM, a PROM, and EPROM, a FLASH-EPROM, any other memory chip or 

cartridge, a carrier wave as described hereinafter, or any other medium from which a 

computer can read.  

Various forms of computer readable media may be involved in carrying one or more 

sequences of one or more instructions to processor 304 for execution. For example, 
the instructions may initially be carried on a magnetic disk of a remote computer.  

The remote computer can load the instructions into its dynamic memory and send the 

instructions over a telephone line using a modem. A modem local to computer 

system 300 can receive the data on the telephone line and use an infrared transmitter 

-27-



WO 2005/038598 PCT/US2004/033828 

to convert the data to an infrared signal. An infrared detector coupled to bus 302 can 

receive the data carried in the infrared signal and place the data on bus 302. Bus 302 

carries the data to main memory 306, from which processor 304 retrieves and 

executes the instructions. The instructions received by main memory 306 may 

optionally be stored on storage device 310 either before or after execution by 

processor 304.  

Computer system 300 also includes a communication interface 318 coupled to bus 302.  
Communication interface 318 provides a two-way data communication coupling to a 

network link 320 that is connected to a local network 322. For example, 
communication interface 318 may be an integrated services digital network (ISDN) 
card or a modem to provide a data communication connection to a corresponding type 

of telephone line. As another example, communication interface 318 may be a local 

area network (LAN) card to provide a data communication connection to a 

compatible LAN. Wireless links may also be implemented. In any such 

implementation, communication interface 318 sends and receives electrical, 
electromagnetic or optical signals that carry digital data streams representing various 

types of information.  

Network link 320 typically provides data communication through one or more networks to 

other data devices. For example, network link 320 may provide a connection through 

local network 322 to a host computer 324 or to data equipment operated by an 

Internet Service Provider (ISP) 326. ISP 326 in turn provides data communication 

services through the worldwide packet data communication network now commonly 

referred to as the "Internet" 328. Local network 322 and Internet 328 both use 

electrical, electromagnetic or optical signals that carry digital data streams. The 

signals through the various networks and the signals on network link 320 and through 

communication interface 318, which carry the digital data to and from computer 

system 300, are exemplary forms of carrier waves transporting the information.  

Computer system 300 can send messages and receive data, including program code, through 

the network(s), network link 320 and communication interface 318. In the Internet 

example, a server 330 might transmit a requested code for an application program 
through Internet 328, ISP 326, local network 322 and communication interface 318.  
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In accordance with the invention, one such downloaded application provides for 

policy-based network security management as described herein.  

The received code may be executed by processor 304 as it is received, and/or stored in 

storage device 310, or other non-volatile storage for later execution. In this manner, 

computer system 300 may obtain application code in the form of a carrier wave.  

5.0 EXTENSIONS AND ALTERNATIVES 

Although the above disclosure refers to "alarms" in many places, it will be understood that 

any other alert or security events may also be used instead.  

In the foregoing specification, the invention has been described with reference to specific 

embodiments thereof. It will, however, be evident that various modifications and 

changes may be made thereto without departing from the broader spirit and scope of 

the invention. The specification and drawings are, accordingly, to be regarded in an 

illustrative rather than a restrictive sense.  
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CLAIMS 

What is claimed is: 

1. A policy-based network security management system, the system comprising: 

a security management controller comprising one or more processors; 

a computer-readable medium carrying one or more sequences of instructions for 

policy-based network security management, wherein execution of the one or 

5 more sequences of instructions by the one or more processors causes the one or 

more processors to perform the steps of: 

receiving a set of data regarding a user of a network, wherein the set of data is a first 

set of data that is collected over a first duration of time; 

receiving a second set of data that is collected over a second duration of time, wherein 

10 the first duration of time is shorter than the second duration of time; 

creating and storing a risk level of the user based on the second set of data, wherein 

the second duration of time is sufficient to collect historical data regarding past 

malicious activities of the user, and wherein the risk level is a discrete value 

representing a long-term measurement of the likelihood of the user harming the 

15 network; 

creating and storing a current alert level based on the first set of data, wherein the first 

duration of time is of a length appropriate for assessing current activities of the 

user, and wherein the current alert level is a discrete value representing a 

current measurement of the likelihood of the user negatively affecting the 

20 network; 

automatically deciding on a course of action based on the risk level and the current 

alert level, wherein the course of action may be adverse to the user although 

the current alert level is insufficient to establish whether the user is performing 

a malicious action; and 

25 sending signals to one or more network elements in the network to implement the 

course of action.  

2. The system of claim 1, wherein the set of data includes at least one or more 

alerts related to the user.  
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3. The system of claim 1, wherein the signals include multiple alerts generated by 

multiple users; and the system further comprising sequences of instructions for 

correlating the multiple alerts to the multiple users.  

4. The system of claim 1, further comprising sequences of instructions for performing 

5 the steps of: 

receiving signals related to an external source including at least an alert assessment 

relevant to the network as a whole; and 

creating and storing a current alert level value based on the alert assessment.  

10 5. The system of claim 1, further comprising sequences of instructions for performing 

the steps of: 

receiving signals carrying performance information related to a health level of the 

network; and 

determining the course of action based at least in part on the set of data and the 

15 performance information.  

6. The system of claim I further comprising: 

a plurality of routers for routing information sent by users and servers to a variety of 

destinations; 

20 a subscriber management system for managing a network; 

a controller for executing the sequences of instructions; 

a network element for generating input for the set of data; and 

sequences of instructions for sending signals to the network elements.  

25 7. A method of providing policy-based network security management, comprising the 

steps of: 

receiving a set of data regarding a user of a network, wherein the set of data is a first 

set of data that is collected over a first duration of time; 

receiving a second set of data that is collected over a second duration of time, wherein 

30 the first duration of time is shorter than the second duration of time; 
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creating and storing a risk level of the user based on the second set of data, wherein 

the second duration of time is sufficient to collect historical data regarding past 

malicious activities of the user, and wherein the risk level is a discrete value 

representing a long-term measurement of the likelihood of the user harming the 

5 network; 

creating and storing a current alert level based on the first set of data, wherein the first 

duration of time is of a length appropriate for assessing current activities of the 

user, and wherein the current alert level is a discrete value representing a 

current measurement of the likelihood of the user negatively affecting the 

10 network; 

automatically deciding on a course of action based on the risk level and the current 

alert level, wherein the course of action may be adverse to the user although 

the current alert level is insufficient to establish whether the user is performing 

a malicious action; and 

15 sending signals to one or more network elements in the network to implement the 

course of action.  

8. The method of claim 7 wherein the set of data includes at least one or more alerts 

related to the user.  

20 

9. The method of claim 7, wherein the signals include multiple alerts generated by 

multiple users, and the method further comprises correlating the multiple alerts to the 

multiple users.  

25 10. The method of claim 7 further comprising receiving signals related to an external 

source including an alert assessment relevant to the network as a whole, wherein the 

current alert level is also based on the alert assessment.  

11. The method of claim 7 further comprising receiving signals carrying performance 

30 information related to a health level of the network, wherein the course of action is 

based on the set of data and the performance information.  
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12. A method of policy-based network security management, comprising the computer

implemented steps of 

collecting network performance statistics related to an overall health of a network and 

individual performance statistics of one or more individual units of the 

5 network, the collecting being performed by a performance management 

system; 

sending the network performance statistics to a controller for analysis; computing an 

overall health state based on the network performance statistics and the 

individual performance statistics, using the controller; 

10 reading external alert data from an external alert source, using the controller; 

collecting security event data from the network; 

sending the security event data to a fault management system; 

using the fault management system for checking for duplications in the security event 

data, and deduplicating duplicate security events in the security event data; 

15 calculating an alert state based on the security event data from the fault management 

system and the external alert data, wherein the alert state is a discrete value 

representing a current measurement of the likelihood of the network being 

negatively affected; 

obtaining user information from a subscriber management system; 

20 correlating the security event data from the fault management system with the user 

information to form correlated security event data; 

reading external user risk data from an external user risk source into the controller; 

calculating a user risk state based on the correlated security event data and the external 

user risk data, using the controller, wherein the user risk state is a discrete 

25 value representing a long-term measurement of the likelihood of the network 

being harmed; 

calculating a decision regarding whether to take corrective action based on the overall 

health state, the alert state, and the user risk state, using the controller; 

sending the decision from the controller to the subscriber management system; and 

30 sending directives, related to the decision, from the subscriber management system to 

the network.  

13. A system comprising: 
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a fault management system that receives network security data and deduplicates 

duplicate indications of security events in the network security data to form 

deduplicated security event data; 

a subscriber management system that manages subscribers using a network, wherein 

5 the subscriber management system stores subscriber information about 

individual users and is capable of sending directives to the individual users 

based on a decision to take corrective action toward the individual users; 

wherein the deduplicated security event data from the fault management system is 

correlated to the subscriber information to form correlated network security 

10 data; 

a performance management system that receives overall performance data related to 

an overall health of the network and individual performance data related to a 

health of one or more individual units of the network; 

and 

15 a controller that:receives external alert data from an external alert source, external user 

risk data from an external user risk source, the deduplicated security event 

data, the correlated network security data, the overall performance data, and 

the individual performance data; 

computes an alert state based on at least the external alert data and the deduplicated 

20 security event data, wherein the alert state is a discrete value representing a 

current measurement of the likelihood of the network being negatively 

affected; 

computes a user risk state based on at least the external user risk data and the 

correlated network security data, wherein the user risk state is a discrete value 

25 representing a long-term measurement of the likelihood of the network being 

harmed; 

computes a health state based on at least the overall performance data and the 

individual performance data; 

makes the decision whether to take corrective action based on at least the alert state, 

30 the user risk state, and the health state; and 

causes directives that implement the decision to be sent to the network.  

14. An apparatus for providing policy-based network security management, comprising: 
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means for receiving a set of data regarding a user of a network, wherein the set of data 

is a first set of data that is collected over a first duration of time; 

means for receiving a second set of data that is collected over a second duration of 

time, wherein the first duration of time is shorter than the second duration of 

5 time; 

means for creating and storing a risk level of the user based on the second set of data, 

wherein the second duration of time is sufficient to collect historical data 

regarding past malicious activities of the user, and wherein the risk level is a 

discrete value representing a long-term measurement of the likelihood of the 

10 user harming the network; 

means for creating and storing a current alert level based on the first set of data, 

wherein the first duration of time is of a length appropriate for assessing 

current activities of the user, and wherein the current alert level is a discrete 

value representing a current measurement of the likelihood of the user 

15 negatively affecting the network; 

means for automatically deciding on a course of action based on the risk level and the 

current alert level, wherein the course of action may be adverse to the user 

although the current alert level is insufficient to establish whether the user is 

performing a malicious action; and 

20 means for sending signals to one or more network elements in the network to 

implement the course of action.  

15. The apparatus of claim 14, wherein the first set of data includes at least one or more 

alerts related to the user.  

25 

16. The apparatus of claim 14, wherein the signals include multiple alerts generated by 

multiple users; and the apparatus further comprises means for correlating the multiple alerts to 

the multiple users.  

30 17. The apparatus of claim 14, further comprising: 

means for receiving signals related to an external source including at least an alert 

assessment relevant to the network as a whole; and 

means for creating and storing a current alert level value based on the alert assessment.  
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18. The apparatus of claim 14, further comprising: 

means for receiving signals carrying performance information related to a health level 

of the network; and 

5 means for determining the course of action based at least in part on the set of data and 

the performance information.  

19. The apparatus of claim 14, further comprising: 

means for communicatively connecting to a plurality of routers that route information 

10 sent by users and servers to a variety of destinations; 

means for communicatively connecting to a subscriber management system for 

managing a network; 

means for communicatively connecting to a network element for generating input for 

the first set of data; and 

15 means for sending signals to the network element.  
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