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EFFICIENT DETECTION OF ERRORS IN ASSOCIATIVE MEMORY

CROSS-REFERENCE TO RELATED APPLICATION

This application claims the benefit of U.S. Provisional Patent Application 61/168,940,

filed April 14, 2009, which is incorporated herein by reference.

FIELD OF THE INVENTION

The present invention relates generally to memory devices, and specifically to schemes

for detection of errors in data stored in memory.

BACKGROUND OF THE INVENTION

Ternary content-addressable memory (TCAM) is a type of associative memory

hardware device comprising a table of fixed-width TCAM entries. Each entry consists of W

symbols, taking on the ternary alphabet {"0", "1", "*"}. {"0", "1"} are proper bit values, while

"*" stands for "don't-care." The entry width of contemporary TCAM devices is typically

configurable to a width of 72, 144, 288 or 576 symbols. The size (i.e. the number of TCAM

entries) of contemporary TCAMs is orders-of-magnitude larger than their width: Current

TCAMs, for example, can store, in a single device, more than 128K ternary entries that are 144

bits wide.

TCAM enables parallel matching of a key against all entries and thus provides high

throughput that is unparalleled by software-based (or SRAM-based) matching solutions. The

input to the TCAM is a ternary word of length W called a search key. Search key u matches

entry v if the proper bits of u agree with those of v. The basic function of a TCAM is to

simultaneously compare a search key with all TCAM entries in parallel. The index returned by

the lookup operation is computed by a TCAM module called a match-line (ML) encoder. If

there is a single matching TCAM entry, its index is output by the ML encoder. If several

entries are matched by the search key, most TCAMs return the index of the highest priority

entry, i.e., the entry with the smallest index; and this type of ML encoder is called a priority

encoder.

TCAM devices are increasingly used for performing high-speed packet classification,

which is an essential component of many networking applications, such as routing, monitoring

and security. For packet classification, routers use a classification database, which contains

rules (sometimes called filters). Each rule specifies a certain pattern, which is typically based

on certain packet header fields, such as the source/destination addresses, source/destination port



numbers and protocol type, and an action to apply to the packets that match the pattern. The

patterns are stored as entries in the TCAM.

Memory chips suffer from error events (often called soft errors), which may be caused

by low-energy alpha particles, neutron hits, or cosmic rays. In a TCAM error event, a TCAM

symbol can change its value to any symbol in {"0", "1", "*"}. The problem of soft errors in

conventional random access memory (RAM) is typically handled by appending check symbols

to the data according to some error-detecting or error-correcting code (ECC), and then applying

an ECC check to each memory word upon access. This sort of solution is impractical in

TCAM, however, since all entries are accessed in parallel.

Soft errors in the TCAM device can cause various types of matching errors: An error in

a TCAM entry may result either in the entry rejecting a search key, even though it should have

returned a match (a false miss), or in an entry matching a search key that it should have rejected

(a false hit). Matching a search key with the wrong entry can have adverse effects on the packet

classification process, since different entries have different actions associated with them in the

rule database. As an example, such an error may cause malicious packets that should have been

dropped for security reasons to be erroneously forwarded, or vice versa.

SUMMARY

Embodiments of the present invention that are described hereinbelow provide efficient

methods for detecting errors in associative memory devices, and particularly in TCAM.

There is therefore provided, in accordance with an embodiment of the present invention,

a method for error detection, which includes storing in an associative memory multiple data

entries, each data entry including a data item together with one or more check symbols

computed with respect to the data item. A predetermined sequence of search keys is applied to

the memory, thereby causing the memory to generate, in parallel, match results with respect to

the data entries. The match results are processed in order to identify an error in at least one of

the data entries.

In disclosed embodiments, storing the multiple data entries includes storing the data

entries in a ternary content-addressable memory (TCAM).

Typically, each data item includes information symbols, and the check symbols are

chosen so that the information symbols together with the check symbols constitute codewords

of a linear code. In some embodiments, choosing the check symbols includes dividing each

data entry into multiple clauses, and appending at least one check symbol to each clause so as to



generate multiple data blocks within each entry, wherein each of the data blocks is a codeword

of the linear code. Additionally or alternatively, applying the predetermined sequence of the

search keys includes defining a parity-check matrix of the linear code, and constructing the

search keys using test vectors taken from the parity-check matrix.

In some embodiments, processing the match results includes counting a respective

number of the search keys that match each of the data entries. Typically, applying the

predetermined sequence of the search keys includes choosing the search keys so that a given

data entry is considered to be error-free if and only if the respective number of the search keys

that match the given data entry is in a predetermined set T, and processing the match results

includes identifying as erroneous at least one data entry for which the respective number is not

in T. In disclosed embodiments, T is the set of even numbers or the set of numbers that are

divisible by three.

In one embodiment, the data entries in the associative memory have respective match

lines, coupled to feed respective match line values to a match-line encoder which outputs an

index of a matching data entry in a normal operational mode of the associative memory, and

counting the respective number includes accumulating the match line values using a respective

modular counter on each of the match lines while operating the associative memory in a test

mode.

In another embodiment, processing the match results includes cumulatively computing a

hash function over the match line values while applying the sequence of the search keys, and

inverting the hash function to identify one or more of the data entries in which the error has

occurred.

There is also provided, in accordance with an embodiment of the present invention,

memory apparatus, including an associative memory, which is configured to store multiple data

entries, each data entry including a data item together with one or more check symbols

computed with respect to the data item. A processor is coupled to apply a predetermined

sequence of search keys to the memory, thereby causing the memory to generate, in parallel,

match results with respect to the data entries, and to process the match results in order to

identify an error in at least one of the data entries.

There is additionally provided, in accordance with an embodiment of the present

invention, a memory device, including an associative array of data entries, which have

respective match lines that are configured to output, in parallel, respective match values

responsively to a search key that is applied to the array. A match-line encoder is coupled to



receive respective match line values from the match lines and, in a normal operational mode of

the memory device, to output an index of a data entry matching the search key. A test circuit is

configured, in a test mode of the memory device, to evaluate a respective number of search

keys in a test sequence that match each of the data entries, and to output an indication of an

error in at least one of the data entries, based on the respective number.

The present invention will be more fully understood from the following detailed

description of the embodiments thereof, taken together with the drawings in which:

BRIEF DESCRIPTION OF THE DRAWINGS

Fig. 1 is a block diagram that schematically illustrates a packet router using an error-

detecting TCAM, in accordance with an embodiment of the present invention;

Fig. 2 is a block diagram that schematically illustrates the high-level architecture of a

TCAM with parallel error detection, in accordance with embodiments of the present invention;

Fig. 3 is a block diagram that schematically illustrates a TCAM with parallel error

detection, in accordance with one embodiment of the present invention;

Fig. 4 is a plot that schematically illustrates a relation between lookup time and check

symbols used in implementing an error detection scheme, in accordance with an embodiment of

the present invention; and

Fig. 5 is a block diagram that schematically illustrates a TCAM with parallel error

detection, in accordance with another embodiment of the present invention.

DETAILED DESCRIPTION OF EMBODIMENTS

OVERVIEW

Embodiments of the present invention that are described hereinbelow provide efficient

schemes for error detection in associative memory devices (also known as content-addressable

memory - CAM). In these schemes, the memory stores multiple data entries, each comprising a

data item, meaning the string of information symbols against which keys are compared in

normal operation. (In packet classification, as described above in the Background, for example,

these keys may be made up from header fields of incoming packets.) In binary CAM, the

symbols are simply bits, whereas in TCAM the symbols may also take a "don't-care" value "*".

In addition to the data item, each entry also comprises one or more check symbols computed

with respect to the data item.



The associative memory is checked for errors periodically by applying a predetermined

sequence of search keys to the memory. In disclosed embodiments, the check symbols are

computed so that the entries, or component blocks making up the entries, constitute codewords

of a certain selected code, and the keys are a set of test vectors associated with the code. These

search keys are therefore referred to in the present patent application as "test keys." Methods

for computing suitable check symbols and test keys of this sort are described in detail

hereinbelow. Using the parallel associative capability of the memory, the test keys are applied

to the data entries and cause the memory to generate, in parallel, match results for each key.

These match results are processed in order to determine whether an error has occurred in the

memory and, if so, to identify the data entry in which the error has occurred.

The number of simultaneous errors (per data item) that can be detected is a function of

the choice of code and, accordingly, the numbers of check symbols and test keys that are used.

The numbers of check symbols and test keys may be adjusted against one another to give an

optimal tradeoff between the size of the data entries and the time required to complete the

parallel error detection procedure. In any case, because the procedure is carried out in parallel,

the time scales with the size of the data items, regardless of the number of entries in the

associative memory. The testing may be carried out during idle cycles of the memory, and may

be interleaved with active cycles of normal memory operation (for performing packet header

lookup, for example). Little or no additional memory is required to implement the testing

scheme, since the data items stored in the memory tend to be smaller than actual memory width

- thus leaving vacant memory cells available to store the check symbols. Processing the match

results requires only simple test logic to be added on-board the memory device.

Although the methods and circuits described in this patent application may be used in

various types of associative memory, they are especially useful in TCAM devices, because they

make use of the "don't-care" symbol and matching capability of the TCAM. Therefore, the

embodiments described hereinbelow relate specifically to TCAM.

SOLUTION ARCHITECTURE

Fig. 1 is a block diagram that schematically illustrates a packet router 20 using an error-

resilient TCAM 24, in accordance with an embodiment of the present invention. This specific

embodiment is shown here to illustrate a typical use of a parallel error detection scheme in an

associative memory device as an aid in understanding the present invention, and not by way of

limitation. Other associative memory applications (and particularly TCAM applications) in



which this sort of parallel error detection may be used will be apparent to those skilled in the art

upon reading the present patent application and are considered to be within the scope of the

present invention.

A classification processor 22 receives and classifies incoming packets based on a

predefined set of rules. Each rule is associated with one or more entries in TCAM 24.

Processor 22 extracts a string of bits from each incoming packet and applies the string as a

search key to TCAM 24. The TCAM returns the index of the entry that was found to match the

string (or the lowest such index if there were multiple matching entries), or else returns a "no

match" indication. (Typically, there is a default rule at the end of the set, so that "no-match" is

just another entry.) Processor 22 then classifies the packet according to the corresponding rule.

After applying the appropriate rule, the processor either drops the packet or passes it to a switch

26, which conveys the packet to one or more output ports of router 20.

Each entry in TCAM 24 includes both the data item against which strings are matched

and one or more check symbols. Periodically, processor 22 tests the integrity of the data entries

in TCAM 24 by applying a set of test keys to the TCAM. As noted above, this testing can be

carried out during idle cycles, when there are no packets waiting for classification. The

processor may maintain a mirror of the contents of TCAM 24 in a backup memory 25, such as a

dynamic random access memory (DRAM). When the test results indicate that an error has

occurred in one of the TCAM entries, processor 22 overwrites the erroneous entry in TCAM 24

with the corresponding entry in backup memory 25. Packet classification then proceeds

normally.

Fig. 2 is a block diagram that schematically illustrates the high-level architecture of

TCAM 24, in accordance with embodiments of the present invention. TCAM 24 comprises an

array of data entries 30. Each data entry comprises a data item 28, along with check symbols

40. The data items have a width of W symbols, while the data entries, including the check

symbols, have the extended width W>W. For purposes of error detection, each data item 28 is

divided into W/k clauses 42, each of width k symbols. For convenience, it will be assumed that

W is an integer multiple of k (since in any event W can be padded with "*" symbols if

necessary). In some embodiments, entries 30 may contain only a single clause, i.e., W=k. One

or more check symbols 40 are computed and stored for each clause 42, thus extending each

clause into a block of n=W'/k symbols. Although clauses 42 and check symbols 40 are shown

in Fig. 2 as separate entities, in practice the symbols of the various clauses and the check

symbols may be physically interleaved in the memory to increase resilience against errors



occurring in adjacent symbols. For example, clause x may contain all the data item symbols

whose index modulo k is x .

For both matching and testing purposes, processor 22 (Fig. 1) inputs keys 32 to TCAM

24. In normal operation (for matching actual packet headers, for example), the processor may

place "*" symbols in the positions in key 32 that correspond to check symbols 40, so that only

the data items participate in matching. Testing, on the other hand, is typically carried out over

all symbol positions in entries 30, by applying a set of test vectors to each block in turn, over all

entries in parallel, with "*" symbols at other positions in the key.

In both normal operation and test mode, all entries 30 output their match results - "1"

(match) or "0" (no match) - in parallel on corresponding match lines 34. These match results

pass through a test circuit 46 (comprising logic and possibly memory), whose function is

described below, to a match line encoder 36, which outputs, in normal operation, an index 38 of

the entry (or indices of entries) that matched the current key. As noted above, encoder 36 may

be configured as a priority encoder and thus output the lowest matching index.

When TCAM 24 operates in test mode, test logic 46 processes the match results in order

to detect errors. The test logic may feed the test results to encoder 36 for output to processor 22

in the form of index 38. Alternatively, the test logic may have a separate output, as shown, for

example, in Fig. 5.

In some embodiments of the present invention, the set of test keys is chosen to have the

following property: Subject to certain limitations on the distribution of errors in the memory, an

entry 30 is error-free if and only if the number of test keys that match it is an integer that

belongs to a predetermined set T. Test logic 46 counts the number of matches per entry and

determines whether that number belongs to T. This mechanism is the only hardware change

required relative to the conventional TCAM array. Fig. 3, described below, shows a specific

embodiment in which T is the set of even integers.

As one simple example, suppose that for each data item 28 of width W, check symbols

40 comprise W extra symbols, such that each original symbols is duplicated, and W —2W.

(This implementation is not practical in most cases because it requires an excessive number of

check symbols, but it is useful in understanding aspects of the present invention.) Let the y-th

pair of symbols denote the original y-th symbol and its duplicate. For example, the data item

"0*10" will be coded in the TCAM as "00**1100", wherein "**" is the second pair of symbols.

In this case, if we assume that only one error can occur in each pair of symbols, the entry is

correct if and only if the symbols in each pair are equal.



The correctness of the entries can be checked by iteratively checking, for each J, the

correctness of the 7-th pair simultaneously for all entries. This check is done by applying two

test keys:

aU-l))o{*2W-2j) ( - X)XJ W- Ij

for j = 1, ..., W, wherein * means m successive "*" symbols. If neither of the search keys

matches a given entry, then this entry is correct since the 7-th pair is either "00" or " 11". The

entry is also correct if it is matched by both search keys, since then the^-th pair has to be "**".

On the other hand, if only one search key matches the entry, then the entry is necessarily

incorrect, since it means that the symbols in they-th pair are not identical.

Thus, if the number of matches is even, the entry is correct, whereas an odd number of

matches means the entry contains an error. In this case (and in other embodiments) test logic

46 may simply comprise a modulo-2 counter at the end of each match-line 34. The resilience of

the code is errors, with the restriction that no two errors occur in the same pair. The code

requires Wextra symbols per entry, and the time required to detect all errors is 2W lookups.

More generally, check symbols 40 may be chosen to be appended to clauses 42 so that

the clauses together with their respective check symbols are codewords of a linear code.

Formally a linear [n,k,d] code C over a finite field Ψ is a set of |Ψ | vectors, referred to as

codewords, of length n over Ψ that form a linear space of dimension k over Ψ, wherein the

minimum (Hamming) distance between any two distinct codewords in Ψ is d. A coder (also

known as an encoder) for C is any one-to-one mapping from Ψ into C. A vector u in Ψ may

be coded by appending n-k check symbols to u, thereby forming the respective image codeword

in C. The value n-k is the redundancy of the code.

Any suitable linear code may be used to choose the check symbol (or symbols) 40 to

append to each clause 42. The finite field Ψ over which the code is defined for ordinary binary

CAM is GF(2), containing the elements 0 and 1; while GF(3), containing +1, -1, and 0 (mapped

respectively in our case to "0", "1" and "*"), can be used for TCAM, with addition and

multiplication taken modulo 3. The simple example described above, in which each original



symbol is duplicated, is the linear [2, 1, 2] code, whose codewords are (0,0),(+l,+l), and (-1,-

1). For simplicity in the description that follows, the field GF(3) will be referred to as Φ.

One well-known type of linear code that can be used in embodiments of the present

invention is the parity code. The parity code over a field Ψ is a linear [k+l,k,2] code consisting

k k+1
of |Ψ| vectors in Ψ whose coordinates sum to zero (in Ψ) . In this case, for each vector u in

Ψ (i.e., each clause 42 in Fig. 2), the coder appends a single check symbol which equals the

additive inverse of the sum (in Ψ) of the k coordinates of u. Thus, the redundancy of the code

is 1. Alternatively, linear codes with higher redundancy may be used in choosing check

symbols 40, with two or more check symbols added to each clause.

In some embodiments that are described below, the test keys are constructed from the

parity-check matrix of the code that is used to choose check symbols 40. Formally, the parity-

check matrix H of code C is an r x n matrix over Ψ with the property that C forms its right

kernel, i.e.: C = jv e Ψ : Hv - Oj. Here the T superscript denotes transposition, the product

Hv is carried out over the field Ψ, and 0 stands for the all-zero vector. A parity-check matrix

of this sort can be associated with any linear code C. The number of rows r must be at least the

redundancy n-k of C, and equality (r = n-k) can be attained when H is selected to have linearly-

independent rows over Ψ. Given a parity-check matrix H of a linear code C as defined above,

the syndrome s of vector v is the column vector s = HvT . Thus, s=0 if and only if v e C . As

long as there can be no more than d errors in a vector v, the syndrome of v will be zero if and

only if no errors have occurred in v.

Referring back now to Fig. 2, the keys 32 that are used to test clauses 42 together with

their respective check symbols 40 may be based on the rows of a parity check matrix H of the

code C that is used in choosing the check symbols to append to each clause. The choice of the

test keys depends, inter alia, on the configuration of test logic 46. A number of such

configurations, along with corresponding codes and test keys, are described below.

ERROR DETECTION USING MODULO-2 COUNTERS

Fig. 3 is a block diagram that schematically illustrates a TCAM 50 with parallel error

detection, in accordance with one embodiment of the present invention. This TCAM is a

specific instance of the architecture exemplified by TCAM 24 in the preceding figures. TCAM

50 comprises an array 52 of entries 30, each comprising W/k blocks of n symbols, including k



information symbols and n-k check symbols. The check symbols and the set of test keys are

chosen based on a parity code so as to satisfy the following criterion: The number of test keys

that match a given entry will be even if and only if the entry is error-free. This criterion will be

referred to herein as the "evenness criterion." A method that can be used to define sets of test

keys for this purpose is described below.

Given this evenness property of the code and the test keys, test logic 46 may simply

comprise a modulo-2 counter 58 on each match line 34. Such a counter may be made from a

XOR gate 60 and a single-bit register 62 (such as a flip-flop), arranged as shown in the figure.

A given counter 58 is incremented each time the corresponding entry 30 matches a given test

key 32 in the test sequence. After the sequence has been completed, register 62 will hold the

value 0 if entry 30 has matched an even number of keys, and the value 1 if there was an odd

number of matches. Encoder 36 will output the index of the lowest entry for which the

respective register 62 contains the value 1 (or a null output if all registers contain 0). In the

unlikely event of errors in multiple entries, the remaining erroneous entry (or entries) will be

revealed in the next test round(s), after the lower erroneous entry has been rewritten with the

correct value.

In normal operation of TCAM 50, for matching packet header patterns, for example,

registers 62 may be latched at the value 0, so that test logic 46 is transparent to match lines 34.

To derive a set of test keys meeting the evenness criterion, we assign check symbols to

the clauses in entries 30 in array 52 so that each block of n symbols is a codeword of a linear

code C, and find a corresponding parity check matrix H. This matrix is made up of row vectors

hi, h2, .., hr . We define the support of a vector u = (u\, u2, -. , « ) over the field Φ as

(u ) = \j uj ≠ θ| (wherein the value 0 in Φ corresponds to the TCAM symbol "*"). In terms

of TCAM function, two vectors u and v are said to match if UJ = vj for every j e J (u) π J (v) .

For each row vector hi in H, a corresponding test set L is defined as

L(hj) = S(h/;+l)uS'(h/;-l), wherein the set of vectors

S(h; b) = e Φ" :J(u) = J (h) and h uT =b\.

The elements of set L are test vectors of length n. As shown in the above-mentioned

provisional patent application, for a given block v, h v = 0 if and only if the number of

vectors in Z(h) that match v is even. This finding leads to the following result for any given



entry 30, which is made up of codewords of a linear [n,k,d\ code C over Φ (subject to the

assumption that each codeword contains less than terrors): The entry is considered to be error-

free if and only if the number of test vectors in L(hj) that match every one of the blocks in the

entry is even for every / = 1, 2, ..., r. To test each block in turn, the set of test vectors of length

n is expanded into a set of test keys of length W by adding appropriate numbers of"*" symbols

before and after each test vector. Thus, using a linear code and a corresponding parity matrix,

the above definitions may be used to find a set of test keys meeting the evenness criterion.

To locate erroneous entries 30 in array 52, processor 22 (Fig. 1) may apply the test

vectors and test keys defined above and the circuitry shown in Fig. 3 in the following

algorithm:

LISTING 1

l : for * - 1 to Wjh do
2: for 1 - I t ø r d
I : s all in & 2 eountes

Ϊ> where W = nW/k
. Apply dock pulse t all π xhύ -2 counters

7 : end for
: Flag a erroneous all TCAM entries whose match-lines

feed l ID ftie primty en i r
9 : end for

ICh end r

The parity matrix H, from which the vectors {h/} are extracted, may be derived by any

suitable method known in the art. The above-mentioned provisional patent application presents

a number of possible matrices and methods that may be used to choose the matrix so as to

reduce the computational burden involved in TCAM error detection. As one example, the

following parity-check matrix of the linear [9,6,3] code over Φ may be used:



0 0 0 0
(

+ + + \
H = \ 0 + + 0 0 0 -

\ 0 — 0 + — 0 0 /

(Here "+" and "-" respectively stand for + 1 and -1.) This matrix may be applied to clauses of

length k=6, with redundancy n-k = 3, whereby the number of detectable errors per block is d-\

- 2 . For each row in this matrix, |l(h;)| = 22 , meaning that 66 test vectors are needed per

block, or 66* W/k test keys in total.

When the minimum distance d is fixed, the parameter k defines a trade-off between the

following metrics:

1) Resilience: Since the number of detectable errors per block is fixed, a poorer

(i.e., higher) error rate requires using a smaller k.

2) Space: The number of check symbols per entry is proportional to the number

W/k of blocks (or clauses) per entry and, therefore, drops as k increases.

3) Time: The number of search keys that must be applied for complete error

detection increases (exponentially) with k .

Fig. 4 is a plot that schematically illustrates the relationship between the latter two

metrics, in accordance with an embodiment of the present invention. The plot shows the

number of lookups required to test a memory containing entries of a given length as a function

of the number of check symbols (i.e., bits) added to each clause, assuming C is a parity code

(d=2), and JF=IOO. Under these conditions, setting k = 3, 4 or 5 (corresponding to 34, 25 or 20

total check symbols) gives a practical balance between memory use and lookup time.

"NON-INVASIVE" ERROR DETECTION

Fig. 5 is a block diagram that schematically illustrates a TCAM 70 with parallel error

detection, in accordance with another embodiment of the present invention. In this

embodiment, the test logic is external to the functional TCAM circuit, rather than in line

between the match lines and the encoder as in the preceding embodiment. (Alternatively, the

sort of test logic shown in Fig. 5 could actually serve as the priority encoder, as well.) The

architecture of this test logic assumes, however, that no more than a certain number of errors t

(one error in the pictured example) will occur simultaneously in any group of M entries 30 in an

array 72 of entries in TCAM 70. Fig. 5 shows only the test logic that is associated with one



such group, in which M=I (whereby three binary registers are sufficient to locate the error).

Alternatively, this same logic may be replicated to test multiple groups extending over all the

entries in the array, or other logic configurations may be used for other values of M and t .

In TCAM 70, match lines 34 are tapped off to sequences of binary adders (XOR gates)

80, 82, 84, which compute the sums, modulo-2, of the match values on respective sets of the

match lines for each test key that is applied to array 72. Each sequence of adders feeds a

respective modulo-2 accumulator, comprising a binary register 74, 76, 78 (such as a flip-flop)

and a binary adder 86, 88, 90. After a sequence of test vectors has been applied to a certain

block over the entries in array 72, registers 74, 76, 78 will hold the respective values {0,0,0} if

no errors have occurred in any of the M entries. If an error has occurred, the registers together

will hold the index of the erroneous entry, from 001 for the uppermost entry in the figure to 111

for the lowermost.

The principles of this embodiment can be generalized as follows: For every a € L(hj),

M
let ya be a "snapshot" column vector in B that contains the match line values that appear

when the test vector a is applied to the TCAM. (Here B is used to denote GF(2).) In other

words, each coordinate in ya holds the value from the corresponding match line. Referring

back to the inner loop of the algorithm in Listing 1 above, the contents of the modulo-2

counters after all test vectors a have been applied to a given block is the result vector:

y = ∑ y a
ael(h,-)

wherein the sum is taken over B. Assuming that there are no more than t errors in the M entries

for which the calculation is performed, the Hamming weight of y is at most t .

To read out the values in y compactly to external test logic, a hash function H ' is

defined from B to B , wherein p < M. In the example shown in Fig. 5, M=I and p=3. More

generally, the hash function may be defined in terms of a linear [M,K,2t+l] code C over B,

wherein 2 is the size of C ; and the hash function H ' is a p x M parity check matrix of C .

This hash function maps the M-bit vector y into its p-bit syndrome s, and as long as the

Hamming weight of y is no more than t, the hash function may be inverted to recover y from s.



Certain types of linear codes in particular, such as BCH codes (including Hamming codes),

facilitate efficient computation of the inverse mapping from syndromes to the original vectors.

Thus, instead of maintaining a modulo-2 counter on each match line to read out y

directly, the hash function H ' may be applied cumulatively by the external test logic to compute

the syndrome s incrementally over the successive "snapshots":

= ∑ V'y a
aeZ(h/)

The multiplication by If may be carried out using a suitably-configured array of XOR gates, as

in the example shown in Fig. 5. After the last snapshot has been added to the sum, processor 22

(Fig. 1) reads out the value of the syndrome and, if it is non-zero, applies the inverse hash

function in order to recover y and identify the erroneous entry.

ERROR DETECTION USING MODULO-3 COUNTERS

In an alternative embodiment of the present invention, modulo-2 counters 58 that are

shown in Fig. 3 are replaced by modulo-3 counters. Such counters can be made, for example,

from a two-bit register and a ternary semi-adder. This latter device adds two elements of Φ,

one of which is nonnegative (0 or +1), and can be realized using eight NAND gates. The

present embodiment thus requires some additional hardware but has the advantage of generally

higher speed than the preceding embodiments.

As in the preceding embodiments, the present embodiment uses a set of test vectors that

are based on the rows h\, h2, ..., hr of a parity check matrix H of a linear [n,k,d\ code C over

Φ. In the present case, however, the TCAM entries are not divided into clauses or blocks;

rather, each entry is treated as a single block, with k = W and n = W . (This choice makes the

outer loop in Listing 1 unnecessary.) Furthermore, the test sets Z(hj) that were used in the

preceding embodiments are replaced by multisets Z'(hj). Such multisets are defined, for a

given vector h in Φ , by the expression:

m:hm ≠0



wherein Um {+\) ={em ,-em ,-em }, and Um (-\) ={-e m ,em ,em }, and em is the unit vector in

Φ having + 1 in position m and 0 elsewhere (meaning, in terms of the TCAM alphabet, "0" in

position m and "*" elsewhere).

It can be shown that as long as no TCAM entry can contain more than d-\ errors, an

entry in the TCAM will be error-free if and only if, for every row vector h\, h2, , hr in H, the

number of test keys in L'(h() that match the entry is divisible by 3. Thus, a processor tests the

entries in the TCAM by applying the multisets of all the row vectors in H to the TCAM, and

flagging as erroneous the entries whose modulo-3 counters give a non-zero result at the

conclusion of any multiset. Alternatively, the modulo-3 counting may be performed by an

external test circuit, which computes and outputs a hash function of the index of the erroneous

entry as in the embodiment of Fig. 5.

Because the present embodiment applies the test keys to the entire W'-syvaboλentry at

once, rather than breaking the entry into smaller blocks, it generally requires a much smaller

number of operations and thus runs faster than the preceding embodiments. The number of test

keys required in the present embodiment will be no greater than IrW. This number can be

reduced to IrW by eliminating duplication of elements in the multisets, at the cost of having to

use more complex modulo-3 counters, which are also capable of counting backward.

Although the embodiments described above relate to TCAM and include certain specific

circuits and algorithms for detecting errors in TCAM, the principles of the present invention,

wherein multiple entries in an associative memory are tested for errors simultaneously using

appropriate test keys, may be implemented using other circuits and algorithms, and may also be

applied, mutatis mutandis, to other types of associative memory. All such alternative

implementations and applications of these principles are considered to be within the scope of

the present invention.

It will thus be appreciated that the embodiments described above are cited by way of

example, and that the present invention is not limited to what has been particularly shown and

described hereinabove. Rather, the scope of the present invention includes both combinations

and subcombinations of the various features described hereinabove, as well as variations and



modifications thereof which would occur to persons skilled in the art upon reading the

foregoing description and which are not disclosed in the prior art.



CLAIMS

1. A method for error detection, comprising:

storing in an associative memory multiple data entries, each data entry comprising a

data item together with one or more check symbols computed with respect to the data item;

applying a predetermined sequence of search keys to the memory, thereby causing the

memory to generate, in parallel, match results with respect to the data entries; and

processing the match results in order to identify an error in at least one of the data

entries.

2. The method according to claim 1, wherein storing the multiple data entries comprises

storing the data entries in a ternary content-addressable memory (TCAM).

3. The method according to claim 1 or 2, wherein each data item comprises information

symbols, and wherein storing the multiple data entries comprises choosing the check symbols

so that the information symbols together with the check symbols constitute codewords of a

linear code.

4. The method according to claim 3, wherein choosing the check symbols comprises

dividing each data entry into multiple clauses, and appending at least one check symbol to each

clause so as to generate multiple data blocks within each entry, wherein each of the data blocks

is a codeword of the linear code.

5. The method according to claim 3, wherein applying the predetermined sequence of the

search keys comprises defining a parity-check matrix of the linear code, and constructing the

search keys using test vectors taken from the parity-check matrix.

6. The method according to claim 1 or 2, wherein processing the match results comprises

counting a respective number of the search keys that match each of the data entries.

7. The method according to claim 6, wherein applying the predetermined sequence of the

search keys comprises choosing the search keys so that a given data entry is considered to be

error-free if and only if the respective number of the search keys that match the given data entry

is in a predetermined set T, and wherein processing the match results comprises identifying as

erroneous at least one data entry for which the respective number is not in T.

8. The method according to claim 7, wherein T is the set of even numbers or the set of

numbers that are divisible by three.



9. The method according to claim 6, wherein the data entries in the associative memory

have respective match lines, coupled to feed respective match line values to a match-line

encoder which outputs an index of a matching data entry in a normal operational mode of the

associative memory, and wherein counting the respective number comprises accumulating the

match line values using a respective modular counter on each of the match lines while operating

the associative memory in a test mode.

10. The method according to claim 1 or 2, wherein the data entries in the associative

memory have respective match lines, which output respective match line values, and wherein

processing the match results comprises cumulatively computing a hash function over the match

line values while applying the sequence of the search keys, and inverting the hash function to

identify one or more of the data entries in which the error has occurred.

11. Memory apparatus, comprising:

an associative memory, which is configured to store multiple data entries, each data

entry comprising a data item together with one or more check symbols computed with respect

to the data item; and

a processor, which is coupled to apply a predetermined sequence of search keys to the

memory, thereby causing the memory to generate, in parallel, match results with respect to the

data entries, and to process the match results in order to identify an error in at least one of the

data entries.

12. The apparatus according to claim 11, wherein the associative memory comprises a

ternary content-addressable memory (TCAM).

13. The apparatus according to claim 11 or 12, wherein each data item comprises

information symbols, and wherein the check symbols are chosen so that the information

symbols together with the check symbols constitute codewords of a linear code.

14. The apparatus according to claim 13, wherein each data entry comprises multiple

clauses, and at least one check symbol is appended to each clause so as to generate multiple

data blocks within each entry, wherein each of the data blocks is a codeword of the linear code.

15. The apparatus according to claim 13, wherein the search keys comprise test vectors

taken from a parity-check matrix of the linear code.

16. The apparatus according to claim 11 or 12, wherein the associative memory comprises a

test circuit, which is configured to count a respective number of the search keys that match each



of the data entries, and to output an indication of the at least one of the data entries in which the

error has occurred based on the respective number.

17. The apparatus according to claim 16, wherein the search keys are chosen so that a given

data entry is considered to be error-free if and only if the respective number of the search keys

that match the given data entry is in a predetermined set T, and wherein the test circuit is

configured to identify the at least one data entry as erroneous when the respective number is not

in .

18. The apparatus according to claim 17, wherein T is the set of even numbers or the set of

numbers that are divisible by three.

19. The apparatus according to claim 16, wherein the data entries in the associative memory

have respective match lines, and wherein the associative memory comprises a match-line

encoder, which is coupled to receive respective match line values from the match lines and, in a

normal operational mode of the associative memory, to output an index of a matching data

entry, and wherein the test circuit comprises a respective modular counter on each of the match

lines, which is configured to accumulate the respective match line values while the associative

memory operates in a test mode.

20. The apparatus according to claim 11 or 12, wherein the data entries in the associative

memory have respective match lines, which are configured to output respective match line

values, and wherein the associative memory comprises a test circuit, which is configured to

cumulatively compute a hash function over the match line values while the sequence of the

search keys is applied to the associative memory, and wherein the processor is configured to

invert the hash function to identify the at least one of the data entries in which the error has

occurred.

21. A memory device, comprising:

an associative array of data entries, which have respective match lines and are

configured to output, in parallel, respective match values on the match lines responsively to a

search key that is applied to the array;

a match-line encoder, which is coupled to receive respective match line values from the

match lines and, in a normal operational mode of the memory device, to output an index of a

data entry matching the search key; and



a test circuit, which is configured, in a test mode of the memory device, to evaluate a

respective number of search keys in a test sequence that match each of the data entries, and to

output an indication of an error in at least one of the data entries, based on the respective

number.

22. The device according to claim 21, wherein the associative array comprises a ternary

content-addressable memory (TCAM).

23. The device according to claim 2 1 or 22, where each data entry comprising a data item

together with one or more check symbols computed with respect to the data item.

24. The device according to claim 2 1 or 22, wherein the search keys in the test sequence are

chosen so that a given data entry is considered to be error-free if and only if the respective

number of the search keys that match the given data entry is in a predetermined set T, and

wherein the test circuit is configured to identify as erroneous at least one data entry for which

the respective number is not in T.

25. The device according to claim 2 1 or 22, wherein the test circuit comprises a respective

modular counter on each of the match lines, which is configured to accumulate the respective

match line values while the device operates in the test mode.

26. The apparatus according to claim 2 1 or 22, wherein the test circuit is configured to

cumulatively compute a hash function over the match line values while the search keys in the

test sequence are applied to the associative array, wherein the hash function is indicative of the

at least one of the data entries in which the error has occurred.
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