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METHOD OF STORING DOWNLOADABLE 
FIRMWARE ON BULK MEDIA 

CROSS REFERENCE TO RELATED 
APPLICATION 

This application is related to an application being filed 
concurrently herewith by Stephen J. Gross et al., entitled 
“Storing Downloadable Firmware on Bulk Media' applica 
tion Ser. No. 1 1/319,888, now published as Application Pub 
lication No. 20070150791, which application is incorporated 
herein in its entirety by this reference. 

BACKGROUND 

1. Field of Invention 
The invention relates to non-volatile memory systems, 

more precisely, to a fast method of correcting corrupted data 
in non-volatile memory systems by using parity bits. 

2. Description of Related Art 
Memory systems are an integral part of most modern elec 

tronic equipment and devices. With the continued scaling 
down of the size of memory systems, data corruption remains 
a considerable design problem. In many architectures the 
detection and reconstruction of corrupted data is performed 
by error correction codes (ECCs). ECCs are remarkably effi 
cient at reconstructing data. However, utilizing an ECC can 
be time consuming, as it often involves performing extensive 
computation. In cases of clustered errors, an ECC may be 
incapable of performing correction at all. 

Therefore, in some multiple component memory systems a 
simpler and faster method of the reconstruction of corrupted 
data is practiced, which involves parity bits. This method is 
practiced, for example, in some disc drives, containing mul 
tiple discs. A variant of the method is referred to as Redundant 
Array Independent Discs, or RAID. 

In RAID and related methods the data are organized into 
data groups. These data groups are then physically stored on 
different discs. Subsequently, parity bits are associated with 
the corresponding elements of the data groups on different 
discs. These parity bits can then be utilized for reconstructing 
the data, if the data got corrupted. 

However, the aspect of the RAID design that the data are 
physically divided into data groups and then the data groups 
are stored separately may introduce too stringent design 
restrictions, possibly slowing down the memory system. 

Non-volatile memory systems are being used in an ever 
increasing number of applications and devices. These include 
flash memories, used, among others, in digital cameras and 
mobile communication equipment. In these non-volatile 
memories the reading of the data can be quite slow, limiting 
their applicability, usefulness, and competitiveness with 
other memory systems, such as RAMs and DRAMs. The data 
can be user data, such as a file representing a photo. Or the 
data can be firmware, that is, software used for the operation 
of the device. Firmware is typically read in when the device is 
Switched on. Accelerating the reading of the firmware reduces 
the overall time of Switching on the device, improving its 
usefulness and competitiveness. 

Therefore, there is a need for fast methods for reconstruct 
ing corrupted data in non-volatile memory systems, where the 
method does not necessarily require the physical organization 
and separation of data groups. 

SUMMARY 

Briefly and generally, parity bits are generated and used in 
an efficient method of managing corrupted data. According to 
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2 
one aspect of the invention, the method includes organizing 
data in a non-volatile memory system logically in a multidi 
mensional data group array. In particular, the data are orga 
nized logically into data groups, and the data groups are 
organized logically into data group rows, which belong to the 
multidimensional data group array. In some embodiments 
data groups include vectors and various matrices. In some 
embodiments the multidimensional data group array includes 
various matrices of the data groups. Logically organized data 
and data groups are not necessarily organized in a physical 
sense. Logically organized data and data groups are only 
indexed according to the organization scheme. 
The method further includes generating parity bit groups, 

which correspond to the data group rows. The parity bit 
groups include parity bits. The parity bits can be generated by 
performing logical operations on corresponding items of data 
of the data groups along the data group rows. These logical 
operations can include Summation and the exclusive or opera 
tion. 
The method further includes associating logically the gen 

erated parity bit groups with the corresponding data group 
rows. Also, a parity group of parity groups can be formed. 

According to another aspect of the invention, a method of 
managing corrupted data is provided, where the data is orga 
nized into a data group array and has parity bit groups asso 
ciated with the rows of the data group array. The method 
includes using an error correction code to identify corrupted 
data groups within the data group array and Subsequently 
using the parity bit groups to manage the corrupted data 
groups. 
The advantages of the method include the utilization of 

parity bits to reconstruct corrupted data in non-volatile 
memory systems. Further advantages include that recon 
structing corrupted data by using parity bits can be consider 
ably faster than by using error correction codes. Also, the 
method organizes the data into data group arrays only logi 
cally. Therefore, the data can be organized physically in a 
different manner, motivated by some advantageous architec 
tural reason. The method can be advantageously applied to 
the firmware of non-volatile memory systems. 

In some aspects of the invention an error correction code is 
used to identify corrupted data groups as part of a read-in 
process. When a corrupted data group is identified, data group 
rows are searched for, in which the corrupted data group is the 
only corrupted data group. If such a data group row is iden 
tified, then the parity group of the data group row is read in as 
well, and used for reconstructing the corrupted data group. 
The reconstruction includes performing logical operations on 
the corresponding items of data of the non-corrupted data 
groups of the data group row and the parity group of the data 
group row. 

If no data group row is identified where the corrupted data 
group is the only corrupted data group, then the corrupted 
data group is flagged and further corrupted data groups are 
searched for reconstruction. Once the reconstruction of sub 
stantially all the data groups of the data group array has been 
attempted, the method returns to attempt the reconstruction of 
the flagged corrupted data groups again. 

Corrupted data groups, which could not be reconstructed 
even by repeated attempts, are managed by additional meth 
ods. These additional methods include using error correction 
codes to reconstruct the corrupted data groups, or replacing 
the corrupted data groups by another replica or corresponding 
data group, or simply discarding the corrupted data group. 

In some aspects of the invention the read-in parity groups 
are also checked for corruption. If corrupted parity groups are 
identified, then either additional parity groups can be 
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searched for, or the reconstruction of the corrupted parity 
group can be attempted utilizing the parity group of parity 
groups. 

In some examples, a sector of data has ECC bits that are 
stored as part of the sector. A sector may be treated as a data 
group so that a parity group (parity sector) is generated from 
multiple sectors. In other examples, a data group may contain 
more than one sector. 

In some examples, correction of a corrupted data group or 
parity group is first attempted using ECC. In Such examples, 
reconstruction using data groups and parity groups is only 
attempted if correction using ECC fails. 

In one embodiment, a parity sector is generated from the 
data sectors of a single page. The parity sector may be stored 
in the page or elsewhere, for example, in a block that is 
dedicated for storage of parity sectors. Stored parity sectors 
may be used to reconstruct corrupted sectors. For example, 
when additional sectors are written to a page that contains 
stored sectors, the stored sectors may become corrupted. 
Such corrupted sectors may be reconstructed from uncor 
rupted sectors and a parity sector. Where sectors are stored in 
metapages, parity sectors may be generated for the sectors of 
a metapage and stored in the metapage or elsewhere. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates steps of the method of generating supple 
mentary parity bits. 

FIG. 2 illustrates a logical organization of the data and the 
parity bits according to one embodiment. 

FIG.3 illustrates the items of data corresponding to a parity 
bit according to one embodiment. 

FIG. 4 illustrates the items of data corresponding to a parity 
bit according to another embodiment. 

FIG. 5 illustrates the steps of a method of using parity bits 
to manage corrupted data. 

FIG. 6 illustrates the steps of a method of using parity bits 
to manage corrupted data in some detail. 

FIGS. 7A-7C illustrate different configurations of cor 
rupted data groups in relation to using parity bits to recon 
struct corrupted data groups. 

FIG. 8 is a flowchart for a data correction scheme according 
to an embodiment of the present invention. 

FIG. 9 illustrates a memory system having a memory array 
and a controller that may be used to implement aspects of the 
present invention. 

FIG. 10 shows the controller of FIG. 9 in more detail. 
FIG. 11 shows a NAND memory array that may be used in 

the memory system of FIG. 9. 
FIG.12A shows an example of generation of a parity sector 

from data sectors, with the data sectors and the parity sector 
stored together in a single page. 

FIG. 12B shows generation of a parity sector from data 
sectors, with the data sectors stored in a single page and the 
parity sector stored elsewhere. 

FIG. 13A shows an example of generation of a parity sector 
from data sectors that are written to partially fill a page. 

FIG. 13B shows subsequent writing of a sector to the 
partially full page of FIG. 13A that results in corruption of a 
previously written data sector. 

FIG. 13C shows subsequent correction of the corrupted 
data sector of FIG. 13B using the parity sector generated in 
FIG 13A 

FIG.14 shows an example of aparity sector generated from 
all the data sectors of a metapage, the parity sector stored 
outside the metapage. 
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FIG. 15 shows an example of parity groups generated from 

sectors of a metapage with the parity groups stored in the 
same metapage as the data groups. 

DETAILED DESCRIPTION 

According to aspects of the invention, a method of data 
storage and a fast method of data reconstruction in non 
volatile memory systems are presented. Non-volatile 
memory systems are described, for example, in U.S. Pat. No. 
5,712,180, granted to D. Guterman et al., hereby incorporated 
by reference in its entirety. Such methods typically include 
the step of generating and storing Supplementary information 
as part of the loading of the memory system, and the Subse 
quent step of reconstructing the data utilizing the stored 
Supplementary information, as part of the reading out from 
the memory system. 

In one embodiment of the invention the Supplementary 
information includes parity bits. Utilizing parity bits for 
reconstructing data speeds up the reconstruction procedures 
in Some non-volatile memory systems. The method can be 
practiced in non-volatile memory systems such as in flash 
memories. More generally, the method can be practiced in 
single unit memory systems, for example, in single DRAMs. 
or single tape drives, or CD ROMs. The data can be user data, 
Such as a numerical representation of a photograph, or a large 
data file. The data can also be software, for example firmware. 
Firmware can be a low-level part of the operating system of 
the non-volatile memory system. 

FIG. 1 illustrates the steps of generating the parity bits as 
Supplementary information. In step 100 the data are orga 
nized into a multidimensional data group array logically. The 
number of dimensions used may be one, two, three or more. 
The data groups are arranged to form rows in each dimension. 
The rows in different dimensions are orthogonal. For 
example, rows are orthogonal to columns in a two dimen 
sional array. Similarly, rows extending in the X, Y and Z 
directions of a 3-dimensional array are orthogonal to each 
other. In some examples, rows may also be formed in a 
diagonal direction. Rows are generally formed so that no two 
rows contain more than one common data group. Examples of 
the individual data groups include matrices. The matrices can 
be square or rectangular matrices. In these matrices the data 
are organized into rows and columns. More explicitly, the 
data within an individual data group can be organized into 
matrices of a suitable dimension. The matrices can be of the 
NxNx . . . N type, referred to as hyper-cubic matrices. A 
two-dimensional hyper-cubic matrix is the square matrix of 
the NXN type. The matrices can also be non-hyper-cubic, for 
example, of the NxM type, where N is not equal to M. 
Examples of such matrices include NX1 matrices, also known 
as vectors. While logically the data are organized into matri 
ces, in some embodiments physically the data are not orga 
nized into matrices. Instead, the data are only indexed as if 
they were elements of a matrix, while physically the data can 
be organized into some other format. In embodiments with 
two-dimensional square matrix design the data of an indi 
vidual data group are indexed by the row index i and the 
column index j. These indices can take on integer values 
between 1 and N, or 0 and (N-1). Then the indexed data are 
treated as if it belonged to an NXN matrix, even if physically 
the data are not organized into a matrix. In vector embodi 
ments the data of an individual vector data group are indexed 
linearly by a single index i, which takes on values between 1 
and N, or 0 and (N-1). It is not necessary that all rows in a 
particular dimension contain the same number of data groups. 
Thus, in an NXM type array having N columns and M rows, 
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Some rows may contain fewer than N data groups and some 
columns may contain fewer than M data groups. Data stored 
in a memory may be mapped to data groups in various ways. 
Also, data groups may be logically mapped to rows in one or 
more dimensions in various ways. No particular mapping 
schemes are required. In some examples, a mapping scheme 
may be chosen based on the physical locations in which the 
data are stored so that physical defects are less likely to affect 
multiple data groups. In other examples, mapping may be 
independent of the physical locations at which data are stored 
in the memory array. 

In step 100 the individual data groups are arranged in a data 
group array D logically. Now the data groups themselves are 
organized into orthogonal rows and columns within the data 
group array. An example is the design where square matrices 
are organized into a square matrix of these matrices. More 
explicitly, the data group array D can be a hyper-cubic matrix 
of individual data groups, the data group array being of the 
N'xN'x . . . N' type. The data group array can also be of a 
non-hyper-cubic type, for example, an N'xM matrix, where 
N' is not equal to M'. Here the integers N' and M can be 
different from N and M. While logically the data groups are 
arranged into the data group array D, physically the data 
groups can be arranged in Some other format. In the data 
group array D the data groups are indexed as D', where the 
krow index and the h column index can take on integer values 
between 1 and N', or 0 and (N-1) in a N'xN square matrix 
design. To unify the above introduced indexing schemes, 
Dh will refer to the individual item of data in the i-throw and 
j-th column of an individual data group, which is located in 
the k-th row and h-th column of the data group array D. In 
vector embodiments, where the items of data are indexed 
linearly within a data group, the indexing scheme D', will be 
used, referring to the i-th item of data of the individual data 
group, which is located in the k-throw and h-th column of the 
data group array D. In the following we will use the D, 
indexing scheme. D', refers to a matrix-like organization of 
the items of data within a data group, but it is understood that 
there are equivalent embodiments with a vector-like organi 
zation of the items of data within a data group, denoted as D', 
as well as embodiments with higher dimensional matrices. 

FIG. 2 illustrates a data group array D with a 3x3 square 
matrix design. The data group array D is bounded by the 
dotted lines. The individual data groups D'-D are orga 
nized into a 3x3 matrix. Each data group D" is a matrix of 
individual items of data D. The individual items of data can 
be, for example, bits or bytes. In some embodiments the 
number of data bytes within an individual data group is 
between 32 and 4096, for example, 512. 

Referring back to FIG. 1, in step 104 of the method, parity 
bit groups are generated that correspond to the rows or col 
umns of data groups within the data group array D. The parity 
groups include parity bits. The parity bits of a row’s or col 
umn's parity bit group can be generated by performing logi 
cal operations on the individual items of data of the rows or 
columns data groups. More explicitly, the parity bits are 
generated by performing logical operations on the items of 
data, having the same indices along the rows and columns of 
the data group array. Informula, the P(r), parity bit, which is 
in the i-th row and j-th column of the parity group P(r), 
corresponds to the row (hence the (r) index) with the index k 
of the data group array. Analogously, the P(c)", parity bit, 
which is in the i-th row and j-th column of the parity group 
P(c)", corresponds to the column (hence the (c) index) with 
the indexh of the data group array. The parity bits within the 
P(r) and p(c)' parity groups are generated by performing 
logical operations on the (i,j) items of data of the k-th row or 
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6 
h-th column, respectively. In some embodiments the logical 
operations include XOR operations: 

is 

In other embodiments, the logical operations include Summa 
tions: 

Here, for example, the “xor(1) Dh," notation means that the 
Xor operation is performed on the D, items of data with 
fixed k, i, andjindices, the hindex running from 1 to N, or 0 
to (N-1). The analogous notation was used for the Summation 
as well. It is noteworthy that in memory systems where the 
individual items of data are stored in the byte format, the Xor 
operation can be carried out either bit-by-bit, or byte-by-byte, 
as each of these operations yield the same result. At the same 
time the summation method yields different results, if per 
formed bit-by-bit, or byte-by-byte, because of the carryover 
bits. Some embodiments use the bit-by-bit procedure, others 
the byte-by-byte procedure. 

In a matrix where some rows contain fewer data groups 
than other rows, parity bits may still be generated for the 
different rows. One or more extra data groups may be gener 
ated to pad-out a row of data groups that contains fewer data 
groups. For example, where Summation is used, a data group 
containing all Zeros could be used to pad out a row. Such 
padding data does not have to be written to the memory array 
but may be generated for computation purposes. Alterna 
tively, parity groups can be calculated from a reduced number 
of data groups. Where a reduced number of data groups is 
present in a row, the location that does not contain a data 
group may be recorded so that calculations are adjusted 
whenever the location would be used for parity group calcu 
lation. Thus, instead of generating padding data and using the 
padding data in calculations, it is recorded that the calculation 
was performed based on fewer data groups. This may be 
quicker than generating padding data. 

FIG. 3 illustrates the generation of parity bits in the data 
group array D with a 3x3 matrix design. The parity group 
P(r), corresponding to the second row of the data group array 
D, is generated by first selecting an (i,j) index pair, then 
selecting the (i,j) items of data in the data groups of the second 
row, D? indicated by the little boxes in the second row. 
Then, the (i,j) parity bit P(r), of the parity group P(r) is 
generated, for example, by Xor-ing the (i,j) items of data of the 
individual data groups of the second row of D: 

P(r 2-xor(h)D-D?" Of D? Of D., 

where h runs from 1 through 3, the number of individual data 
groups in the second row. The Xor-ed items of data are con 
nected by the dashed horizontal line in FIG. 3. Analogously, 
the parity bits corresponding to the second column of the data 
group array Dare generated as: 

Referring back to FIG. 1, in step 108 of the method the 
generated parity bit groups P(r) and P(c) are associated with 
the corresponding rows and columns of the data group array 
D. In some embodiments the parity group P(r), generated 
from the data groups of row k, is logically appended to the 
k-th row, as illustrated in FIG. 2 and FIG. 3. Similarly, the 
parity group P(c)", corresponding to the h-th column, is logi 
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cally appended to the h-th column. Logical appending does 
not necessarily imply that the parity bit groups are also 
appended physically. Instead, in Some embodiments the par 
ity groups are only indexed as if they were adjacent to the 
corresponding row or column of the data groups, even if 
physically the parity bit groups are located somewhere else. 

FIG. 2 and FIG.3 further include the parity group of parity 
groups, P(p). In some embodiments the (i,j) element of P(p) is 
calculated by performing logical operations on the corre 
sponding elements of the column and row parity groups. 
More explicitly in formula: 

P(p)=fxor(k) P(r)/ Of fivor(h)P(c)"). 
In the particular example of FIG. 2 and FIG. 3, 

FIG. 4 illustrates that in some embodiments the data group 
array D includes only one data group D". In other words, the 
data are organized into the single large data group D". In a 
specific example, the data group D" can be a matrix of the 
NxN type, though in other embodiments the matrix may be 
other than square. In this embodiment parity bits are gener 
ated by performing a logical operation, Such as Xor-ing or 
Summing every M-th item of data along the rows of the data 
group D", as indicated by the dashed line. The thus-generated 
parity bits are organized into a row parity group P(r), which is 
then appended to the side of the data group D" in the form of 
an NXM type matrix, at least logically. Analogously, parity 
bits are generated by performing a logical operation, Such as 
Xor-ing or Summing every M-th item of data along the col 
umns of the data group D0. The thus-generated parity bits are 
organized into a column parity group P(c), which is then 
appended to the top of the data group D0 in the form of an 
NxM type matrix, at least logically. 
The above-described generation of Supplementary parity 

bits can be performed before, during, or after the loading of 
the data into the non-volatile memory system. The parity bits 
can also be generated by suitable hardware or software either 
in the non-volatile memory system or elsewhere. For 
example, parity bits may be generated by circuits formed on 
one or more non-volatile memory chips or on one or more 
controller chips. Parity bits may be generated by software 
running on a controller of a memory system (firmware). In 
other embodiments the parity bits can be generated by soft 
ware or hardware outside the memory system. Examples 
include processing user or firmware data before loading it into 
the memory system by Software. 

Also, as part of the loading process, Error Correction 
Codes (ECCs) are computed in conjunction with the indi 
vidual data groups, and appended to the corresponding data 
groups, at least logically. Many different Error Correction 
Codes are known in the art. The present invention can be 
practiced in conjunction with any suitable ECC. 

FIG. 5 illustrates the steps of data reconstruction as part of 
the reading out process, according to Some embodiments of 
the invention. When the data group array D is read out from 
the memory system, in step 304 the appended Error Correc 
tion Codes (ECCs) are used to detect whether the individual 
data groups are corrupted. Upon the reading of a data group, 
the ECC is recomputed and compared to the appended ECC. 
If the two ECCs agree, the data group is judged to be non 
corrupted. If, however, the two ECCs differ, the data group is 
judged to be corrupted and is flagged accordingly. 

In step 308 the supplementary parity bits are utilized to 
reconstruct and manage the corrupted data group(s). There 
are many known methods that use ECCs for reconstructing 
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8 
corrupted data. However, as mentioned earlier, the recon 
struction of corrupted data using ECCs consumes consider 
able time. The time needed to perform ECC correction of a 
portion of data is generally a function of the number of errors 
encountered in the portion of data. In many applications 
speed is a critical factor of the performance of the memory 
system. In some cases, corrupted data groups can be recon 
structed faster utilizing the Supplementary parity bit groups of 
the present invention, than by using ECCs. Therefore, in some 
embodiments the ECCs are utilized to detect corrupted data 
groups, and the parity bit groups are utilized to reconstruct 
and manage the corrupted data groups. In other embodiments, 
detection of corrupted data groups may be achieved using 
parity groups, or a combination of parity groups and ECC, 
and reconstruction may be done using either parity groups or 
ECC or a combination of both parity groups and ECC. 

FIG. 6 illustrates reconstruction and management of cor 
rupted data groups according to an embodiment of the present 
invention. In step 302 the reconstruction process starts by 
initializing a pointer that indicates a first data group that is 
Subject to the Subsequent process steps. The pointer may be 
incremented during the process So that it steps through all the 
data groups of the array in some sequence. Data groups may 
be processed in any suitable sequence. In some cases the 
sequence may depend on the physical locations at which 
particular data groups are stored, though in other examples 
the sequence is independent of the physical locations at which 
the data groups are stored. In step 306 the ECC is utilized to 
detect the presence of a corrupted data group. If the ECC 
detects the presence of a corrupted data group, then in step 
312 a row or column is sought, in which the corrupted data 
group is the only corrupted data group. This search involves 
utilizing the ECCs of the other data groups of the row and the 
column of the corrupted data group to detect whether or not 
the other data groups of the row or column are corrupted. In 
higher dimensional embodiments the search proceeds 
through the rows and columns to which the data group 
belongs, if necessary, in all dimensions. As in the present 
method the rows and columns play essentially equivalent 
roles, for simplicity both rows and columns are referred to as 
“rows.” The term “row' may refer to two or more elements 
extending in any dimension. For example, in an N-dimen 
sional array of data groups, rows of data groups extend in all 
N dimensions and parity bit groups may be calculated for 
rows in all N dimensions. If a row is identified in which the 
only corrupted data group is the detected corrupted data 
group, then in step 316 the parity group of that row is read in. 
In step 320 the ECC of the row’s parity group is recomputed 
and used to check whether the row’s parity group itself is 
corrupted. If the rows parity group is not corrupted, then in 
step 324 the rows parity group, along with the non-corrupted 
data groups of the row are used to reconstruct the corrupted 
data group. If, for example, the 2nd data group of the k-throw, 
D° is corrupted, then the reconstruction is performed by 
discarding the entire corrupted data group. D* and replacing 
it by a reconstructed data group R. The (i,j) elements of the 
reconstructed data group R are computed by Xor-ing the (i,j) 
elements of the remaining data groups of the k-th row 
together with the (i,j) element of the parity group of the row: 

i2 - ykl 3 k R =D xor D ii .xor Dixor P(r) ii 
In embodiments where the parity groups were generated by 

Summation instead of Xor-ing, the reconstruction also utilizes 
computation Such as Summation and Subtraction to recon 
struct the corrupted data group. After the Successful recon 
struction of a corrupted data group, in step 336 it is investi 
gated whether the reconstructed data group was the last data 
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group of the data group array D. If not, then the pointer is 
incremented so that the next data group is read in step 340 to 
repeat the reconstruction process 306-340. 

If the rows parity group is corrupted, then the search is 
resumed for a row where the corrupted data group is the only 
corrupted data group. In step 328 it is investigated whether 
Some of the corrupted data group's rows are still unchecked. 
If there are unchecked rows, then, by returning to step 312, 
these rows are checked to see whether the corrupted data 
group is the only corrupted data group in any of these rows. If 
there are no more unchecked rows, then in step 332 the 
attempt to reconstruct the detected corrupted data group is 
Suspended and the corrupted data group is flagged for later 
reconstruction. Next, in step 336 it is investigated whether the 
reconstructed data group was the last data group of the data 
group array D. If not, then the pointer is incremented and the 
next data group is read in step 340 to repeat the reconstruction 
process 306-340. 

The reconstruction process is repeated until the reconstruc 
tion of the last data group of the data group array D is 
attempted, as identified by step 336. Attempting the recon 
struction of every corrupted data group in D and its associated 
parity groups once will be called a Sweep of data group array 
D. Once the reconstruction of all corrupted data groups has 
been attempted, i.e. one Sweep of the data group array Dand 
its parity groups has been completed, in step 344 it is inves 
tigated, whether any of the data groups are flagged. These 
flags indicate whether the attempted reconstruction of any of 
the data groups were unsuccessful. If there are any flagged 
data groups in the data group array D and its parity groups 
then the reconstruction of these flagged groups is attempted 
by a subsequent sweep of the data group array D and its parity 
groups, starting in step 352 and repeating steps 312-340. 
While this example deals with reading and performing a 
reconstruction process for all data groups of a data group 
array, the process may also be carried out for a portion of a 
data group array. For example, where fewer than all the data 
groups of an array are requested by a host, the requested data 
groups and any additional data groups and parity groups 
necessary to reconstruct the requested data groups may be 
read, without reading the remaining data groups of the data 
group array. 

Data group array D is Swept again because after a Sweep of 
D previously flagged data groups may have become recon 
structable. This is so because after the reconstruction of some 
corrupted data groups during a Sweep of data group array D, 
a previously flagged corrupted data group may have become 
the only corrupted data group in one of its own rows, and 
therefore it may have become reconstructable. An example is 
a corrupted data group D" that had another corrupted data 
group in each of its rows, and therefore it was unreconstruc 
table and flagged. If, during the sweep of D, the other cor 
rupted data group in a particular row of D' was recon 
structed, then by the end of the sweep D" itself became the 
only corrupted data group in that particularrow, and therefore 
it became reconstructable. The repeated sweep of D will then 
be able to reconstruct D'". Various ways of reconstructing 
corrupted data group configurations are described below in 
relation to FIGS. 7A-C. 
The success of the sweeps is tested by step 348 by checking 

whether the number of flags decreased since the last sweep. 
This test is naturally applied only after the second and sub 
sequent Sweeps, as there is nothing to compare to after the first 
Sweep. The Sweeps are repeated as long as they successfully 
reconstruct additional data groups, indicated by the decrease 
of the number of flags. In step 344 it is tested whether the 
number of flags has been reduced to Zero by the last sweep. If 
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the number of flags is reduced to Zero, then all data groups and 
thus the whole data group array D has been Successfully 
reconstructed utilizing parity groups (354). 

If, however, the number of flags is not reduced to zero by 
repeated sweeps, and step 348 indicates that the number of 
flags remained unchanged since the last Sweep, then the 
reconstruction of D by using parity groups alone was not 
Successful. In this case, the reconstruction and the manage 
ment of corrupted data groups is performed by utilizing the 
ECCs as well in step 360. Step 360 can involve one or more of 
the following sub-steps: 

360-1: utilizing the ECC to reconstruct the corrupted data 
group; 

360-2: replacing the corrupted data group by a separately 
stored copy of the corrupted data group, if the ECC is 
unable or too slow to reconstruct the corrupted data 
group; and 

360-3: discarding the corrupted data group, if the corrupted 
data group is deemed unrecoverable or not worth recov 
ering. 

Sub-step 360-2 is practiced, for example, in memory sys 
tems where more than one copies of the data files have been 
stored. In these systems the unreconstructable corrupted data 
group can be replaced by another previously stored copy of 
the data group. If a whole configuration of data groups is 
unreconstructable, then a larger portion, possibly the whole 
data group array D can be replaced. Such situations include 
the reconstruction of the firmware in non-volatile memory 
systems. For reliability reasons the firmware is typically 
stored in several copies in the system, thus if the first copy of 
the firmware is unreconstructably corrupted, then the cor 
rupted portion, or possibly the whole firmware can be dis 
carded and replaced by another copy of the firmware. When a 
data group is reconstructed or replaced, the flag marking the 
data group as corrupted is removed. 

After reconstruction is attempted using ECC in step 360, it 
is again determined whether the number of flagged data 
groups has decreased in step 364 (i.e. has reconstruction in 
step 360 been successful for any data groups). If there has 
been no decrease in the number of flagged data groups, then 
the process ends. If there has been a decrease in the number of 
flagged data groups, then reconstruction is attempted again 
starting in step 352, with the reduced number of flagged data 
groups. 

In further embodiments additional “reconstructed flags 
are associated with data groups, indicating whether they were 
reconstructed or not. If in a data group array the number of 
data groups with “reconstructed flags exceeds some prede 
termined number, this might indicate Some systematic prob 
lem in the memory system. Such problems may include unre 
liable loading of the data, or some physical irregularity of 
portions of the memory chip itself. Such systematic problems 
diminish the reliability of the whole data group array. There 
fore, the flagged portions or possibly even the whole data 
group array may be discarded, even if the data reconstruction 
appears to be successful. 

Related methods of reconstructing and managing cor 
rupted data groups by utilizing ECCs have been described in 
U.S. Pat. No. 6,751,766, entitled “Increasing the effective 
ness of error correction codes and operating multi-level 
memory systems by using information about the quality of 
the stored data.” by D. Guterman, G. Gongwer, and S. Gross, 
hereby incorporated by reference in its entirety. 

In alternative embodiments, if in step 320 aparity group is 
found to be corrupted, then the reconstruction of the parity 
group is attempted by utilizing P(p), the parity group of parity 
groups. This method requires that a whole row of parity 
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groups is read in as well. The reconstruction is similar to the 
reconstruction of the corrupted data groups. For example, if 
P(r) is corrupted, then the other, non-corrupted parity groups 
of the row of P(r) are read in anxor-ed with the parity group 
of parity groups P(p) to reconstruct or replace the corrupted 
parity group P(r): 

P(r :=P(r) 'g Of P(r), Of P(r), . . . Of P(r), Of 
P(p). 

Alternatively, where a parity group is shown to be corrupted 
by ECC but is in a row that contains only uncorrupted data 
groups at the time that the reconstruction is attempted, the 
parity group may be reconstructed from the uncorrupted data 
groups in the same manner that the parity group was origi 
nally calculated (XOR, summation or other operation). 

FIGS. 7A-C illustrate corrupted data group configurations 
where repeated Sweeps can change unreconstructable cor 
rupted data groups into reconstructable corrupted data 
groups. 

FIG. 7A illustrates a corrupted data group configuration, 
where two data groups, D’and D’are corrupted, and there 
fore the row parity group P(r) cannot be used to reconstruct 
the corrupted data group D’ by practicing step 324. There 
fore, by repeating step 312, additional “rows' are sought to 
which D’ belongs. This search identifies the second vertical 
“row” (in the specific example, column), in which D’ is the 
only corrupted data group. In this “row” step 324 can be 
practiced to reconstruct the corrupted data group D’ by uti 
lizing the parity group P(c). 

FIG. 7B illustrates a corrupted data group configuration, 
where in addition to D’ and D’, D’and D" are also cor 
rupted. In this case no “rows' can be found by repeating step 
312, in which D’ or D would be the only corrupted data 
group. Therefore, the method reaches step 332, where it sus 
pends the effort to reconstruct the corrupted data groups D’ 
and D, and flags these corrupted data groups with a “not 
yet-reconstructed' flag, or some equivalent of it. 

Next, the method returns to the sweep of the data group 
array D in steps 336-340 by attempting to reconstruct the next 
corrupted data group, which is D in the present example. In 
the present example D is the only corrupted data group in its 
own horizontal row, so D' can be reconstructed by practicing 
the steps 306–324. Corrupted data groups that are the lone 
corrupted data group in one of their rows will be called the 
“weak points of their corrupted data group configuration. 
The reconstruction of corrupted data group configurations 
can be started at Such weak points. Having finished the recon 
struction of D the method moves on to the corrupted data 
group D, which is also a weak point, and hence can be 
reconstructed by practicing the steps 306–324. Reconstruct 
ing D and D finishes the first sweep of the data group array 
D. With this the method reaches step 344 and recognizes that 
there are two flags remaining. Since this is a first Sweep, the 
method simply passes through step 348 and returns for a 
second sweep to finish the suspended reconstruction of D’ 
and D’ in step 352. In the present corrupted data group 
configuration, after having reconstructed the corrupted data 
groups D* and D, D’and D’are now the only corrupted 
data groups in their respective vertical rows, or equivalently, 
columns. Therefore, by practicing the steps 306-324, the cor 
rupted data groups D’ and D' can be reconstructed as well, 
using the corresponding column parity groups P(c) and P(c) 
. Therefore, the present method is capable of reconstructing 
the entire corrupted data group configuration in two Sweeps 
using the parity groups in an efficient and fast manner. 

FIG. 7C illustrates a corrupted data group configuration, 
where even repeated Sweeps of the data group array D are 
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12 
unable to reconstruct the corrupted data groups by using the 
parity groups and data groups to reconstruct the data. This is 
so because the corrupted data groups form a square within the 
data group array. Thus none of the corrupted data groups are 
alone in any of their rows or columns. Such square configu 
rations do not have weak points, as defined above, where the 
reconstruction of the corrupted data groups could be started. 
The just described corrupted data group square is just one 
example of unreconstructable configurations. When even the 
repeated Sweeps of the data group array D result in unrecon 
structable configurations like that of FIG. 7C, the corrupted 
data groups should be reconstructed and managed by utilizing 
the ECCs as in step 360. 

While FIGS. 7A-7C illustrated the steps of the method on 
a two-dimensional configuration of data groups, other 
embodiments of the method can utilize one, three or higher 
dimensional configurations. An advantage of higher dimen 
sional configurations is that there are more rows along which 
data reconstruction can be attempted, hence higher dimen 
sional embodiments have better data reconstruction capabili 
ties. However, higher dimensional embodiments also utilize a 
larger number of parity groups, thus the overhead cost of 
these embodiments is higher as well. 
The various aspects of the above-described two dimen 

sional method have to be generalized to higher dimensions in 
a natural way. For example, in a three-dimensional data group 
array the square of corrupted data groups is a reconstructable 
configuration. One example of a generalized unreconstruc 
table configuration is a cube of corrupted data groups. 
A further advantage of the method is that the parity groups 

are not read into local memory (such as RAM) until the ECC 
detects a corrupted data group. This means that there is neg 
ligible time-overhead, or lag, until a corrupted data group is 
detected. The location of data groups or parity groups in local 
memory may be tracked to avoid rereading the same data 
group or parity group during the reconstruction process. 

While in some of the systems described above ECC cor 
rection may be prohibitively slow compared with correction 
using a parity group, for many memory systems using newer 
ECC techniques, ECC correction may be performed rapidly 
(typically, a few microseconds). This may be more rapid than 
correction using a parity group (typically, a few millisec 
onds). Therefore, for such systems, it is generally better to 
perform ECC correction where possible and only use parity 
group correction where there are too many errors in the data 
for ECC to reliably correct the data. The ability of ECC to 
correct the data generally depends on the particular algorithm 
used and the amount of ECC data generated. Examples of 
ECC algorithms include Reed-Solomon, BCH and Hamming 
algorithms. For a sector having 512 bytes of user data, 9 bytes 
of ECC data may be provided for the sector. This level of ECC 
data allows up to 4 bits of erroneous data to be corrected with 
absolute reliably and allows detection of 7 or more bits of 
erroneous data. For such a sector, if 4 or fewer bits are in error 
then the erroneous bits may be corrected (flipped). If more 
than 4 bits are in error, a parity group may be used to recon 
struct the sector. ECC is still used to detect the errors in such 
sectors so that every sector is first analyzed by ECC circuits 
and is only designated for reconstruction by a parity group 
method where the errors are not ECC-repairable. Different 
levels of ECC provide different degrees of repairability and 
detection of errors. However, it is generally possible to detect 
a greater number of errors than it is possible to repair. Thus, 
for data with a number of errors that is too many to be repaired 
by ECC but is still detectable by ECC, using a parity group to 
reconstruct the data group containing the errors provides a 
way to obtain corrected data. 
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FIG. 8 shows a flowchart for correcting user data that is 
received from a memory array. The unit of data for this 
correction may be a sector or some other unit of data. First, 
data is received from a memory array in step 802. Next, an 
ECC algorithm is applied to the received data (step 804) and 
it is determined if there are any errors in the data in step 806. 
If no errors are found then the data is sent to the host in step 
812. When a small number of bits are erroneous, they may be 
corrected by ECC (step 810) and the data may be sent to the 
host in step 812. The maximum correctable number of bits 
depends on the amount of ECC data. ECC generally works by 
estimating the most probable original user data that would 
produce the corrupted data received. Where the difference 
between original data and corrupted data is Small, the original 
data may be estimated with a high probability. Where the 
difference is larger it may not be possible to estimate the 
original data. However, ECC may still indicate the presence 
of errors, even where it cannot reliably correct them. If such 
errors are detected then the data is corrected by performing 
reconstruction using other data groups in a row and the asso 
ciated parity group (step 814) as previously described. The 
reconstructed data is then sent to the host. ECC algorithms are 
applied to a unit of correction called a “word,” this means that 
each word has ECC data calculated for it. The ECC data for a 
word is derived only from the data in that word and is not 
affected by data in other words. In one example, the word 
used for calculating ECC data is a sector. 

In one example, a host sends data in an addressable unit of 
a sector. A sector may be the basic unit of data over which an 
ECC algorithm is applied and for which ECC data is gener 
ated with each sector having ECC data that is not dependent 
on data in other sectors. In contrast, parity groups are calcu 
lated for multiple data groups where a data group may be a 
sector of data. Where sectors are treated as data groups, a 
parity group has the same size as a sector of user data and may 
be referred to as a parity sector. The data groups of a row (or 
stripe) are other sectors of user data. A parity group may also 
have a portion corresponding to header and ECC data of 
sectors. A parity group may have ECC data that is generated 
from the parity group itself so that the parity group may be 
corrected by ECC. Thus, a parity sector may consist of 512 
bytes of parity data, plus header and ECC data. A row of data 
groups may be made up of a number of sectors. In some 
memory array systems, it is advantageous to have a row size 
that corresponds to a unit of programming of the memory 
array. 

FIG.9 shows an example of a memory system that may be 
implemented as an embedded memory in a host, or may be 
implemented in a removable memory card that is connectable 
to a host by a standard interface. Examples of such removable 
memory cards having standard interfaces are Compact 
FlashTM (CF) cards, MultiMedia cards (MMC), Secure Digi 
tal (SD) cards, SmartMedia cards, personnel tags (P-Tag) and 
Memory Stick cards. Hosts include personal computers, note 
book computers, personal digital assistants (PDAs), various 
data communication devices, digital cameras, cellular tele 
phones, portable audio players, automobile Sound systems, 
and similar types of equipment. A controller is connected to 
the host and to the memory array. The controller performs 
various functions to transfer data between the host and the 
memory array and manage data within the memory array. 
Some cards do not have a controller and in Such systems the 
controller functions are performed by the host. 

FIG.10 shows a simplified block diagram of controller 180 
of FIG.9. Controller 180 is an Application Specific Integrated 
Circuit (ASIC) that is specifically designed for use with a 
memory array and has specific circuitry associated with man 
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14 
agement of a non-volatile memory array. Controller 180 has 
additional circuitry that is not shown in FIG. 10 for clarity. 
Controller 180 has a host interface 182 for communication 
with a host and a memory interface 184 for communication 
with a memory array. ECC circuits 186 are provided to per 
form ECC algorithms that calculate ECC data from user data. 
Such ECC data may be used to detect and correct errors as 
described above. Parity group circuits 188 are provided to 
generate parity groups for a particular row of user data or to 
reconstruct a data group from other user groups of a row and 
a parity group. A cache memory 192 is connected to the parity 
group circuits 188 to facilitate generation of parity data. How 
ever, in some examples, such a cache memory may not be 
necessary. Also shown is a microprocessor 194 that executes 
firmware to carry out tasks in response to host commands. 
Additional controller circuits may include Random Access 
Memory (RAM) and various registers and buffers. 

In one type of memory array architecture (a NAND array) 
that may be used for memory array 110, strings of more than 
two memory cells, such as 16 or 32, are connected along with 
one or more select transistors between individual bit lines and 
a reference potential to form columns of cells. Word lines 
extend across cells within a large number of these columns. 
An individual cell within a column is read and verified during 
programming by causing the remaining cells in the string to 
be turned on hard so that the current flowing through a string 
is dependent upon the level of charge stored in the addressed 
cell. Cells of a NAND array are not generally individually 
erasable but are arranged in blocks, where a block is the 
minimum unit of erase. An example of a NAND architecture 
array and its operation as part of a memory system is found in 
U.S. Pat. No. 6,046,935, which patent is incorporated herein 
in its entirety by this reference. NAND memory devices have 
been found to be particularly suitable for mass storage appli 
cations such as those using removable memory cards. 

FIG. 11 shows a portion of the NAND memory array 
having multiple strings offloating-gate cells extending along 
bitlines (BL0-BLM) in the vertical direction. Select transis 
tors at the ends of the strings are controlled by drain select 
DSEL and source select SSEL lines. Wordlines (WL0-WLn) 
extend across the array in the horizontal direction. In some 
NAND arrays, the minimum unit of programming is estab 
lished by a wordline. In Such arrays, when data is pro 
grammed to cells along a wordline, Subsequent programming 
of other cells along the same wordline is prohibited because 
the stored data would be disturbed by the subsequent pro 
gramming. The minimum unit of programming is called a 
“page.” For NANDarrays a page generally extends across the 
array along a wordline. A page may store multiple sectors of 
data. For example, 4, 8, 16, or more sectors of data may be 
stored in a page. Typically, a block contains many pages. 
While programming less than a page may be physically pos 
sible by inhibiting strings that are not to be programmed, this 
may result in corruption of data and is not generally permit 
ted. 

It is continually desired to increase the amount of digital 
data that can be stored in a given area of a silicon Substrate, in 
order to increase the storage capacity of a given size memory 
card and other types of packages, or to both increase capacity 
and decrease size. One way to increase the storage density of 
data is to store more than one bit of data per memory cell. This 
is accomplished by dividing a window of a floating gate 
charge level Voltage range into more than two states. The use 
of four such states allows each cell to store two bits of data, 
eight States stores three bits of data per cell, and so on. A 
multiple state flash EEPROM structure and operation is 
described in U.S. Pat. Nos. 5,043,940 and 5,172,338, which 
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patents are incorporated herein by this reference. In some 
examples, the possible states of cells may be divided into 
pages. For example, in an array where cells have four possible 
states, the two lower states may represent a bit of a lower page 
while the two upper states may represent a bit of the upper 
page. 

In one embodiment, the sectors of a page are used as data 
groups to obtain a parity group (or parity sector). The parity 
sector may either be stored in the page with the other sectors 
from which it was obtained, or may be stored separately. FIG. 
12A shows a controller that receives three sectors of user data 
S1, S2 and S3 from a host. The controller performs an XOR 
operation on S1, S2 and S3 to obtain parity sector P. Subse 
quently, S1, S2, S3 and P are stored in a page 203 of the 
memory array. In this example, a page contains four sectors of 
data so that S1, S2, S3 and P. occupy the whole of page 203. 
Sectors S1, S2, S3 and P are programmed in parallel in a 
single programming operation so that a page is only written 
once and data is not disturbed by multiple write operations to 
the same page. 

FIG.12B shows an alternative arrangement where a parity 
sector P is calculated for four sectors, S1, S2, S3 and S4. 
Sectors S1, S2, S3 and S4 are written to a single page 205 of 
a memory block 207. Parity sector P is written to another 
block 209. In this example, block 209 is a dedicated block that 
holds only parity sectors and not sectors of user data. Block 
209 may hold parity sectors for pages in different blocks 
throughout the memory array. In one example, parity sectors 
may be written to a scratchpadblock and later consolidated if 
necessary. A detailed description of a scratch pad block and 
its operation is contained in U.S. patent application Ser. No. 
11/016,285, entitled “Scratch Pad Bock filed on Dec. 16, 
2004, which patent application is hereby incorporated by 
reference in its entirety. 
One advantage of the embodiments of FIGS. 12A and 12B, 

where parity data is generated oversectors of a single page, is 
that it is relatively easy to calculate the parity group for this 
amount of data. The parity data may be obtained by XORing 
together all the sectors of the page simultaneously or by 
sequentially XORing sectors. If sectors are sequentially 
XORed, the cache memory may be used to record parity data 
and save it for the succeeding XOR operation. Another advan 
tage is that the parity sector may be written at the same time 
as the corresponding user data so that there is no danger of the 
parity data being lost in a powerdown situation. 

FIG. 13A shows generation of a parity sector P from 
sectors S1, S2 and S3. Sectors S1, S2 and S3 are then stored 
in a page 211 of a first block 213 and P is stored in a different 
block 215. Thus, S1, S3 and S3 occupy less than a full page of 
block 213. The remaining portion 217 of page 211 may 
remain unprogrammed during programming of S1, S2 and S3 
by inhibiting programming of the corresponding cells. Bits of 
data corresponding to the unprogrammed cell state may be 
used as "padding to ensure that these cells remain in the 
unprogrammed State. Generally, it has not been possible to 
later program Such cells without corrupting the previously 
programmed data. Subsequent to storing S1, S2 and S3, Sec 
torS4 is received and is stored in page 211 with S1, S2 and S3 
as shown in FIG. 13B. This may beachieved by inhibiting the 
programming of cells that already contain data while pro 
gramming the new data. However, during Such programming, 
stored data of sector S3 is disturbed as indicated by S3". Thus, 
S3' corresponds to sector S3 with some data bits being cor 
rupted. Later, this data may be read from the memory array in 
response to a host read command as shown in FIG. 13C. The 
sectors S1, S2, S3' and S4 are first subjected to an ECC 
algorithm. Any small errors in S1, S2 and S4 are identified 
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and repaired at this stage. ECC establishes that S3' contains 
errors, but in this case, ECC is not able to repair the errors 
because too many bits have been changed. Because S3' con 
tains errors that are not ECC-repairable, S3 is reconstructed 
from S1, S2, S4 and P. An XOR operation on these sectors 
provides S3 as it was originally stored. Sectors S1, S2, S3 and 
S4 are then sent to the host but the corrupted data S3' is not 
sent to the host. 

FIG. 14 shows an example where data is stored in a 
memory array that has individual blocks of the memory array 
linked to form metablocks. Metablocks and systems using 
metablocks are described in detail in U.S. Pat. No. 6,763,424 
and U.S. patent application Ser. No. 10/841,118, which docu 
ments are hereby incorporated by reference in their entirety. 
In this example, blocks A-D are programmed in parallel and 
are treated by the controller as if they were a single block. 
This high parallelism gives a high programming speed. Sec 
tors S1-S16 of blocks A-D are programmed as if they were a 
single page and may be considered a metapage. A parity 
sector for Such an example may be calculated for the sectors 
of a metapage. In FIG. 14, the parity sector P, is stored in a 
separate, dedicated block (block E), though this is not always 
so. In other examples, the parity sector may be stored in the 
same page as the related sectors. Blocks A-D may be formed 
on a single memory chip or may be on different chips that are 
connected together to form a multi-chip array. 

FIG. 15 shows another example of parity groups used with 
metablocks. Here, blocks A-D are linked together to form a 
metablock with all blocks A-D being written in parallel. 
Block D is dedicated to storing parity sectors. In this case, a 
page of parity data is generated from the pages of the other 
blocks. Each parity sector within the parity page corresponds 
to particular sectors of user data. For example, P is derived 
from S1, S5 and S9, P, is derived from S2, S6 and S10 etc. In 
this system, any individual block A, B, C or D can fail without 
loss of data because all the data in the block can be recon 
structed from the other blocks in the metablock. 
Some memory chips have excess memory capacity that 

may be used to store parity group data. When memory chips 
undergo testing, some chips are identified as defective 
because part of the chip is inoperable. Such chips may still 
have a lot of operable storage capacity and may still be used. 
Because memory chips are rated as having a capacity that is 
given in particular discrete values (256 Megabyte, 512 Mega 
byte etc) Such chips may be used as a chip of a lower size. For 
example, a 1 Gigabyte chip that is defective may still be 
operated Successively as a 512 Megabyte chip by using half 
its capacity and not using the portion of the memory chip that 
contains defects. Though Such chips use only half their nomi 
nal capacity, often more than half the nominal capacity is 
operable. In the example of a 1 Gigabyte chip operated as a 
512 Megabyte chip, there may be anywhere between 512 
Megabytes and 1 Gigabyte (really 1024 Megabytes) of usable 
capacity. Thus, excess usable capacity is available that may 
not be used by the host because the host only recognizes a 
capacity of 512 Megabytes. The remaining usable space may 
be used for storage of parity groups to ensure no data is lost 
without reducing the capacity for storage of user data. 
The above examples give different options for providing 

parity groups for stored data. In general, more parity data will 
provide greater security in case of corruption of data. Thus, 
multidimensional striping provides a greater degree of Secu 
rity than one-dimensional striping. Providing a larger propor 
tion of parity group data (Smaller stripes, or larger parity 
groups) also provides a greater degree of security. Similarly, 
providing ECC data also increases the chances of being able 
to correct Small errors. However, Such measures add undesir 
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able overhead by requiring additional time to apply the nec 
essary algorithms to derive parity data and also requiring 
additional space in the memory array to store Such data. 
Generally, an appropriate level of parity group use may be 
chosen for a particular memory architecture based on the 
probability of data corruption. The level of parity group use 
may be fixed during initialization or may be adjusted dynami 
cally. For example, an older memory may suffer more errors 
and it may therefore be appropriate to increase the level of 
parity group use in Such systems. Also, the level of parity 
group use may vary according to the importance of the data. 
Where the data is not critical, no parity group correction or 
ECC correction only may be needed. For data of intermediate 
importance, one-dimensional Striping may be used to provide 
a parity group and ECC may also be employed. For more 
important data, multidimensional striping may be used to 
provide multiple parity groups and additional parity groups 
may be calculated for those parity groups. Parity group gen 
eration may be managed by the controller as determined by 
firmware running in the controller. Alternatively, a host may 
send a command regarding parity group generation. For 
example, a host may turn parity group generation “on” or 
“off” according to requirements. In other examples, parity 
group generation may be done without any host involvement 
and without any knowledge by the host. 
The present invention is not limited to the particular 

examples described above. While the above examples gener 
ally refer to the XOR operator to generate parity groups, other 
operators may also be used. For example, Summation may 
provide a similar parity group. The storage of user data is 
referred to in Some examples. However, various data may be 
advantageously stored as described and the advantages are 
not limited to any particular type of data. Data used by the 
host to locate user data (such as FAT sectors) may be stored in 
this way as well as data generated by the controller. While 
certain hardware examples are given, aspects of the present 
invention may be practiced on any suitable hardware. 

Although the various aspects of the present invention have 
been described with respect to certain preferred embodi 
ments, it is understood that the invention is entitled to protec 
tion within the full scope of the appended claims. 

The invention claimed is: 
1. A method of generating parity bit groups, comprising: 
organizing data in a non-volatile memory system logically 

in a multidimensional data group array, the data group 
away having first data group rows in a first dimension 
and second data group rows in a second dimension that 
is orthogonal to the first dimension; 

generating first parity bit groups corresponding to the first 
data group rows; 

generating second parity bit groups corresponding to the 
second data group rows; 

the first parity bit groups, the second parity bit groups and 
data groups of the data group array each having an equal 
number of bits: 

associating logically the generated parity bit groups with 
the corresponding data group rows; and 

wherein the organized data correspond to firmware of the 
non-volatile memory system. 

2. The method of claim 1, wherein the data comprise: 
items of data, represented by one of bits or bytes. 
3. The method of claim 1, wherein generating first and 

second parity bit groups comprises: 
generating parity bits by performing logical operations on 

corresponding items of data of the data groups along the 
data group rows. 
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4. The method of claim 3, wherein the logical operations 

are at least one of Summations and exclusive ors. 
5. The method of claim 1, further comprising: 
generating a parity bit group of the first parity bit groups by 

performing logical operations on the corresponding par 
ity bits of the first parity bit groups. 

6. A method of managing corrupted data in a non-volatile 
memory array, the method comprising: 

organizing data in a non-volatile memory system logically 
in a data group array, the data group array having one or 
more data group rows; 

generating one or more parity bit groups, corresponding to 
the one or more data group rows aparity bit group having 
a number of bits equal to the number of bits in a data 
group; 

associating logically the one or more generated parity bit 
groups with the one or more corresponding data group 
roWS; 

using an error correction code to identify a corrupted data 
group within the data group array; and 

using the one or more parity bit groups to reconstruct the 
corrupted data group by identifying a plurality of data 
group rows that contain the corrupted data group, the 
plurality of data group rows including at least an addi 
tional corrupted data group, and further identifying 
within the plurality of data group rows at least one data 
group row in which the corrupted data group is the only 
corrupted data group. 

7. The method of claim 6, wherein using the error correc 
tion code comprises: 

computing and appending the error correction code to the 
data group as part of writing the data group to the non 
Volatile memory array; 

recomputing an error correction code of the data group as 
part of a reading of the data; 

comparing the stored error correction code of the data 
group with the recomputed error correction code of the 
data group; and 

identifying the data group as corrupted when the appended 
error correction code does not agree with the recom 
puted error correction code. 

8. The method of claim 6, wherein the reconstructing of the 
corrupted data group comprises: 

reading in the parity bit group associated with a data group 
row when the data group row is identified in which the 
corrupted data group is the only corrupted data group. 

9. The method of claim 8, wherein the reading of the parity 
group comprises: 

using an error correction code to detect whether the read 
parity group is corrupted. 

10. The method of claim 9, wherein the reconstructing of 
the corrupted data group comprises: 

searching for a different data group row in which the cor 
rupted data group is the only corrupted data group when 
the error correction code detects that the parity group of 
the identified data group row is corrupted. 

11. The method of claim 10, wherein the correcting of the 
corrupted data group comprises: 

flagging the corrupted data group when the parity groups of 
every data group row, in which the corrupted data group 
is the only corrupted data group, are corrupted; and 

using an error correction code to identify a different cor 
rupted data group. 

12. The method of claim 8, wherein the reconstructing of 
the corrupted data group comprises: 

reconstructing of the items of data of the corrupted data 
group by 
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performing logical operations on the corresponding items 
of data of the non-corrupted data groups of the identified 
data group row and the corresponding parity bits of the 
parity bit group of the identified data group row. 

13. The method of claim 12, wherein the logical operations 
comprise at least one of Summations and exclusive orS. 

14. The method of claim 6, wherein the managing of the 
corrupted data groups comprises: 

flagging a corrupted data group, when no data group row is 
found in which the corrupted data group is the only 
corrupted data group; and 

using an error correction code to identify a different cor 
rupted data group. 

15. The method of claim 6 wherein the one or more data 
group rows include a first data group row that consists of a 
first number of data groups used to generate a first parity bit 
group and a second data group row that consists of a second 
number of data groups used to generate a second parity bit 
group, the first number and the second number not being 
equal. 

16. The method of claim 6 wherein subsequent to the using 
an error correction code to identify a corrupted data group, 
correction of the data group by ECC is attempted and the 
correction using the one or more parity bit groups only occurs 
after correction of the data group by ECC is unsuccessful. 

17. A method of correcting data that is read from a non 
Volatile memory away within a memory card that is remov 
ably connected to a host, comprising: 

reading a data group from the non-volatile memory array; 
applying an Error Correction Code (ECC) algorithm to the 

data group to detect errors and repair ECC-repairable 
errors in the data group; and 

subsequently, if errors that are not ECC-repairable are 
detected in the data group, using one or more additional 
data groups and a parity group that is stored in the card 
to reconstruct data within the data group and Substituting 
the reconstructed data for the data that contains errors. 

18. The method of claim 17 wherein the parity group was 
previously stored in the non-volatile memory at a time of 
writing of the data group. 

19. The method of claim 18 wherein the parity group was 
calculated by an Exclusive OR (XOR) operation on the data 
group and the one or more additional data groups. 

20. The method of claim 17 wherein, if errors that are not 
ECC-repairable are detected, the locations of the errors are 
determined by the ECC algorithm and the locations are used 
to determine which data to reconstruct. 

21. The method of claim 17 wherein the data group, the 
additional data groups and the parity bit groups are sectors of 
data. 
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22. The method of claim 21 wherein the data group and the 

additional data groups are stored in a page of the memory 
array. 

23. The method of claim 17 wherein the data group and the 
additional data groups form a first row in a first direction, and 
the data group is also part of a second row in a second 
direction, the second direction being orthogonal to the first 
direction. 

24. The method of claim 23 wherein the parity group was 
generated from the first row and a second parity group was 
generated from the second row, the parity group and the first 
row used to reconstruct data within the data group only when 
reconstruction of the data within the parity group using the 
second row and the second parity group is not successful. 

25. A method of storing data in a non-volatile memory 
array that has a minimum unit of programming of a page, a 
page containing multiple addressable units of data, compris 
1ng: 

deriving a parity group by performing a parity operation on 
a plurality of addressable units of data, the plurality of 
addressable units of data designated for storage in a page 
of the non-volatile memory, the parity group having the 
same size as an addressable unit of data; 

storing the plurality of addressable units of data in the page; 
and 

storing the parity group in the non-volatile memory array. 
26. The method of claim 25 wherein the parity group is 

stored in the page with the plurality of addressable units of 
data. 

27. The method of claim 25 wherein the parity group is 
stored in a portion of the non-volatile memory that is dedi 
cated to storage of parity groups. 

28. The method of claim 25 wherein the plurality of addres 
sable units of data form less than a full page of data, further 
comprising: 

storing the plurality of addressable units of data in the page 
with padding data bits; 

Subsequently replacing the padding data bits with addi 
tional data thereby corrupting one of the plurality of 
addressable units of data; and 

Subsequently recreating the one of the plurality of addres 
Sable units of data from the parity group and the other 
ones of the plurality of addressable units of data. 

29. The method of claim 25 wherein the non-volatile 
memory array is in a removable memory card that is con 
nected to a host and the plurality of addressable units of data 
are sent by the host to the memory card for storage. 
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