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DECOUPLING BACKGROUND WORK AND FOREGROUND WORK

BACKGROUND

[0001] Conventional operating systems implement a few different execution

models to manage foreground and background work of applications. Examples of

processing tasks that may be considered to be foreground work include, but are not limited

to, presenting a graphical user interface, responding to a user input, and any other type of

work related to user interaction. Examples of processing tasks that may be considered to

be background work include, but are not limited to, downloading and installing software

updates, synchronizing with a server, and any other type of work that may not involve user

attention.

[0002] In a first model, any number of applications are allowed to execute

concurrently, both in the foreground and in the background, and compete for resources

such as processor cycles and memory. This model is commonly implemented on desktop

and laptop computers.

[0003] In a second model, all applications are blocked from execution except an

"active" application, namely, an application with which a user is actively interacting. This

model is commonly implemented on mobile devices, where, at any given time, a user

typically interacts with a single application that is displayed on full screen.

[0004] In a third model, foreground work and background work for the same

application are treated as being mutually exclusive, so that an application executing in the

foreground is not scheduled to do any background work at the same time, and vice versa.

[0005] In a fourth model, an application may be separately instantiated for

foreground work and for background work, with the two instances executing concurrently

and competing for resources.

SUMMARY

[0006] The foregoing is a non-limiting summary of the invention, which is defined

by the attached claims.

[0007] The inventors have recognized and appreciated several disadvantages that

arise from existing operating system execution models, and have developed new execution

models that provide advantages such as improved battery life and user experience.

[0008] In some embodiments, application logic for foreground work and

background work may be decoupled in such a manner as to allow an operating system to



separately load the foreground work and the background work, and to treat the foreground

work and the background work differently when making scheduling decisions. For

instance, an application may include separate components, some designated as foreground

components and others designated as background components. An operating system may

apply different policies to the components based on their designations, where the policies

may be designed to promote efficient use of resources while delivering a rich multitasking

experience to the user.

[0009] In some further embodiments, the foreground and background components

may be provided in separate pieces of executable code capable of being executed

independently of each other. An operating system may load the foreground and

background components either in separate processes, for example, by isolating

background work in a designated environment subject to certain resource restrictions (e.g.,

a sandbox built to host background components). Alternatively, the operating system may

load the foreground and background components in the same process but in different

threads, and may still able to distinguish execution threads associated with background

work from execution threads associated with foreground work and make scheduling

decisions accordingly.

[0010] In one embodiment, a method is provided for use by an operating system

executing on at least one computer. The method comprises acts of: identifying at least one

foreground component of an application; identifying at least one background component

of the application (100); and loading the at least one foreground component for execution

separately from the at least one background component.

[0011] In a further embodiment, at least one computer readable medium is

provided having encoded thereon, at least: at least one first piece of computer executable

code implementing at least one foreground component of an application; at least one

second piece of computer executable code implementing at least one background

component of the application; and a specification identifying the at least one second piece

of code as being associated with background work for the application.

[0012] In yet a further embodiment, a computer implemented method is provided,

comprising acts of: executing, in response to a user action, at least one first piece of

computer executable code implementing at least one foreground component of an

application; and using a specification associated with the application to identify at least

one second piece of computer executable code implementing at least one background



component of the application, wherein the at least one foreground component is executed

without executing the at least one background component.

[0013] It should be appreciated that all combinations of the foregoing concepts and

additional concepts discussed in greater detail below (provided such concepts are not

mutually inconsistent) are contemplated as being part of the inventive subject matter

disclosed herein. In particular, all combinations of claimed subject matter appearing at the

end of this disclosure are contemplated as being part of the inventive subject matter

disclosed herein.

BRIEF DESCRIPTION OF DRAWINGS

[0014] The accompanying drawings are not necessarily drawn to scale.

[0015] FIG. 1 shows an illustrative application 100 having decoupled logic for

foreground work and background work, in accordance with some embodiments.

[0016] FIG. 2 shows an illustrative state diagram for an application having a

foreground component and a background component that can be executed concurrently, in

accordance with some embodiments.

[0017] FIG. 3A shows an example in which an operating system loads a

foreground component and a background component in separate processes, in accordance

with some embodiments.

[0018] FIG. 3B shows an example in which an operating system loads a

foreground component and a background component in the same process, in accordance

with some embodiments.

[0019] FIG. 4 shows an example of an operating system adapted to manage

background work and foreground work separately, in accordance with some embodiments.

[0020] FIG. 5 is a flowchart of an illustrative process that may be performed by a

broker component in response to a request to arrange for a brokered event, in accordance

with some embodiments.

[0021] FIG. 6 shows an illustrative data structure that can be used by a broker

component to store information regarding brokered events, in accordance with some

embodiments.

[0022] FIG. 7 is a flowchart of an illustrative process that can be performed by a

broker component to determine when to signal a brokered event, in accordance with some

embodiments.



[0023] FIG. 8A is a flowchart of an illustrative process that can be performed by a

broker infrastructure to associate a background component with a brokered event, in

accordance with some embodiments.

[0024] FIG. 8B shows an illustrative data structure that can be used to store

brokered events in association with background components, in accordance with some

embodiments.

[0025] FIG. 9 shows an illustrative process 900 that may be performed by a broker

infrastructure to determine when to execute a background component and how to manage

the background component's execution, in accordance with some embodiments.

[0026] FIG. 10 shows, schematically, an illustrative computer on which various

aspects of the present disclosure may be implemented.

DETAILED DESCRIPTION

[0027] The inventors have recognized and appreciated several disadvantages that

arise from existing operating system execution models, and have developed new execution

models that provide advantages such as improved battery life and user experience.

[0028] For example, the first execution model of allowing any number of

applications to execute concurrently may lead to too many processes competing for

resources such as processor cycles and memory. This may in turn result in sluggish

performance in a resource-constrained environment, such as on a mobile device with

limited processing speed and memory. If the mobile device is running on battery power,

executing processes indiscriminately may also result in shortened battery life.

[0029] On the other hand, the second execution model of blocking all but one

active application may preclude desirable multitasking scenarios, such as a user

composing an email while listening to music, receiving Global Positioning System (GPS)

location updates, and/or receiving incoming Voice over Internet Protocol (VoIP) calls.

These multitasking scenarios require that an application be able to execute to some extent

even when the user is actively interacting with another application.

[0030] The third execution model, namely, executing foreground work and

background work of the same application in a mutually exclusive fashion, may similarly

preclude desirable multiple tasking scenarios such as a user reading one web page via a

web browser while waiting for a web download to complete.

[0031] While the fourth execution model of separate instantiation may allow an

operating system to concurrently execute background work and foreground work for the

same application, a number of potential drawbacks still exist. For instance, there may be



too much reliance on application developers to write code that behaves in a manner

consistent with the foreground-background distinction. Even if an application does expose

a calling parameter to allow an operating system to indicate whether the application is

instantiated for foreground work or background work, a developer may inadvertently omit

program logic that prevents background work from being executed when the application is

instantiated for foreground work, or vice versa. This may undermine the operating

system's ability to effectively control resource consumption by background work, because

the operating system may have difficulty determining whether an alleged foreground

instance is performing only foreground work (e.g., responding to an input received via a

user interface) and not performing any unnecessary or inefficient background work (e.g.,

periodically synchronizing with a server).

[0032] The separate instantiation approach may also impose a burden on

application developers to handle complexities relating to concurrent execution. For

example, when a foreground instance and a background instance of the same application

execute concurrently, the two instances may execute in different contexts and may not

share state. As a result, the two instances may be able to communicate only through

mechanisms explicitly provided by the operating system, which may complicate program

code. The inventors have recognized and appreciated that, while such decoupling between

background work and foreground work may be desirable, it may also be desirable to give

developers an option not to support concurrent execution of multiple instances in different

contexts.

[0033] Accordingly, in some embodiments, more flexible execution models are

provided to allow an operating system to manage background work differently from

foreground work.

[0034] In one aspect, application logic for foreground work and background work

may be decoupled in such a manner as to allow an operating system to separately load the

foreground work and the background work, and to treat the foreground work and the

background work differently when making scheduling decisions.

[0035] For instance, in some embodiments, an application may include separate

components, some designated as foreground components and others designated as

background components. An operating system may apply different policies to the

components based on their designations, where the policies may be designed to promote

efficient use of resources while delivering a rich multitasking experience to the user.



[0036] For example, one or more resource management policies may be enforced

against background components. These policies may be designed to limit when a

background component is executed based on resources to be used by that background

component. Enforcing such policies may help to conserve energy and/or reserve sufficient

resources for an active application (i.e., an application with which a user is actively

interacting). Such policies may, although need not, be enforced by executing background

components in a controlled execution environment, such as a sandbox as known in the art,

thereby isolating background components from foreground components.

[0037] In another aspect, an application developer may have an option not to

support concurrent execution of foreground and background components of the same

application in different processes. Selecting such an option may result in simpler and

more efficient program code.

[0038] In some embodiments, the foreground and background components may be

provided in separate pieces of executable code capable of being executed independently of

each other. In some further embodiments, the foreground and background components

may have distinct entry points, so that an operating system may load the foreground and

background components in the same process but in different threads, thereby enabling the

foreground and background components to execute together with shared state. In this

manner, the operating system is still able to distinguish execution threads associated with

background work from execution threads associated with foreground work, without

requiring the application to handle various complexities of concurrent execution in

different processes.

[0039] If an application does support concurrent execution, an operating system

may be able to choose to load the foreground and background components either in the

same process or in separate processes. A number of factors may be taken into account in

choosing between these options. For instance, as discussed above, separating background

work from foreground work may allow an operating system to run background work in a

designated environment subject to certain resource restrictions (e.g., a sandbox built to

host background components). Furthermore, separating background work from

foreground work may reduce memory footprint, because executable code (e.g., libraries)

relating only to user interface (UI) functionalities need not be loaded when the application

is only performing background work. On the other hand, if an application frequently

performs background work, or if one or more users frequently interact with the

application, it may be advantageous to co-locate foreground work and background work in



the same process so as to share process startup costs between foreground and background

components. However, the operating system may also be able to reduce process startup

costs by executing background work in a separate environment (e.g., a software container)

and caching that environment.

[0040] In yet another aspect, an operating system may determine when background

work is performed based on information provided by an application that specifies certain

circumstances under which execution of the background work is intended. For instance, in

some embodiments, the operating system may schedule background work for execution

only in response to one or more specified events (also referred to as "triggers"). Examples

of triggers include, but are not limited to, events relating to network activities (e.g., a

packet arriving from a network), events relating to user activities (e.g., a user logging on

or off), scheduled events (e.g., a timer expiring), events relating to peripheral devices (e.g.,

a printer notification), and the like.

[0041] In some further embodiments, an operating system may override an

application's specification as to when background work is to be executed. For example,

the operating system may act as a "broker" that filters events intended to trigger

background work. In such a "brokered execution" model, an application may register with

the operating system one or more triggers for causing a background component to execute,

for example, to perform a certain unit of background work (also referred to as a

"background task" or "work item"). Rather than letting such a trigger directly cause

execution of the background component, the operating system may introduce an additional

layer of decision making. For instance, when an application-specified trigger fires, the

operating system may decide whether to signal a so-called "brokered event," which may in

turn cause the background component to execute. In this manner, the operating system

may ultimately decide when the background component is executed. For example, an

email client may register a background synchronization task for periodic execution (e.g.,

every 15 minutes), and the operating system may set an appropriate timer and, when the

timer expires, decide whether to execute the task based on operating conditions that exist

at that time. Alternatively, or additionally, the operating system may implement a policy

that limits how many triggers of a certain type an application may register with the

operating system. In one example, the operating system may limit a number of times an

application may register an alarm event as a trigger, where the limit may be any suitably

defined value. Such a policy may be beneficial because an alarm event may "wake up" a



computer from a "sleep" mode, so that limiting occurrences of alarm events may improve

battery life.

[0042] As discussed above, an operating system may enforce one or more resource

management policies designed to control resource consumption by background work. In

some embodiments, a resource management policy may be enforced using a brokered

execution model by intelligently controlling the signaling of brokered events, thereby

preventing the associated background work from consuming too much power and/or

impacting responsiveness of active applications. In one example, when it is determined

that remaining battery power is below a selected threshold, the operating system may

postpone signaling of one or more brokered events and thereby postpone certain non-

critical background work. In another example, when high network latency is detected, the

operating system may decrease a frequency at which one or more brokered events are

signaled and thereby decrease a frequency at which an application synchronizes with a

server. In yet another example, the operating system may postpone signaling of one or

more brokered events because an associated application has exhausted an applicable

background processing quota, which may, although need not, be specified in terms of a

certain amount of background processing allowed during a certain time period. In yet

another example, the operating system may postpone signaling of one or more brokered

events because certain servicing activities may be underway so that relevant executable

files may be temporarily unavailable. In yet another example, multiple background work

items may request a common facility (e.g., network connection, graphics processing unit,

webcam, etc.) that may consume a significant amount of energy when being turned on and

off. Accordingly, the operating system may control signaling of one or more brokered

events to consolidate execution of these work items and reduce the number of times the

common facility is turned on and off, thereby conserving energy.

[0043] The inventors have further recognized and appreciated that some types of

background work may be unnecessary and/or inefficient. For example, an email client

waking up as scheduled to synchronize with an email server may discover that there is no

network connection, and may simply go back to a suspended state to be awaken again in

the future. In this situation, power may be expended just to wake up the email client

briefly to check for network availability, yet no useful work may be performed.

Therefore, it may be desirable to postpone waking the email client until certain system

conditions are such that useful work can likely be performed. Examples of such system



conditions include, but are not limited to, availability of a resource such as a connection to

the Internet, and a hardware component (e.g., display, speaker, etc.) being turned on.

[0044] Accordingly, in some embodiments, an operating system may associate a

background component with one or more conditions, in addition to one or more triggers.

When a trigger fires, the operating system may check the associated conditions, and may

schedule the background component for execution only if all associated conditions are

satisfied. Thus, by specifying one or more conditions for a background component, an

application developer may identify to the operating system a set of circumstances under

which the background component is likely to execute productively and the operating

system may schedule the background component for execution accordingly.

[0045] In some further embodiments, an operating system may be configured to

latch a trigger if the operating system determines that one or more associated conditions

are not satisfied at the time the trigger fires. In this manner, the operating system may

continue to check the associated conditions, and may execute the background component

if and when all of the associated conditions become satisfied. Alternatively, or

additionally, the operating system may simply discard a fired trigger if one or more

associated conditions are not satisfied at the time the trigger fires.

[0046] In yet some further embodiments, the operating system may be configured

to maintain state information that can be used to evaluate one or more conditions

associated with a background component. The operating system may be further

configured to detect changes in the maintained state information and, in response to

detecting a change, evaluate an associated condition. This may allow the operating system

to detect when a background component is to be executed after a trigger for the

background component has been latched (e.g., because not all conditions for the

background component were satisfied at the time the trigger fired). Alternatively, or

additionally, the operating system may obtain relevant information as needed for

evaluating a condition, without storing such information as state information.

[0047] Following below are more detailed descriptions of various concepts related

to, and embodiments of, inventive systems, methods and apparatus for managing

background work and foreground work. It should be appreciated that various concepts

introduced above and discussed in greater detail below may be implemented in any of

numerous ways, as the disclosed concepts are not limited to any particular manner of

implementation. For instance, the present disclosure is not limited to the particular

arrangements of components shown in the various figures, as other arrangements may also



be suitable. Such examples of specific implementations and applications are provided

solely for illustrative purposes. Additionally, although various concepts disclosed herein

may be useful for resource conservation in a resource-constrained computing environment,

the concepts are not limited to being employed in such environments. For example, any

combination of disclosed techniques may be employed not only in mobile devices, but

also in desktop computers, server computers, and the like.

[0048] FIG. 1 shows an illustrative application architecture with decoupled logic

for foreground work and background work, in accordance with some embodiments. In

such an architecture, foreground work and background work may be provided as separate

application components with interfaces adapted to allow an operating system to manage

the foreground work and the background work separately. An example of an operating

system adapted to separately manage foreground work and background work is described

below in connection with FIG. 4 .

[0049] In the example shown in FIG. 1, the application 100 includes a plurality of

separate components, such as one or more foreground components (e.g., foreground

component 105), one or more background components (e.g., work items 110A, HOB,

1IOC, . . .), and one or more other components (e.g., shared objects 115A, 115B, . . .).

These components may be implemented in such a way that they are logically decoupled

from each other. For example, in some embodiments, the components may be provided in

separate pieces of executable code that are capable of being executed independently of

each other. These separate pieces of executable code may have distinct entry points for

use by an operating system to separately load the corresponding components.

[0050] For example, in some embodiments, an operating system may launch the

application 100 in the foreground in response to a user action. Launching the application

100 in the foreground may include starting the foreground component 105 via a

corresponding entry point. On the other hand, the operating system may launch the

application 100 in the background in response to detecting an occurrence of one or more

events (e.g., one or more triggers as described above). Launching the application 100 in

the background may include starting a background component, such as work item 110A,

via a corresponding entry point that is different from the entry point for the foreground

component 105. For example, in one embodiment, the work item 110A may be

implemented as a dynamic link library (DLL), and the operating system may execute the

work item 110A in the background by loading the DLL and executing an entry point

function of the DLL.



[0051] Examples of user actions that can cause an application to be launched in the

foreground include, but are not limited to, a user clicking on a tile or icon corresponding to

the application, the user logging in, the user attempting to access a file or object for which

the application is identified as a default application, and the like. Examples of events that

can be used as triggers to cause an application to be launched in the background include,

but are not limited to, a timer expiring, a change in network connectivity, receiving

notification from a server that new content (e.g., email messages, media content, etc.) is

available for download, and the like. However, it should be appreciated that these actions

and events are merely illustrative, as other actions and events may also cause an

application to be launched. For example, an operating system developer, an application

developer, and/or a user may specify any suitable action for causing an application to be

launched in the foreground, and any suitable event for causing an application to be

launched in the background. Examples of such events include, but are not limited to,

synthetic events created by an operating system to organize work for efficient and/or

economic usage of resources, such as an event indicating a start of a period of operation

designated for maintenance, an event indicating high availability of one or more external

servers, and an event indicating availability of a low-cost network (e.g., a free wireless

network).

[0052] In some embodiments, foreground and background components may be

logically decoupled in such a manner as to facilitate concurrent execution. In one

example, foreground and background components may be implemented to avoid direct

communication, which may reduce the likelihood of hanging (e.g., a foreground

component and a background component simultaneously waiting for each other to

complete a respective task, or a background component executing on the same thread as a

foreground component preventing immediate processing of foreground activity). Thus, in

some embodiments, a background component may rely on an operating system to report

progress to a corresponding foreground component, such as to notify the foreground

component that the background component has completed execution. The operating

system may do so via a background status report interface provided by the foreground

component, such as the "BG Status" interface of the foreground component 105 shown in

FIG. 1. Such a reporting mechanism may allow foreground and background components

to work together to provide a single unified experience to a user. As a specific example,

when a background component downloads an electronic book from a server, progress of



the download may be communicated to the user via a corresponding foreground

component when the user launches the foreground component.

[0053] Another illustrative approach of decoupling is to avoid direct operation on

shared data, which may reduce the likelihood of data corruption. For example, in one

embodiment, a foreground component and a background component may use persistent

storage for some or all data communication to reduce the likelihood of data corruption. In

some further embodiments, a foreground component and a background component may

operate on a shared object, such as shared objects 115A and 115B shown in FIG. 1, but

only by invoking one or more interfaces (not shown) on the shared object. Such a shared

object may be adapted to serialize data access, thereby preventing data corruption.

[0054] It should be appreciated that communications via an operating system

and/or shared objects are merely illustrative ways that can be used, either alone or in

combination, to logically decouple background components from foreground components.

Other ways of decoupling may also be used, as aspects of the present disclosure are not

limited to any particular manner of decoupling.

[0055] In the example shown in FIG. 1, the application 100 further includes a

specification 120 that contains information that can be used by an operating system to

separately load and manage foreground and background components. The specification

120 may be written in any suitable format that an operating system is configured to

process. For example, the specification 120 may be in the form of an application manifest

written in a suitable markup language, such as an Extensible Markup Language (XML).

[0056] The specification 120 may contain any suitable combination of information

useful to an operating system. In one example, the specification 120 may identify

executable code corresponding to a background component (e.g., one of the work items

110A, HOB, 1IOC, . . .) and corresponding "Start" and "Cancel" interfaces for use by an

operating system to, respectively, start and stop execution of the background component.

[0057] In another example, the specification 120 may specify one or more triggers

in response to which an operating system is to execute a background component. In some

embodiments, the specification 120 may further specify one or more conditions to be

checked before the operating system executes the background component. As discussed in

greater detail below in connection with FIGs. 5-7, these triggers and/or conditions may be

used by an operating system to determine when the background component is to be

executed, for example, to control resource consumption by the background component.



[0058] In yet another example, the specification 120 may specify one or more

background work status report interfaces implemented by a foreground component (e.g.,

the "BG Status" interface of the foreground component 105 shown in FIG. 1). As

discussed above, an operating system may use such an interface to report execution

progress of a background component.

[0059] Again, the above-described items of information are merely illustrative.

An application developer may choose to include any suitable combination of information

in a specification to assist an operating system in separately loading and managing

foreground and background components. Alternatively, or additionally, an operating

system provider may request that some selected items of information and/or tools be

provided in a specification for use by an operating system to separately load and manage

foreground and background components.

[0060] In some embodiments, a foreground component and a background

component of an application may be sufficiently decoupled that an operating system is

able to separately move the foreground and background components through their

respective lifecycles. FIG. 2 shows an illustrative state diagram for an application having

a foreground component and a background component that can be executed concurrently.

[0061] In the example shown in FIG. 2, the state diagram for the application

includes two separate component state diagrams, 200 and 250. The state diagram 200

shows an illustrative lifecycle for a foreground component of the application, and the state

diagram 250 shows an illustrative lifecycle for a background component of the

application.

[0062] In the illustrative lifecycle 200, the foreground component may be in one of

three different states: active state 205, suspended state 210, and not running state 215. In

the active state 205, the foreground component is resident in memory or in an active

paging file, and is being scheduled by an operating system for execution. In the suspended

state 210, the foreground component is still resident in memory or in an active paging file,

but is no longer scheduled by the operating system for execution. In the not running state

215, the foreground component is no longer resident in memory, nor in any active paging

file.

[0063] On the other hand, in the illustrative lifecycle 250 shown in FIG. 2, the

background component may be in one of two different states: running state 255 and not

running state 260. In the running state 255, the background component is resident in

memory or in a paging file, and is being scheduled by an operating system for execution.



In the not running state 260, the background component may no longer be resident in

memory, nor in any paging file. Alternatively, a background component may be executed

in a hosting environment (e.g., a container) and the hosting environment may be cached

when the background component is moved to the not running state 260.

[0064] Thus, in this example, the application as a whole, including both the

foreground component and the background component, may have six different states:

<foreground active, background running>, <foreground suspended, background running>,

<foreground not running, background running>, <foreground active, background not

running>, <foreground suspended, background not running>, and <foreground not

running, background no running>. The application as a whole may move through these

six states as the foreground and background components move through their respective

lifecycles, which are described in greater detail below. In the last state, <foreground not

running, background no running>, the application may be considered terminated, because

the application is running neither in the foreground nor in the background.

[0065] As mentioned above, because the foreground and the background

components are logically decoupled, the operating system may be able to move one

component from one state to another regardless of the state of the other component and

without affecting the other component. For instance, in some embodiments, the

foreground component may move from the active state to the suspended state, or vice

versa, regardless of, and without affecting, the state of the background component. As a

more specific example, when the foreground component moves from the active state 205

to the suspended state 210, the application as a whole may move either from <foreground

active, background running> to <foreground suspended, background running>, or from

<foreground active, background not running> to <foreground suspended, background not

running>, depending on whether the background component is in the running state 255 or

the not running state 260.

[0066] It should be appreciated that, while the foreground and background

components may be implemented in a logically decoupled fashion, an operating system

may (although need not) use information regarding execution of the foreground

component to manage execution of the background component, or vice versa. For

example, in some embodiments, the operating system may schedule the background

component for execution only when the foreground component is suspended or not

running. In sum, logically decoupling the foreground and background components may



give an operating system an option to either create dependencies between executions of

the components or not create such dependencies.

[0067] Turning now to the illustrative lifecycle 200 shown in FIG. 2, the operating

system may employ any suitable set of rules for determining when to move the foreground

component from one state to another. Such rules may be designed to prevent a foreground

component that is not getting a user's attention from consuming resources such as battery

power, processor cycles, and memory. Enforcing these rules may improve battery life

and/or responsiveness of a foreground component that is getting a user's attention. In one

example, the operating system may move a foreground component that is not getting a

user's attention from a suspended state to a not running state to reclaim memory resources.

[0068] In some embodiments, the foreground component may initially be in the

not running state, and the operating system may start the foreground component in

response to a user action (e.g., a user clicking on an icon or tile corresponding to the

application). Starting the foreground component may involve loading into memory the

foreground component and any auxiliary components that the foreground component may

access, initializing the foreground component, and/or allocating appropriate resources. If

a background component of the application is already running at the time of starting the

foreground component and the foreground component is loaded into the same process as

the background component, some auxiliary components may already be loaded and some

resources may be already allocated. Otherwise, a full launch may be performed. In either

event, the foreground component may start in the active state 205, and may be scheduled

by the operating system for execution.

[0069] In some embodiments, the operating system may execute an entry point

function of the foreground component by invoking an API function provided by the

foreground component to initialize the foreground component once the foreground

component is loaded from storage. More specifically, in the example shown in FIGs. 1-2,

the operating system may call a so-called "Start" method implemented by the foreground

component.

[0070] The operating system may maintain the foreground component in the active

state 205 when a user is actively interacting with the foreground component, to avoid

interfering with the user's experience. A user may actively interact with the foreground

component in a number of different ways, for example, by providing input to the

foreground component via a user interface. For purposes of determining whether the

foreground component is to remain in the active state, a user may also be considered to be



actively interacting with the foreground component if the foreground component is

rendering output (e.g., playing audio and/or video) or completing a task requested by the

user (e.g., sending data over a network connection, writing to a file, printing, etc.).

[0071] In some embodiments, the operating system may move the foreground

component from the active state 205 to the suspended state 210 when the user is no longer

actively interacting with the foreground component. This happens, for example, when the

user switches focus to a window of a different application, minimizes a window of the

foreground component, fails to provide any input to the foreground component for some

threshold period of time, etc. Alternatively, or additionally, the operating system may

move the foreground component from the active state 205 to the suspended state 210 when

the foreground component is no longer performing any activity that may be considered to

be a foreground activity. Examples of activities that may be considered to be foreground

activities include, but are not limited to, audio playback, device synchronization, etc.

[0072] Prior to moving the foreground component from the active state 205 to the

suspended state 210, the operating system may inform the foreground component that the

foreground component is about to be suspended, so the foreground component can prepare

accordingly, such as by saving state and releasing allocated resources. For instance, the

operating system may inform the foreground component by invoking an application

programming interface (API) function provided by the foreground component. In a more

specific example, as shown in FIGs. 1 and 2, the operating system may call a so-called

"Quiesce" method implemented by the foreground component, which may cause the

foreground component to save state and release resources (e.g., files, network connections,

etc.). In some implementations, the Quiesce method may include operating system code

to explicitly block the thread that invoked the Quiesce method (i.e., a thread of the

foreground component) from being scheduled for execution. This may be done in addition

to suspending (e.g., disabling the scheduling of) the entire foreground component as a

whole. The foreground component may remain blocked until the operating system moves

the foreground component back to the active state 205.

[0073] In some embodiments, the operating system may move the foreground

component from the suspended state 210 back to the active state 205 when the user starts

to interact with the foreground component again, for example, by switching focus back to

a window of the foreground component, restoring a window of the foreground component

from a minimized state, starting to provide input to the foreground component, or the like.

To do so, the operating system may simply schedule the foreground component for



execution. In some embodiments, the operating system may additionally invoke an API

function provided by the foreground component to assist the foreground component in

restoring a prior state. More specifically, in the examples shown in FIGs. 1 and 2, the

operating system may call a so-called "Resume" method implemented by the foreground

component, which may cause the foreground component to retrieve saved state and

request for appropriate resources (e.g., files, network connections, etc.).

[0074] In some further embodiments, the operating system may move the

foreground component from the suspended state 210 to the not running state 215 by

removing the foreground component from memory. This may be done, for example, to

reduce memory use or to allow an update to the executable code for the foreground

component. If the application is not running in the background at the time the operating

system moves the foreground component to the not running state 215, the application may

become fully terminated. Otherwise, the background component may continue to run,

irrespective of the foreground component changing state.

[0075] If the user starts to interact with the foreground component again when the

foreground component has been moved to the not running state 215, the operating system

may start the foreground component again, which may be similar to starting the

foreground component initially, as discussed above.

[0076] It should be appreciated that the operating system may choose any suitable

set of rules and techniques for determining when to move the foreground component from

the active state 205 to the suspended state 210 and when to move the foreground

component from the suspended state 210 to the not running state 215. These rules may

reflect a desired balance between the expected benefits and the expected costs associated

with suspending the foreground component, and a desired balance between the expected

benefits and the expected costs associated with removing the foreground component from

memory. For instance, while suspending the foreground component may lead to some

savings in resources, additional processing overhead may be incurred by the foreground

component to prepare for, and to resume from, suspension. Furthermore, the user may

experience sluggishness when the foreground component first resumes from suspension

and attempts to regain resources (e.g., re-opening files, re-establishing network

connections, etc.). Similarly, while removing the foreground component from memory

may reduce memory usage, additional processing overhead may be incurred by the

foreground component to restart, and the user may experience sluggishness when the

foreground component is being reloaded and reinitialized.



[0077] Turning to the illustrative lifecycle 250 shown in FIG. 2, the background

component may initially be in the not running state 260. The operating system may, in

some embodiments, start the background component in response to detecting an

occurrence of one or more events. As discussed in greater detail below in connection with

FIGs. 5-7, two types of events (i.e., triggers and conditions) may be taken into account to

determine when to start the background component, in some illustrative embodiments.

[0078] Starting the background component may involve loading into memory the

background component and any auxiliary components that the background component

may access, initializing the background component, and/or allocating appropriate

resources. If a foreground component of the application is already running at the time of

starting the background component and the background component is loaded into the same

process as the foreground component, some auxiliary components may already be loaded

and some resources may be already allocated. Otherwise, a full launch may be performed.

In either event, the background component may move to the running state 255.

[0079] In some embodiments, the operating system may execute an entry point

function of the background component by invoking an API function provided by the

background component to initialize the background component once the background

component is loaded from storage. In a more specific example, as shown in FIGs. 1-2, the

operating system may call a so-called "Start" method implemented by the background

component.

[0080] In some embodiments, the operating system may monitor progress of the

background component after the background component is started. Some background

components (e.g., the work items 110A, HOB, 1IOC, . . . shown in FIG. 1) may each

correspond to a discrete background task (e.g., downloading a piece of content from a

server, checking for availability of a software update, routine virus scan, etc.). As such,

these background components are not intended to run indefinitely. If the background

component has not made sufficient progress after running for some threshold period of

time, the operating system may stop the background component from executing, thereby

moving the background component to the not running state 260.

[0081] The operating system may monitor progress of the background component

using any known technique for monitoring progress of computing tasks. Alternatively, or

additionally, an application may provide one or more tools for the operating system to use

to monitor progress. For example, a background component may implement a "check

progress" interface that an operating system may invoke to obtain progress information



(e.g., percentage of task completed and/or whether the background component is waiting

for response from another component or for some resource to become available). This

interface may be specified in a specification associated with the application, such as the

specification 120 shown in FIG. 1.

[0082] In some embodiments, the operating system may inform the background

component that the background component is about to be stopped, so the background

component can prepare accordingly, such as by saving state and releasing allocated

resources. This may be done, for example, by invoking an API function provided by the

background component. More specifically, in the example shown in FIGs. 1-2, the

operating system may call a so-called "Cancel" method implemented by the background

component, after which the background component may be given some small amount of

time (e.g., a few seconds) before the operating system moves the background component

to the not running state 260.

[0083] If the background component continues to make progress at a sufficient

rate, the operating system may allow the background component to run to completion. In

that case, the operating system may also move the background component to the not

running state 260, for example, by removing the background component from memory.

[0084] If the application is not running in the foreground at the time the operating

system moves the background component to the not running state 215, the application may

become fully terminated. Otherwise, the foreground component may continue to run (e.g.,

in the active state 205 or the suspended state 210), irrespective of the background

component changing state.

[0085] While detailed examples of application component lifecycles are shown in

FIG. 2 and described above, it should be appreciated that these examples are provided

solely for illustrative purposes. Aspects of the present disclosure are not limited to any

particular definitions of lifecycles, nor to any particular manner of managing the

lifecycles. For example, a foreground component may move through a different set of

states from those shown in FIG. 2, and an operating system may employ different polices

to determine when to move the foreground component from one state to another, and

similarly for a background component. As another example, an operating system may

load one or more instances of a same background component or different background

components in a same environment (e.g., a software container), and may remove the

environment from memory only when none of the instances are running. As yet another



example, an operating system may keep a background component loaded indefinitely to

improve efficiency.

[0086] As discussed above, an operating system may, in some embodiments,

choose to load foreground and background components of an application either in the

same process or in separate processes, if the foreground and background components are

capable of being executed in either manner. In one example, the operating system may by

default load foreground and background components in separate processes, unless an

application or a user specifies otherwise. In another example, the operating system may

load a background component provided by an application separately from a corresponding

foreground component, but may co-locate a background component provided by the

operating system with an application for which the background component is doing work.

Other suitable rules may also be applied, as aspects of the present disclosure are not

limited in this manner.

[0087] FIG. 3A shows an example in which an operating system 305 loads into

memory 300 a foreground component 310 in process 320 and a background component

315 in a separate process 325. Isolating background work from foreground work in this

manner may facilitate resource management. For example, in some embodiments, the

operating system may run the process 325 in a controlled execution environment (e.g., a

sandbox as known in the art) constructed to allow processes running therein to access only

designated resources. In this manner, the operating system may allocate some specified

amount of resources (e.g., some specified percentages of CPU time, memory, etc.) to the

controlled execution environment to ensure that the background component 315 does not

consume more than the specified amount of resources. The controlled execution

environment may, in some implementations, be designated for running background

components, so that background components of other applications may also be run in the

sandbox and be subject to the same resource restrictions.

[0088] Isolating background work from foreground work in separate processes

may also help to reduce memory footprint, because the operating system can avoid loading

executable code (e.g., libraries) relating only to user interface (UI) functionalities when the

application is only performing background work. For instance, in an embodiment where

foreground work and background work are implemented as separate components, UI-

related functionalities may only be present in a foreground component, which need not be

loaded in a process hosting a background component.



[0089] FIG. 3B shows an example in which an operating system 355 loads into

memory 350 a foreground component 360 and a background component 365 in the same

process 370. Co-locating foreground work and background work in this manner may

allow the foreground component 360 and the background component 365 to share startup

costs. Therefore, it may be beneficial to co-locate the components if one of the

components is run frequently, for example, if one or more users frequently interact with

the application, or if the application frequently performs background work.

[0090] In the example shown in FIG. 3B, the foreground component 360 and the

background component 365 are started by the operating system 355 as separate threads,

respectively, threads 380 and 385. In this manner, the operating system 355 is still able to

manage the executions of the foreground component 360 and the background component

365 separately. For example, the operating system may block the thread 380 (and

therefore the foreground component 360) from execution, while allowing the thread 385

(and therefore the background component 365) to execute, and vice versa.

[0091] Thus, in some embodiments, an operating system may be adapted to decide

whether to co-locate or separate foreground and background components based on a

desired tradeoff between easy-to-implement resource management and reduced startup

costs. Other considerations (e.g., dynamic operating conditions such as memory and/or

processor usage, number of active processes, etc.) may also be taken into account, as

aspects of the present disclosure are not limited to any particular reasons for co-locating or

separating foreground and background components. In one example, consumption of

memory and/or processor cycles may be taken into account in deciding whether to co-

locate or separate foreground and background components in an implementation in which

deadlocks may be prevented by keeping some or all threads of a foreground component

runnable while a background component executes. In another example, software

reliability may be taken into account, for instance, by separating a buggy background

component to reduce interference with other foreground and/or background components.

[0092] FIG. 4 shows an example of an operating system 400 adapted to manage

background work and foreground work separately. In this example, the operating system

400 implements a brokered execution model for background components, where each

application registers with the operating system 400 one or more application components

that are intended to be run in the background, and the operating system 400 ultimately

controls when, where, and/or for how long each background component is executed. In



this manner, the operating system 400 may effectively control resource consumption by

background components.

[0093] In the example shown in FIG. 4, the operating system 400 implements the

brokered execution model using a broker infrastructure (BI) 405 and a plurality of brokers.

In this example, the operating system 400 is pre-programmed with brokers, each

configured to manage a respective type of resources and/or process a respective type of

events. For example, the operating system 400 may include time broker 415A, network

connection broker 415B, remote-wake broker 415C, and system event broker 415D, as

illustrated. Such a framework may be easily extensible, for example, by allowing third

parties to provide new brokers adapted to manage new types of resources and/or process

new types of events (for example, a location broker may be provided so that execution of

background work may depend on geographic location). However, it should be appreciated

that a brokered execution model does not require the use of a framework having a broker

infrastructure and a plurality of brokers. Rather, in alternative embodiments, the

functionalities of the broker infrastructure and the individual brokers may be provided by a

single operating system component or one or more components outside the operating

system.

[0094] As discussed in greater detail below in connection with FIGs. 8-9, the

broker infrastructure 405 may be responsible for managing execution of background

components such as work items. For example, in some embodiments, the broker

infrastructure 405 may provide an interface (e.g., the "Register" interface shown in FIG. 4)

for use by an application to register a background component for brokered execution.

Registering a background component may include receiving from the application an

identification of the background component and an indication as to when the background

component is to run (e.g., by specifying one or more triggers and/or conditions). For

example, the application may provide an object identifier identifying a software object

implementing a background component, and may identify an event in response to which

the background component is to be executed.

[0095] In some embodiments, the broker infrastructure 405 may run a background

component whenever an occurrence of a corresponding event is detected. Alternatively,

the broker infrastructure 405 may enforce additional constraints and/or limitations in

accordance with appropriate resource management policies. For example, the additional

constraints and/or limitations may reflect policies designed to prevent a single application

from consuming too much resource and/or to prevent applications that are installed but not



in use from consuming any resource. In one embodiment, resources may be allocated to

different applications based on how much each application is used by a user. For example,

an amount of resources allocated to an application may be proportional to usage of the

application as a percentage of usage of all applications. Such a policy may be desirable in

a common scenario in which a user installs a large number (e.g., hundreds) of applications

but only uses a small number (e.g., 10, 15, or 20) on a continual basis.

[0096] In some further embodiments, the broker infrastructure 405 may monitor

progress and/or resource consumption of a background component during execution. This

may be done using any known technique for monitoring progress and/or resource

consumption associated with a software component. Alternatively, or additionally, the

broker infrastructure may invoke an interface provided by the background component for

reporting progress and/or resource consumption. The broker infrastructure 405 may

discover such an interface from an application specification, such as the specification 120

shown in FIG. 1.

[0097] If the background component is not making progress at a sufficient rate, or

if the background component is consuming too much resource, the broker infrastructure

405 may stop the execution of the background component. Again, the decision to stop a

background component may be based on any appropriate resource management policies.

[0098] In yet some further embodiments, the broker infrastructure 405 may be

responsible for reporting progress of background work to a foreground component. This

may help avoid direct communication between a background component and a foreground

component, which, as explained above, may facilitate logical decoupling between the

foreground and background components.

[0099] In one example, the broker infrastructure 405 may notify the foreground

component when the background component completes successfully, so that the

foreground component may perform any suitable processing. For instance, when a

download completes in the background, the broker infrastructure 405 may notify a

corresponding foreground component, which may in turn notify a user that new content is

available. In another example, the broker infrastructure 405 may notify a corresponding

foreground component when a background component is stopped for insufficient progress

or excessive resource consumption. The foreground component may, although need not,

report the failure to a user, who may choose to restart the background component with an

exemption to the resource management policy that was violated by the background

component. However, it should be appreciated that the foreground component may not be



active at the time a notification is generated. In such a scenario, the broker infrastructure

405 may notify the foreground component when the foreground component becomes

active in the future (e.g., when a user clicks on a tile or icon corresponding to the

foreground component). Alternatively, the broker infrastructure 405 may itself handle the

notification, for example, by notifying a user of a success or failure of a background task.

[00100] Returning to FIG. 4, an application may, in some embodiments, specify a

so-called "brokered event" as an event in response to which the background component is

to be executed. A brokered event may be an event signaled by a broker component, such

as the time broker 415A, the network connection broker 415B, the remote-wake broker

415C, the system event broker 415D, or some other broker. Each such broker may be

adapted to signal events under some specified circumstances. For example, the time

broker 415A may be adapted to signal events at absolute times, regular intervals, or at

certain "convenient" times related to system operation (e.g., maintenance time for

performing optional activities), the network connection broker 415B may be adapted to

signal events when data is available on a network socket, the remote-wake broker 415C

may be adapted to forward events arriving from one or more clouds servers, and the

system event broker 415D may be adapted to signal events such as a user logging on or

off.

[00101] In some implementations, a broker may provide an interface (e.g., the

"Request" interfaces shown in FIG. 4) through which an application may request that the

broker signal a brokered event under certain circumstances specified by the application.

In this manner, the application may inform the operating system when a background

component is intended to run. For example, as discussed in greater detail below in

connection with FIGs. 5-6, a broker may allow an application to request that a brokered

event be signaled when one or more "triggers" have fired. Additionally, the application

may specify one or more "conditions," in addition to the firing of a trigger, that are to be

met prior to signaling the brokered event.

[00102] Like the broker infrastructure 405, a broker may, in some embodiments,

enforce one or more appropriate resource management policies, for instance, via one or

more constraints and/or limitations. For example, in some instances, a broker may not

signal a brokered event even when a trigger has fired and all conditions are met, because

signaling the brokered event may violate some resource management policy. As a more

specific example, the time broker 415A may limit the number of recurrences of a brokered



event per day, so that the application requesting the brokered event does not execute in the

background more than that number of times per day.

[00103] While several examples of brokers are discussed above, it should be

appreciated that these brokers are merely illustrative. In various embodiments, an

operating system may include any suitable combination of brokers adapted to enforce

suitable resource management policies. Some of the policies may be static in nature, such

as by specifying a fixed amount of resource that can be consumed by an application in a

fixed amount of time. Other policies may be dynamic and may impose restrictions on

consumption based on operating conditions (e.g., whether the system is running on

battery, whether CPU and/or memory usage have remained high for a sustained period of

time, etc.). Yet other policies may combine static and dynamic aspects.

[00104] Returning again to the example shown in FIG. 4, the operating system 400

additionally includes a plurality of background components, such as work items 4 1OA,

4 10B, 4 IOC, . . . Like the work items 1lOA-C shown in FIG. 1, the work items 410A-C

may be executed in the background to do work for an application, and may be managed by

the operating system 400 in the same way as background components provided by an

application. For example, the operating system 400 may enforce the same resource

management policies against the work items 410A-C as against the work items 1lOA-C.

However, in alternative embodiments, the operating system 400 may trust the work items

410A-C but not the work items 1lOA-C because the work items 410A-C are part of the

operating system 400, whereas the work items 1lOA-C contain application-provided code.

Accordingly, the operating system 400 may relax the policies enforced against the work

items 410A-C because the work items 410A-C are trusted. For instance, the operating

system 400 may load the work items 1lOA-C in a sandbox separated from foreground

components, but may load the work items 410A-C in the same processes as respective

foreground components.

[00105] Again, it should be appreciated that aspects of the present disclosure are not

limited to using background components from any particular source. Background

components may, in various embodiments, be written by operating system developers,

application developers, and/or any other third party software provider.

[00106] FIG. 5 shows an illustrative process 500 that may be performed by a broker

component in response to a request to arrange for a brokered event, in accordance with

some embodiments, and FIG. 6 shows an illustrative data structure 600 that may be used

by the broker component in connection with the process 500. For example, the process



500 may be performed by one of the brokers 415A-D shown in FIG. 4 in response to an

application invoking the "Request" interface.

[00107] At act 505, the broker component may receive a request for a brokered

event. In various embodiments, the request may include any combination of information

items that the broker may use to decide when to signal the requested brokered event. For

example, the broker's API may indicate certain items of desired information to allow the

broker to enforce one or more resource management policies. Examples of such

information items include, but are not limited to, an identification of the requester (e.g., an

application), one or more triggers in response to which the requested brokered event is to

be signaled, one or more conditions that are to be satisfied when the requested brokered

event is signaled, an indication of an intended purpose of the requested brokered event

(e.g., to cause an operating system to execute a selected background component), and any

other suitable items of information.

[00108] At act 510, the broker component may assign a brokered event ID to the

requested brokered event. This brokered event ID may be unique to each request for a

brokered event. For example, if two applications each request a brokered event via a

different invocation of the broker's API, the broker may assign different brokered event

IDs even if the underlying triggers are the same. In this manner, the broker may signal

two different brokered events when the underlying trigger fires, each brokered event

bearing a different brokered event ID.

[00109] Although not required, unique brokered event IDs may be beneficial

because different applications may specify different conditions for a brokered event, even

if the triggers are the same. Furthermore, one or more resource management policies

enforced by the broker may apply differently depending on the particular application.

Thus, unique brokered event IDs may be used to ensure that an appropriate set of

conditions, whether imposed by a corresponding application or the operating system, are

applied to control the signaling of a brokered event.

[00110] At act 515, the broker may identify one or more triggers in response to

which the requested brokered event is to be signaled. A trigger may be any event that the

broker is programmed to detect. In one example, a trigger may be a user related event,

such as a user logging on or off, a user becoming active (e.g., by providing any input such

as typing, moving a mouse, speaking, etc.), a user becoming inactive (e.g., by failing to

provide any input for at least a threshold period of time), a user starting a user session, a

user requesting a download, a user initializing a print job, or the like. In another example,



a trigger may be a system related event, such as expiration of a timer, arrival of a message

or notification (e.g., an SMS message or an operator message notification), change in

network state, network channels being reset, Internet becoming available or unavailable,

completion of a software update, or the like. In yet another example, a trigger may be an

application related event, such as an application requesting that a brokered event be

signaled immediately to cause the operating system to start a background component right

away. In yet another example, a trigger may be a synthetic event created by an operating

system component (e.g., a broker) by combining knowledge of one or more events from

different sources, one or more system conditions, and/or one or more system policies. A

specific example of such a synthetic event may be "maintenance time," which may

indicate a start of a period of operating designated for maintenance.

[00111] While an application may specify one trigger for the requested brokered

event, multiple triggers may be specified in some instances. For example, the broker may

treat the triggers as alternatives, so that the firing of any one trigger may cause the

signaling of the requested brokered event, provided any and all specified conditions are

satisfied. Alternatively, the broker may treat some or all of the triggers as conjuncts, or

may allow an application to specify any suitable logical combination of triggers. In yet

some further embodiments, multiple brokers may be provided, each responding to a single

trigger, and may collectively implement a combination of multiple triggers.

[00112] At act 520, the broker may store the one or more triggers identified at act

515 in association with the brokered event ID assigned at act 510. The triggers may be

stored in any suitable way. In some embodiments, each trigger may be stored as a trigger

configuration and a trigger type. As another example, the broker may store the triggers

and the brokered event ID in the illustrative data structure 600 shown in FIG. 6 . In this

embodiment, the data structure 600 may include a plurality of entries, each corresponding

to a requested brokered event and having at least three fields, field 605 for storing

brokered event IDs, field 610 for storing triggers, and field 615 for storing conditions. For

example, in the first illustrative entry, a brokered event ID "BEi" is associated with a

plurality of alternative triggers "E l l " "E l 2," . .. and a single condition "Cij." Although

not shown, the entries in the data structure 600 may have additional fields, for example, to

store other items of information that may allow the broker to enforce one or more resource

management policies.

[00113] Returning to FIG. 5, at act 525, the broker may determine whether one or

more conditions are specified that are to be satisfied when the requested brokered event is



signaled. If one or more conditions are specified, the broker may proceed to identify the

conditions at act 530. Otherwise, the broker may skip acts 530 and 535 and proceed

directly to act 540.

[00114] As discussed above, conditions may be specified by the application

requesting the brokered event, for example, to inform the operating system of a set of

circumstances under which an associated background component is likely to perform

useful work. For instance, a background component for downloading content from the

Internet may only be able to perform useful work when a connection to the Internet is

available. Accordingly, the application may request that the brokered event be signaled

only when the Internet is available.

[00115] Other examples of conditions include, but are not limited to, user-related

conditions (e.g., user being active or inactive), system-related conditions (e.g., network

being available/unavailable), application-related conditions (e.g., application having been

actively used by user recently in the past, for example, as determined by some threshold

amount of time, application not having exceeded certain resource allocation granted by the

operating system, etc.), and the like.

[00116] An application may specify any number of conditions, as aspects of the

present disclosure are not limited to any particular number of conditions being specified

for a brokered event. For example, an application may specify one or more conditions, or

no conditions at all. The broker may treat the conditions as conjuncts, so that the

requested brokered event is not signaled unless all specified conditions are satisfied, even

if a corresponding trigger has fired. Alternatively, the broker may treat the conditions as

alternatives, so that the requested brokered event is signaled if any one of the specified

conditions is satisfied when a corresponding trigger fires. In some further embodiments,

the broker may allow the application to specify any suitable logical combination of

conditions.

[00117] Alternatively, or additionally, an operating system or an application (e.g.,

an applet) other than the application requesting the brokered event may also specify one or

more conditions to be associated with a brokered event. For instance, in some

embodiments, a broker may implement an interface for an operating system or application

to invoke to specify and/or modify conditions associated with a brokered event, for

example, by providing the brokered event ID assigned at act 510.

[00118] If one or more conditions are identified at acts 525 and 530, the broker

may, at act 535, store the identified conditions in association with the brokered event ID



assigned at act 510. For example, the broker may store the conditions in the illustrative

data structure 600 shown in FIG. 6 and discussed above.

[00119] At act 540, the broker may return the brokered event ID assigned at act 510

to the application requesting the brokered event, so that the application may invoke

another operating system functionality to associate the brokered event with a desired

background component. As discussed in greater detail in connection with FIG. 9, the

application may, in some embodiments, register the background component for execution

with a broker infrastructure (or any other suitable operating system component), which

may execute the background component in response to the broker signaling a brokered

event identified by the brokered event ID.

[00120] At act 545, the broker may specify to the broker infrastructure (or any other

intended recipient of signaled brokered events) any additional constraints associated with

the requested brokered event. For example, in some embodiments, the broker may be a

specialized component for managing a particular type of resources, and may convey to the

brokered infrastructure any specialized policies to be applied in handling brokered events

relating to that particular type of resources. This information may be conveyed in any

suitable manner, for example, via direct communication between the broker and the broker

infrastructure using the brokered event ID assigned at act 510, or by providing the

information to the application to be submitted to the broker infrastructure along with the

brokered event ID assigned at act 510.

[00121] Examples of suitable constraints that may be specified by the broker

include, but are not limited to, requiring the broker infrastructure to notify the broker

before and/or after executing one or more background components in response to the

requested brokered event, exemption for any background component associated with the

requested brokered event from the broker infrastructure's throttling rules, a deadline by

which one or more background components are to be executed and/or completed after the

requested brokered event is signaled, running all background components associated with

brokered events from this broker in the same process and terminating that process only as

last resort, serializing background components associated with brokered events from this

broker, persisting a signaled brokered event across system reboot and/or notifying the

broker after the system reboot of the persisted signaled brokered event, and the like.

[00122] While specific examples of triggers, conditions, and constraints are

discussed above in connection with FIG. 5, it should be appreciated that aspects of the

present disclosure are not limited to any particular combination of triggers, conditions,



and/or constraints specified by an application and/or operating system. In some

embodiments, triggers, conditions, and/or constraints may be represented as general

programs to be interpreted by an operating system component (e.g., a broker) to determine

when to execute a background work item. Furthermore, while illustrative embodiments

are described in which a broker infrastructure and individual brokers form a two-level

structure, other embodiments may include a multi-level hierarchy of brokers, where a

broker at one level may combine events from one or more other brokers at lower levels.

[00123] FIG. 7 shows an illustrative process 700 that may be performed by a broker

component to determine when to signal a brokered event, in accordance with some

embodiments. For example, the process 700 may be performed by one of the brokers

415A-D shown in FIG. 4 .

[00124] At act 705, the broker may detect a trigger firing. As discussed above, this

may include receiving an event from the operating system indicating something just

happened, such as a user logging on or off, network becoming available or unavailable, a

timer expiring, and the like.

[00125] In response to detecting the trigger firing, the broker may, at act 707,

identify one or more associated brokered events that are to be signaled. This may be done,

for example, by accessing a data structure such as that shown in FIG. 6 . For instance, the

broker may identify one or more entries in the data structure 600 having the fired trigger

stored in the "Trigger(s)" field 610. If multiple such entries are identified, the broker may

process the entries one by one.

[00126] For each entry matching the fired trigger, the broker may, at act 710,

determine whether any conditions are specified for the corresponding brokered event and,

if so, whether all such conditions are satisfied. In some embodiments, this may be done by

checking the corresponding "Condition(s)" field 615 as shown in FIG. 6 and evaluating all

stored conditions. In alternative embodiments, the broker may maintain, for each stored

condition, a Boolean variable indicative of whether the stored condition is currently

satisfied, and any auxiliary variables for evaluating the condition. The broker may

continually update the Boolean variable, for example, in response to changes in the

auxiliary variables. In this manner, the broker may simply check the Boolean variable at

act 710, without having to evaluate the condition again.

[00127] If all associated conditions are satisfied, or if no conditions are stored in the

field 615, the broker may proceed to act 715. Otherwise, the broker may latch the trigger

at act 720 and continue to monitor the associated conditions. In an embodiment in which



the broker maintains a Boolean variable for each stored condition, monitoring the

conditions may simply include continually updating the Boolean variables. If and when a

change is detected for one or more of the associated conditions at act 725, the broker may

return to act 710 to check if all associated conditions are satisfied. The broker may loop

around acts 710, 720, and 725 indefinitely, unless a deadline is associated with the latched

trigger, in which case the broker may discard the latched trigger when the deadline

expires.

[00128] If at some point all of the associated conditions become satisfied, the broker

may, at act 715, check whether any broker limitations are applicable to the brokered event

and, if so, whether the applicable broker limitations are satisfied. As discussed above, the

broker may enforce one or more resource management policies, and may refrain from

signaling a brokered event even after a trigger has fired and all application-specified

conditions are met, as a way of controlling resource consumption by an application.

Broker limitations may be a mechanism for enforcing these resource manage policies. In

one example, a limitation may be placed on how often a single application can make use

of resources managed by the broker (e.g., in terms of number of times per day or some

other suitable time period, or how much of the managed resources has already been

consumed by background activities from the application, or the system as a whole, within

the time period). Other types of broker limitations may also be specified, as aspects of the

present disclosure are not limited to any particular type of broker limitations.

[00129] If all applicable broker limitations are satisfied, the broker may signal the

brokered event at act 720, otherwise the broker may simply discard the fired trigger. In

some embodiments, the broker may request an operating system to mark that a brokered

event was not signaled because certain conditions and/or limitations were not satisfied.

The operating system may in turn notify the application that requested the brokered event

(e.g., via an API function such as the "BG Status" interface of the foreground component

105 shown in FIG. 1), although such a notification is not required.

[00130] Although specific examples of brokers and broker functionalities are

described above in connection with FIGs. 5-7, it should be appreciated that aspects of the

present disclosure are not limited to the use of a framework having a broker infrastructure

and a plurality of brokers, nor to any specific division of responsibilities between a broker

infrastructure and individual brokers. For instance, in alternative embodiments, any

suitable subset of the broker functionalities described herein may be implemented by a

broker infrastructure. In one example, a broker infrastructure may keep track of



associations between brokered events and applications that requested the broker events, so

that applications and/or brokers can obtain that information from the broker infrastructure.

This may be done as a way of persisting such information. In another example, a broker

infrastructure may be programmed to latch a trigger and/or monitor associated conditions

to determine when to signal a brokered event. In this manner, an application may be able

to request a brokered event for which some triggers and/or conditions are implemented by

different brokers, because the broker infrastructure may be able to manage state

information from multiple individual brokers. Furthermore, modular development may be

facilitated in an implementation in which the broker infrastructure handles the monitoring

of conditions, because individual brokers no longer need to "understand" or deal with

conditions.

[00131] FIG. 8A shows an illustrative process 800 that may be performed by a

broker infrastructure (BI), or some other suitable operating system component, to associate

a background component with a brokered event, in accordance with some embodiments.

FIG. 8B shows an illustrative data structure 850 that can be used in connection with the

process 800. An association created by the process 800 may allow the operating system to

load and execute the background component in response to the brokered event being

signaled. In one example, the process 800 may be performed by the broker infrastructure

405 shown in FIG. 4 . However, aspects of the present disclosure are not limited to having

any particular operating system component perform an association process. In some

alternative embodiments, a broker responsible for signaling the brokered event may

associate a background component with a brokered event, for example, as part of a process

for establishing the brokered event in response to a request from an application.

[00132] At act 805, the BI may receive a request to associate a background

component, such as a work item, with a brokered event. The request may be received

from any suitable entity, as aspects of the present disclosure are not so limited. For

instance, in some embodiments, an application may submit such a request to have the

background component executed to do background work for the application. In some

other embodiments, a broker responsible for signaling the brokered event may submit such

a request on behalf of an application, for example, when the application requests the

brokered event from the broker, or when the application is installed or updated.

[00133] At act 810, the BI may store a background component ID in association

with a brokered event ID, for example, in the illustrative data structure 850 shown in FIG.

8B. In this embodiment, the data structure 850 may include a plurality of entries, each



corresponding to a brokered event and having at least two fields, field 855 for storing

brokered event IDs and field 860 for storing background component IDs. For example, in

the first illustrative entry, a brokered event ID "BEi" is associated with a background

component ID "ObjectActivationClassi," which may identify a software object

implementing the background component. Although not shown, the entries in the data

structure 850 may have additional fields, for example, to store information indicating a

storage location from which the background component may be loaded and/or information

that may allow the BI to enforce one or more resource management policies when

managing the background component. In one example, the BI may store an identification

of an application requesting to have the background component executed, so that the BI

may enforce policies applicable to that application when managing the background

component. In another example, the BI may store constraints specified by the broker

responsible for signaling the brokered event, for instance, as discussed above in

connection with act 545 of FIG. 5 .

[00134] FIG. 9 shows an illustrative process 900 that may be performed by a

broker infrastructure (BI) component, or some other suitable operating system component,

to determine when to execute a background component and how to manage the

background component's execution, in accordance with some embodiments. For example,

the process 900 may be performed by the BI component 405 shown in FIG. 4 .

[00135] At act 905, the BI may detect a brokered event signaled by a broker. In

response to detecting the signaled brokered event, the BI may, at act 910, identify one or

more associated background components to be executed. This may be done, for example,

by accessing a data structure such as that shown in FIG. 8B. For instance, the BI may

identify one or more entries in the data structure 850 having the signaled brokered event

stored in the "Brokered Event ID" field 855. If multiple such entries are identified, the BI

may process the entries one by one.

[00136] For each entry matching the signaled brokered event, the BI may, at act

915, check if any constraints and/or limitations are applicable and satisfied. As discussed

above in connection with act 545 of FIG. 5, a constraint may be a specialized resource

management rule conveyed by a broker to the BI to assist the BI in managing the

resources associated with the signaled brokered event. A limitation, on the other hand,

may capture any resource management policies enforced by the BI. These policies may,

although need not, overlap with those enforced by individual brokers. In some

implementations, a BI may be a general operating system component (in contrast with a



broker which may be specially adapted to manage a specific type of resources), and may

be able to apply aggregate limitations that relate to multiple aspects of resource

management.

[00137] In one example, a BI may impose a limit on how much processor time may

be allocated to background work execution, for instance, in terms of a percentage of

processor time, or a specified amount of processor time per day or some other suitable

period of time. This limitation may be imposed at all times, or only under certain

circumstances, such as when the system is running on battery. In another example, a BI

may allocate a percentage of a background execution budget to an application based on

how much "face time" the application gets with a user, namely, how often the user uses

the application relative to other applications (e.g., in terms of a percentage of actual time

spent by the user interacting with the application, or a percentage of processor time used

by a foreground component of the application). In yet another example, a BI may prevent

a background component from running if a user has not run any associated foreground

component in a long time (e.g., over a selected threshold length of time such as one

month, two months, three months, etc.).

[00138] If all applicable constraints and BI limitations are satisfied, the BI may

proceed to act 920 to load and execute the background component. Otherwise, the BI may

proceed to act 935 to report a failure to a corresponding foreground component. In some

embodiments, the report may identify one or more reasons for failure, so the foreground

component may take appropriate actions, such as prompting a user to approve an

exemption to a violated constraint or BI limitation.

[00139] If the BI determines at act 915 that all applicable static constraints and BI

limitations are satisfied and starts the background component at act 920, the BI may

monitor, at act 925, whether all applicable dynamic constraints and BI limitations are

satisfied while the background component executes. Examples of dynamic BI limitations

include, but are not limited to, a limitation on how much processor time a background

component may use relative to other background components (e.g., in terms of a

percentage of a processor time budget allocated for background execution), and a

minimum rate at which a background component is to progress towards completion.

[00140] If any dynamic constraint or BI limitation is violated during execution, the

background component may be stopped at act 930, and the BI may proceed to act 935 to

report a failure to complete execution of the background component. Again, in some

embodiments, the report may identify the reasons for failure so the foreground component



may take appropriate actions. If no dynamic constraints or BI limitations are violated

during execution, the background component may complete and the BI may proceed to act

935 to report a successful completion of the background component. However, it should

be appreciated that various techniques described herein for managing background

components may be used to manage applications with no foreground components, such as

background services running on any types of computing devices.

[00141] It should be appreciated that various brokered execution models described

above in connection with FIGs. 4-9 may, in some embodiments, be applied by an

operating system to manage execution of background work, but not execution of

foreground work, thereby resulting in differentiated management of foreground work and

background work. However, in alternative embodiments, brokered execution may also be

used to manage foreground work, for example, to control resource consumption. For

example, execution of foreground work may be caused by brokered events signaled in

response to user inputs. In such an embodiment, however, a user may perceive more

sluggishness due to one or more layers of resource management mechanisms that are

applied in a brokered execution model. Thus, in deciding whether to use brokered

execution for foreground work, a tradeoff may be made between conserving resources and

maintaining responsiveness of active foreground components.

[00142] FIG. 10 shows, schematically, an illustrative computer 1000 on which

various inventive aspects of the present disclosure may be implemented. For example, the

computer 1000 may be a mobile device on which any of the features described herein may

be implemented.

[00143] As used herein, a "mobile device" may be any computing device that is

sufficiently small so that it may be carried by a user (e.g., held in a hand of the user).

Examples of mobile devices include, but are not limited to, mobile phones, pagers,

portable media players, e-book readers, handheld game consoles, personal digital

assistants (PDAs) and tablet computers. In some instances, the weight of a mobile device

may be at most one pound, one and a half pounds, or two pounds, and/or the largest

dimension of a mobile device may be at most six inches, nine inches, or one foot.

Additionally, a mobile device may include features that enable the user to use the device at

diverse locations. For example, a mobile device may include a power storage (e.g.,

battery) so that it may be used for some duration without being plugged into a power

outlet. As another example, a mobile device may include a wireless network interface



configured to provide a network connection without being physically connected to a

network connection point.

[00144] In the example shown in FIG. 10, the computer 1000 includes a processor

or processing unit 1001 and a memory 1002 that may include volatile and/or non-volatile

memory. The computer 1000 may also include storage 1005 (e.g., one or more disk

drives) in addition to the system memory 1002. The memory 1002 may store one or more

instructions to program the processing unit 1001 to perform any of the functions described

herein. The memory 1002 may also store one more application programs and/or

Application Programming Interface (API) functions.

[00145] The computer 1000 may have one or more input devices and/or output

devices, such as devices 1006 and 1007 illustrated in FIG. 10. These devices can be used,

among other things, to present a user interface. Examples of output devices that can be

used to provide a user interface include printers or display screens for visual presentation

of output and speakers or other sound generating devices for audible presentation of

output. Examples of input devices that can be used for a user interface include keyboards,

and pointing devices, such as mice, touch pads, and digitizing tablets. As another

example, a computer may receive input information through speech recognition or in other

audible format.

[00146] As shown in FIG. 10, the computer 1000 may also comprise one or more

network interfaces (e.g., the network interface 1010) to enable communication via various

networks (e.g., the network 1020). Examples of networks include a local area network or

a wide area network, such as an enterprise network or the Internet. Such networks may be

based on any suitable technology and may operate according to any suitable protocol and

may include wireless networks, wired networks or fiber optic networks.

[00147] Having thus described several aspects of at least one embodiment of this

invention, it is to be appreciated that various alterations, modifications, and improvements

will readily occur to those skilled in the art.

[00148] Such alterations, modifications, and improvements are intended to be part

of this disclosure, and are intended to be within the spirit and scope of the invention.

Further, though advantages of the present invention are indicated, it should be appreciated

that not every embodiment of the invention will include every described advantage. Some

embodiments may not implement any features described as advantageous herein and in

some instances. Accordingly, the foregoing description and drawings are by way of

example only.



[00149] The above-described embodiments of the present invention can be

implemented in any of numerous ways. For example, the embodiments may be

implemented using hardware, software or a combination thereof. When implemented in

software, the software code can be executed on any suitable processor or collection of

processors, whether provided in a single computer or distributed among multiple

computers. Such processors may be implemented as integrated circuits, with one or more

processors in an integrated circuit component. Though, a processor may be implemented

using circuitry in any suitable format.

[00150] Further, it should be appreciated that a computer may be embodied in any

of a number of forms, such as a rack-mounted computer, a desktop computer, a laptop

computer, or a tablet computer. Additionally, a computer may be embedded in a device

not generally regarded as a computer but with suitable processing capabilities, including a

Personal Digital Assistant (PDA), a smart phone, a cash register, an Automatic Teller

Machine (ATM), or any other suitable portable or fixed electronic device.

[00151] Also, the various methods or processes outlined herein may be coded as

software that is executable on one or more processors that employ any one of a variety of

operating systems or platforms. Additionally, such software may be written using any of a

number of suitable programming languages and/or programming or scripting tools, and

also may be compiled as executable machine language code or intermediate code that is

executed on a framework or virtual machine.

[00152] In this respect, the invention may be embodied as a computer readable

storage medium (or multiple computer readable media) (e.g., a computer memory, one or

more floppy discs, compact discs (CD), optical discs, digital video disks (DVD), magnetic

tapes, flash memories, circuit configurations in Field Programmable Gate Arrays or other

semiconductor devices, or other tangible computer storage medium) encoded with one or

more programs that, when executed on one or more computers or other processors,

perform methods that implement the various embodiments of the invention discussed

above. As is apparent from the foregoing examples, a computer readable storage medium

may retain information for a sufficient time to provide computer-executable instructions in

a non-transitory form. Such a computer readable storage medium or media can be

transportable, such that the program or programs stored thereon can be loaded onto one or

more different computers or other processors to implement various aspects of the present

invention as discussed above. As used herein, the term "computer-readable storage

medium" encompasses only a computer-readable medium that can be considered to be a



manufacture (i.e., article of manufacture) or a machine. Alternatively or additionally, the

invention may be embodied as a computer readable medium other than a computer-

readable storage medium, such as a propagating signal.

[00153] The terms "program" or "software" are used herein in a generic sense to

refer to any type of computer code or set of computer-executable instructions that can be

employed to program a computer or other processor to implement various aspects of the

present invention as discussed above. Additionally, it should be appreciated that

according to one aspect of this embodiment, one or more computer programs that when

executed perform methods of the present invention need not reside on a single computer or

processor, but may be distributed in a modular fashion amongst a number of different

computers or processors to implement various aspects of the present invention.

[00154] Computer-executable instructions may be in many forms, such as program

modules, executed by one or more computers or other devices. Generally, program

modules include routines, programs, objects, components, data structures, etc. that

perform particular tasks or implement particular abstract data types. Typically the

functionality of the program modules may be combined or distributed as desired in various

embodiments.

[00155] Also, data structures may be stored in computer-readable media in any

suitable form. For simplicity of illustration, data structures may be shown to have fields

that are related through location in the data structure. Such relationships may likewise be

achieved by assigning storage for the fields with locations in a computer-readable medium

that conveys relationship between the fields. However, any suitable mechanism may be

used to establish a relationship between information in fields of a data structure, including

through the use of pointers, tags or other mechanisms that establish relationship between

data elements.

[00156] Various aspects of the present invention may be used alone, in

combination, or in a variety of arrangements not specifically discussed in the embodiments

described in the foregoing and is therefore not limited in its application to the details and

arrangement of components set forth in the foregoing description or illustrated in the

drawings. For example, aspects described in one embodiment may be combined in any

manner with aspects described in other embodiments.

[00157] Also, the invention may be embodied as a method, of which an example

has been provided. The acts performed as part of the method may be ordered in any

suitable way. Accordingly, embodiments may be constructed in which acts are performed



in an order different than illustrated, which may include performing some acts

simultaneously, even though shown as sequential acts in illustrative embodiments.

[00158] Use of ordinal terms such as "first," "second," "third," etc., in the claims to

modify a claim element does not by itself connote any priority, precedence, or order of one

claim element over another or the temporal order in which acts of a method are performed,

but are used merely as labels to distinguish one claim element having a certain name from

another element having a same name (but for use of the ordinal term) to distinguish the

claim elements.

[00159] Also, the phraseology and terminology used herein is for the purpose of

description and should not be regarded as limiting. The use of "including," "comprising,"

or "having," "containing," "involving," and variations thereof herein, is meant to

encompass the items listed thereafter and equivalents thereof as well as additional items.



CLAIMS

What is claimed is:

1. A method for use by an operating system executing on at least one computer, the

method comprising acts of:

identifying at least one foreground component of an application;

identifying at least one background component of the application; and

loading the at least one foreground component for execution separately from the at

least one background component.

2 . The method of claim 1, further comprising:

identifying at least one foreground entry point of the application; and

identifying at least one background entry point of the application, the at least one

background entry point being different from the at least one foreground entry point.

3 . The method of claim 1, further comprising acts of:

receiving a brokered event signaled by an operating system broker component, the

brokered event being associated with the at least one background component; and

in response to receiving the brokered event, loading the at least one background

component for execution.

4 . The method of claim 1, wherein the act of loading the at least one foreground

component for execution separately from the at least one background component

comprises:

loading the at least one foreground component in response to a user action, without

loading the at least one background component.

5 . The method of claim 1, wherein the act of loading the at least one foreground

component for execution separately from the at least one background component

comprises:

loading the at least one background component in at least one controlled execution

environment, thereby isolating the at least one background component from the at least

one foreground component.

6 . A computer implemented method comprising acts of:

executing, in response to a user action, at least one first piece of computer

executable code implementing at least one foreground component of an application; and

using a specification associated with the application to identify at least one second

piece of computer executable code implementing at least one background component of



the application, wherein the at least one foreground component is executed without

executing the at least one background component.

7 . The method of claim 6, wherein:

the at least one first piece of executable code comprises at least one foreground

entry point of the application; and

the at least one second piece of computer executable code is identified as a

background component by information identifying at least one background entry point of

the application in the at least one second piece of computer executable code, the at least

one background entry point being different from the at least one foreground entry point.

8. The method of claim 6, further comprising an act of:

receiving a request that the at least one background component be executed in

response to a brokered event signaled by an operating system broker component.

9 . The method of claim 8, further comprising acts of:

receiving the brokered event signaled by the operating system broker component;

and

in response to receiving the brokered event, loading the at least one background

component for execution.

10. The method of claim 9, further comprising an act of:

providing, to the at least one foreground component, a report concerning execution

progress of the at least one background component.





















A. CLASSIFICATION OF SUBJECT MATTER

G06F 9/44(2006.01)i, G06F 9/22(2006.01)1, G06F 9/30(2006.01)1

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)

G06F 9/44; G06F 15/16; G06F 15/173; H04K 1/00; G06F 13/26; G06F 17/30; G06F 9/46; G06F 1/00

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched
Korean utility models and applications for utility models
Japanese utility models and applications for utility models

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)
eKOMPASS(KIPO internal) & Keywords: background, foreground, application, independent, operating system

C. DOCUMENTS CONSIDERED TO BE RELEVANT

Category Citation of document, with indication, where appropriate, of the relevant passages Relevant to claim No.

US 05175855A A (PUTNAM; FREDERICK A . et a l .) 29 December 1992 1-10

See abstract, column 4 line 40-column 5 line 16, claims 1,6 and figures 1,2.

US 2009-0037430 Al (MUKKAMALA HIMAGIRI et a l .) 05 February 2009 1-10

See abstract, paragraphs [0066]-[0069] ,[0118]-[0137] , claims 1,4 and figures

4,5

US 7313688 B2 (JAMES WILLIAM BISHOP, JR. et a l .) 25 December 2007 1-10

See abstract, column 3 line 57-column 4 line 40, claims 1,2 and figure 1 .

US 7647591 Bl (L0UCKS JEFFRY HARLOW) 12 January 2010 1-10

See abstract, column 6 line 51-column 7 line 8 , claim 1 and figures 3-4.

Further documents are listed in the continuation of Box C . patent family annex.

* Special categories of cited documents: later document published after the international filing date or priority
"A" document defining the general state of the art which is not considered date and not in conflict with the application but cited to understand

to be of particular relevance the principle or theory underlying the invention
"E" earlier application or patent but published on or after the international document of particular relevance; the claimed invention cannot be

filing date considered novel or cannot be considered to involve an inventive
"L" document which may throw doubts on priority claim(s) or which is step when the document is taken alone

cited to establish the publication date of citation or other document of particular relevance; the claimed invention cannot be
special reason (as specified) considered to involve an inventive step when the document is

"O" document referring to an oral disclosure, use, exhibition or other combined with one or more other such documents, such combination
means being obvious to a person skilled in the art

"P" document published prior to the international filing date but later document member of the same patent family
than the priority date claimed

Date of the actual completion of the international search Date of mailing of the international search report

27 SEPTEMBER 2012 (27.09.2012) 28 SEPTEMBER 2012 (28.09.2012)
Name and mailing address of the ISA/KR Authorized officer ·

Korean Intellectual Property Office
mm 189 Cheongsa-ro, Seo-gu, Daejeon Metropolitan PARK Tae Sik
v City, 302-70 1, Republic of Korea

Facsimile No. 82-42-472-7140 Telephone No. 82-42-481-8496 e rf l

Form PCT/ISA/210 (second sheet) (July 2009)



Information on patent family members PCT/US201 1/055618

Patent document Publication Patent family Publication
cited in search report date member(s) date

US 05175855A A 29 . 2 . 1992 None

US 2009-0037430 A 2009 CN 10 1796752 A 04. 08 ,,2010
EP 174434 A 14. 04 ,,2010
EP 174434 A4 0 1.09 ,,2010
US 8204870 B2 19 .06 ,,2012

O 2009-02050 A 12 .02 ,,2009

US 731 3688 B2 2007 AU 2003-295386 A 07 .06 ,,2004
AU 2003-295386 A8 07 .06 ,,2004
CA 2503608 A 2 1.05 ,,2004
US 2004-0148356 A 29 .07 ,,2004
US 2005-0044412 A 24. 02 ,,2005

O 2004-042534 A2 2 1.05 ,,2004
wo 2004-042534 A3 2 1.05 ,,2004
wo 2004- 1790 A2 23 . 12 ,,2004
wo 2004- 1790 A3 23 . 12 ,,2004

US 764759 B 20 10 us 20 10-01 15525 A1 06 .05 ,,2010

PCT/ISA/210 (patent family annex) (July 2009)


	abstract
	description
	claims
	drawings
	wo-search-report

