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(57) ABSTRACT 

Systems and methods for performing fraud detection. As an 
example, a system and method can be configured to contain a 
raw data repository for storing raw data related to financial 
transactions. A data store contains rules to indicate how many 
generations or to indicate a time period within which data 
items are to be stored in the raw data repository. Data items 
stored in the raw data repository are then accessed by a 
predictive model in order to perform fraud detection. 
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COMPUTER-IMPLEMENTED DATA 
STORAGE SYSTEMIS AND METHODS FOR 
USE WITH PREDICTIVE MODEL SYSTEMS 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application claims priority to and the benefit of 
U.S. Provisional 
0002. Application Ser. No. 60/786,038 (entitled “Com 
puter-Implemented Data Storage For Predictive Model Sys 
tems’” and filed on Mar. 24, 2006), of which the entire disclo 
Sure (including any and all figures) is incorporated herein by 
reference. 
0003. This application is a divisional of U.S. patent appli 
cation Ser. No. 1 1/691,277 (entitled “Computer-Imple 
mented Data Storage Systems and Methods for Use with 
Predictive Model Systems), of which the entire disclosure 
(including any and all figures) is incorporated herein by ref 
CCC. 

0004. This application contains subject matter that may be 
considered related to subject matter disclosed in U.S. Provi 
sional Application Ser. No. 60/786,039 (entitled “Computer 
Implemented Predictive Model Generation Systems And 
Methods” and filed on Mar. 24, 2006), and to U.S. Provisional 
Application Ser. No. 60/786,040 (entitled “Computer-Imple 
mented Predictive Model Scoring Systems And Methods’ 
and filed on Mar. 24, 2006), of which the entire disclosures 
(including any and all figures) of these applications are incor 
porated herein by reference. 

TECHNICAL FIELD 

0005. This document relates generally to computerpredic 
tive models and more particularly to constructing and using 
computer predictive models. 

BACKGROUND 

0006 Computer predictive models have been used for 
many years in a diverse number of areas, such as in the 
financial industry. However current methods have difficulty 
in providing an automated or semi-automated mechanism for 
determining whether a suspicious activity, Such as credit card 
fraud, may have occurred. As an illustration, previous sys 
tems experience problems in generating fraud indicative 
scores because Such systems generally store aggregated/de 
rived data and not raw data, thereby losing relevant history 
associated with an entity to perform scoring. Moreover, 
aggregated/derived data is specifically Suited for a particular 
application and purpose (e.g., a fraud scoring purpose), but 
lacks flexibility to readily be used by other types of scoring 
applications. 

SUMMARY 

0007. In accordance with the teachings provided herein, 
systems and methods for operation upon data processing 
devices are provided for performing fraud detection. As an 
example, a system and method can be configured to contain a 
raw data repository for storing raw data related to financial 
transactions. A data store contains rules to indicate how many 
generations or a time period within which data items are to be 
stored in the raw data repository. Data items stored in the raw 
data repository are then accessed by a predictive model in 
order to perform fraud detection. 
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BRIEF DESCRIPTION OF THE FIGURES 

0008 FIG. 1 is a block diagram depicting a computer 
implemented system for generating and using predictive 
models to assess whether fraudulent activity may have 
occurred. 
0009 FIG. 2 is a block diagram depicting examples of 
input data. 
0010 FIG. 3 is a graph showing an account compromise 
period. 
0011 FIG. 4 is a block diagram depicting use of non 
monetary information. 
0012 FIG. 5 is a block diagram depicting a system being 
configured to produce a score even in the absence of a current 
or new transaction on the account. 
0013 FIGS. 6 and 7 are time line graphs showing a trans 
action time line and a scoring trigger time line. 
0014 FIG. 8 is a block diagram depicting examples of 
client-defined events. 
0015 FIG. 9 is a block diagram depicting a system for 
storing information for use in fraud detection. 
0016 FIG. 10 is a block diagram depicting storage of 
fields within a data storage system. 
0017 FIG. 11 is a block diagram depicting a determina 
tion of the number of generations to store for a field. 
0018 FIG. 12 is a block diagram depicting an approach to 
determine storage rules for a system. 
0019 FIG. 13 is a block diagram depicting another 
approach to determine storage rules for a system. 
0020 FIG. 14 is a block diagram depicting storage of 
information in its raw/unprocessed form. 
0021 FIGS. 15-18 are block diagrams depicting systems 
configured with missing value imputation processing capa 
bility. 
0022 FIG. 19 is a flowchart depicting a training approach 
to address fraud on an account-level fashion. 
0023 FIG. 20 illustrates a data partitioning example. 
0024 FIG. 21 is a block diagram depicting an iterative 
training approach. 
0025 FIG. 22 illustrates example scoring results. 
0026 FIGS. 23-25 provide another example for training a 
model. 
0027 FIG. 26 is a block diagram depicting a reason code 
determination process that can be used to create reason codes 
for a scoring system/predictive model. 
0028 FIG.27 is a block diagram depicting construction of 
reason codes. 
0029 FIG. 28 is a flowchart depicting construction of 
reason codes. 
0030 FIG. 29 is a flowchart depicting importance of a 
reason factor to a score. 
0031 FIGS. 30-32 are block diagrams depicting a view 
selector module that allows a user or computer program to 
select an entity or type of entity for analysis. 
0032 FIGS. 33 and 34 are block diagrams depicting an 
integrated System for fraud analysis. 

DETAILED DESCRIPTION 

0033 FIG. 1 depicts at 30 a computer-implemented sys 
tem for generating and using predictive models 34 to assess 
whether fraudulent activity may have occurred. Accurate 
detection of fraud is important in that it results inaction being 
taken earlier and in a more effective manner for addressing 
the fraudulent activity. An action could include for example 
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whether a credit card company should personally investigate 
if fraud may have occurred with respect to a particular credit 
card holder. It should also be understood that the system 30 
can be configured to process one entity or many entities. 
0034. As shown in FIG. 1, input data 32 is used during a 
development phase to create/train one or more predictive 
models 34. The predictive models 34 are then used during a 
production phase to receive input 32, Such as from a financial 
institution, to generate fraud analysis results 36. 
0035. Whether in the development phase or in the produc 
tion phase, the input data 32 can be of many different types. 
Examples of such input data 32 are shown in FIG. 2. With 
reference to FIG. 2, a fraud detection model 100 can receive 
fraud information 102 and other input information 104, such 
as posting/transaction information, authorization informa 
tion, cycle cut information, etc. 
0036 An example of fraud data could be the date of the 

first fraud as reported by a customer. For example, a customer 
may call a financial institution to indicate that one or more 
transactions that appeared on their credit card Statement and 
represent a fraudulent use. An example of fraud is when a 
person steals a credit card number and uses it to purchase 
items. 

0037. The input fraud data can include several dates, such 
as the date on which fraud was first suspected to have 
occurred and a block date which is the date on which no 
further transactions should be authorized. A predictive model 
100 can be trained to detect fraud (e.g., whether an entity has 
been compromised as shown at 110) within this account 
compromise period as early as possible. 
0038. The fraud data can be one record per account or 
multiple records per account. For example and as illustrated 
at 150 in FIG. 3, the data could have one record for each 
compromised account that identifies the beginning of the 
compromised period and the end of the compromised period. 
The compromised period may include both fraudulent as well 
as non-fraudulent transactions. This mixture is acceptable 
because the predictive model is trained not to detect fraud for 
a particular transaction, but whether an account should be 
deemed as having been compromised. Account-level fraud 
detection is a preferred approach over a transaction-based 
system because most financial institutions are more interested 
in whetheran account has been compromised in order to stop 
the "bleeding (e.g., reduce the amount of fraud) and not 
whether a particular transaction is fraudulent or not. 
0039. With reference back to FIG. 2, the system can also 
utilize payment information 106 and/or non-monetary infor 
mation 108 to detect whether the account is in a fraud state. 
An example of payment information is the credit card pay 
ment information received on a monthly or other periodic 
basis. An example of non-monetary data is an address change, 
phone change, mother name change, or credit line change. 
Still further, another data feed could be postings. Postings are 
the process for the recording of debits and credits to indi 
vidual cardholder account balances. 

0040. As illustrated at 200 in FIG.4, non-monetary infor 
mation 108 is provided regarding an entity 202 that has a 
relationship with a financial institution such as a bank 204. 
The entity 202 itself can be at different levels. These levels 
could be but are not limited to the card level 210, customer 
level 212, or account level 214. Using such information, the 
fraud detection process determines whether the entity 202 has 
been compromised (e.g., whether fraud has been detected). 
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0041 FIG.5 depicts at 250 that a system can be configured 
to produce a score 276 even in the absence of a current or new 
transaction on the account (e.g., independent of whether a 
transaction-type event has occurred), which is an aid in the 
efficient use of resources to manage fraud cases. This is in 
contrast to most of today's fraud detection systems which 
only produce a score when a transaction (typically authoriza 
tion) comes through the system. This is not particularly useful 
for managing case queues efficiently, when the fact that no 
additional transaction occurred during a certain time period 
could represent additional information that would be very 
useful in actively managing fraud. 
0042. However, the system can also be configured such 
that at any time the system can generate via process 254 a 
fraud score 252. This includes generating a score 252 based 
upon receiving an incremental transaction 262. This account 
level score indicates whether an account is in a compromised 
state or not. FIG. 6 illustrates at 300 that with scoring on 
demand, a different score (e.g., at “S2’) might be produced 
even though only the passage of time had occurred with no 
new transactional information being received (e.g., “S2’ was 
generated despite a new transaction “T2 not occurring until 
later). 
0043. With reference back to FIG. 5, the trigger 260 is 
asynchronous with respect to an incremental transaction 262 
(e.g., an authorization transaction 290, non-monetary trans 
action 292, payment transaction 294, etc.). Generated in 
response to a non-incremental type event 264, a trigger 260 
provides an indicator that records should be retrieved in pro 
cess 270 from a repository 272. The records are to be gener 
ated for scoring process 274 for determining a score 276 as to 
whether an entity (e.g., an account) has been compromised. 
The records can be "raw' data (e.g., the actual transaction 
data received over time) from which features can be derived 
on-the-fly for use by the predictive model. However it should 
be understood that the retrieved records could also include 
derived data. 
0044) The repository 272 is updated via process 280 with 
every transaction, but a score-on-demand trigger 260 for 
deriving features is independent of receipt of an incremental 
transaction 262 and instead is dependent upon receipt of 
non-incremental information, such as date and time informa 
tion. Account information is provided in order to specify 
which account should be scored. Date and time information is 
provided because just the passage of time may result in a 
different score. The date and time information can be pro 
vided as part of the input by the requestor or can be obtained 
by other means, such as from a computer system clock. It 
should be understood that similar to the other processing 
flows described herein, the steps and the order of the process 
ing steps described herein may be altered, modified and/or 
augmented and still achieve the desired outcome. 
0045. Different types of triggers may be involved in gen 
erating a score on demand, such as the process being triggered 
via a time/random trigger or a client event. An example of a 
time trigger would be to score one or more accounts at a 
periodic interval (e.g., every 48 hours) irrespective of whether 
an incremental transaction has occurred. A random trigger 
may also be used to randomly detect whether fraud has 
occurred with respect to one or more accounts. 
0046 For example the score for an account may be 900 but 
after only a passage of time and with no new transactions, the 
system might generate a different score such as 723. Such a 
situation might arise if a legitimate but highly suspicious 
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transaction occurred. Since no transaction occurred over a 
period of time this lowers the likelihood of the account being 
in a compromised State. Previous systems would have prob 
lems in generating scores that are asynchronous with respect 
to a transaction occurrence because they generally store 
aggregated/derived data and not raw data and thus they lose 
relevant history associated with an account to perform asyn 
chronous scoring. In previous systems, the aggregated/de 
rived data is specifically Suited for the scoring application and 
thus lacks flexibility to readily perform other types of scoring 
beyond its immediate purpose. 
0047. As another example the analysis process may have 
detected that three different credit cards were used at the same 
restaurant at about the same time and one of the credit cards 
has been determined as being in a compromised State. The 
scoring process can then be triggered for the other two credit 
card accounts and the scoring process will factor in the other 
two credit card accounts information when generating a 
score for the third card. Accordingly whenever fraud is 
detected with respect to a first card, the scoring process can be 
triggered for any other card issued from the financial institu 
tion that was used at the same place or places as the first card. 
0048. As shown at 350 in FIG. 7, a client can define an 
event that would trigger scoring of an account as shown at 
“S2.” FIG. 8 depicts examples at 400 of client-defined events 
which could be an event wherein an account’s password is 
changed as shown at 402 or a customer's car is stolen as 
shown at 404. A monitoring process 406 can determine when 
one of these triggers has occurred with respect to an account. 
These triggers indicate when data is to be extracted from a 
repository 272. For the different types of triggers, a financial 
institution can select whether all accounts are to be processed 
or only certain accounts. 
0049. The updating via process 280 of the repository 272 
with incremental transaction information 262 occurs asyn 
chronously with respect to a trigger 260 for generating via 
process 274 a score 276 on demand. The scoring can also 
occur based upon the receipt of a new transaction for an 
acCOunt. 

0050. It is noted that an incremental transaction indicates 
that a transaction has occurred that increases the amount of 
information with respect to an account (e.g., increases infor 
mation resolution). An example of this type of transaction 
could be a purchase event wherein an authorization is 
requested for money to be subtracted from an account. A 
non-incremental eventis one where no additional information 
is available relative to an entity other than that there has been 
a passage of time. A non-incremental event can then act as a 
trigger that is asynchronous with respect to whether an incre 
mental transaction has occurred or not. 
0051. This time-passage-only type of trigger is useful to 
an account that may be considered on the cusp or edge (e.g., 
is the entity going to fall fraudulent or non-fraudulent). For 
example a cardholder's automobile is reported as stolen. In 
Such situations a credit card or debit card may also have been 
stolen and usually large dollar amount transactions are 
recorded within the first couple of hours after the vehicle is 
stolen. The system can generate a trigger every fifteen min 
utes for the next three hours to score the account irrespective 
of whether a purchase transaction has occurred. The first 
scoring may have a higher score because it is closer in time to 
when the car was reported as stolen, but each Subsequent 
scoring within the three hour window wherein no incremental 
transactions has occurred can see lower scores. 
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0052. As another example a fraud analyst arrives at work 
in the morning with a queue of accounts to analyze. The 
question confronting the analyst is which account the analyst 
should consider first. The analyst sees that scoring on these 
accounts has not occurred since last night. The analyst then 
sends a request that these accounts should be scored again. 
For one or more of the accounts there may have been no 
additional transactions since the previous night but they may 
receive a different score just based upon the passage of time 
since the previous night. The new scoring may reorder the 
queue (which would alter the order of accounts the analyst is 
to process, such as by calling customers). 
0053 FIG.9 depicts at 450 a system for storing informa 
tion for use infraud detection 480. The system of FIG.9 stores 
the raw data 452 instead of derived feature information which 
is used in a typical current system. The typical current sys 
tem's storage approach creates problems because there may 
be a need to view recent transactions in context of the 
accounts or cards past history. Ideally, a significant portion 
of the raw historical transactions could be included for each 
score. However, for real-time systems, this has proven to have 
an unacceptable impact on throughput and response time. 
Alternative schemes involve saving only Summarized infor 
mation. While this does reduce the throughput, it also limits 
the types of variables and the level of detail available to the 
model. 

0054. In contrast, the system of FIG. 9 contains a reposi 
tory of historical data. This is not aggregate or derived data 
but raw data 452. For example no summaries or averages of 
raw transactional data is stored in the repository 470. Raw 
data 452 is being processed and stored via process 460 and 
then retrieved (e.g., by fraud detection process 480) in order 
to determine whether an entity has been compromised. In 
other embodiments, a combination of raw data and derived 
data can be stored. 
0055. In the system, storage rules 454 specify how many 
generations of raw data 452 should be stored in the repository 
470. This determination could include how many raw pay 
ment amounts should be stored. The determination of how 
many generations should be stored is based upon the type of 
transaction as well as the transaction fields. This may result in 
varying lengths of the fields being stored in the repository 470 
as illustrated at 500 in FIG. 10. For example, the payment 
amounts for the last seven transactions may be stored in the 
repository. However for another type of information, only the 
previous five values need to be stored. Thus the length for one 
field might be seven generations in length, whereas for 
another field, only five generations in length might be stored 
in the repository. An advantage of storage of the raw data (in 
comparison with storage of aggregate or derived data) is that 
information that underlines the transaction is not lost due to 
process that may preserve only a top-level view of what has 
occurred. As an example of a storage rule, a storage rule can 
specify how many authorization amounts should be stored for 
an entity in the raw state (e.g., without any aggregation or 
other type of transformation into a derived variable). 
0056. The data can be stored in a circular list (e.g., a 
doubly linked list) for each field. They can comprise varying 
lengths in the circular lists for the data fields. A data field may 
have the previous three generations stored, whereas another 
data field may have the previous eight generations stored. The 
circular lists are stored in an indexed file. However it should 
be understood that other storage mechanisms may be utilized 
Such as storage in a relational database. 
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0057. It should be noted that the system can still operate 
even if not all of the generations for a particular data field has 
been stored. For example a relatively new card may have only 
enough raw data to store three generations of payment autho 
rization amounts although the storage rules for this data field 
may allow storage of up to fifteen generations. A predictive 
model can still operate even though a particular data field 
does not have all of the generations specified by the storage 
rules. 

0058. The storage of raw data in the repository reflects a 
compromise between an ideal situation where all historical 
information that can be obtained for an entity is stored (that is 
used to make a prediction) versus the physical constraints of 
storage capacity and/or performance. In reaching that com 
promise it should be noted that a less than optimal situation 
might exist in determining what timeframe/number of gen 
erations should be stored for one or more data fields. It should 
also be noted that storage rules can use the number of gen 
erations (e.g., the previous four generations) and/or a particu 
lar timeframe (e.g., only the previous three weeks) in deter 
mining how much raw data for a particular data field should 
be stored. For situations where more generations, longer time 
frames are needed for a particular data field, a multi-resolu 
tion scheme can be used. In other words, the storage can store 
only every k events/transactions where k varies based on the 
recency of the transactions/events. 
0059 Storage rules dictate how far back in history should 
data be stored. The history can be at different levels, such as 
at the transaction level or at another level such as at an indi 
vidual field level. As an illustration for an authorization the 
system may receive an authorization amount, a merchant 
identifier, and a date-time stamp. The system might decide 
that it does not need the same history for all these different 
pieces of data, so the system based upon the storage rules 
stores the past ten transaction amounts but only the previous 
five merchant identifiers. Thus the buffered lengths for the 
different data types could vary. Even the same field (e.g., the 
date-time stamp field) for two different transaction types may 
have different storage rules. For example for one type of 
transaction five generations of date-time stamps may be 
needed but for another type of transaction eight generations 
may need to be stored. 
0060. The system stores information about different enti 

ties and uses the information from multiple entities to deter 
mine whether a particular account has been compromised. An 
entity could be a card and another entity could be an account 
comprising multiple cards. Another entity could comprise 
ZIP code. A scoring process could be performed for each 
entity or combinations of entities. For example scoring could 
be performed for the card and a separate scoring process 
performed for the account comprising multiple cards. Still 
further a scoring process could be done for a ZIP code loca 
tion (e.g., generating a fraud score for a ZIP location for all of 
the credit card transactions that have occurred within a ZIP 
location). 
0061 The multi-entity repository may or may not have a 
hierarchical structure. A hierarchy could be multiple cards 
being associated with an account and another example could 
be multiple terminals with a single merchant. The system 
could look at all those hierarchies at once. In this manner by 
examining different entities within a hierarchy, fraud at dif 
ferent levels can be examined at the same time. For example 
a bank can determine whether fraud is localized only for a 
particular card or is more pervasive and extends to the mer 
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chant or to the customer's other financial instruments such as 
the customer's checking account. 
0062 Signatures can be used within the system in order to 
help store detailed, unaltered history of the account/entity. 
The signatures provide a complete picture of the account, 
allowing on-demand scoring, and not just transaction-trig 
gered scoring. The signature allows real-time use of variables 
which depend upon detailed information for a number of 
previous transactions, for example, distances (e.g., Mahal 
anobis distances) between recent and past transactions. 
0063 Signatures may look different for one person versus 
another person. For example for a particular type of informa 
tion, fifteen generations of information might be stored for a 
first person whereas only six generations of the same type of 
information for a second person might be stored. This could 
occur, for example, if the first person utilizes their card many 
more times per month than the second person. 
0064. Signature records can be retrieved for one or more 
entities depending upon which entities need to be scored as 
well as which signature records are needed for scoring a 
particular entity. For example a scoring process may be con 
figured to score a credit card holder's account only by utiliz 
ing the one or more signature records associated with that 
credit cardholder. However another scoring process could be 
configured to score a credit card holder's account based not 
only upon that entity's signature records but also based upon 
one or more other entities signature records (e.g., a merchant 
or terminal ID signature record). 
0065 FIG. 11 shows at 550 that the determination of the 
number of generations (e.g., the relevant time periods) to 
store for a particular field for a type of transaction can be 
based upon statistical analysis 560. Statistical analysis 560 
can analyze test raw data 562 and determine how much his 
tory (e.g., an optimal amount or approximate thereto) of raw 
data is needed for the application to perform well. For 
example a history of three months can be selected for a 
particular field for a particular transaction type. Analysis can 
be performed on the historical data to determine whether a 
significant change had occurred in the data the previous week 
versus over the previous three months. For a particular field 
the previous three months of raw data might be needed to help 
capture and explain the variability of that field whereas for 
another field only the past week might be needed to be cap 
tured in order to explain the variability. Statistical analysis 
techniques that help analyze the variability can include using 
mean, standard deviations, skewness, statistical distances, 
correlation between fields, etc. The analysis techniques can 
also be more Sophisticated by creating models that examine 
variability. 
0.066 FIG. 12 depicts at 600 an approach to determine 
storage rules for a system. Statistical analysis 610 is per 
formed upon the entire test raw data set 612, and analysis 
results 614 are generated thereby. Statistical analysis 620 is 
performed upon a candidate Subset 622 of test raw data (e.g., 
only the previous two weeks of raw data instead of the entire 
six months of data). Analysis results 624 from the candidate 
subset 622 are compared via process 630 with the results 
generated from the full set. If the difference between the two 
sets of results is acceptable as determined at 640, then the 
storage rule is generated and stored at 650 with the time 
period information associated with the candidate subset. If it 
is not acceptable, then another candidate Subset can be exam 
ined 660. 
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0067. As shown in FIG. 13, the analysis techniques can be 
Supplemented based upon any experience that a person has 
with respect to one or more data fields. As an illustration a 
person can recognize from experience that storage of more 
then six months for a particular data field is not needed in 
order to provide any greater predictive capability. As another 
illustration and as shown at 670, a domain expert can provide 
an initial estimate as to what the longest period of time for the 
data or a data field should be and the domain expert could also 
indicate an initial estimate for what the expert considers to be 
the number of generations that should be stored in the raw 
data repository. For example, an expert based upon his or her 
experience believes that only three months of information is 
needed for a particular data field. The expert in this situation 
can indicate that the statistical analysis technique or tech 
niques should evaluate six months of data for that data field 
and that the techniques should evaluate whether a good or 
optimal point in time might be the storage of three months of 
data. 

0068 FIG. 14 illustrates that the storage of information in 
its raw form makes the system much less application-specific. 
FIG. 14 shows that in addition to fraud detection 480, infor 
mation in the raw data repository 470 can also be used by 
other applications, such as by a loan risk analysis application 
700 or an application 710 that examines the revenue expected 
to be generated from this account holder over a prolonged 
period of time. In this way a financial institution only has to 
provide the information to the analysis system once instead of 
having to provide the same information multiple times for 
each of the different applications. 
0069. The data that is retrieved from a data store for use in 
an application Such as fraud detection may have missing data 
values. With reference to FIG. 15, a system 750 can be con 
figured that has missing value imputation processing capabil 
ity 760. Process 760 can fill in values that are missing from a 
retrieved data set 762. 
0070 Missing values can occur because in practice an 
entity (e.g., a financial institution) Supplying the raw data may 
not have all of the information regarding the transaction. As 
an illustration, one or more data items associated with a 
point-of-sale transaction might be missing. 
0071. The missing value imputation process 760 attempts 
to determine the missing value(s) at 764. Current approaches 
typically use a most common value approach (e.g., mean, 
mode, median) in place of a missing value. In contrast, the 
system of FIG. 15 uses a closed form equation 770 to deter 
mine what value (e.g., optimal value) with respect to a target 
should be used for a missing value. The optimal value pro 
vides more information with respect to whether fraud has 
occurred or not. It should be noted that this approach can be 
utilized for many different applications other than fraud 
detection, such as determining credit worthiness for a loan 
applicant. If the system is configured with a raw data reposi 
tory, the optimal values can be determined for different appli 
cations because the raw data is stored in the repository. 
0072. In a production mode, missing values can also occur 
and thus a closed form equation or lookup table (whose values 
are based upon the closed form equation) can be used to 
Supply missing values. 
0073. The system can use an approach wherein irrespec 

tive (e.g., independent) of the feature an equation is used to 
calculate the missing value. For example and as illustrated in 
FIG. 16, if the transaction amount is missing, then a closed 
form equation is used in the model building phase 780 to 
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determine the missing transaction amount value for use in 
building model 782. In the production phase a lookup table 
792 is created via process 790 and used to supply the missing 
transaction amount value. It should be understood that any 
value type can be supplied, such as continuous values (e.g., a 
numeric transaction amount). 
0074 The missing value determination process uses the 
tag information that accompanies the missing value in order 
to determine the missing value. In a fraud detection applica 
tion, the tag information would indicate whether there was 
fraud or no fraud associated with the input data. 
(0075. In the model construction backend phase 780, the 
values that are Supplied for the missing values are used to help 
train or test one or more models 782 that are under construc 
tion. In the production phase, the values Supplied for the 
missing values are used as part of the input layer to the 
predictive model for the application at hand. 
(0076. With reference to FIG. 17, a closed form equation 
770 is generated via process 800 for a data feature based upon 
historical data by using an optimality criterion involving the 
tag information. The correlation can be examined via a linear 
or nonlinear relationship. FIG. 18 provides at 850 an illustra 
tion wherein if there are six values and G is assigned a value 
of one and B is assigned a value of Zero, then if one or more 
values are missing from the input data set, then the optimality 
criterion could be used for determining what value of “x' 
would maximize the correlation with respect to the tag infor 
mation. 

0077. Traditional methods of creating a payment-card 
fraud detection system involve training a neural network 
model. In general, one or more distinct models are trained 
independently using an error function whose result is evalu 
ated on each transaction. Occasionally, there are simple hier 
archies of models where a second model can be trained on 
transactions deemed risky by an initial model. By treating all 
transactions independently, this methodology does not 
address the fact that fraud occurs at an account level. For 
instance, early transactions in a fraud episode are much more 
important than later transactions, since identifying fraud 
early-on implies preventing more Substantial fraud losses. 
These training methods are also lacking some means of tying 
together the concomitant training of a number of different 
networks. 

0078 FIG. 19 depicts a training approach which addresses 
fraud on an account-level fashion, thereby allowing fraud 
level scores to be generated independent of the existence (or 
lack thereof) of transactions. Stated in other words, the 
approach provides a holistic view of the account/customer 
and identifies when an account is in a compromised State, as 
opposed to merely detecting some fraudulent transactions. 
This can provide value to card issuers as account-level fraud 
(e.g., account takeover, identity theft) has ramped up in the 
recent past, as compared to traditional lost/stolen card fraud. 
Moreover, a family of models can be generated simulta 
neously that optimally balance the additional benefit due to 
the added complexity and the added computational/opera 
tional cost. 

(0079. With reference to FIG. 19, training data is received 
at process 900 for training a predictive model. For the first 
iteration, a model can be trained with the entire data set and 
thus not partitioned by process 900. The trained model then is 
scored at process 902 and evaluated at process 904. If the 



US 2013/0339218 A1 

evaluated trained model has performed satisfactorily as deter 
mined at 906, then the model as defined through the training 
is made available at 908. 
0080 However if through the evaluation process 904, the 
model has not performed satisfactorily, then the training data 
set is partitioned by the generator process block 900. The 
generator process block 900 determines how the training data 
should be split and modeled by separate and distinct predic 
tive models. FIG. 20 illustrates at 950 apartitioning that could 
occur via the generator process block. 
I0081. With reference to FIG. 20, a data set 952 (e.g., an 
initial data set) is partitioned into multiple data subsets 954 
(e.g., data Subset A and data Subset B). The partitioning can be 
performed such that the combination of data subset A and data 
subset B would be the initial data set. If another iteration is 
required, then further partitioning can be performed. Such as 
generating data Subsets C, D and if needed E, and F (as shown 
at 956). It should be understood that if needed these generated 
Subsets can be further partitioned, such as partitioning F into 
data subsets G, H, and I. 
0082. The training could be performed in many different 
ways, such as the approach depicted at 1000 in FIG. 21. In this 
approach, a mathematical model is constructed iteratively by 
training and combining multiple, potentially heterogeneous, 
learning machines. The individual “learners' are trained with 
emphasis on different and overlapping regions of interest. 
These regions, which can be constantly evolving, are deter 
mined by a partition generator. 
I0083 First, an initial model is trained at 1030 using exem 
plars that are partitioned from the entire training space. A data 
set 1010 is partitioned at 1020 in accordance with partitioning 
criteria 1012. The partitioning criteria 1012 is based upon 
minimization of a ranking violations metric. An objective 
function based upon minimization of a ranking violations 
metric is manipulated so as to minimize the area under the 
ROC (receiver operating characteristic) curve. An ROC is a 
graph showing how the false rejection rate versus true rejec 
tion rate vary (e.g., it examines the percentage of good versus 
the percentage of bad). The area under the curve is what is to 
be maximized. 
0084. A learning machine that yields distinctive rankings 
for each exemplar, such as a neural network, a Support vector 
machine, a classification tree, or a Bayesian network, can be 
used. A partition generator then uses a selection function to be 
applied on the training exemplars, in order to direct attention 
to a Subset of accounts and transactions that could improve 
the decision performance in the operational region of interest. 
The selected function can be shaped so as to further empha 
size the region of interest. One or more learning machines are 
then trained and combined to form a final model as explained 
below. 
0085. At each iteration, one or multiple learning machines 
of various types, as well as one or multiple instances of each 
type of learning machine with different initial conditions are 
trained with emphasis on potentially different subsets of 
exemplars. Then the generator searches through possible 
transformations on the resulting machines and selects at 1040 
the one that performs best for account-level fraud detection 
when combined with the previously selected models and the 
selected models are weighted at 1050. 
I0086. If the newly selected learning machine did not pro 
vide additional benefit, it is discarded and the training process 
is restarted. After a new learner is selected, the generator 
directs its attention to the selection of a different subset of 
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exemplars. The degree of attention/emphasis to each exem 
plar is determined by how the exemplar assists in or hurts the 
detection of the account being in a fraudulent state as com 
pared to the new learning machine being disabled (i.e., not 
included in the overall system). As an illustration, a weight of 
Zero or one can be assigned to each exemplar and thus form a 
“hard region. As another illustration, a continuous range of 
weights can be used (e.g., all real values between 0 and 1) to 
create a “soft region which could avoid training instabilities. 
The entire system including the individual “learners' as well 
as their corresponding regions of interest evolves and changes 
with each iteration. 
I0087. With respect to the partitioning process 1020, a 
ranking violations metric can take into account that a model 
should produce scores that result in non-fraudulent accounts 
or transactions being ranked lower than a fraud accounts or 
transaction. For example FIG. 22 shows at 1100 example 
scoring results. The model(s) that generated the scores on the 
left side of the table contain multiple ranking violations. The 
model(s) that generated the scores on the right side of the 
table signify an improvement in predictive capability because 
the non-fraudulent accounts or transactions are ranked lower 
than fraud accounts or transactions. 
I0088 FIGS. 23-25 provide another example for training a 
model. With reference to FIG. 23, the entire set of training 
data is retrieved at 1200. If needed, one from a set of candidate 
predictive models 1212 (e.g., a neural network model, deci 
sion tree model, linear algorithm model, etc.) are selected for 
training. At 1220, a predictive model is trained with the train 
ing data. The trained one or more predictive models are 
scored and evaluated at 1230. 

0089. The evaluation can be based on a cost/error function. 
Some examples are the area under the ROC curve, S savings, 
etc. The evaluation can be done at the account level. For 
example, an evaluation can examine the extent to which non 
fraudulent accounts were ranked higher than fraudulent 
accounts and to what degree. However it should be under 
stood that other levels could be used, such as having the 
ranking at the observation/transaction level, at the business 
problem level, etc. 
0090. A test for convergence is performed at 1240. If there 

is convergence, then the model is considered defined (e.g., the 
parameters of the one or more predictive models are fixed) at 
1242. However if convergence has not occurred, then pro 
cessing continues on FIG. 24 So that the generator process can 
determine at 1250 how to split one or more data sets in order 
to train one or more new predictive models. 
0091. The generator process determines whether the train 
ing data set 1252 should be split and modeled by separate and 
distinct predictive models. This allows for an automatic deter 
mination as to whether the entire training data set should be 
used or whether it is better to use subsets of the data for the 
training. 
0092. For example the generator process can determine 
which data subset(s) (e.g., 1254, 1256) have been most prob 
lematic in being trained. A new predictive model will be 
trained to focus upon that problematic data set. One way to 
perform this is for the generator to assign greater importance 
to the problematic data and lesser importance to the data that 
can be adequately explained with the other predictive models 
that have already been trained. The weighting of importance 
for data subsets is done at the account level. 
(0093. A second predictive model is selected at 1260 from 
candidate predictive models 1212 and trained at 1270. The 
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second model and the first model are combined at 1280, and 
evaluation of the combined models results 1292 occurs at 
1290. If the combined models do converge as determined at 
1300, then the combined models are provided as output at 
1302. If the combined models do not converge as determined 
at 1300, then the data is further split as shown in FIG. 25 so 
that another model can be trained. 
0094. With reference to FIG. 25, the generator process 
determines at 1306 how to split one or more data sets in order 
to train one or more new predictive models. For example, the 
generator process can determine whether the training data set 
1256 should be split and modeled by separate and distinct 
predictive models. More specifically, the generator process 
can determine which data subset(s) (e.g., 1308, 1310) have 
been most problematic in being trained, and a new predictive 
model will be trained to focus upon that problematic data set. 
One way to perform this is for the generator to assign greater 
importance to the problematic data and lesser importance to 
the data that can be adequately explained with the other 
predictive models that have already been trained. The weight 
ing of importance for data Subsets is done at the account level. 
0095 A third predictive model is selected at 1312 from 
candidate predictive models 1212 and trained at 1320. The 
third model and the other models are combined at 1330, and 
evaluation of the combined models results 1342 occurs at 
1340. If the combined models do converge as determined at 
1350, then the combined models are provided as output at 
1360. If the combined models do not converge as determined 
at 1350, then the data is further split. 
0096. For performing evaluations in this training 
approach, the system can examine how many ranking viola 
tions have occurred. The evaluation also examines whether 
there is any improvement (e.g., decrease) in the number of 
ranking violations from the previous iteration. The conver 
gence decision step determines whether the number of rank 
ing violations is at an acceptable level. If it is, then the defined 
models are made available for any subsequent further model 
development or are made available for the production phase. 
However if the number of ranking violations is not at an 
acceptable level, then further partitioning occurs at the parti 
tion process block. 
0097. It should be noted that many different types of pre 
dictive models may be utilized as candidate predictive mod 
els, such as decision trees, neural networks, linear predictive 
models, etc. Accordingly the resultant model may be a single 
predictive model and/or multiple predictive models that have 
been combined. Moreover combined predictive models 
resulting from the training sessions can be homogenous or 
heterogeneous. As an illustration of a homogenous combined 
set of predictive models, two or more neural networks can be 
combined from the training sessions. As an illustration of a 
heterogeneous combined set of predictive models, a neural 
network model can be combined with a decision tree model or 
as another illustration multiple genetic algorithm models can 
be combined with one or more decision tree models as well as 
with one or more linear regression models. During training, 
the evaluation block assesses the performance of the com 
bined models. The models are placed in parallel and their 
outputs are combined. 
0098. A predictive system can be configured to generate 
reason codes which aid in understanding the scores. Current 
methodology for producing reason codes for explaining the 
scores is not very useful, as it typically identifies variables 
that are similar in nature as the top three reason codes. This 
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does not provide valuable insight into why a particular item 
scored high. This becomes important as the industry moves 
away from transaction-level scores for fraud detection to 
account-level scores identifying the accounts compromise. 
Due to the more complex underlying phenomena, more 
refined and meaningful reason codes become tantamount. 
0099 FIG. 26 depicts areason code determination process 
1430 that is used to create reason codes 1440 for a scoring 
system/predictive model 1410. It should be understood that 
reason codes can be used for other applications other than 
fraud detection. The reason code determination process 1430 
can be configured having reason code technology that is 
based on risk factors/groups rather than individual variables 
used in the models. The reason codes 1440 for a scoring 
system are to provide insight to end users with respect to the 
score generated by the predictive model 1440 (e.g., the fraud 
analysis results/scores 1420). It provides guidance in review 
ing the scoring entity and making appropriate actions and 
decisions. In case of fraud detection models, the reason codes 
provide directions for the initial investigations/review of sus 
pect cases. 
0100. The process 1430 can provide statistically-sound 
explanations of the results 1420 (e.g., score) from a scoring 
system/predictive model 1410 that is analyzing certain input 
data 1400. Also, the explanations are factor based and can be 
used within a scoring system such as to satisfy requirements 
for credit scoring models under regulation B. 
0101 FIG. 27 illustrates how reason codes can be built. 
Instead of using individual input variables as reasons, first 
reason factors are generated via process 1450 by grouping 
variables that have similar concept. Analytic techniques are 
used to generate these reason factors. The reason factors 
could then be reviewed and refined by domain experts. Once 
the reason factors are formed, the importance of reason fac 
tors to the score can be constructed. The reason codes can be 
generated by rank ordering the “importance' of each reason 
factor. Finally, the performance of the reason codes is evalu 
ated. Based on the results, one can also revise the reason 
generator by iterating the process. The generated reasons are 
provided as reason configuration data 1460 to a reason deter 
mination process 1430 for use in the scoring/predicting pro 
CCSS, 

0102 FIG. 28 illustrates creation of reason codes. For 
generation of reason factors via process 1500, individual 
variables are not used as reasons in order to avoid top reasons 
providing the same information. Instead, the system first 
groups variables that are correlated and with similar concept 
into different reason factors. As an illustration, the variables 
that relate to the time when the transaction occurred can be 
grouped separately from variables that do not relate to that. 
Many statistical techniques can be used to group the vari 
ables. Each variable group (e.g., a reason factor) can represent 
a reason code. 
0103 Principal Component Analysis (PCA) techniques 
can be used in the reason factor generation step in order to 
generate factors or groups that are orthogonal with respect to 
each other. Such technique is implemented in SAS PROC 
VARCLUS which is available from SAS Institute located in 
Cary, N.C. There are many different configurations to gener 
ate the variable grouping and they are available as options in 
PROC VARCLUS. For example, the number ofreason factors 
can be controlled by specifying the number of variable clus 
ters to be created. The reason factors generated by the PCA 
are then manually reviewed and refined at 1510. 
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0104. Manual review and refinement of the reason factors 
can be performed in many ways. For example, this could 
include Sanity checking the variable grouping as well as cre 
ating user-friendly description for each variable factor. The 
groupings may be revised/refined based on domain expertise 
and previous results, and the configuration file is prepared for 
the reason code generator step. 
0105. A reason code generator is created at 1520 by con 
structing and measuring the importance for each reason factor 
to the score. The importance can be defined in many ways. It 
can be (1) the strength of the reason factor to explain the 
current score; (2) the strength of the reason factor to make the 
score high; etc. The importance of these reason factors are 
then rank-ordered. The top most important factors are 
reported as the score reasons. The number of reasons will be 
based on the business needs. 
0106 With reference to FIG. 29, the importance of each 
reason factor to the score could be measured by a tree model 
at 1540. These tree models are constructed at 1550 to extract 
the correlations between the values of the variables in the 
given reason factor and the score, and they can be built at 1560 
using a SAS Enterprise Miner tree procedure/SAS PROC 
ARBORETUM available from SAS Institute located in Cary, 
N.C. By rank ordering the estimated scores for the tree mod 
els, the top corresponding reason factors are then selected as 
the reason codes 
0107. With reference back to FIG. 28, the performance of 
the reason code is then analyzed at 1530. The general perfor 
mance of the reason code generator is reviewed. Other items 
used in analyzing the performance of the reason code could 
include: 

0.108 frequency of the reason code 
0.109 most common reasons/combination of reasons 
0110 frequency of reason code by score range 
0111 manual review of cases to check the validity of the 
reason codes 

0112 case reports to be generated for review 
0113 based on the result, one may revise the reason 
factors grouping and renew the reason code generation 
step 

0114 While examples have been used to disclose the 
invention, including the best mode, and also to enable any 
person skilled in the art to make and use the invention, the 
patentable scope of the invention is defined by claims, and 
may include other examples that occur to those skilled in the 
art. 

0115 For example, the systems and methods disclosed 
herein may be used for many different purposes. Because the 
repository stores raw data (as opposed to derived or imputed 
information), different types of analysis other than credit card 
fraud detection can be performed. These additional analyses 
could include using the same data that is stored in the reposi 
tory for credit card analysis to also be utilized for detection of 
merchant fraud or for some other application. Derived or 
imputed information from raw data does not generalize well 
from one application (e.g., cardholder account fraud predic 
tion) to a different application (e.g., merchant fraud predic 
tion). 
0116 FIGS.30 and 31 depict that a view selector module 
1600 can be provided that allows a user or computer program 
to select which entity (e.g., a particular merchant) or type of 
entity (e.g., all merchants) upon which they would like fraud 
analysis to be performed. For example a user or a computer 
application can shift the view from whether a cardholder 
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account has been compromised to whether fraud has occurred 
at one or more merchants. The raw data that is used to predict 
whether fraud has occurred with respect to a cardholders 
account can also be utilized to predict whether fraud has 
occurred at a merchant location. 

0117. Other types of analysis can also be performed 
because the data is stored in its raw form, such as merchant 
attrition. Merchant attrition is when an institution loses mer 
chants for one or more reasons. A merchant attrition score is 
an indicator of how likely a relationship between a merchant 
and an institution will be severed, such as due to bankruptcy 
of the merchant or the merchant porting its account to another 
institution (e.g., to receive more favorable terms for its 
account). To determine a merchant attrition score, the raw 
data in the repository 272 that can be used for fraud scoring 
can also be used in combination with other data to calculate 
merchant attrition scores. The other data could include any 
data (raw or derived) that would indicate merchant attrition. 
Such data could include the fee structure charged by the 
institution to handle the merchant's account, how timely pay 
ments are provided by the merchant on the account, etc. 
Accordingly in addition to an entity view selector, a system 
can be configured with a selector 1610 that selects what type 
of analysis should be performed. 
0118 FIG. 32 depicts the storage of raw data (e.g., 1702, 
1712, 1722) at or from different institutions (1700, 1710, 
1720) which provides for an expanded, more comprehensive 
and quicker type of analysis to occur. Because eachinstitution 
is not storing its information as a set of derived or calculated 
set of values that are typically application-specific, the raw 
data from each of these repositories can be retrieved and used 
together in order to provide a more robust predictive capabil 
ity. As shown in FIG. 32, data is collected from the reposito 
ries (1702, 1712, 1722) at 1730. A view selector 1740 could 
be used as described above for selecting a particular entity 
type or analysis type for processing. Predictive model(s) at 
1750 generate the predictions, such as an entity score 1760. 
Based upon the view selection, the score can be at multiple 
different levels (e.g., fraud scoring at the card holder level, 
fraud scoring at the merchant level, merchant attrition score, 
bankruptcy prediction scoring, etc.) 
0119 Even if the institutions utilized different storage 
rules (1704, 1714, 1724) (e.g., different time periods for the 
same data fields), the system can still utilize this data from the 
different institutions (1700, 1710, 1720) because raw data is 
being stored. This can be helpful if the raw data repositories 
are in a distributed environment, such as at different sites. 
0.120. The repositories may beat different sites because of 
a number of reasons. A reason may be that an institution 
would like to have its repository at one of its locations; or 
different third-party analysis companies may have the reposi 
tories on behalf of their respective institutions. For example a 
third-party analysis company receives data from a first insti 
tution (e.g., a Visa institution) and applies its storage rules 
when storing information for the first institution while a dif 
ferent third-party analysis company receives data from a dif 
ferent institution (e.g., a MasterCard institution) and applies 
its storage rules when storing information for the other insti 
tution. Although different third-party analysis companies 
with their unique storage rules have stored the data from 
different institutions, the raw data from the different reposi 
tories can still be collected and used together in order to 
perform predictions. 
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0121. As an illustration, if there is a significant increase in 
the amount of fraud detected at a merchant's location, than 
the raw data in the repository associated with that merchant 
can be retrieved from the repository in order to determine 
whether fraud can be detected for other credit card accounts 
that have purchased goods or services at that merchants 
location. (Currently it takes a prolonged period of time for 
detecting whether a merchant is acting fraudulently with 
respect to credit cards that had been used at the merchants 
location.) For example the fraud rate at the merchant's loca 
tion could be 0.1% but now after evaluating other credit cards 
from different institutions that have been utilized at the mer 
chants location, the fraud rate is now 10%. By analyzing 
through the predictive model account activities that occur at 
the merchant's location, a more realistic score can be gener 
ated for the merchant. 

0122 Still further a merchants fraud score can be used to 
determine whether a credit card has been compromised. Such 
processing can entail analyzing the raw data associated with 
the credit cards utilized at a merchant's location to generate a 
score for the merchant and then using that score to analyze an 
account whose credit card had recently been used at the 
merchant's location. 

0123. As another example of the wide scope of the systems 
and methods disclosed herein, FIGS. 33 and 34 show at 1800 
a system that integrates different aspects disclosed herein. In 
the system of FIGS. 33 and 34, a predictive model is built 
using development data 1802. Development data 1802 (e.g., 
cycle cut data, authorizations data, payment data, non-mon 
etary data, etc.) is used to help determine at 1804 an account 
compromise period that is at which point in time was the 
account in a compromised state up until the point in time 
when the account was actually blocked. After the account is 
blocked, the customer is issued a new card. The development 
data 1802 is stored in the raw data repository 1810 which has 
a manager 1812 that helps manage the raw data repository 
1810, such as handling the updating of the raw data repository 
1810 with new development data. 
0.124. The raw data from the repository 1810 could also be 
utilized to create at 1820 static behaviortables. The data in the 
static behavior tables provides a global picture which is the 
same for a period of time (e.g., static or does not change 
dramatically over a period of time). These types of variables 
are useful in identifying the occurrence of fraud. An example 
of Such variables include risk with respect to a geographical 
area. The information created for these tables do not have to 
be changed in production, whereas the transaction informa 
tion in the repository do change once in production to reflect 
the transaction that is occurring while the system is in pro 
duction. 

0.125 Signature records are retrieved from the repository 
1810 and features from the raw data are derived at. For 
example, a signature is an account-level compilation of his 
toric data of all transaction types. Signatures help a model to 
recognize behavior change (e.g., to detect a trend and devia 
tion from a trend). There is one record stored for each 
account. Length of history of each type of data may vary. 
Signature data is updated with every new transaction. The 
features are also derived based upon the behavior tables. 
0126. Because the retrieved data can comprise thousands 
of records the system analyzes the retrieved data in order to 
distill it down to a more manageable size by deriving features 
on-the-fly (in RAM) associated with the retrieved data. 
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I0127. For the optimal feature transformations process 
1840, a standard prediction model transformation process as 
currently available can be used to reduce the amount of data 
that will be used as input to the predictive model. The optimal 
missing value imputation process 1850 fills in values that are 
missing from the retrieved data set. Missing values can occur 
because in practice the entity (e.g., a financial institution) 
supplying the raw data may not be able to provide all of the 
information regarding the transaction. As an illustration, one 
or more data items associated with a point-of-sale transaction 
might be missing. The missing value imputation process 
block determines the optimal missing value. 
I0128. The automated feature reduction process 1860 
eliminates unstable features as well as other items such as 
features with similar content and features with minimum 
information content. As an illustration, this process could 
eliminate such unstable features that, while they may be infor 
mative, change too dramatically between data sets. Features 
with similar content may also be eliminated because while 
they may be informative when viewed in isolation are pro 
viding duplicate information (e.g., highly collinear) and thus 
their removal from the input data set does not significantly 
diminish the amount of information contained in the input 
data set. Contrariwise the process preserves the features that 
provide the most amount of information. Accordingly, this 
process reduces the number of variables such that the more 
significant variables are used for training. The generated 
reduced feature data set is provided as input to the model 
generation process. 
I0129. In the model generation process, a predictive model 
is trained with training data which in this example is the data 
provided by the automated feature reduction process 1860. In 
general, the predictive models are trained using error/cost 
measures. In this example, all accounts are scored using all 
networks during model building. Resulting errors are used by 
the generator process 1870 to intelligently rearrange the seg 
ments and retrain the models. In other words, the generator 
process 1870 determines whether the training data should be 
split and modeled by separate and distinct predictive models. 
This allows an automatic determination as to whether the 
entire training data set should be used or whether it is better to 
use Subsets of the data for the training. 
0.130. The trained one or more predictive models are 
scored at process 1880. The scores are then evaluated at 
process 1890. A test for convergence is performed at 1990. If 
there is convergence, then the model is considered defined 
(e.g., the parameters of the one or more predictive models are 
fixed). However if convergence has not occurred, then pro 
cessing returns to the generator process block 1870 in order to 
determine how to split one or more data sets in order to train 
one or more new predictive models. For example the genera 
tor process 1870 determines which data subset(s) have been 
most problematic in being trained. A new predictive model is 
trained to focus only upon that problematic data set. 
I0131 The result of the training process is that a complete 
predictive model has been defined (e.g., the parameters are 
fixed). The scoring operation that is performed at 1910 after 
the model definition is done for the purposes of the reason 
code generator 1920. The reason code generator 1920 uses 
the scores generated by the scoring process 1910. The reason 
code generator process 1920 examines the account scores and 
is configured to provide one or more reasons for why an 
account received a particular score. After reason codes have 
been generated, an evaluation 1930 is performed again for the 
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account scores. At this point processing could loop back to 
process 1830 to derive features from raw data and the behav 
ior tables; or after evaluation of the reason code generation 
process by the evaluation process, then the development 
phase of the predictive model can be deemed completed. 
0132) For the production phase, the generated model and 
reason codes can be used to score accounts and provide rea 
sons for those scores. As shown at 1950 and 1952, the scoring 
process can be triggered by receipt of a new transaction or 
upon demand, Such as based upon a random trigger. The 
trigger would signal that relevant records from the raw data 
repository 1810 should be retrieved and processed (e.g., miss 
ing value imputation processing, etc.). The resultant data 
would be the input to the trained model in order to generate 
scores and reason codes. 
0133. It is noted that the systems and methods may be 
implemented on various types of computer architectures, 
Such as for example on a single general purpose computer or 
workstation, or on a networked system, or in a client-server 
configuration, or in an application service provider configu 
ration. 
0134. It is further noted that the systems and methods may 
include data signals conveyed via networks (e.g., local area 
network, wide area network, internet, etc.), fiber optic 
medium, carrier waves, wireless networks, etc. for commu 
nication with one or more data processing devices. The data 
signals can carry any or all of the data disclosed herein that is 
provided to or from a device. 
0135 Additionally, the methods and systems described 
herein may be implemented on many different types of pro 
cessing devices by program code comprising program 
instructions that are executable by the device processing Sub 
system. The Software program instructions may include 
Source code, object code, machine code, or any other stored 
data that is operable to cause a processing system to perform 
methods described herein. Other implementations may also 
be used, however, such as firmware or even appropriately 
designed hardware configured to carry out the methods and 
systems described herein. 
0136. The systems and methods data (e.g., associations, 
mappings, etc.) may be stored and implemented in one or 
more different types of computer-implemented ways, such as 
different types of storage devices and programming con 
structs (e.g., data stores, RAM, ROM, Flash memory, flat 
files, databases, programming data structures, programming 
variables, IF-THEN (or similar type) statement constructs, 
etc.). It is noted that data structures describeformats for use in 
organizing and storing data in databases, programs, memory, 
or other computer-readable media for use by a computer 
program. 
0.137 The systems and methods may be provided on many 
different types of computer-readable media including com 
puter storage mechanisms (e.g., CD-ROM, diskette, RAM, 
flash memory, computers hard drive, etc.) that contain 
instructions for use in execution by a processor to perform the 
methods operations and implement the systems described 
herein. 
0.138. The computer components, software modules, 
functions, data stores and data structures described herein 
may be connected directly or indirectly to each other in order 
to allow the flow of data needed for their operations. It is also 
noted that a module or processor includes but is not limited to 
a unit of code that performs a Software operation, and can be 
implemented for example as a Subroutine unit of code, or as a 
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Software function unit of code, or as an object (as in an 
object-oriented paradigm), or as an applet, or in a computer 
Script language, or as another type of computer code. The 
Software components and/or functionality may be located on 
a single computer or distributed across multiple computers 
depending upon the situation at hand. 
0.139. It should be understood that as used in the descrip 
tion herein and throughout the claims that follow, the mean 
ing of “a,” “an and “the includes plural reference unless the 
context clearly dictates otherwise. Also, as used in the 
description herein and throughout the claims that follow, the 
meaning of “in” includes “in” and “on” unless the context 
clearly dictates otherwise. Finally, as used in the description 
herein and throughout the claims that follow, the meanings of 
“and” and “or” include both the conjunctive and disjunctive 
and may be used interchangeably unless the context expressly 
dictates otherwise; the phrase “exclusive or may be used to 
indicate situation where only the disjunctive meaning may 
apply. 

1. A computer-implemented method comprising: 
presenting, on a graphical user interface, an entity type 

Selector configured to receive a selection of one of mul 
tiple different entities for a type of financial analysis: 

receiving, from the entity type selector, a selection of an a 
first entity: 

accessing, from at least one of a plurality of raw data 
repositories, stored raw data associated with the selected 
first entity, wherein the stored raw data includes finan 
cial transaction data records, wherein the raw data 
repositories are configured for the storage of raw data 
associated with multiple different entities; 

presenting, on the graphical user interface, an analysis type 
Selector configured to receive a selection of one of mul 
tiple different types of financial analyses, wherein the 
multiple different types of financial analyses includes: 
a fraud analysis type configured to analyze the stored 

raw data to perform fraud detection for a selected 
entity, and 

a non-fraud analysis type configured to analyze the 
stored raw data to generate information that is not 
related to fraud detection for a selected entity: 

receiving, from the analysis type selector, a section for the 
non-fraud analysis type of financial analysis; and 

performing, on a processing unit, the non-fraud analysis 
type of financial analysis to generate information that is 
not related to fraud detection for the first entity. 

2. The method of claim 1, wherein the non-fraud analysis 
type of analysis further facilitates predicting an attrition score 
with respect to the first entity, and wherein the information 
includes an attrition score for the first entity. 

3. The method of claim 2, wherein the first entity is a 
merchant engaged in a customer relationship with a financial 
service provider, and wherein the attrition score indicates a 
likelihood the customer relationship will cease. 

4. The method of claim 3, wherein the financial service 
provider applies a fee structure to the first entity, and wherein 
the accessed raw data includes information that represents the 
fee structure, and wherein the attrition score is based on the 
information that represents the fee structure. 

5. The method of claim 3, wherein the accessed raw data 
includes a data record that indicates a history of payments 
made by the first entity to the financial service provider, and 
wherein the attrition score is based on the accessed data 
record. 
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6. The method of claim 5, wherein the data record further 
indicates timeliness of the payments. 

7. The method of claim 6, further comprising: 
receiving a selection of a second entity, wherein the selec 

tion of the second entity is inputted using the entity type 
Selector, and wherein the second entity is an individual 
account holder who maintains an account Serviced by 
the financial service provider; 

receiving a selection of the fraud detection analysis type of 
analysis, wherein the selection of the fraud detection 
analysis type of analysis is inputted using the analysis 
type selector, 

accessing raw data associated with transactional activity 
involving the account; and 

detecting fraud involving the account, wherein detecting 
fraud includes analyzing the raw data associated with 
the transactional activity by applying the fraud detection 
analysis type of analysis. 

8. The method of claim 7, wherein the raw data associated 
with the transactional activity is accessed from another of the 
plurality of raw data depositories, and wherein the plurality of 
raw data depositories are maintained in a distributed environ 
ment. 

9. The method of claim 1, further comprising: 
receiving a selection of the fraud detection analysis type of 

financial analysis, wherein the selection of the fraud 
detection analysis type is inputted using the analysis 
type selector; 

in response to receiving the selection of the fraud detection 
analysis type, accessing additional raw data associated 
with the first entity, wherein the additional raw data 
includes data representing transactional activities 
involving multiple types of credit cards; and 

detecting fraud involving the first entity, wherein detecting 
fraud includes analyzing the additional raw data using 
the fraud detection analysis type of financial analysis, 
and wherein detecting fraud includes calculating an inci 
dence of fraud amongst transactions involving the first 
entity. 

10. A computer computer-program product comprising a 
non-transitory machine-readable store medium having 
instructions stored therein, wherein the instructions are 
executable to cause a computing apparatus to perform opera 
tions including: 

presenting, on a graphical user interface, an entity type 
Selector configured to receive a selection of one of mul 
tiple different entities for a type of financial analysis: 

receiving, from the entity type selector, a selection of an a 
first entity: 

accessing, from at least one of a plurality of raw data 
repositories, stored raw data associated with the selected 
first entity, wherein the stored raw data includes finan 
cial transaction data records, wherein the raw data 
repositories are configured for the storage of raw data 
associated with multiple different entities: 

presenting, on the graphical user interface, an analysis type 
Selector configured to receive a selection of one of mul 
tiple different types of financial analyses, wherein the 
multiple different types of financial analyses includes: 
a fraud analysis type configured to analyze the stored 

raw data to perform fraud detection for a selected 
entity, and 
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a non-fraud analysis type configured to analyze the 
stored raw data to generate information that is not 
related to fraud detection for a selected entity: 

receiving, from the analysis type selector, a section for the 
non-fraud analysis type of financial analysis; and 

performing, on a processing unit, the non-fraud analysis 
type of financial analysis to generate information that is 
not related to fraud detection for the first entity. 

11. The computer-program product of claim 1, wherein the 
non-fraud analysis type of analysis further facilitates predict 
ing an attrition score with respect to the first entity, and 
wherein the information includes an attrition score for the 
first entity. 

12. The computer-program product of claim 2, wherein the 
first entity is a merchant engaged in a customer relationship 
with a financial service provider, and wherein the attrition 
score indicates a likelihood the customer relationship will 
CCaSC. 

13. The computer-program product of claim 12, wherein 
the financial service provider applies a fee structure to the first 
entity, and wherein the accessed raw data includes informa 
tion that represents the fee structure, and wherein the attrition 
score is based on the information that represents the fee 
Structure. 

14. The computer-program product of claim 12, wherein 
the accessed raw data includes a data record that indicates a 
history of payments made by the first entity to the financial 
service provider, and wherein the attrition score is based on 
the accessed data record. 

15. The computer-program product of claim 14, wherein 
the data record further indicates timeliness of the payments. 

16. The computer-program product of claim 15, further 
comprising: 

receiving a selection of a second entity, wherein the selec 
tion of the second entity is inputted using the entity type 
Selector, and wherein the second entity is an individual 
account holder who maintains an account Serviced by 
the financial service provider; 

receiving a selection of the fraud detection analysis type of 
analysis, wherein the selection of the fraud detection 
analysis type of analysis is inputted using the analysis 
type selector; 

accessing raw data associated with transactional activity 
involving the account; and 

detecting fraud involving the account, wherein detecting 
fraud includes analyzing the raw data associated with 
the transactional activity by applying the fraud detection 
analysis type of analysis. 

17. The computer-program product of claim 16, wherein 
the raw data associated with the transactional activity is 
accessed from another of the plurality of raw data deposito 
ries, and wherein the plurality of raw data depositories are 
maintained in a distributed environment. 

18. The computer-program product of claim 10, further 
comprising: 

receiving a selection of the fraud detection analysis type of 
financial analysis, wherein the selection of the fraud 
detection analysis type is inputted using the analysis 
type selector; 

in response to receiving the selection of the fraud detection 
analysis type, accessing additional raw data associated 
with the first entity, wherein the additional raw data 
includes data representing transactional activities 
involving multiple types of credit cards; and 
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detecting fraud involving the first entity, wherein detecting 
fraud includes analyzing the additional raw data using 
the fraud detection analysis type of financial analysis, 
and wherein detecting fraud includes calculating an inci 
dence of fraud amongst transactions involving the first 
entity. 

19. A system comprising: 
a processor configured to perform operations including: 
presenting, on a graphical user interface, an entity type 

Selector configured to receive a selection of one of mul 
tiple different entities for a type of financial analysis: 

receiving, from the entity type selector, a selection of an a 
first entity: 

accessing, from at least one of a plurality of raw data 
repositories, stored raw data associated with the selected 
first entity, wherein the stored raw data includes finan 
cial transaction data records, wherein the raw data 
repositories are configured for the storage of raw data 
associated with multiple different entities: 

presenting, on the graphical user interface, an analysis type 
Selector configured to receive a selection of one of mul 
tiple different types of financial analyses, wherein the 
multiple different types of financial analyses includes: 
a fraud analysis type configured to analyze the stored 

raw data to perform fraud detection for a selected 
entity, and 

a non-fraud analysis type configured to analyze the 
stored raw data to generate information that is not 
related to fraud detection for a selected entity: 

receiving, from the analysis type selector, a section for the 
non-fraud analysis type of financial analysis; and 

performing, on a processing unit, the non-fraud analysis 
type of financial analysis to generate information that is 
not related to fraud detection for the first entity. 

20. The system of claim 19, wherein the non-fraud analysis 
type of analysis further facilitates predicting an attrition score 
with respect to the first entity, and wherein the information 
includes an attrition score for the first entity. 

21. The system of claim 20, wherein the first entity is a 
merchant engaged in a customer relationship with a financial 
service provider, and wherein the attrition score indicates a 
likelihood the customer relationship will cease. 

22. The system of claim 21, wherein the financial service 
provider applies a fee structure to the first entity, and wherein 
the accessed raw data includes information that represents the 
fee structure, and wherein the attrition score is based on the 
information that represents the fee structure. 
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23. The system of claim 21, wherein the accessed raw data 
includes a data record that indicates a history of payments 
made by the first entity to the financial service provider, and 
wherein the attrition score is based on the accessed data 
record. 

24. The system of claim 23, wherein the data record further 
indicates timeliness of the payments. 

25. The system of claim 24, further comprising: 
receiving a selection of a second entity, wherein the selec 

tion of the second entity is inputted using the entity type 
Selector, and wherein the second entity is an individual 
account holder who maintains an account Serviced by 
the financial service provider; 

receiving a selection of the fraud detection analysis type of 
analysis, wherein the selection of the fraud detection 
analysis type of analysis is inputted using the analysis 
type selector; 

accessing raw data associated with transactional activity 
involving the account; and 

detecting fraud involving the account, wherein detecting 
fraud includes analyzing the raw data associated with 
the transactional activity by applying the fraud detection 
analysis type of analysis. 

26. The system of claim 25, wherein the raw data associ 
ated with the transactional activity is accessed from another 
of the plurality of raw data depositories, and wherein the 
plurality of raw data depositories are maintained in a distrib 
uted environment. 

27. The system of claim 19, further comprising: 
receiving a selection of the fraud detection analysis type of 

financial analysis, wherein the selection of the fraud 
detection analysis type is inputted using the analysis 
type selector; 

in response to receiving the selection of the fraud detection 
analysis type, accessing additional raw data associated 
with the first entity, wherein the additional raw data 
includes data representing transactional activities 
involving multiple types of credit cards; and detecting 
fraud involving the first entity, wherein detecting fraud 
includes analyzing the additional raw data using the 
fraud detection analysis type of financial analysis, and 
wherein detecting fraud includes calculating an inci 
dence of fraud amongst transactions involving the first 
entity. 


