Title: CONVERSATION SYSTEM AND METHOD FOR PERFORMING BOTH CONVERSATION-BASED QUERIES AND MESSAGE-BASED QUERIES

Abstract: A conversation server system having one or more processors and memory stores a plurality of messages organized as a plurality of conversations, respective conversations including respective representative messages with message term(s) and conversation term(s) and messages with message term(s). The server receives a message search query and responds by: identifying matching message(s) associated with message terms matching the message search query; and returning message search results including representations matching message(s) to a client from which the message search query was received. The server also receives a conversation search query and responds by: identifying matching representative message(s) associated with a combination of message term(s) and conversation term(s) matching the conversation search query, selecting conversation(s) including a matching representative message; and returning conversation search results including representations of matching conversation(s) to a client from which the conversation search query was received.
Published:

- with international search report (Art. 21(3))
Conversation System and Method for Performing both Conversation-Based Queries and Message-Based Queries

FIELD OF THE INVENTION

[0001] The present invention relates generally to the field of computer systems, and in particular, to a system and method for managing a large number of electronic communications in an efficient and user-friendly manner.

BACKGROUND OF THE INVENTION

[0002] Every day, people send and receive millions of email (also written as "e-mail") messages over computer networks for business and leisure. Email, being convenient, easy to use and close to instantaneous in many cases, has become an extremely popular communication channel for people to exchange information.

[0003] Traditionally, email messages arriving at a user's email account are displayed by a dedicated email client or in web browser window individually, in a chronological order, e.g., the most recent message appears at top of the browser window while the oldest one appears at the bottom of the browser window. However, it is common that multiple messages sent by two or more people at different times may cover a same topic. Viewing the messages together would assist the user in understanding the individual messages in the proper context.

[0004] Thus, in some conventional email messaging programs, email messages may be organized into conversations. However, even where email messages are organized into conversations, the messages are still searched as individual entities rather than searching conversations as a whole. This is partially because conventional approaches to indexing typically do not simultaneously enable both message based and conversation based searching due to the prohibitive cost of maintaining data structures enabling message based searching concurrently with data structures enabling conversation based searching. As more users begin to use messaging programs where emails are organized into conversations, the lack of full conversation-based searching for messaging systems becomes increasingly problematic as users are unable to perform simple conversation-based searches.

SUMMARY

[0005] Therefore, it would be advantageous to provide a system and method to generate and maintain data structures enabling support conversation-based searching. Moreover, users may switch between conversation-based searching and message-based
searching and may desire to perform some searches that employ either conversation-based searching or message-based searching or a combination of both without unnecessarily duplicating data structures such as indexes. These and other problems with conventional electronic communication systems described above are reduced or eliminated by the systems and methods described below.

[0006] In some embodiments, a method is performed at a server system having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method. The method includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term. The method further includes receiving a first message, associating the first message with a conversation having at least one other message and storing, in the index, a plurality of first-message index components that each include an identifier of the first message. The first-message index components include one or more index components indicative of a plurality of message terms in the first message and one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message.

[0007] In some embodiments, a method is performed at a server system having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method. The method includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term. The method further includes receiving a first message, associating the first message with a conversation having one or more other messages, identifying text in the first message as quoted text based on text that occurs in one or more of the other messages associated with the conversation, and storing, in the index, a plurality of first-message index components that each include an identifier of the first message. The first-message index components include one or more index components that correspond to terms that occur in original text of the first message and one or more index components that correspond to terms in the first message that occur in the quoted text of the first message. In the index, the first-message index components that correspond to terms that occur in original text of the first message are distinguished from the
first-message index components that correspond to terms in the first message that occur in the quoted text of the first message.

[0008] In some embodiments, a method is performed at a server system having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method. The method includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term. The method further includes receiving a first message having a first term, associating the first message with a conversation that includes at least a second message, where the first term is not included in the second message and the second message includes a second term that is not included in the first message and storing, in the index, a plurality of index components for a same respective referenced object, including an index component indicative of the first term and an index component indicative of the second term.

[0009] In some embodiments, a method is performed at a server system having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method. The method includes storing a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message, and at least one of the conversations including multiple messages. A respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms, the message terms comprising terms that occur in the respective representative message, and the conversation terms comprising terms from the conversation that do not occur in the respective representative message. The method further includes receiving a message search query from a client and responding to the message search query by identifying, in the plurality of messages, one or more matching messages that are associated with message terms matching the message search query and returning message search results including representations of at least a subset of the matching messages for display at the client from which the message search query was received. The method also includes receiving a conversation search query from a client and responding to the conversation search query by identifying, in the plurality of messages, one or more matching representative messages that are associated with a combination of message and conversation terms matching the conversation search query, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message,
selecting one or more conversations including a matching representative message as matching conversations and returning conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received.

[0010] In accordance with some embodiments, a computer system (e.g., a conversation client system or conversation server system) includes one or more processors, memory, and one or more programs; the one or more programs are stored in the memory and configured to be executed by the one or more processors and the one or more programs include instructions for performing the operations of the method described above. In accordance with some embodiments, a non-transitory computer readable storage medium has stored therein instructions which when executed by one or more processors, cause a computer system (e.g., conversation client system or conversation server system, etc.) to perform the operations of the methods described above.

BRIEF DESCRIPTION OF THE DRAWINGS

[0011] For a better understanding of the disclosed embodiments, reference should be made to the Description of Embodiments below, in conjunction with the following drawings in which like reference numerals refer to corresponding parts throughout the figures.

[0012] Figure 1 is a block diagram illustrating a distributed client-server system, in accordance with some embodiments.

[0013] Figure 2 is a block diagram illustrating a conversation client system, in accordance with some embodiments.

[0014] Figure 3 is a block diagram illustrating a conversation server system, in accordance with some embodiments.

[0015] Figures 4A-4E are block diagrams illustrating data structures for storing data associated with users, messages and conversations for use by a conversation server system, in accordance with some embodiments.

[0016] Figures 5A-5B are block diagrams illustrating a flow of data through data structures of a conversation server system, in accordance with some embodiments.

[0017] Figures 6A-6C include a flow chart illustrating a method for receiving and storing messages and receiving and responding to queries at a conversation server system, in accordance with some embodiments.
Figures 7A-7G include a flow chart illustrating a method for generating an index configured to support both conversation and message based searching, in accordance with some embodiments.

Figures 8A-8D include a flow chart illustrating a method for separately indexing quoted text in messages in conversations to support advanced conversation-based searching, in accordance with some embodiments.

Figures 9A-9D include a flow chart illustrating a method for enabling search for conversations with two messages each having a respective query term from a search query, in accordance with some embodiments.

Figures 10A-10E include a flow chart illustrating a method for performing both conversation based queries and message based queries, in accordance with some embodiments.

Figures 11A-11F are representations of exemplary user interfaces for interacting with conversations stored at the conversation server system, in accordance with some embodiments.

Figures 12A-12B are representations of exemplary user interfaces for interacting with messages stored at the conversation server system, in accordance with some embodiments.

DESCRIPTION OF EMBODIMENTS

The present invention is directed to a system and corresponding method of organizing, storing, indexing and displaying messages sent to and by a user, such as in a client-server system (e.g., a web email system) or a computer system configured to enable local searching of electronic communications. In some embodiments, messages are organized and indexed as conversations. A conversation includes one or more relevant messages covering a conversation topic. As will be described below, additional criteria, beyond the conversation topic, may be used to determine which messages are associated with each distinct conversation. The senders and recipients of the messages associated with a conversation are participants of the conversation. In some embodiments, all the messages directed to a user are grouped into a plurality of conversations and presented to the user in a conversation-based format, individually or jointly. In other embodiments, the messages are each treated as individual entities in a message-based format which can be separately stored, displayed, and retrieved in response to search queries. Optionally, a user may be provided
with the ability to switch between the conversation-based format and the message-based format.

[0025] Figure 1 a block diagram illustrating an exemplary distributed client-server system 100 (e.g., a web email system) for managing conversation data. System 100 includes one or more Conversation Client System(s) 102 (also referred to herein as "Client 102"), a Conversation Server System 106 (also referred to herein as "Server 106") and a Communication Network 120 for connecting Clients 102 to Conversation Server System 106 and, optionally one or more Other Message Server Systems 108 (e.g., other servers hosting different communication services such as email providers, instant messenger providers, and the like). Communication Network 120 may include the Internet, one or more local area networks (LANs), one or more wide area networks (WANs), other types networks, or a combination of such networks.

[0026] A Client 102 may include a Browser 110 and a Conversation Assistant 112. Browser 110 can be a general purpose Internet browser (sometimes called a Web browser) having a browser window used for displaying the conversations, or it can be a dedicated browser application having a window for displaying conversations. The conversations and messages in the conversations may be rendered by Browser 110 using hypertext markup language (HTML) or any other appropriate rendering methodology. After a user submits a request through Browser 110 or a stand-alone Conversation Assistant 112 to Server 106 to access messages and/or conversations stored in the user's account, Server 106 identifies a plurality of messages and/or conversations in the user's account according to the user's request and transfers the messages and/or conversations and, optionally, a set of display information back to Client 102. Conversation Assistant 112 uses the messages and/or conversations and display information to render the messages and/or conversations at Client 102. Alternatively, Conversation Assistant 112 may exist and operate at Server 106 and may send information to Browser 110 for display at Client 102.

[0027] Conversation Server System 106 includes Frontend Server 122, Conversation Engine 124, Conversation Data Updater 126, Query Engine 128, Auxiliary Services 130, Attachment Database 132, User Database 134, one or more Message Databases 136, one or more Conversation Databases 138, one or more Message to Conversation Maps 140, and one or more Indexes 142.

[0028] Frontend Server 122 relays requests from Clients 102 and other Message Server Systems 108 via Communications Network 120 and to Conversation Engine 124 and
transmits responses from Conversation Engine 124 to Clients 102 and Other Message Server
Systems 108. Conversation Engine 124 processes requests and input from Clients 102 to
update conversation data stored in Conversation Server System 106 and is also connected to
various Auxiliary Services 130, such as spell checkers, advertising services, appointment
scheduling services, attachment management, spam detection, etc.. When conversation data
is updated, Conversation Engine 124 passes instructions to Conversation Data Updater 126 to
update conversation data for a user such as Message Database 136, Conversation Database
138, Message to Conversation Map 140, and Index 142. Additionally, Conversation Engine
124 may store attachments associated with messages and/or conversations in Attachment
Database 132. Query Engine 128 is connected to User Database 134, Message Database(s)
136, Conversation Database(s) 138, Message to Conversation Map(s) 140, and Index(es) 142
and receives queries from Conversation Engine 124 and passes results retrieved from the
conversation data structures to Conversation Engine 128 for use in responding to requests
from Clients 102 and/or Other Message Server Systems 108.

[0029] Conversation Engine 124 responds to a variety of requests from Client 102
(e.g., from requests issued on behalf of a user by Conversation Assistant 112 or Browser
110) related to messages and returns conversation-based responses via its connection with
Communication Network 120. In some embodiments, Frontend Server 122 includes a Mail
Transfer Protocol Gateway (e.g., a Simple Mail Transfer Protocol Gateway or SMTP
Gateway), which receives and sends messages. In some embodiments, Frontend Server 122
(e.g., SMTP Gateway), for example, transmits and receives messages using the Simple Mail
Transfer Protocol (SMTP). Frontend Server 122 (e.g., SMTP Gateway) may receive a new
message from Communication Network 120 and send the new message to Conversation
Engine 124 for additional processing. Additionally, Frontend Server 122 (e.g., SMTP
Gateway) receives messages from Conversation Engine 124 and then transmits (via
Communication Network 120) those messages to the recipient addresses specified in the
messages.

[0030] Figure 2 is a block diagram illustrating a Conversation Client System 102 in
accordance with some embodiments. Client 102 typically includes one or more processing
units CPU(s) 202, one or more network or other Communication Interfaces 204, Memory
206, a User Interface 205 (e.g., comprising a display device and a keyboard, mouse,
touchpad, touchscreen or other input device), and one or more Communication Buses 208 for
interconnecting these components. Memory 206 typically includes high-speed random
access memory, such as DRAM, SRAM, DDR RAM or other random access solid state
memory devices; and may include non-volatile memory, such as one or more magnetic disk storage devices, optical disk storage devices, flash memory devices, or other non-volatile solid state storage devices. Memory 206 may optionally include one or more storage devices remotely located from the CPU(s) 202. Memory 206, or alternatively the non-volatile memory device(s) within Memory 206, comprises a non-transitory computer readable storage medium. In some embodiments, Memory 206 or alternatively the non-transitory computer readable storage medium stores the following programs, modules and data structures, or a subset thereof:

- an Operating System 210 that includes procedures for handling various basic system services and for performing hardware dependent tasks;
- a Network Communication Module (or instructions) 212 that is used for connecting Conversation Server System 102 to other computers (e.g., Conversation Server System 106 or Other Message Server Systems 108) via one or more Network Interfaces 204 (wired or wireless) and one or more Communication Networks 120 (Figure 1), such as the Internet, other wide area networks, local area networks, metropolitan area networks, and so on;
- a Web Browser 110 for loading web pages such as a Conversation Web Page 214, which optionally includes code for executing a Conversation Assistant 112-a as an embedded application in Conversation Web Page 214, where Conversation Assistant 112-a sends requests to Server 106 and displays data received from Server 106;
- optionally, a dedicated Conversation Assistant 112-b (e.g., a stand-alone email client) for sending requests to Server 106 and displaying data received from Server 106; and
- optionally, Data 216 such as cached conversation data (e.g., recently accessed messages, attachments, etc.).

Each of the above identified modules, applications or programs corresponds to a set of instructions, executable by the one or more processors of Client 102, for performing a function described above. The above identified modules, applications or programs (i.e., sets of instructions) need not be implemented as separate software programs, procedures or modules, and thus various subsets of these modules may be combined or otherwise re-arranged in various embodiments. In some embodiments, Memory 206 stores a subset of the modules and data structures identified above. Furthermore, Memory 206 may store additional modules and data structures not described above.
Figure 3 is a block diagram illustrating a Conversation Server System 106 in accordance with some embodiments. Conversation Server System 106 typically includes one or more processing units CPU(s) 302, one or more network or other Communications Interfaces 308, Memory 306, and one or more Communication Buses 308 for interconnecting these components. Memory 306 includes high-speed random access memory, such as DRAM, SRAM, DDR RAM or other random access solid state memory devices; and may include non-volatile memory, such as one or more magnetic disk storage devices, optical disk storage devices, flash memory devices, or other non-volatile solid state storage devices. Memory 306 may optionally include one or more storage devices remotely located from the CPU(s) 302. Memory 306, or alternatively the non-volatile memory device(s) within Memory 306, comprises a non-transitory computer readable storage medium. In some embodiments, Memory 306 or alternatively the non-transitory computer readable storage medium stores the following programs, modules and data structures, or a subset thereof:

- an Operating System 310 that includes procedures for handling various basic system services and for performing hardware dependent tasks;
- a Network Communication Module (or instructions) 312 that is used for connecting Server 106 to other computers (e.g., Client 102) via one or more Network Interfaces 304 (wired or wireless) and one or more Communication Networks 102 (Figure 1), such as the Internet, other wide area networks, local area networks, metropolitan area networks, and so on;
- a Conversation Engine 124 module for responding to requests from, and providing responses to, Conversation Assistant 112 as described earlier, Conversation Engine 124 may include:
  - a Process New Message Module 320 for processing new messages;
  - Filter Module 622 for creating, monitoring, and carrying out filters (e.g., user-defined rules for managing incoming and/or outgoing messages);
  - a Modify Attributes Module 324 for modifying attributes such as labels associated with conversations and messages;
  - a Quoted Text Module 326 for identifying quoted text in new messages as they are received and identifying changes in quoted text when messages and/or conversations are modified (e.g., by adding or deleting messages);
• a Formatting Module 328 for providing formatting information to be supplied to Conversation Assistant 112 at Client 102 (Figure 1) for displaying conversation lists (including one or more concise message headers), message lists, conversations views (including one or more messages) and/or message views;

• a Spam Identification Module 330 for identifying messages as spam based on predefined criteria (e.g., system-defined criteria or user-defined criteria);

• a Delete/Remove Module 332 for marking messages and/or conversations for deletion and subsequently removing them;

• a Conversation Assistant Loader 334 for providing to Conversation Assistant 112 at Client 102 (Figure 1) information that allows Conversation Assistant 112 to process information supplied to it from Server 106. In some embodiments, when Client 102 is first connected to Server 106 (e.g., when a user loads a web page for access to a messaging account), Conversation Assistant Loader 334 is invoked to load a conversation assistant to Client 102. In some embodiments, Conversation Assistant Loader 334 loads Conversation Assistant 112 onto Client 102 each time that a messaging session is initiated at Client 102, while in other embodiments Conversation Assistant 112 is retained by Client 102 from one messaging session to another;

• a Compose/Send Module 336 for transmitting messages composed by a user of Client 102 to Frontend Server 122 (Figure 1) for delivery to other users (e.g., users of messaging accounts associated with Other Messaging Server Systems 108).

• a Query Engine 128 for processing search queries including user-generated search queries and system-generated search queries;

• a Conversation Data Updater 126 for updating conversation data (e.g., indexes, tables, databases, etc.) at Server 106 to reflect changes in messages and/or conversations;

• Auxiliary Services 130 such as procedures for spelling correction, attachment management, advertising services, appointment scheduling services, attachment management, etc;

• an Attachment Database 132 for storing attachments associated with messages and/or conversations, Attachment Database 132 may segregate attachments for individual
users or may store attachments in a shared repository so that if multiple users have access to a single respective attachment, only one copy of the respective attachment is stored in Attachment Database 132;

• a User Database 134 storing information about users of Server 106, as described in greater detail below with reference to Figure 4A;

• a Message Database 136 storing information about messages for Server 106, as described in greater detail below with reference to Figure 4D; in some embodiments, Server 106 stores a separate Message Database 136 for each user;

• a Conversation Database 138 storing information relating messages in Message Database 136 together as conversations, as described in greater detail below with reference to Figures 4D-4E; in some embodiments, Server 106 stores a separate Conversation Database 138 for each user;

• a Message to Conversation Map 140 storing information enabling conversations to be identified based on message identifiers, as described in greater detail below with reference to Figure 4D; in some embodiments, Server 106 stores a separate Message to Conversation Map 140 for each user; and

• an Index 142 storing information enabling messages and/or conversations matching a search query to be identified, as described in greater detail below with reference to Figures 4B-4C; in some embodiments, Server 106 stores a separate Index 142 for each user.

[0033] Each of the above identified modules, applications or programs corresponds to a set of instructions, executable by the one or more processors of Server 106, for performing a function described above. The above identified modules, applications or programs (i.e., sets of instructions) need not be implemented as separate software programs, procedures or modules, and thus various subsets of these modules may be combined or otherwise re-arranged in various embodiments. In some embodiments, Memory 306 stores a subset of the modules and data structures identified above. Furthermore, Memory 306 may store additional modules and data structures not described above.

[0034] Although Figure 3 shows a "Conversation Server System" 106 Figure 3 is intended more as functional description of the various features which may be present in a set of servers than as a structural schematic of the embodiments described herein. In practice, and as recognized by those of ordinary skill in the art, items shown separately could be
combined and some items could be separated. For example, some items shown separately in Figure 3 could be implemented on single servers and single items could be implemented by one or more servers. The actual number of servers used to implement a Conversation Server System 106 and how features are allocated among them will vary from one implementation to another, and may depend in part on the amount of data traffic that the system must handle during peak usage periods as well as during average usage periods.

USER, MESSAGE AND CONVERSATION DATA STRUCTURES

[0035] Figure 4A illustrates a User Database 134 according to some embodiments. User Database 134 stores information pertaining to users of Conversation Server System 106. The information stored includes a User Identifier 402 (e.g., a globally unique identifier that is associated with a particular user account such as a N-bit binary number). This User Identifier 402 can be used to identify conversation data structures (e.g., databases tables, maps, indexes, etc.) that are associated with the user. The information stored in User Database 134 may also include User Information 404 relating to user preferences, security information, recently submitted queries, user-defined filters, address and other information for contacts of the user, calendar information, a user profile including contacts, etc. The user-defined filters are used by Server 106 to perform operations on messages and/or conversations upon detection of predefined events (e.g., during the processing of each new message as it is being added to the user's mail account). User Database 134 may also include information representing user-defined labels, which can be applied to messages at the request of the user. In embodiments where conversation data structures are stored on a per-user basis, User Database 134 relates a respective User Identifier 402 to the Index, Message to Conversation Map, Conversation Database and Message Database for the user via Index Pointer 408, Message to Conversation Map Pointer 410, Conversation Database Pointer 412 and Message Database Pointer 414, respectively. In other words, an index for a particular user may be associated with the particular user so that a search query from the particular user is performed over the index for the particular user and thus returns a first set of results, while a search query from a different user is performed over the index for the different user and thus returns a second set of results that is different from the first set of results.

[0036] As described above, the Index(es) 142 are used to generate results in response to search queries. In conventional indexes, terms in a message are associated only with the message. Thus, when a search is performed over a conventional index (e.g., "Tahoe AND dinner"), the results include only messages that match the query (e.g., messages that include
both the terms "Tahoe" and "dinner"). This approach works for many applications where messages are the primary unit of information. However, when messages are organized as conversations and the conversations are used as the primary unit of information, users will expect that a search query will be performed over the conversation as a whole. For example, a user would expect a search query for a conversation that includes one message with the term "Tahoe" and another message with the term "dinner" to be returned in response to the search query "Tahoe" and "dinner" even if none of the individual messages in the conversation include both the terms "Tahoe" and "dinner." However, a purely message-based index will not return conversations including query terms divided over different messages.

One possible solution is to create two separate indexes, one that indexes messages and another separate index that indexes conversations. However, this approach is inefficient because it dramatically increases the processing and storage cost of indexing and retrieving the messages and conversations, because multiple separate indexes (e.g., a message index and a conversation index) need to be created and updated and subsequently searched when a search query is received. The embodiments of an index described below refer to an index that enables both message-based and conversation-based queries, thereby providing predictable results to users while dramatically reducing the processing and storage cost of indexing and retrieving messages and conversations.

Figure 4B illustrates a schematic illustration of an exemplary conversation 420 including four messages and an exemplary Simulated (e.g., virtual) Data Structure 422 for the fourth message (e.g., the most recent message in the conversation). The Simulated Data Structure 422 indicates "mapped" locations of terms in the conversation that correspond to original locations of the terms in the conversation that includes the four messages. As used herein, the terms may include any combination of text content terms (e.g., text from the message body of a message in the conversation), labels, tags, and/or header information from the messages and the conversation. In the conversation an earliest message (Message 1) includes original text (Text 1); a reply (Message 2) to the earliest message (Message 1) includes original text (Text 2) and quoted text (Text 1) from the first message; another message (Message 3) includes original text (Text 3) that is not in any of the other messages; and a most recent message (Message 4) to the second message (Message 2) includes original text (Text 4) and quoted text (Text 1 and Text 2) from multiple previous messages. The terms in the most recent message (Message 4) are identified as "Message Terms" and in some embodiments are divided between "original text" and "quoted text" terms. The terms in the
other messages are all identified as "conversation terms." It should be noted that the exemplary conversation described with reference to Figure 4B corresponds in structure to the conversation illustrated in the exemplary user interfaces illustrated in Figure 11C (where message 1 corresponds to the chronologically first message in the conversation and message 2 corresponds to the next message in chronological order, etc.).

[0039] In this example, Message 4 is selected as a "representative message" for the conversation, and a Simulated Data Structure 422 for Message 4 includes three partitions, where original terms in the conversation have original locations within the conversation that correspond to mapped locations within the simulated data structure. In some embodiments the locations are specified by N+M bit binary numbers, wherein the N highest order bits are selected in accordance with the partition to which the term is assigned and the M other bits are used to specify the location of the terms within the partition. In the example shown in Figure 4B, there are two high order bits, and all of the terms identified as message terms in the original text have the high order bits "00" in the simulated data structure for Message 4, while all of the terms identified as message terms in the quoted text have high order bits "01" in the simulated data structure for Message 4, and all of the terms identified as conversation terms have high order bits "11" in the simulated data structure for Message 4. Alternatively the partitions for the message terms could be merged and a single set of high order bits (e.g., "00") could be used for all message terms without regard to whether the terms occur in original text or quoted text of the message.

[0040] The M lower order bits are typically used to specify locations within each of the partitions that correspond to the order in which the terms occur in the conversation itself. In other words, in some implementations, consecutive words in a sentence or paragraph are given mapped locations with consecutive mapped locations within a partition. Preserving the relative locations and order of terms within the partitions is advantageous, because it enables conversation-based searches that include location and/or order constraints (e.g., "Term X within 3 words for Term Y" or "Term X followed by Term Y") to retrieve conversations that include conversation terms matching the location and/or order constraints. For example, a text string such as "Lake Tahoe" could be identified in the conversation index components for a representative message, because location and order of terms from messages in the conversation is preserved for conversation terms in Simulated Data Structure 422. Additionally, labels, tags and other items of header information that do not have specific locations in the text content of a message may be assigned a set of one or more predefined locations within the message or conversation. In one example, for one predefined location,
such as location 0, is assigned to all message metadata (e.g., labels, tags, header information and any other information that does not have a location in the body of a message).

Furthermore, for representative messages, a second predefined location, such as location 2° (e.g., a first position in the partition of the simulated data structure for conversation terms) is assigned to message metadata of messages in the conversation, but not in the representative message, also herein called conversation metadata.

[0041] In some embodiments, different types of metadata are indexed differently. For example, labels may be assigned a predefined location, such as location 0, while terms in the header information are assigned locations corresponding to the location of the header information terms in the message (e.g., if the header has five terms, the first header term is assigned location 1, the second header term is assigned location 2, etc. and the first body text term is assigned location 6). In addition, in some implementations, the header information terms are indexed differently from the body text terms. For instance header information terms may have a custom format. In one exemplary implementation of a system using a custom format for header information, when a message is sent to a user with an identifier "UserName@email.com," the term corresponding to the header information indicating that the email was sent to UserName@email.com is indexed as "TO_UserName" rather than "UserName@email.com." Alternatively, header information terms are indexed using both a custom format (e.g., "TCMUserName") as well as a standard format (e.g., "UserName@email.com"). Thus, a single term in the header text may be represented by multiple index components in different index entries in the index (e.g., an index entry for "TO_UserName" and an index entry for "UserName@email.com").

[0042] In some embodiments, Simulated Data Structure 422 is created for a representative message in each conversation and is either temporarily or permanently stored in Message Database 136 and is used to generate Index 142. In other embodiments, Simulated Data Structure 422 is not actually created but is merely an implicit data structure that corresponds to Index 142. In other words, Index 142 is created and updated so as to associate message terms and conversation terms with each conversation's representative message as though the message terms and conversations were stored in a Simulated Data Structure 422, without actually creating the corresponding Simulated Data Structure 422. However, when a query is performed on Index 142, respective representative messages are returned in accordance with the message terms and conversation terms that appear to occur in corresponding simulated data structures, without regard to whether the simulated data structures exist or have ever existed. Thus, Simulated Data Structure 422 described above
with reference to Figure 4B can be understood to be a theoretical construct that helps to understand the indexing scheme described below with reference to Figure 4C without regard to whether or not data is actually stored in a data structure that is organized like Simulated Data Structure 422.

[0043] Figure 4C illustrates an exemplary Index 142. Index 142 includes a plurality of Index Entries 430, each index entry including a respective Term Identifier 432 and one or more Index Components 434. In the exemplary Index 142 illustrated in Figure 4C, each respective index component of the respective index entry identifies a message (e.g., by a Message ID) that is associated with a respective term and a mapped location of the term within the simulated data structure for the message. For example, Term 2 occurs in Message 1 as a message term in quoted text at location 01000011, while Term 2 occurs in Message 4 as a message term in original text at locations 00001001, 00010001, as a message term in quoted text at location 010001100 and as a conversation term at location 11000011. In some embodiments, an index component corresponds to a message ID and corresponding mapped location. Thus, in the example above, the index entry for Term 2 includes at least four index components for Message 4: {Message ID (4), 00001001}, {Message ID (4), 00010001}, {Message ID (4), 01000100}, and {Message ID (4), 11000011}. It should be noted that, in this example, Message 4 is a representative message for a conversation and thus has conversation terms in addition to having message terms. In some embodiments, one of the terms is a representative-message label that identifies messages as representative messages. For example, if Term 1 is the representative-message label, then Message 4, Message 7 and Message W would each be identified in Index 142 as being representative messages for the respective conversations with which they are associated.

[0044] It should be understood that when generating the index, there is a tradeoff between the size of the index and the speed with which complex queries can be performed. In some index-size-reducing implementations which emphasize reducing the size of the index over the speed of performing complex queries quickly, repeated terms in a conversation can be represented by a reduced set of representative-message index components or even a single representative-message index component. In these index-size-reducing implementations, the size of the index is reduced by storing fewer index components than search-speed-increasing implementations, but more complex queries (e.g., queries that include location constrained terms in the conversation terms such as a search for the string "TermA TermB TermC" are performed by a multi-stage query where the first stage of the query identifies the messages in the conversation and the second stage of the query checks to see if the messages are
associated with index components that satisfy the location constraints). An exemplary
method for performing such location-constrained queries is described in greater detail below
with reference to operations 784-786.

[0045] In contrast, in some search-speed-increasing implementations which
emphasize increasing the speed of performing complex queries instead of focusing on
reducing the size of the index, repeated terms in a conversation are represented by multiple
different representative-message index components in an order based on a relative location of
the terms corresponding to the index components in the conversation. In a simple search-
speed-increasing implementation, a representative-message index component is stored for
each occurrence of a term in the conversation. However, when each term in a conversation is
indexed each time it occurs, there is the possibility that the index space will be used up or the
index will grow very large (e.g., if users are repeatedly forwarding messages that quote the
entire text of previous messages). Thus, in a partial optimization, large blocks of repeated
text (typically quoted text from a previous message) are not re-indexed (e.g., "logically
complete text strings as discussed below with reference to operation 722). In either case, a
complex query (e.g., a query that includes location constrained terms in the conversation
terms such as a search for the string "TermA TermB TermC") can typically be performed in a
single stage, thereby reducing the search time as compared with the index-size-reducing
implementations. Thus, while Figure 4C illustrates an index for an exemplary search-speed-
increasing implementation, other implementations including index-size-reducing
implementations and hybrid implementations are contemplated and described below.

[0046] Optionally, Term Identifier 432 for a respective term is a fixed length token
value for a token representing the respective term. For example, in some implementations,
the Term Identifier 432 for each distinct term in Index 142 is a 32 bit value. The terms
"tokens" and "token values" are sometimes synonymous, both meaning a set of a fixed length
values used the represent terms having a variety of lengths (also called text lengths).

[0047] More generally, in some embodiments, an index component includes a
mapped location of a term, plus its associated Message ID which may be shared with N-1
other locations in the same data structure when there are N copies of the same term (e.g., the
word "Monday") in the same conversation. In other words, index components for a single
message may be organized as a set of components (also called a meta-component or
component set) for a single message, where a meta-component or component set for a
particular term that occurs multiple times in a message includes a single instance of a
Message ID for a respective message and multiple mapped locations that correspond to original locations of occurrences of the particular term in the respective message and/or conversation with which the message is associated (if the respective message is a representative message for the conversation). Thus, in the example above, the index entry for Term 2 includes a single set of components (e.g., meta-component or component set) for Message 4, which includes Message ID (4) and at least four mapped locations that correspond to occurrences of Term 2 in the message and conversation associated with Message 4: 00001001, 00010001, 010001 100 and 1100001 t.

[0048] It should be understood that in some embodiments only two partitions are used (e.g., a "message term" partition and a "conversation term" partition or an "original text" partition and a "quoted text" partition). In embodiments where only a "message term" partition and a "conversation term" partition are used, a single high order bit may be used (e.g., "0" for message terms and "1" for conversation terms) to identify the partition associated with each instance of a term. Similarly in embodiments where only an "original text" partition and a "quoted text" partition are used, a single high order bit may be used (e.g., "0" for message terms in the original text and "1" for message terms in the quoted text).

While exemplary simulated data structures are not described for these embodiments, one having ordinary skill in the art would readily understand how the index and simulated data structures described herein could be adapted for use with more or fewer partitions by using as many high order bits as necessary to uniquely identify partitions (e.g., two high order bits could be used to identify up to four distinct partitions, three high order bits could be used to identify up to eight distinct partitions, etc.).

[0049] In some embodiments, the mapped locations of the respective index components indicative of conversation terms are in a predefined range of locations associated only with conversation terms (e.g., all locations between 11000000 and 11111111). Similarly, the mapped locations of the respective index components indicative of message terms are in a predefined range of locations associated only with message terms (e.g., all locations between 00000000 and 00111111). In some embodiments the mapped locations of the respective index components indicative of message terms in original text are in a predefined range of locations associated only with message terms in original text (e.g., all locations between 00000000 and 00111111), while the mapped locations of the respective index components indicative of message terms in quoted text are in a predefined range of locations associated only with message terms in quoted text (e.g., all locations between 01000000 and 01111111).
In some embodiments that focus on differentiating message terms from conversation terms, for a respective message of a conversation (e.g., a representative message for the conversation), index components indicative of the plurality of message terms and index components indicative of the plurality of conversation terms are stored in Index 142. In these embodiments, the one or more index components indicative of the plurality of message terms are distinguished from the one or more index components indicative of conversation terms by partitioning an address space for the respective message (e.g., the address space in a Simulated Data Structure 422, as illustrated in Figure 4B for Message 4), the address space having a respective address for each message term and for each conversation term. In these embodiments, the respective address for a respective conversation term in the conversation including the respective message is indicative of a mapped location of the respective conversation term within the address space for the respective message.

In some of these embodiments, the address space for the respective message is partitioned using a set of one or more high order address bits (e.g., the N highest order bits, as discussed above with reference to Figure 4B) to specify partitions. In these embodiments, a mapped location of a message term in the address space for the respective message is specified by an address having one or more high order address bits with a first value (e.g., "00" or "01"), and a mapped location of a conversation term in the address space for the respective message is specified by an address having one or more high order address bits with a second value (e.g., "11") different from the first value. In other words, for all conversation terms (e.g., terms that are in the conversation but not in the respective message) a mapped location is specified by an address having a set of high order address bits having a value that is different from the value of a set of high order address bits that are used in an address specifying a mapped location of any of the message terms (e.g., terms that are in the respective message). Additionally, in these embodiments, quoted text in the message terms may be differentiated from original text in the message terms in Index 142 by high order bits in mapped locations of the message terms, as discussed in greater detail below.

In some embodiments that focus on differentiating terms in original text from terms in quoted text in a respective message, index components indicative of terms that occur in the original text of the respective message and index components indicative of terms that occur in the quoted text of the respective message are stored in Index 142. In these embodiments, the one or more index components indicative of the terms that occur in original text of the respective message are distinguished from the one or more index components
indicative of terms in the respective message that occur in the quoted text of the respective
message and not in the original text of the respective message (although these terms typically
appear elsewhere in the conversation, such as in the message from which the quoted text
originated) by partitioning an address space for the respective message (e.g., as illustrated in
Figure 4B for Message 3), the address space having a respective address for each term that
occurs in original text of the respective message and each term that occurs in quoted text of
the respective message. In these embodiments, the respective address for a respective term in
the quoted text of the respective message is indicative of a mapped location of the respective
term within the address space for the respective message.

[0053] In some of these embodiments, the address space for the respective message is
using a set of one or more high order address bits (e.g., the set of N highest order bits, as
discussed above with reference to Figure 4B) to specify partitions. In these embodiments, a
mapped location of a term that occurs in original text of the respective message in the address
space for the respective message is specified by an address having one or more high order
address bits with a first value (e.g., "00"); and a mapped location of a term that occurs in
quoted text of the respective message in the address space for the respective message is
specified by an address having one or more high order address bits with a second value (e.g.,
"01") different from the first value. In other words, in these embodiments, for all terms for
original text of the respective message a mapped location is specified by an address including
a set of high order address bits having a value that is different from the value of a set of high
order address bits of addresses that specify mapped locations of any of the terms for quoted
text in the respective message. Additionally, in these embodiments, the index may also
include high order bits that differentiate between message terms and conversation terms, as
described in greater detail above. For example, the set of high order address bits (e.g., "00"
or "01") of addresses that specify respective mapped locations of the message terms (e.g.,
terms for original or quoted text in the respective message) may have a different value than
the set of high order address bits (e.g., "11") of addresses that specify respective mapped
locations of the conversation terms (e.g., terms that appear in a conversation that includes the
respective message but do not appear in the respective message).

[0054] A search query is processed using Index 142 by identifying one or more
matching terms that match query terms from the search query. Index entries 430 for the one
or more matching terms are compared (e.g., logically combined using Boolean operators) to
identify Message IDs for messages matching the search query. For example, when the search
includes a plurality of terms which must all be present (e.g., "Term X AND Term Y"), the
Message IDs that are identified as matching the search query are Message IDs that are associated with at least one index component from the index entry for each of the query terms. In some circumstances, index components corresponding to message terms in quoted text (e.g., index components for locations including high order bits "01") can be ignored while processing the search query so as to produce search results only for terms in original text of messages. In some circumstances, index components corresponding to conversation terms (e.g., index components for locations including high order bits "11") can be ignored while processing the search query so as to produce message-based search results.

Figure 4D illustrates an exemplary Message to Conversation Map 140, Conversation Database 138 and Message Database 136. Message to Conversation Map 140 correlates Message IDs 440 with corresponding Conversation IDs 442. Thus, when a respective message with a respective Message ID 440 is identified as matching a search query, the respective Message ID 440 can be used to identify a Conversation ID 442 for the conversation that includes the message associated with the respective Message ID. A Message ID 440 is a unique identifier for a message (i.e., unique with respect to all other messages stored for the same user). Message ID 440 may be a N-bit number that is used to reference a particular message stored in Message Database 136. In one embodiment, Message ID 440 is a 64-bit number. Optionally, message ID 440 is composed of date/time stamp information and information relating to the content of the message to which Message ID 440 refers. The date/time stamp information is optionally a Y-bit (e.g., 32-bit or 48-bit) date/time stamp provided by the system indicating when a message is received by Conversation Server System 106.

Conversation Database 138, in turn relates Conversation IDs 442 to corresponding information associated with Conversations, which may be included in corresponding Conversation Entries 444. A Conversation Entry 444 may include one or more of Header 446 information (e.g., participant information, date/time information, message subject line information, or other information specified by various standard electronic messaging formats such as the Header Information described in "Internet Message Format" Request for Comment 2822 of The Internet Society, 2001, hereinafter RFC 2822), which may be aggregated from messages associated with a conversation. The Conversation Entry 444 may also include Labels/Attributes 448, which may include conversation-specific labels and/or message labels that are aggregated from messages associated with a conversation; and Message IDs 440 for messages that are associated with a conversation (sometimes referred to as messages in the conversation, or messages in the conversation...
thread). Thus, when a respective conversation with a Conversation ID is identified as matching a search query, the respective Conversation ID can be used to identify a variety of conversation information including a list of Message IDs 440 for messages associated with the respective conversation.

[0057] Message Database 136, in turn, provides access to information about messages. In the embodiment shown in Figure 4D, Message Database 136 is organized as Message Entries 450, and the information it stores about messages is typically retrieved using Message IDs 440 (e.g., the Message IDs identified via Conversation Database 138 as being associated with the respective conversation). Message Entry 450 may include, for a respective message, one or more of Header 452 information (e.g., senders/recipients, date/time information or other Header Information such as that described in RFC 2822); Labels/Attributes 448, which may include user-defined labels and/or system-defined labels; Content 456 of the respective message; and Attachment Info 458 (if any) for the respective message. Attachment Info 458 may include attachments and/or pointers to attachments in a single-user or multi-user attachment database (e.g., Attachment Database 132 in Figure 1).

[0058] It should be understood that the data structures (e.g., databases tables, maps, indexes, etc.) described herein are merely exemplary and alternative data structures could be used in analogous manners without departing from the scope of the disclosed embodiments. For example, the conversation database may not be arranged as shown in Figure 4D as Conversation Database 138-a. Rather the conversation database may have an alternative structure such as Alternative Conversation Database 138-b shown in Figure 4E. Alternative Conversation Database 138-b also relates Conversation IDs 442 and Message IDs 440 to Label IDs 448, but unlike Conversation Database 138-a in Figure 4D, these components are arranged in triplets in Alternative Conversation Database 138-b, where there is a separate entry 460 for each unique set of Conversation ID, Message ID and Label ID. Thus, in these embodiments, if there are multiple messages in a respective conversation, there will be multiple entries 460 for the respective conversation, at least one for each message in the respective conversation. In some of these embodiments, there are multiple entries 460 for a message with multiple labels (e.g., one entry for each label associated with the message), while in other embodiments, each entry for a conversation having a respective message includes a Conversation ID 442 for the conversation, a Message ID 440 for the respective message, and variable length component including a list of all Label IDs 448 associated with the respective message. Additional alternative data structures are not described herein so as not to unnecessarily obscure relevant aspects of the disclosed embodiments.
Figures 5A and 5B illustrated exemplary flows of data between the various data structures described above when processing a search query. Figure 5A illustrates a flow of data for processing a conversation-based search query (e.g., a search query where the search results will be organized as conversations, as illustrated in Figures 11A-1 IF below) while Figure 5B illustrates a flow of data for processing a message-based search query (e.g., a search query where the search results will be organized as messages, as illustrated in Figures 12A-12B below).

In Figure 5A, a conversation-based search query associated with a User ID is received (e.g., from a Client 102 requesting conversations matching a particular set of criteria) or generated automatically by Conversation Server System 106 (e.g., Query Engine 128 may generate a search query for a subset of conversations with the "Inbox" label to generate an inbox view). Server 106 identifies user-specific data structures that are associated with the User ID associated with the search query in User Database 134. The search query is then executed over an Index 142 associated with the user, where Message IDs for any messages matching the search query are identified, as described in greater detail above. Message to Conversation Map 140 is used to retrieve Conversation IDs associated with respective Message IDs for matching messages. Respective retrieved Conversation IDs are, in turn, used by Server 106 to retrieve conversation information from the Conversation Database 138. The conversation information for the respective retrieved Conversation IDs may be used to produce search results (e.g., a conversation list) for display at Client 102 (e.g., as illustrated in the exemplary user interfaces shown in Figures 11A-1 IB). The conversation information may include Message IDs, which are used to retrieve message information for messages of the identified conversation(s) from Message Database 136. The message information may also be used to produce search results (e.g., conversation lists, as shown in Figures 11A-1 IB and/or conversation views as shown in Figures 11C-1 IF). In some embodiments, search results are generated by combining the conversation information retrieved from Conversation Database 138 and the message information retrieved from Message Database 136.

In Figure 5B, a message-based search query associated with a user ID is received (e.g., from a Client 102 requesting messages matching a particular set of criteria) or generated (e.g., by Conversation Server System 106 or Query Engine 128 of Server 106 (Figure 1) generating an inbox view or other predefined view that is generated by performing a search). Server 106 identifies user-specific data structures that are associated with the User ID associated with the search query in User Database 134. The search query is then executed
over an Index 142 associated with the user, where Message IDs for any messages matching the search query are identified, as described in greater detail above. Message IDs are used to retrieve message information for messages of the identified conversation(s) from Message Database 136. The message information may also be used to produce search results (e.g., message lists as illustrated in Figure 12A and message views as illustrated in Figure 12B).

CONVERSATION/MESSAGE DATA MANAGEMENT

[0062] Figures 6A-6C include a flowchart representing a method 600 for storing, indexing and retrieving message information, according to certain embodiments. Method 600 may be governed by instructions that are stored in a non-transitory computer readable storage medium and that are executed by one or more processors of one or more servers, such as in conversation server system 106 (as illustrated in Figures 1 and 3). Each of the operations shown in Figures 6A-6C may correspond to instructions stored in a computer memory or computer readable storage medium. The computer readable storage medium may include a magnetic or optical disk storage device, solid state storage devices such as Flash memory, or other non-volatile memory device or devices (for example, devices in memory 306 of conversation server system 106). The computer readable instructions stored on the computer readable storage medium may include one or more of: source code, assembly language code, object code, or other instruction format that is executed or interpreted by one or more processors. Some operations in method 600 may be combined and/or the order of some operations may be changed.

[0063] An embodiment for processing a received message is shown in Figure 6A. A sender (e.g., a Conversation Client System 102 or Other Message Server System 108) sends (602) a message to a user associated with Conversation Server System 106. The message is received (604) by Frontend Server 122 (e.g., SMTP Gateway) (Figure 1), for example, where some processing and handling may occur, and may then be passed to Conversation Engine 124 (Figure 1) where the received message is associated with a User ID for the user to whom the message is directed. Conversation Engine 124 may generate a Message ID for the received message. The Message ID is typically used to distinguish one message from other messages in the user's account. In an embodiment, the Message ID is a N bit number composed of one or more parts. For example, in an embodiment the Message ID may be a 64 bit number consisting of a Y bit (e.g., 32 bit or 48 bit) date/time stamp and a 64-Y bit hash of the message contents. A hash is a mathematical function that maps values from a large domain into a smaller one. One of ordinary skill in the art will recognize that there are many
different ways to create Message IDs that provide sufficient information to distinguish messages from each other.

Conversation Engine 124 may then parse the received message into its constituent parts. These parts might include the address of the sender, one or recipient addresses, the subject of the received message, a "References:" field as that field is described in RFC 2822, an "In-Reply-To:" field also described in RFC 2822, the content of the received message, and any other information that might be contained in the received message. In some embodiments, either before after parsing the received message, the received message is passed to a Spam Identification Module 330 (Figure 3) to determine if the received message matches spam criteria. In some embodiments, Spam Identification Module 330 works asynchronously, and in parallel with other processing of the received message. In some embodiments, the spam criteria are designed to determine whether a received message is likely to be an unsolicited message that the user is unlikely to want to read.

After the message is received, Server 106 identifies (606) data (e.g., databases tables, maps, indexes, etc.) associated with the User ID associated with the received message. The received message is added (608) to Message Database 136 (Figure 1). In one embodiment, the received message is added to Message Database 136 and not subsequently modified thereafter, except perhaps for deletion. Additionally, if the received message has attachments, the attachments may be added (610) to Attachment Database 132 (Figure 1).

Some or all of the parts of the received message that are obtained during parsing of the received message may be used to assist in determining a conversation, if any, to which the received message belongs and associating (612) the received message with a matching conversation. For example, the subject of the received message is compared to other messages with the same subject since it is likely that messages within a conversation will have the same, or very nearly the same, subject. If a matching conversation is not found, then a new conversation is created and the received message is associated with the new conversation. In some implementations, messages are determined to be related to each other and part of the same conversation, based on temporal information, sender information, subject information, other information in the header, or system supplied information, or any combination thereof. One embodiment formulates the search query used to identify matching conversations and/or messages using the subject of the message along with the "References:" and/or the "In-Reply-To:" field. When a message is associated with an existing conversation
or a new conversation, Conversation Data Updater 126 updates (614) Message to Conversation Map 140 (Figure 1) to reflect the changes.

[0067] Next, an initial set of attributes including one or more labels is assigned (616) to the received message. These type of attributes may include, for example, labeling a received message as "unread" (which typically means that the message has been neither viewed nor marked as read) to indicate that the received message is new. Another attribute that is initially assigned to messages, other than messages sent by the user, is the "Inbox" label. Another set of attributes that are initially assigned to each message are the user-defined labels associated with other messages (if any) in the same conversation. The user-defined labels associated with the other messages in the conversation are determined by searching a conversation database to identify other labels associated with messages in the same conversation. Optionally, other attributes are initially assigned to the message as well. The attributes associated with a message may be used to search a message database to obtain message with similar attributes. In one example, a search is executed to search for all messages which are labeled as "unread".

[0068] Additionally, user-defined labels may be added to the received message based on filters specified by the user. Typically, a user-defined filter includes a set of filter conditions and a set of actions. The filter conditions define which messages match the filer and the actions include actions that specify labels that are to be added or removed from the received message (e.g., messages from a particular user may be marked as "read" by removing an "unread" label or marked as important by adding a "Starred" label). The filter conditions can include criteria with respect to the sender, the recipients, text in the message subject, text in the received message, and the like. In some embodiments, the actions performed, with respect to a particular filter when the filter criteria are satisfied by a respective message, include one or more of: "remove from inbox" (i.e., remove the "Inbox" label from the received message, if present), adding a system label (sometimes called a category) to the received message, and adding a user-defined label to the received message. In one example, the filter specifies that all messages having a particular term or combination of terms be labeled with the "Trash" label. Another filter may specify that if the terms "Lake Tahoe" appear anywhere in the received message, a "Vacation" label is to be added to the received message.

[0069] In some embodiments, the labels associated with messages include labels associated with individual messages, but not necessarily all the messages in a conversation.
For instance, a "Marked for Deletion" label (sometimes also called the "Trash" label) may be associated with an individual message in a conversation, while not being associated with other messages in the same conversation. Messages marked for deletion are still stored by Server 106, and are still associated with conversations, but are normally not displayed at Client 102 when the corresponding conversations are displayed. One or more special views may be employed to enable a user to view messages having the label "Marked for deletion." Such views afford the user the opportunity to "undelete" a message. On the other hand, in some embodiments, when a user-defined label is associated with a conversation, that label is associated with all messages in the conversation. In some other embodiments, when a user-defined label is associated with a conversation, that label is associated with all messages in the conversation that meet predefined criteria (e.g., messages other than those marked for deletion). Thus, Server 106 supports both message-specific labels that are applied to particular messages and conversation-specific labels that are applied to a conversation as a whole (which may include multiple messages).

[0070] It should be noted that in some instances it may be desirable to mark a message for deletion, but not remove it from the conversation; this may be accomplished by using, for example, a particular label. When the conditions are such that the message may now be removed from the conversation, the message may be removed from the conversation as described above. Conditions which may allow for the removal of the message from Message to Conversation Map 140 and Conversation Database 138 may include the passing of a certain amount of time since the message was marked for deletion, an action by the user (e.g., as communicated by Client 102 to Server 106), or other triggering events. Conversations may also be marked for deletion, but not yet removed from the user's messaging account. When a conversation is to be permanently removed from the user's mail account, then the Message to Conversation Map 140 entries for the messages in the conversation may be removed. In addition, the corresponding Conversation Entry 444 (Figure 4D) may be removed from the Conversation Database 138, and furthermore Index Components 434 (Figure 4C) for the messages in the conversation may be removed from the Index 142.

[0071] In this document, "associating" a particular label with a message, and "marking" the message with the particular label, are considered to be the same or equivalent operations. Additionally, the labels of a conversation may be added to the conversation's messages since, in one embodiment, a message inherits the labels of its conversation. Labels can include system-defined labels, for example, such as Inbox, Trash, Spam, All_Documents
and Unread. In some embodiments, certain system labels may be mutually exclusive (e.g., Inbox, Trash and Spam). Labels can also include user-defined labels, sometimes herein called Categories.

[0072] After any labels are assigned to the received message or conversation (616), Conversation Database 138 and/or Message Database 136 are updated (618) to reflect the newly assigned labels. In some embodiments, at or about the time that labels are assigned to a message or conversation, the results from Spam Identification Module 330 (Figure 3) are retrieved. If Spam Identification Module 330 classifies the received message as spam, a "Spam" label is assigned to the received message and any conflicting labels (e.g., "Inbox" or "Trash") are removed from the received message.

[0073] In some embodiments, quoted text, if any, is identified (620) in the received message (e.g., by comparing the content of the received message with content of prior messages in the conversation associated with the received message). After the conversation association has been made, labels have been associated with the received message and, optionally, any quoted text has been identified, the received message is indexed for searching, and Server 106 updates (622) the Index 142 associated with the User ID by adding index entry components 434 (see Figure 4C) for the received message to respective index entries 430 in the Index 142. In one embodiment all of the text of the received message is indexed along with portions of the header information. In some embodiments, "noise words" (e.g., words such as "the", "a" and "or") in the message body are not indexed, but all other text in relevant portions of the received message are indexed. One of ordinary skill in the art will recognize that the portions of the received message that are searchable (sometimes expressed as "considered to be searchable") are indexed. As noted below, in some embodiments information concerning labels associated with the received message are added to Index 142 (Figure 1) at a later stage of the message processing.

[0074] Finally, Server 106 optionally sends (624) an acknowledgment to the sender of the message indicating that the message has been received. In implementations or circumstances in which a message n acknowledgment is sent, The sender (e.g., Conversation Client System 102 or Other Message Server System 108) receives (626) the acknowledgement and, typically, updates its own records to indicate that the message has been received by the recipient. After receiving a message, Server 106 may receive a search query and execute a search over the updated Index and use the other updated data structures
to retrieve information related to any matching messages and/or conversations, as described in greater detail below with reference to Figures 6B-6C.

[0075] Initially Conversation Client System 102 sends (628, Figure 6B) a search query to Conversation Server System 106, and the search query is received (630) by Server 106 and processed as described below. The search query may be user specified, or system generated (e.g., in response to the user clicking on an "Inbox" icon). The search terms in the search query may come from the user in the form of words or combination of words. For example, a user could search for messages containing the words "Tahoe" and "dinner" and the stored messages and/or conversations including these terms, if any, would be returned by Server 106. Similarly, a search query can be automatically generated by Server 106 in response to certain user actions. For example, a system generated search query may search for conversations having the label "Inbox" if the user desired an Inbox view to be displayed at Client 102, however the user does not need to type "Inbox" into a search box, but rather selects a predefined user interface component that is a hyperlink to an Inbox view for the user's messaging account. After receiving the search query, Server 106 identifies (632) data structures (e.g., databases tables, maps, indexes, etc.) associated with the User ID and subsequently uses the data structures for the user to identify Message IDs for any matching messages in Index 142 (634).

[0076] As described in greater detail above, many features of the disclosed embodiments use conversations as the basic unit of information, as opposed to messages. For instance, in some embodiments, the Inbox presents the user with a list of conversations, while in other embodiments, the Inbox presents the user with a list of messages. Alternatively, the same embodiments may display either lists of messages or lists of conversations, in accordance with user instructions, user-selectable configuration options or query parameters in a received query. Some of the disclosed embodiments use searches to identify conversations to be listed in a plurality of distinct views of the conversations in a user's email account. However, other features of the disclosed embodiments use messages as the basic unit of information.

[0077] Index 142 is configured to enable the execution of both message-based search queries and conversation-based search queries. Any combination of searchable terms can be used in a search query. As mentioned above, searchable terms could include the text of the messages, any labels associated with the messages, conversations, or header information associated with a message. In some circumstances, the search query is a message-based
query and searches are run against individual messages. In some other circumstances, the search query is a conversation-based query and searches are run against conversations as a whole rather than against individual messages. In some circumstances, the search query includes one or more message-based components and one or more conversation-based components, in which case the message based components are run against individual messages while the conversation based components are run against conversations as a whole rather than against individual messages.

[0078] For conversation-based queries or conversation-based query components, when a query requires both first and second query terms, one of which is found in a first message and the other which is found in a second message of the same conversation, the conversation will be considered to be relevant to the query, and thus included in the search results. For example, consider a conversation in which the first message solicited ideas for a lunch location and a subsequent message, while naming a particular restaurant, did not include the text of the original message. If a user was interested in finding that conversation in which the particular restaurant and lunch were discussed, then the search is more likely to produce the desired result if it were applied against the content of the entire conversation. In some implementations, a data structure (e.g., Index 142 in Figure 4C that includes information corresponding to Simulated Data Structure 422, Figure 4B) which matches terms in a conversation to a representative message of the conversation is maintained. If such implementations, conversations as a whole that match the search query are identified as matching conversations. Optionally, the number of conversations to return as the result set is limited to a predefined number. If so, then processing of the query continues until a sufficient number of conversations are identified and the results returned. Alternatively, all of the conversations associated with the set of messages returned are identified, but only a subset are returned as the result set.

[0079] In contrast, for message-based queries or message-based query components, when a query requires both first and second query terms, one of which is found in a first message (but not in the second message) and the other which is found in a second message (but not in the first message), neither the first nor second message is considered relevant to the query even if the first message and the second message are associated with the same conversation. Rather, only messages that include both the first and second query terms will be included in the search results. For example, if a user is looking for a message from a particular sender that discusses "Tahoe," the user only wants to find messages that include both the particular sender and the term "Tahoe" and is unlikely to be interested in
conversations where the particular sender sent a first message and a different sender used the term "Tahoe" in a second message.

[0080] Typically, after a search query has been executed over Index 142, operations are performed to retrieve message date and/or conversation data for generating search results. For a message-based query, typically only message data needs to be retrieved, and thus the message data can be retrieved by performing operations 642-650 (Figure 6B). However, for a conversation-based query typically both message data and conversation data need to be retrieved and thus operations 656-676 (Figure 6C) are performed to retrieve conversation data. Thus, in accordance with a determination that the search query is (636) a conversation-based queries or includes conversation-based query components, operations 656-676 are performed at Server 106, as described in greater detail below. In contrast, in accordance with a determination that the search query is (638) a message-based query or includes message-based query components, Server 106 uses the identified Message ID(s) to retrieve (642) message information (e.g., header information, label information, content, attachments, etc.) from Message Database 136 for a message of at least a subset of the matching messages.

[0081] After retrieving the message information for a respective message, if there are (644) more matching messages in the subset of matching messages, Server 106 repeats the process. In contrast, if message information has been retrieved for all of the messages in the subset of matching messages and there are not (646) any more matching messages, Server 106 generates and optionally formats (648) search results for the search query. After search results have been generated, the search results are transmitted (650) to Client 102 (e.g., display information including instructions for displaying a list of representations of messages are transmitted to Client 102). Client 102 receives (652) the search results or display information and typically displays the search results or a subset of the search results to a user of Client 102. Exemplary user interfaces for displaying search results and messages at a Client 102 (e.g., in accordance with display instructions from Server 106) in response to a message-based query are described in greater detail below and illustrated in Figures 12A-12B.

[0082] However, when the query is a conversation-based query or includes a conversation-based component, for the one or more matching Message ID(s), Server 106 retrieves (656) corresponding Conversation ID(s) from Message to Conversation Map 140. The retrieved Conversation ID(s) are used by Server 106 to retrieve (658) conversation information associated with at least a subset of the retrieved Conversation ID(s) from
Conversation Database 138. In some embodiments, the conversation information can be used to generate a list of conversations matching the search query without retrieving any message information. For example, if the conversation information includes a list of participants, a number of messages, and a subject or snippet of relevant text for the conversation, Server 106 uses this conversation information to generate representations of the conversations for display at Client 102. Alternatively, or in addition, the conversation information for a respective conversation includes one or more Message IDs, which are used to retrieve (662) message information from Message Database 136 for messages associated with the respective conversation.

[0083] After message information for a respective message has been retrieved, if there are (664) more messages in the respective conversation, Server 106 retrieves message information for a next message. However, if there are not (668) any more messages in the respective conversation, Server 106 determines whether there are any more matching conversations. If there are (670) more matching conversations, Server 106 retrieves conversation information for a next matching conversation and, optionally, message information for the messages of that conversation, by repeating the operations described above. However, if there are not (672) any more matching conversations, Server 106 generates and optionally formats (674) search results for the search query. After search results have been generated, the search results are transmitted (676) to Client 102 (e.g., information indicative of the search results, such as a list of representations of conversations, and optionally including instructions for displaying the list of representations of conversations, is transmitted to Client 102). Client 102 receives (652) the search results or information enabling display of search results and typically displays the search results or a subset of the search results to a user of Client 102. Exemplary user interfaces for displaying search results and conversations at a Client 102 (e.g., in accordance with display instructions from Server 106) for a conversation-based query are described in greater detail below and illustrated in Figures 11A-1 IF.

[0084] It should be understood that the particular order in which the operations in Figures 6A-6C have been described are merely exemplary and are not intended to indicate that the described order is the only order in which the operations could be performed. One of ordinary skill in the art would recognize various ways to reorder the operations described herein. Additionally, it should be noted that details of other processes described herein with respect to methods 700, 800, 900 and 1000 (e.g., Figures 7A-7G, 8A-8D, 9A-9D or 10A-10E respectively) are also applicable in an analogous manner to method 600 described above with
respect to Figures 6A-6C. For example, the conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described above with reference to method 600 may have one or more of the characteristics of the various conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described herein with reference to methods 700, 800, 900 and 1000. For brevity, these details are not repeated here.

[0085] Figures 7A-7G include a flowchart representing a method 700 for generating an index configured to support both conversation and message based searching, according to certain embodiments. Method 700 may be governed by instructions that are stored in a non-transitory computer readable storage medium and that are executed by one or more processors of one or more servers, such as in conversation server system 106 (as illustrated in Figures 1 and 3). Each of the operations shown in Figures 7A-7G may correspond to instructions stored in a computer memory or computer readable storage medium. The computer readable storage medium may include a magnetic or optical disk storage device, solid state storage devices such as Flash memory, or other non-volatile memory device or devices (for example, devices in memory 306 of conversation server system 106). The computer readable instructions stored on the computer readable storage medium may include one or more of: source code, assembly language code, object code, or other instruction format that is executed or interpreted by one or more processors. Some operations in method 700 may be combined and/or the order of some operations may be changed.

[0086] Conversation Server System 106 stores (702) a plurality of index entries in an index (e.g., Index 142 in Figures 1, 3 and/or 4C). A respective index entry (e.g., 430 in Figure 4C) stored in the index corresponds to a respective term and has a plurality of index components, and a respective index component of the respective index entry identifying a message that is associated with the respective term, as described in greater detail above with reference to Figure 4C.

[0087] Server 106 receives (704) a first message (e.g., a new message from a Conversation Client System 102 or Other Message Server System 108). In some embodiments, the first message is (706) the most recent message in the conversation (e.g., the new message is the message, in a conversation with multiple messages, that has the latest date/time stamp). After receiving the first message, Server 106 associates (707) the first message with a conversation having at least one other message, thereby creating a conversation including at least two messages (i.e., data structures representing the preexisting conversation are updated with information for the first message).
As described in greater detail above with reference to Figure 6A, after a message is received, various data structures are updated to reflect the received message. In method 700, Server 106 stores (708), in the index (e.g., an index for the user to whom the message was sent), a plurality of first-message index components that each include an identifier of the first message. One or more of the first-message index components are indicative of a plurality of message terms in the first message. Additionally, when the first message is associated with a conversation having at least one other message with terms that are not included in the first message, one or more of the first-message index components are indicative of one or more conversation terms in the conversation, the one or more conversation terms include one or more terms that are not in the first message. However, in some implementations, if the conversation includes only one message (e.g., the first message is associated with a new conversation) or if the earlier messages contain only the same terms in the same order as in the new message, no index components corresponding to conversation terms are stored in the index. Thus, when the first message is associated with a conversation having at least one other message having terms that are not included in the first message, the first message is indexed in such a way that what is indexed is a simulated data structure (e.g., 422 in Figure 4B) for the first message, where the simulated data structure includes both terms that occur in the first message as well as terms that occur in the conversation associated with the first message that are not included in the first message. In some embodiments, the terms include (710) one or more of: text content terms, labels, tags, and header information (e.g., subject, sender, recipients, date/time, etc.), as described in greater detail above.

In some embodiments, the one or more conversation terms include one or more terms that occur in both the first message and a second message in the conversation other than the first message. In other words, the conversation terms include terms that occur in both the representative message and other messages in the conversation. In some embodiments, the one or more conversation terms include a plurality of terms that occur in both the first message and a second message in the conversation other than the first message, the plurality of terms occur in a first order in the first message; and occur in a second order, different from the first order, in the second message. In other words, in these embodiments terms that occur in both the representative (first) message of a conversation and another (second) message of the conversation are repeated in the index (represented as both message terms and conversation terms) when the terms occur in a different order in the representative message than in the other message. In contrast, in some embodiments, if a term in the representative message is part of a block of quoted text that was copied from original text in
the other message, the terms in the quoted text are not indexed as message terms, as these terms have already been indexed as conversation terms corresponding to the original text in the other message in the conversation.

[0090] In some embodiments, Server 106 (or Quoted Text Module 326 in Figure 3) identifies (712) the quoted text of the first message by comparing text of the first message to text of other messages in the conversation (e.g., other messages in the conversation that have an earlier time/date than the first message). A variety of methods for identifying blocks of text from a previous message that are repeated in the first message as quoted text are well known in the art and will not be discussed in further detail here, for brevity. In some embodiments, in circumstances where quoted text has been identified in the first message, the one or more first-message index components include (714) one or more index components indicative of message terms in original text in the first message (e.g., text that is not quoted text) and one or more index components indicative of message terms in quoted text of the first message. The index components indicative of message terms in the quoted text of the first message are distinguished, in the index, from the index components indicative of message terms in the original text of the first message. For example, the index components indicative of terms in the quoted text may be distinguished from message components indicative of terms in the original text by a set of high order bits (e.g., "00" for original text and "01" for quoted text, as illustrated in the exemplary Simulated Data Structure 422 and Index 142 in Figures 4B-4C).

[0091] In some embodiments (e.g., index-size-reducing implementations, discussed above), the first-message index components corresponding to message terms include (716) index components representing each message term that occurs in the first message and the first-message index components corresponding to conversation terms include only index components corresponding to terms that do not occur in the first message. Further, while all of the message terms in the first message are indexed for the first message, only a subset of the conversation terms for other messages in the conversation associated with the first message are indexed, so that blocks of terms that occur repeatedly in the conversation (e.g., blocks of quoted text that are quoted from earlier messages in the conversation) are not indexed repeatedly. Typically, the subset of conversation terms would be selected so that each unique conversation term is represented by at least one index component for the first message.
Thus, in some of these embodiments, for a first term that occurs multiple times in the first message, a plurality of distinct first-message index components are stored (718) in an index entry for the first term in the index, each first-message index component representing a respective occurrence of the first term in the first message (e.g., if the term "dinner" occurs three times in the first message, there will be three index components associated with the first message in the index for the term "dinner" in the first message). In contrast, for a second term that occurs multiple times in messages in the conversation other than the first message, a single first-message index component is stored (720) in an index entry for the second term in the index, the single first-message index component representing all occurrences of the second term in the messages in the conversation other than the first message (e.g., if the term "dinner" occurs three times in messages other than the first message in a conversation, there will be a single index component associated with the first message in the index for the term "dinner" in the other messages). Alternatively, the conversation terms could include each occurrence of a term in the conversation, however, this would require a large amount of storage resources for conversations with multiple messages.

Similarly, in some embodiments, in accordance with a determination that a same logically complete text string (e.g., a word, a sentence, a paragraph, or a previously identified block of quoted text, etc.) occurs in the first message and in the at least one other message in the conversation, Server 106 stores (722) in the index, first-message index components that correspond to the occurrence of the terms in the logically complete text string in the first message and forgoes storage of first-message index components that correspond to the occurrence of the terms in the logically complete text string in the at least one other message in the index. In other words, if a block of text is already included in quoted text, then it only needs to be indexed once for the first message. Because many messaging systems automatically quote large blocks of previous messages, avoiding repeatedly indexing identical blocks of text that occur in the same conversation can significantly reduce the processing and storage resources that are required for storing and retrieving information in the index for the conversation.

In some embodiments, a respective index component indicative of a conversation term includes (726) a value (e.g., a set of one or more high order bits such as "11" in Figures 4B-4C) identifying the respective index component as being associated with a conversation term. Alternatively a flag bit or other metadata could be used to identify a respective index component as being associated with a conversation term (e.g., as opposed to being associated with a message term).
In some embodiments, a respective index component indicative of a conversation term includes (728) a mapped location that corresponds to an original location of the conversation term in the conversation. For example, when the original location is a location in a message of the conversation other than the first message, the mapped location can be a "virtual location" that is associated with the first message. In some embodiments, this mapped location of the respective index component indicative of the conversation term is in (730) a predefined range of locations associated only with conversation terms. For example, the mapped location may correspond to a location within a predefined partition of a simulated data structure (e.g., 422 in Figure 4B) that is designated for conversation terms.

In some embodiments, in the index, the one or more index components indicative of the message terms are (732) distinguished from the one or more index components indicative of the conversation terms. In some implementations of these embodiments, the one or more index components indicative of the plurality of message terms are distinguished from the one or more index components indicative of conversation terms by partitioning (734) an address space for the first message, as described in greater detail above with reference to Figures 4B-4C. Additionally, in some implementations, Server 106 partitions (736) the address space for the first message using a set of one or more high order address bits to specify partitions, as described in greater detail above with reference to Figures 4B-4C.

In some embodiments, Server 106 stores, (738) in the index, a first-message index component that identifies the first message as a representative message of the conversation. For example, in some implementations, a special label is used by Server 106 to track representative messages of conversations, by assigning the special representative-message label (e.g., via a special "th label) to each representative message. See discussion of Figure 4C, above, with respect to representative-message labels. Typically, there will be only one representative message per conversation. When the first message is the representative message for a particular conversation, the index includes first-message index components representing all of the terms in the conversation, or all of the text content terms in the conversation (including both terms in the first message and terms in other messages in the conversation), so that a Boolean search in the index will be able to determine whether or not the conversation associated with the first message includes all of the search query terms by determining whether the index includes first-message index components that match the search query. By identifying a single message in each conversation as the representative message of that conversation, and adding first-message index components for terms in all of
the messages in the conversation, Server 106 is able to perform conversation-based or message-based searches by either searching only representative conversations (e.g., for conversation-based searches) or searching only message terms (e.g., for message-based searches), as described in greater detail below with reference to method 900.

[0098] In some embodiments, Server 106 receives (740) a second message subsequent to receiving the first message and associates (742) the second message with the same conversation as the first message, as described in greater detail above with reference to Figure 6A. It should be understood that the following operations are performed only when the second message has a date/time that is later than the date/time of the first message (e.g., when the second message is more recent than the first message). After receiving the second message, Server 106 stores, (744) in the index, one or more second-message index components that each include an identifier of the second message. The second-message index components include one or more index components indicative of a plurality of message terms in the second message and one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms including one or more terms that are not in the second message (e.g., one or more terms from the first message that do not occur in the second message). In some implementations, the second-message index components also include an index component identifying the second message as the representative message of the conversation. In conjunction with adding the index component identifying the second message as a representative message, Server 106 removes (746) from the index the first-message index component that identifies the first message as the representative message of the conversation. In other words, only one message at a time in each conversation is identified as the representative message of the conversation, so that Server 106 can use the label that identifies the representative messages of the conversation to determine which messages to search when executing a conversation-based search over the index.

[0099] In some embodiments, after receiving the second message and, optionally, after storing in the index the one or more second-message index components indicative of one or more terms in the conversation that are not in the second message, Server 106 removes (748) from the index the one or more first-message index components indicative of conversation terms. In other words, in these embodiments, index components for the first message that correspond to conversation terms are removed from the index when the first message is no longer the representative message for the conversation. As the first message is no longer a representative message, the first-message index components corresponding to
conversation terms are not needed to execute conversation-based queries (instead, second-
message index components corresponding to conversation terms serve this purpose). While
there is some possibility that the first message will become a representative message again,
this would typically only happen if the second message and all other messages in the
conversation that are more recent than the first message were to be deleted, which is not a
situation that will occur frequently under normal use. Removing the unneeded first-message
index components reduces the size of the index, thereby improving speed and efficiency of
executing search queries. However, in some implementations, because such considerations
only impact performance and not accuracy of the search, the removal of unneeded index
components is given lower priority than other tasks, such as search execution and new
message processing. Thus, Server 106 may issue commands to create new second-message
index components for conversation terms and remove old first-message index components at
the same time or substantially the same time (e.g., in response to receiving the second
message). However, in these implementations, even when these commands are issued at the
same time, the operations removing the first-message index components are given lower
priority and thus may be performed when the system has greater free processing capacity
(e.g., during off-peak usage times, such as the middle of the night).

[00100] While in the embodiments described above, the unneeded index components
are actively removed, in other embodiments, the unneeded index components are passively
removed in the process of a regularly scheduled regeneration of the index. For example, if
the messages and conversations for a user are re-indexed once a week and only the necessary
index components are included in the index when the data is re-indexed, then unneeded index
components will be effectively removed whenever the index is regenerated without any
active procedures for identifying and deleting the unneeded index components. If re-
indexing occurs relatively frequently, this passive approach may be more efficient than
actively removing unneeded index components. In other embodiments, the first-message
index components are retained when the cost (e.g., processing, storage, etc.) of retaining
unneeded index components is determined to be less than the cost of removing the unneeded
index components.

[00101] In some embodiments, the most recent message in a conversation is used as
the representative message without regard to the order in which the messages in the
conversation were received at Server 106. In these embodiments, when Server 106 receives a
second message (e.g., from Client 102 or a respective Other Message Server System 108) that
is a prior message in the conversation (e.g., the prior message is a message that was sent at a
time that is earlier than a time that the first message was sent because the second message
was delayed in transit or because the second message was associated with the conversation
manually by the user or for some other reason), the second message is not used as the
representative message. After receiving the second message that is a prior message, Server
106 associates the second message with the conversation and stores, in the index, one or more
second-message index components that each include an identifier of the second message
including one or more index components indicative of a plurality of message terms in the
second message. However, in some implementations, because the second message is a prior
message and is not the most recent message in the conversation, the first message remains the
representative message for the conversation. Thus, Server 106 updates the conversation
terms associated with the first message rather than storing conversation terms associated with
the second message. In particular, Server 106 stores, in the index, one or more first-message
index components that each include an identifier of the first message including one or more
index components indicative of a plurality of message terms in the second message that are
identified as conversation terms. Alternatively, in other embodiments, the last received
message could be used as a representative message without regard to whether the last
received message is the most recent message in the conversation.

In some embodiments, Server 106 stores (750) a plurality of messages
associated with a plurality of conversations. Each conversation in this plurality of
conversations includes a respective representative message. Typically, for a conversation
with a plurality of messages, one of the messages is selected and identified as a representative
message. For conversations with a single message, the single message is the representative
message. In some embodiments, for convenience, all of the representative messages are
marked with a common label (e.g., a representative-message label, as described in greater
detail above). For each conversation, a respective property of the conversation comprises
(752) a corresponding property of the representative message of the conversation.
Subsequently, when a list of conversations is prepared as search results, Server 106 sorts or
filters (754) the list of conversations in accordance with the respective property. The
property could be a date/time stamp or other time indicator; a subject/snippet that is
representative of the content of the representative message; a recipient list, etc. As one
example, a list of conversations is produced as search results for a search query (e.g., as
illustrated in Figure 1IB) and the conversations in the list are sorted in date/time order from
most recent to least recent based on a date/time associated with the respective representative
messages of the conversations. Thus, the conversations would be sorted based on a date/time of the most recent message rather than a date/time of the earliest message of the conversation.

[00103] In some embodiments, each conversation includes (756) a respective representative message. Server 106 receives (758) a search query from a client and identifies (760) one or more conversations that match the search query. A general description of responding to a search query is provided above with reference to Figures 6B-6C. More specifically, in method 700, after identifying the conversations that match the search query, Server 106 sends (762) to the client information enabling display of search results including representations of at least a subset of the conversations that match the search query, as shown in the exemplary user interface described in greater detail below with reference to Figure 11B. The representations of conversations, also called concise conversation headers, are sorted in accordance with one or more properties (e.g., date/time, monotonically assigned Message ID that is assigned in the order in which messages are received by Server 106, etc.) of the respective representative messages of corresponding conversations. In some embodiments, the Message ID of the oldest message in a conversation is used as at least a portion of the Conversation ID for the conversation.

[00104] In some embodiments, after storing in the index the one or more first-message index components indicative of the one or more conversation terms in the conversation, Server 106 detects (764) a modification of a respective message of the one or more other messages in the conversation. In response to detecting the modification, Server 106 updates (766) the one or more first-message index components indicative of the conversation terms that are stored in the index in accordance with the modification of the respective message. In some situations, the detected modification includes adding (768) a first term (e.g., adding a label) to the respective message; and the updating includes adding a new first-message index component indicative of the first term (e.g., label) to the index. In other situations, the modification includes removing (770) a second term (e.g., deleting the label) from the respective message; and the updating includes conditionally removing a first-message index component indicative of the second term (e.g., label) from the index, the condition being that there are no other instances of the second term remaining in the conversation.

[00105] In some embodiments, Server 106 removes (772) a respective message other than the first message from the conversation. For example, a message may be removed from a conversation in response to a request from Client 102 to delete or disassociate the message from the conversation. After removing the respective message, Server 106 removes (774)
from the index one or more first-message index components indicative of one or more conversation terms that occurred in the respective message. In some embodiments, the index components that are removed include only first-message index components corresponding to terms that occurred only in the respective removed message but not in other messages of the conversation.

[00106] In some embodiments, if a message has been marked for deletion by the user but not removed from the system (e.g., a deleted message), the first-message index components corresponding to terms in the deleted message are maintained in the index, but the deleted message is not displayed to the user in the conversation view. Instead, in order to track messages that are deleted or marked for deletion, labels of the messages may be modified. For example a label indicating that the message is an active message may be removed from the message and/or a corresponding index component may be removed from the index. As another example, a label indicating that the message has been "marked for deletion" may be added to the message and/or a corresponding index entry may be added to the index. Thus, if the deleted message matches a search query (or, in combination with other messages in the conversation matches a search query) then the conversation would still be returned, but Server 106 will prevent the deleted message from being displayed in accordance with a label that indicates that the message has been marked for deletion or is no longer an active message. In some embodiments, where messages marked for deletion are not displayed, Server 106 provides Client 102 with display information enabling Client 102 to display an indicator that the conversation includes one or more deleted messages so as to alert the user that there are one or more deleted messages that may match the search query terms.

[00107] In some embodiments, Server 106 stores (776) in the index a respective index entry corresponding to a predefined term (e.g., an "active-message" label), where the respective index entry corresponding to the predefined term includes a plurality of index components corresponding to respective messages of a plurality of messages (e.g., all messages stored at the server that are not spam and have not been deleted), and the predefined term is an indicator that the respective messages have been marked as active messages (e.g., a message that is neither spam nor a message marked for deletion). In response to a request to ignore a particular message in the plurality of messages, Server removes (778) the respective index component corresponding to the particular message from the index entry corresponding to the predefined term. In other words, the "active-message" label (which could also be termed a "not spam / not trash" label) is added by Server 106 to
every message (e.g., as it is received) and removed from messages that are flagged as trash and/or removed from or not added to messages that are flagged as spam. Thus, the respective representative message for any conversation with at least one non-spam non-trash message will have the "active-message" label because the representative message for a conversation inherits at least one copy of each label associated with a message in the conversation. Consequently, conversations including no "active" messages (e.g., conversations including only messages marked for deletion or marked as spam) will not be returned as search results unless the search is search for deleted messages, or spam flagged messages. On the other hand, in some embodiments, conversations that include at least one "active" message (e.g., a message that is not marked for deletion or identified as spam) can still be returned as search results, even if some or all of the other messages (even matching messages) in the conversation have been marked for deletion or identified as spam.

[00108] A retention policy may be specified by a user or an organization and indicates how long messages and/or conversations are retained. Many organizations have a policy that all communications are deleted after a predefined time period (e.g., 30 days, 2 years, etc.) has passed since the communication was sent or received. In some circumstances retention policies are adjusted on a per message basis. For instance, in some organizations when a litigation matter is pending all written communications relevant to the litigation matter will be retained for the duration of the litigation matter. Individual "retention policy" labels may be used to identify all messages and/or conversations to which a particular set of retention policies are to be applied. In some embodiments, the retention policy is only applied to the particular message to which the corresponding retention policy label has been applied. In some embodiments, Server 106 stores (780) in the index a respective first-message index component indicative of a retention policy for a respective message in the conversation, and Server 106 applies (782) the retention policy to all messages in the conversation associated with the first message. In some embodiments, whether the retention policy is applied to the particular message or all of the messages in the conversation depends on whether the user who added the information indicative of the retention policy interacts with the message separately or as part of the conversation (e.g., whether the client used by the user displays messages in "message view mode" as illustrated in Figures 12A-12B or in "conversation view mode" as illustrated in Figures 11A-1 IF).

[00109] In some embodiments, a user of a client may interact with messages using either a message view mode or a "conversation view mode." In these embodiments, when in a "conversation view mode," conversations (e.g., groups of associated messages) are treated
as the primary unit of information (e.g., search results return a list of conversations matching
the search query, and whenever a conversation is opened all of the messages associated with
the conversation are displayed, as illustrated in Figures 11A-1 IF), while when in "message
view mode," messages are treated as the primary unit of information (e.g., search results
return a list of messages matching the search query, and whenever a message is only the
message is displayed, as illustrated in Figure 12A-12B). Display information provided by
Server 106 enabling a client to display messages may be different depending on whether a
user of the client has indicated a desire to operate in "conversation view mode" or "message
view mode." Alternatively, Server 106 may provide the same display information to a
requesting client without regard to whether a user of the requesting client has indicated a
desire to operate in "conversation view mode" or "message view mode," and the requesting
client may manipulate the display information based on the indication provided by the user.

[00110] In some embodiments a user may decide on a per session basis whether to
display content in "conversation view mode" or "message view mode." Alternatively, a
Server 106 may enable only "conversation view mode" or only "message view mode" at
particular clients. However, when these two different modes exist, it may be advantageous to
treat labels added in "conversation view mode" differently from labels added in "message
view mode." For example, a retention policy label added to a message while in
"conversation view mode" may be applied to the entire conversation associated with the
message. However, when the retention policy label is applied to the message while in
"message view mode," the retention policy is applied to only the message and not the entire
conversation associated with the message.

[00111] Even in embodiments where conversations can be viewed in both
"conversation view mode" and "message view mode," using the exemplary data structures
described herein, index components indicative of the labels are stored in same data structure
and/or indexed in the same index without regard to whether the labels were added in
"conversation view mode" or "message view mode." Thus the messages can be made
available in either mode, and the index does not need to be duplicated for conversation based
interactions.

[00112] In some embodiments, the first-message index components corresponding to
message terms include index components representing each message term that occurs in the
first message; and the first-message index components corresponding to conversation terms
include only index components corresponding to terms that do not occur in the first message,
as described in greater detail above (e.g., embodiments where only a subset of the terms in the messages other than the representative message are indexed as conversation terms). In some of these embodiments, Server 106 receives (784) a search query including multiple query terms and at least one location-constrained query term set including a plurality of query terms having location and/or order constraints. In response to the search query, Server 106 executes (786) a Boolean search for candidate conversations that include all query terms in the query and also executes a search within the candidate conversations to remove candidate conversations that do not include at least one message satisfying each of the location-constrained query term sets. Thus, in these embodiments a search query is performed in two stages. In a first stage conversations including the searched for terms are identified and in the second stage conversations that do not include the terms in the proper order or location are removed from the set of matching conversations. This embodiment enables location-constrained queries to be performed even when first-message index components do not preserve an order and/or relative location of terms in the conversation.

[00113] It should be understood that the particular order in which the operations in Figures 7A-7G have been described are merely exemplary and are not intended to indicate that the described order is the only order in which the operations could be performed. One of ordinary skill in the art would recognize various ways to reorder the operations described herein. Additionally, it should be noted that details of other processes described herein with respect to methods 600, 800, 900 and 1000 (e.g., Figures 6A-6C, 8A-8D, 9A-9D or 10A-10E respectively) are also applicable in an analogous manner to method 700 described above with respect to Figures 7A-7G. For example, the conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described above with reference to method 700 may have one or more of the characteristics of the various conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described herein with reference to methods 600, 800, 900 and 1000. For brevity, these details are not repeated here.

[00114] Figures 8A-8D include a flowchart representing a method 800 for separately indexing quoted text in messages in conversations to support advanced conversation-based searching, according to certain embodiments. Method 800 may be governed by instructions that are stored in a non-transitory computer readable storage medium and that are executed by one or more processors of one or more servers, such as in conversation server system 106 (as illustrated in Figures 1 and 3). Each of the operations shown in Figures 8A-8D may correspond to instructions stored in a computer memory or computer readable storage medium. The computer readable storage medium may include a magnetic or optical disk
storage device, solid state storage devices such as Flash memory, or other non-volatile memory device or devices (for example, devices in memory 306 of conversation server system 106). The computer readable instructions stored on the computer readable storage medium may include one or more of: source code, assembly language code, object code, or other instruction format that is executed or interpreted by one or more processors. Some operations in method 800 may be combined and/or the order of some operations may be changed.

[00115] Conversation Server System 106 stores (802) a plurality of index entries in an index (e.g., Index 142 in Figures 1, 3 and/or 4C). A respective index entry (e.g., 430 in Figure 4C) corresponds to a respective term and includes a plurality of index components, a respective index component of the respective index entry identifies a message that is associated with the respective term.

[00116] Server 106 receives (804) a first message (e.g., from a Conversation Client System 102 or Other Message Server System 108). After receiving the first message, Server 106 associates (806) the first message with a conversation having one or more other messages and identifies (808) text in the first message as quoted text. In some embodiments, the quoted text is identified in the first message based on text that occurs in one or more of the other messages associated with the conversation. In other words, in these embodiments, the quoted text is not determined merely by looking for conventional quoted text indicators such as "»" or metadata indicating that a particular block of text is quoted text. A variety of methods for identifying blocks of text from a previous message that are repeated in the first message as quoted text are well known in the art and will not be discussed in further detail here, for brevity. However in other embodiments, one or more conventional approaches to identifying quoted text in messages (e.g., quoted text indicators and/or metadata identifying quoted text, etc.) are used instead of, or in addition to, the approaches described above for identifying quoted text in messages.

[00117] An advantage of comparing messages to determine quoted text, as described in some of the embodiments above, in addition to or instead of using quoted text indicators or metadata identifying quoted text, is that text identified as quoted text using quoted text indicators or metadata may not actually be repeated elsewhere in the conversation (e.g., because quoted text indicators were added in error, the message from which the text was quoted is not included in the conversation, or the message from which the text was quoted was deleted from the conversation). Thus, identifying quoted text at least in part by
comparing messages ensures that only quoted text that actually occurs in a prior message is identified as quoted text. Similarly, quoted text in a conversation may not include quoted text indicators, and thus identifying quoted text by comparing messages will identify quoted text that would be missed if other methods of identifying quoted text were used.

[00118] In some embodiments, identifying quoted text in the first message includes comparing (810) text in the first message to text from a prior message in the conversation, identifying (812) matching text in the prior message, and identifying (814) the matching text as quoted text. It should be understood that, as used herein, a prior message is a message that was sent at a time that is earlier than a time that the first message was sent (e.g., a prior message has an earlier date/time stamp than the first message). It should be noted that the matching text will be quoted text in the first message but may be either original text or quoted text in the prior message (e.g., depending on whether or not the matching text was originally introduced in the prior message or in some other earlier message). In some embodiments, the text of the first message is compared with text of multiple messages with earlier date/time stamps. In other embodiments, the text of the first message is only compared with a predefined number of messages with earlier date/time stamps (e.g., the message in the conversation that is immediately prior to the first message).

[00119] As described in greater detail above with reference to Figure 6A, after a message is received, various data structures are updated to reflect the received message. In method 800, after identifying the quoted text, Server 106 stores (816) in the index, a plurality of first-message index components that each include an identifier of the first message. One or more of the first-message index components correspond to terms that occur in original text of the first message. Additionally, one or more of the first-message index components correspond to terms in the first message that occur in the quoted text of the first message, and in the index, the first-message index components that correspond to terms that occur in original text of the first message are distinguished from the first-message index components that correspond to terms in the first message that occur in the quoted text of the first message. In some embodiments, the first message is indexed in such a way that a simulated data structure (e.g., 422 in Figure 4B) for the first message identifies both original text and quoted text within the first message. In some embodiments, the terms include one or more of: text content terms, labels, tags, and header information, (e.g., subject, sender, recipients, date/time, etc.), as described in greater detail above.
[00120] Typically, an index entry for a respective term indicates locations of the respective term in quoted text of a message and locations of the term in original text (which could also be referred to as non-quoted text) of the message. The index entry for the respective term includes information that distinguishes the index components corresponding to quoted text from the index components corresponding to non-quoted text. In some embodiments, a respective index component for a particular term in the quoted text includes (818) a value identifying the respective index component as being associated with the quoted text. In some embodiments, a respective index component for a particular term in the quoted text includes (820) a mapped location that corresponds to an original location of the particular term in the quoted text. In some embodiments, the mapped location of the particular term is in (822) a predefined range of locations associated only with terms in the quoted text (e.g., locations in a partition with one or more high order address bits identifying quoted text). For example, the first-message index components for terms in the quoted text may include a predefined quoted-text marker (e.g., a set of one or more high order address bits such as "01") that is independent of the terms in the quoted text and is also independent of the length and content of the first message, where first-message index components for terms in the original text include a different predefined original text marker (e.g., a set of one or more high order address bits such as "00" as illustrated in Figures 4B-4C). In some embodiments, the predefined quoted-text marker is included in the index component for each term of the quoted text.

[00121] In some embodiments, in the index, the one or more index components indicative of the terms that occur in original text of the first message are distinguished from the one or more index components indicative of terms in the first message that occur only in the quoted text of the first message by partitioning (824) an address space for the first message, as described in greater detail above with reference to Figures 4B-4C. Additionally, Server 106 may partition (826) the address space for the first message using a set of one or more high order address bits to specify partitions, as described in greater detail above with reference to Figures 4B-4C.

[00122] Server 106 may receive (828) a request for the first message from a client. In some embodiments, in response to the request, Server 106 sends (830) to the client a portion of the first message that excludes at least a portion of the quoted text (e.g., the quoted text is elided form the first message). In some embodiments, even if quoted text is not sent to the client, a user can request the quoted text. For example, Server 106 may send the quoted text to the client in response to detecting selection of a "show quoted text" link by the user (e.g.,
1152 in Figure 1IE). Additionally, when Server 106 receives (832) a request for the conversation including the first message from a client, in some embodiments, in response to the request, Server 106 sends (834) information to the client enabling the client to display a portion of the first message that excludes the quoted text and at least a portion of a second message in the conversation that includes the quoted text, as shown in the exemplary user interface described in greater detail below with reference to Figures 1IE. For example, in a conversation with a first message that includes a block of quoted text from a second message as original text, the conversation would include both the first message without the quoted text and the second message with the original text that was quoted in the quoted text of the first message.

[00123] In some embodiments, after identifying quoted text in the first message Server 106 receives (836) a second message (e.g., from Client 102 or a respective Other Message Server System 108) that is a prior message in the conversation (e.g., the prior message is a message that was sent at a time that is earlier than a time that the first message was sent). After receiving the second message, Server 106 associates (838) the second message with the conversation and updates (840) the quoted text in the first message based on the text that occurs in the second message. For example, a message sent prior to the first message may be associated with the conversation including the first message after the first message is associated with the conversation (e.g., because the second message was delayed in transit or because the second message was associated with the conversation manually by the user or for some other reason), and thus additional quoted text may be identified in the second message that was quoted in the first message. When this additional quoted text is identified, first-message index components for terms in the newly identified quoted text of the first message are updated to indicate that the terms are in quoted text of the message.

[00124] Server 106 may receive (e.g., from a Client 102) a request to delete a respective message that is a prior message in the conversation in a conversation (e.g., the prior message is a message that was sent at a time that is earlier than a time that the first message was sent). In response to the request to delete the respective message, Server 106 deletes (842) the respective message. In some embodiments, upon deleting the respective message, Server 106 updates (844) the quoted text in the first message based on the text that occurred in the respective message. For example, when a message sent prior to the first message is removed from the conversation including the first message, some of the quoted text previously identified in the first message may be text quoted from the deleted message. However, once the deleted message has been deleted any quoted text that was only present in
the deleted message and the first message is now only present in the conversation in the first message. As such, the copy of the text quoted from the deleted message that occurs in the first message is no longer treated as quoted text, and first-message index components for terms in the newly identified quoted text of the first message are updated to indicate that the terms in text previously identified as quoted text from the deleted message are no longer identified as quoted text in first-message index components (e.g., the high order bits for the mapped locations of the terms are changed from "01" to "00" to indicate that the terms are considered to be original text of the message rather than quoted text of the message).

Server 106 may receive (846) from a client a search query (e.g., a message-mode search query) having one or more query terms. A general description of responding to a search query is described above in greater detail with reference to Figures 6B-6C. More specifically, in method 800, in response to receiving the search query, Server 106 performs (848) a search of the index to identify messages including one or more of the query terms. However, in some embodiments, index components corresponding to terms in the quoted text are ignored while performing the search. For example, the index components including mapped locations with addresses having high order bits (e.g., one or more high order address bits, such as "01," as illustrated in Figures 4B-4C) specifying that the terms corresponding to the index component are in quoted text are ignored while performing the search. Optionally, instead of ignoring the index components while performing the search, after preliminary search results are generated, any index components that are identified as being associated with quoted text are filtered out of the preliminary results so as to produce updated results.

Server 106 may receive (850) from a client a search query (e.g., a conversation-mode search query) having one or more query terms. A general description of responding to a search query is described above in greater detail with reference to Figures 6B-6C. More specifically, in method 800, after receiving the search query having one or more terms, Server 106 identifies (852) a conversation having a representative message (i.e., the first message from operations 804-826) that matches the search query. The original text of the first message includes a first set of one or more terms that match one or more of the query terms and the quoted text of the first message includes a second set of one or more terms that match one or more of the query terms. In some implementations, when preparing instructions for displaying the conversation at a client in response to the search query, Server 106 generates display instructions for highlighting (854) terms in the first set of terms; and foregoing (856) highlighting terms in the second set of terms. In other words, when search terms are highlighted in messages produced in response to a search query, Server 106
produces instructions for only highlighting terms that occur within original text of the first
message, as shown in the exemplary user interface described in greater detail below with
reference to Figures 1ID-1IE.

[00127] In some of these embodiments, Server 106 also identifies (858) a third set of
one or more terms in a second message of the conversation that match one or more of the
query terms (e.g., the terms are identified in original text of the second message). In
accordance with the identification of the third set of one or more terms, Server 106 generates
display instructions for highlighting (860) terms in the third set of terms (e.g., by changing
the font of the terms in the third set of terms, or by instructing the client to display an
expanded view of the second message). In some embodiments only messages that have terms
in the original text that match the search query (and, optionally, the most recent message in
the conversation) are displayed in expanded mode, using an expanded message display sub-
form, and all other messages in the conversation are displayed in a compressed mode, using a
compact message display sub-form (e.g., where only a concise message header including a
sender, snippet and/or date/time is displayed in the compressed mode), as shown in the
exemplary user interface described in greater detail below with reference to Figure 1ID-1IE.
Thus, a respective message that only includes search terms in quoted text would be displayed
using the compact sub-form, and/or no terms in the respective message would be highlighted.

[00128] It should be understood that the particular order in which the operations in
Figures 8A-8D have been described are merely exemplary and are not intended to indicate
that the described order is the only order in which the operations could be performed. One of
ordinary skill in the art would recognize various ways to reorder the operations described
herein. Additionally, it should be noted that details of other processes described herein with
respect to methods 600, 700, 900 and 1000 (e.g., Figures 6A-6C, 7A-7G, 9A-9D or 10A-10E
respectively) are also applicable in an analogous manner to method 800 described above with
respect to Figures 8A-8D. For example, the conversations, messages and data structures
(e.g., databases tables, maps, indexes, etc.) described above with reference to method 800
may have one or more of the characteristics of the various conversations, messages and data
structures (e.g., databases tables, maps, indexes, etc.) described herein with reference to
methods 600, 700, 900 and 1000. For brevity, these details are not repeated here.

[00129] Figures 9A-9D include a flowchart representing a method 900 for enabling
searches for conversations with two messages each having a respective query term from a
search query, according to certain embodiments. Method 900 may be governed by
instructions that are stored in a non-transitory computer readable storage medium and that are executed by one or more processors of one or more servers, such as in conversation server system 106 (as illustrated in Figures 1 and 3). Each of the operations shown in Figures 9A-9D may correspond to instructions stored in a computer memory or computer readable storage medium. The computer readable storage medium may include a magnetic or optical disk storage device, solid state storage devices such as Flash memory, or other non-volatile memory device or devices (for example, devices in memory 306 of conversation server system 106). The computer readable instructions stored on the computer readable storage medium may include one or more of: source code, assembly language code, object code, or other instruction format that is executed or interpreted by one or more processors. Some operations in method 900 may be combined and/or the order of some operations may be changed.

[00130] Conversation Server System 106 stores (902) a plurality of index entries in an index (e.g., Index 142 in Figures 1, 3 and/or 4C). A respective index entry (e.g., 430 in Figure 4C) corresponds to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

[00131] Server 106 receives (904) a first message having a first term. In the particular situation addressed by method 900, after receiving the first message, Server 106 associates (906) the first message with a conversation that includes at least a second message, where the first term is not included in the second message and the second message includes a second term that is not included in the first message. It should be understood that, typically, the second message is a prior message that was received at the server prior to receiving the first message.

[00132] As described in greater detail above with reference to Figure 6A, after a message is received, various data structures are updated to reflect the received message. In method 900 Server 106 stores (908) in the index, a plurality of index components for a same respective referenced object, including an index component indicative of the first term and an index component indicative of the second term, where, in some embodiments, a referenced object is an object that has a single identifier by which it is referenced/identified in the index. Some or all of the index components may include information indicating a location of the term within a message database (e.g., by specifying a Message ID and position within the message). However in some embodiments, at least some of the index components do not
correspond to any location of a term within a message. For example, index components for
conversation terms may not correspond to terms stored in a data structure for the
representative message of the conversation, but may instead be added to the index and given
"mapped" locations within the representative message that do not correspond to actual
locations of the terms to indicate that the terms occur in the conversation for which the first
message is a representative message and do not occur in the first message itself (e.g., the
index terms for conversations correspond to mapped locations within a Simulated Data
Structure 422 in Figure 4B that is not actually stored at Server 106). In some embodiments,
Server 106 receives a search query for a conversation having the first term in one message
and the second term in another message, and in response to the request the server generates
search results including the conversation that includes the first message and the second
message, as described in greater detail below.

[00133] In some embodiments, the respective referenced object is (910) a
representative message of the conversation. For example, a most recently received message
(e.g., the first message) in the conversation may be identified as the representative message
for the conversation. In some other embodiments, the respective referenced object is (912)
the conversation. For example, a conversation may be indexed in addition to indexing each
of the messages of the conversation, and thus all of the terms that occur in different messages
of the conversation would be associated with the index components associated with the
conversation (e.g., individual index components could include a Conversation ID for the
conversation and a value corresponding to a mapped location of the term in the conversation).

[00134] In some embodiments, the index component for the second term includes
(914) a value (e.g., a set of one or more high order bits such as "11" in Figures 4B-4C)
identifying the index component for the second message as being associated with a message
in the conversation other than the first message. Alternatively a flag bit or other metadata
could be used to identify a respective index component as being associated with a
conversation term (e.g., as opposed to being associated with a message term).

[00135] In some embodiments, the index component for the second term includes
(916) a mapped location that corresponds to an original location of the second term in the
conversation. For example, when the original location is a location in a message of the
conversation other than the first message, the mapped location is a "virtual location" that is
associated with the first message. In some implementations, this mapped location of the
second term is in (918) a predefined range of locations associated only with terms in the
conversation that are in messages other than the first message. For example, in some
implementations, the mapped location corresponds to a location within a predefined partition
of a simulated data structure (e.g., 422 in Figure 4B) that is designated for conversation
terms.

[00136] In some embodiments, the second term is (920) also associated with a second
referenced object and the first term is not associated with the second referenced object. In
other words, the first message is a representative message and thus is augmented with
conversations terms that do not occur in the first message, while the second message is not a
representative message for the conversation and thus is not augmented with conversation
terms that do not occur in the second message. In some embodiments, a message is
augmented by adding terms to a data structure representative of the message (e.g., Simulated
Data Structure 422 in Figure 4B). In some embodiments, a message is augmented by
modifying index components identifying the message. For example, when the first term and
the second term are indicative of senders of respective messages, for a conversation with a
first message having a first sender and a second message having a second sender, the
identifiers of the first sender and the second sender are both associated with the first message.
However, in this example, the identifier of the second sender is also associated with a second
message (e.g., the message sent by the second sender), but the first sender is not associated
with the second message, because the second message is not a representative message for the
conversation and thus is not augmented with information about the first message.

[00137] In some embodiments, the respective referenced object is (922) the first
message and the index includes a plurality of first-message index components that each
include an identifier of the first message, as described in greater detail above with reference
to Figures 4B-4C. In some embodiments, the address space for the first message is
partitioned (924) using a set of one or more high order address bits to specify partitions, as
described in greater detail above with reference to Figures 4B-4C.

[00138] In contrast, in some embodiments, the referenced object is (926) the
conversation including the first message and the second message, and the index includes a
plurality of conversation index components that each include an identifier of the
conversation, including: one or more index components indicative of a plurality of first
message terms in the first message, including the first term; and one or more index
components indicative of a plurality of second message terms in the second message,
including the second term; and the index components indicative of the plurality of first
message terms are distinguished from the index components indicative of the plurality of
second message terms by partitioning an address space for the conversation, the address
space having a respective address for each first message term and each second message term.
In these embodiments, the respective address for a respective term in the conversation is
indicative of a mapped location of the respective term within the address space for the
conversation.

[00139] In some of these embodiments (e.g., where the referenced object is a
conversation), the address space for the conversation is partitioned (928) using a set of one or
more high order address bits to specify partitions; a mapped location of a first message term
in the address space for the conversation is specified by an address having one or more high
order address bits with a first value; and a mapped location of a second message term in the
address space for the conversation is specified by an address having one or more high order
address bits with a second value different from the first value. In other words, for all first
message terms (e.g., terms that are in the first message) a mapped location is specified by an
address including a set of high order address bits having a value that is different from the
value of a set of high order address bits of an address that specifies a mapped location of any
of the second message terms (e.g., terms that are in the second message). It should be
understood that the data structures required to use the conversation as the referenced object
are substantially similar to the data structures described above in Figures 4B-4C, where a
representative message is the referenced object, with a few exceptions, including using
Conversation IDs instead of Message IDs to refer to index components and having partitions
in a simulated data structure that refer to different messages (e.g., one partition for each
message) rather than having a partition for "message terms" in original text, a partition for
"message terms" in quoted text and a partition for "conversation terms."

[00140] In some embodiments, the first message has a first sender and the first term is
(930) representative of the first sender and the second message has a second sender that is
distinct from the first sender and the second term is representative of the second sender. In
some embodiments, the storing is (932) performed at Server 106 without regard to whether or
not the first message was addressed to the second sender or the second message was
addressed to the first sender. In other words, the operations described above would be
performed even if the first message was not addressed to the second sender, and/or the second
message was not addressed to the first sender, because the first and second terms indicate a
sender of the message not a recipient of the message. In some embodiments, the first term
includes (934) an indication that the first sender is a sender of a message in the conversation
and the second term includes an indication that the second sender is a sender of a message in the conversation. In other words, the terms differentiate between senders and recipients (e.g., there is one term for a message sent by a particular user (e.g., From:UserA) and a different term for a message received by the particular user (e.g., To:UserA).

In some embodiments, after receiving the first message Server 106 receives (936) from a client, a search query for conversations including at least one message from the first sender and at least one message from the second sender. A general description of responding to a search query is described above in greater detail with reference to Figures 6B-6C. More specifically, in method 900, in response to the search query, Server 106 provides (938) to the client a set of search results including information representing the conversation (e.g., the conversation with which the first message and the second message are associated). The search results may include display information enabling the requesting client to display conversation lists and/or messages that match the search query, as shown in the exemplary user interface described in greater detail below with reference to Figures 11A-11F.

Note that because messages (e.g., e-mail messages) typically have a single sender a search for a message with multiple senders will typically not produce any results. Many conventional messaging systems use individual messages as the primary unit of conversation and index individual messages separately, and thus do not have any single referenced object that is associated with multiple sender identifiers. Moreover even in messaging systems that group messages into conversations, messages are typically indexed separately, rather than being indexed as a conversation as a whole. For this reason, conventional messaging systems typically have difficulty identifying conversations including a message with a first sender and a message with a second sender (e.g., a conversation between user A and user B). In contrast, because the presently disclosed embodiments include an index (e.g., Index 142 in Figures 1, 3 and/or 4C) having a plurality of index components for a same respective referenced object, including an index component indicative of a first sender and an index component indicative of a second sender, a conversation including a message with a first sender and a message with a second sender can be quickly and efficiently identified by identifying any referenced object that includes both the index component indicative of the first sender and the index component indicative of the second sender as a matching referenced object.
It should be understood that the particular order in which the operations in Figures 9A-9D have been described are merely exemplary and are not intended to indicate that the described order is the only order in which the operations could be performed. One of ordinary skill in the art would recognize various ways to reorder the operations described herein. Additionally, it should be noted that details of other processes described herein with respect to methods 600, 700, 800 and 1000 (e.g., Figures 6A-6C, 7A-7G, 8A-8D or 10A-10E respectively) are also applicable in an analogous manner to method 900 described above with respect to Figures 9A-9D. For example, the conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described above with reference to method 900 may have one or more of the characteristics of the various conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described herein with reference to methods 600, 700, 800 and 1000. For brevity, these details are not repeated here.

Figures 10A-10E include a flowchart representing a method 1000 for performing both conversation based queries and message based queries, according to certain embodiments. Method 1000 may be governed by instructions that are stored in a non-transitory computer readable storage medium and that are executed by one or more processors of one or more servers, such as in conversation server system 106 (as illustrated in Figures 1 and 3). Each of the operations shown in Figures 10A-10E may correspond to instructions stored in a computer memory or computer readable storage medium. The computer readable storage medium may include a magnetic or optical disk storage device, solid state storage devices such as Flash memory, or other non-volatile memory device or devices (for example, devices in memory 306 of conversation server system 106). The computer readable instructions stored on the computer readable storage medium may include one or more of: source code, assembly language code, object code, or other instruction format that is executed or interpreted by one or more processors. Some operations in method 1000 may be combined and/or the order of some operations may be changed.

Conversation Server System 106 stores (1002) a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message and, optionally, one or more other messages. At least one of the conversations includes multiple messages. Additionally, a respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms. The message terms include terms that occur in the respective representative message, and the conversation terms include terms from the conversation that do not occur in the respective representative message. In some
implementations, each representative message includes at least one conversation term, for example a special representative-message label that identifies the message as the representative message. In some embodiments, if a conversation has only one message, that message is the respective representative message for the conversation.

[00146] As described in greater detail above with reference to Figure 6A, as messages are received various data structures are updated to reflect the received messages. In some embodiments of method 1000, Server 106 stores (1004) a plurality of index entries in an index (e.g., 142 in Figure 4C), a respective index entry (e.g., 430 in Figure 4C) corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term. The index includes, for the representative message of a respective conversation, a plurality of conversation index components that each include an identifier of the conversation, as described in greater detail above with reference to Figures 4B-4C. In some embodiments, the address space for the representative message of the respective conversation is partitioned (1006) using a set of one or more high order address bits to specify partitions, as described in greater detail above with reference to Figures 4B-4C.

[00147] After storing the plurality of index components, Server 106 receives (1008) a message search query from a client. A general description of responding to a message search query is described above in greater detail with reference to Figure 6B. More specifically, in method 1000, Server 106 responds (1010) to the message search query by identifying, (1012) in the plurality of messages (i.e., the messages organized as conversations, and corresponding to index entries in the index), one or more matching messages that are associated with message terms matching the message search query. As noted above, in some embodiments, the storing (1002) includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components. A respective index component of the respective index entry identifies a message that is associated with the respective term. Additionally, responding to the message search query (1010) includes ignoring (1014) the index components associated with conversation terms of the representative messages. In other words, the message search is performed over all of the messages, but some or all of the index components in the index that correspond to conversation terms are ignored for the purposes of the message search. In some embodiments, one or more of the messages that are not representative messages may be associated with index components that correspond to conversation terms (e.g., index components for a respective message that once was a representative message, but is no longer
a representative message, may still include index components for conversation terms, because
those index components have not been removed from the index, and these index components
that correspond to conversation terms are also ignored when executing the message search
query. The index components that correspond to conversation terms may be easily identified
in some embodiments by the high order bits, flags or other metadata that is used to
distinguish index components for conversation terms from index components for message
terms, as described in greater detail above with reference to Figure 4B. After identifying the
one or more matching messages, Server 106 returns (1016), to the requesting client, message
search results including representations of at least a subset of the matching messages for
display at the client from which the message search query was received.

[00148] After storing the plurality of index components, in addition to receiving the
message query, Server 106 may also receive (1018) a conversation search query from a
client. In some embodiments, the message search query and the conversation search query
are received (1020) from a same client (e.g., a user of the client toggles between message
mode and conversation mode or uses predefined query syntax to differentiate a message
search query from a conversation search query). In some embodiments, the message search
query and the conversation search query are received (1022) from different clients that are
associated with a same user account for a user associated with the conversations (e.g., a
mobile phone displays/searches messages in message mode while a desktop or laptop
computer displays/searches messages in conversation mode).

[00149] A general description of responding to a conversation search query is
described above in greater detail with reference to Figure 6B-6C. More specifically, in
method 1000, Server 106 responds (1024) to the conversation search query by identifying,
(1026) in the plurality of messages, one or more matching representative messages that are
associated with a combination of message and conversation terms matching the conversation
search query. The combination of message and conversation terms may include any number
of conversation terms and any number of message terms. However, uniquely advantageous
aspects of the presently disclosed embodiments are most readily apparent when the
combination of message and conversation terms includes one or more conversation terms
associated with the representative message and zero or more message terms associated with
the representative message, because in those situations the identified conversations are
identified based on index components for terms that do not occur in the representative
messages with which the index components are associated. In other words, the matching
conversations that are identified via index entries for respective representative messages are
identified based at least in part on conversation terms that occur in messages other than the respective representative messages for the conversations.

[00150] In some embodiments, storing the index components includes (1028) storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term, as described in greater detail above with reference to Figures 4B-4C. In these embodiments, responding to the conversation search query includes ignoring index components associated with messages other than representative messages. In other words, in some embodiments, the conversation search is performed over only the representative messages. For example, only index components that include identifiers (e.g., Message IDs) for messages identified as representative messages (e.g., messages having Message IDs that are associated, in the index with a representative-message label) are included in the search. In some other embodiments, the conversation search is performed over all of the messages to generate preliminary search results and the preliminary search results are filtered to remove any non-representative messages from the results to produce updated search results. For example, each of the representative messages may have a representative-message label index component that identifies the message as a representative message, and these index components are stored in an index entry for the representative-message label (e.g., the representative-message label is treated as a term in the index).

[00151] After identifying the one or more matching representative messages, Server 106 selects (1030) one or more conversations including a matching representative message as matching conversations. In some embodiments, the conversation search query includes (1032) a conversation-search component and a message-search component. In some of these embodiments, the search query includes (1034) syntax that identifies at least a portion of the search query as a message-search component. For example, a search query "Message[TermA AND TermB] AND TermC" would search for a conversation including at least one message with both TermA and TermB and at least one message with TermC, whereas a search query "TermA AND TermB AND TermC" would search for a conversation including some combination of messages that include the query terms (e.g., TermA, TermB and TermC).

[00152] In response to receiving a conversation search query that includes a conversation-search component, Server 106 selects the one or more matching conversations by identifying (1036) a set of conversations that each include a representative message
matching the conversation-search component. In some embodiments, identifying a set of conversations that each include a representative message matching the conversation-search component comprises (1038) identifying a set of conversations that each include a representative message that is associated with (e.g., are represented in the index by index components corresponding to) a combination of message terms and conversation terms matching the conversation-search component which may include any combination of message terms and/or conversation terms. However, uniquely advantageous aspects of the presently disclosed embodiments are most readily apparent when the combination of message and conversation terms includes at least one conversation term, as described in greater detail above. If the received search query includes two or more conversation-search components then Server 106 identifies, as the set of conversations, one or more conversations that each include a combination of the conversation-search components specified by the search operators (e.g., Boolean operators such as AND, OR, etc.) in search query.

[00153] In these embodiments, after identifying the set of conversations that each include a representative message matching the conversation-search component, Server 106 identifies, (1040) as the one or more matching conversations, one or more conversations from the set of conversations that each include at least one message that includes message terms matching the message-search component of the search query (see 1034, Figure IOC). If the search query includes two or more message-search components, then the server identifies, as the one or more matching conversations, from the set of conversations (see 1036), one or more conversations that each include a combination of the message-search components specified by one or more search operators (e.g., Boolean operators such as AND, OR, etc.) in the search query.

[00154] After identifying the one or more matching conversations, Server 106 returns (1042) conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received. In some embodiments, the conversation search results include display instructions for displaying the search results at the requesting client. Various user interfaces for displaying conversation lists generated in response to search queries are described in greater detail below with reference to Figures 11A-1 IB.

[00155] In some situations, the conversation search query includes at least two required terms (e.g., "Tahoe" and "dinner"), and Server 106 receives (1044) from a client a request to display a respective conversation selected from the conversation search results, the
respective conversation including multiple messages. In response to receiving the request, Server 106 sends (1046) to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages that include any of the at least two required terms (e.g., messages that include either "Tahoe" or "dinner") are visually distinguished from representations of messages that do not include any of the required terms. In some embodiments the messages that include any of the at least two required terms are displayed in expanded mode, while the messages that do not include any of the required terms are displayed in compressed mode.

[00156] In some situations, the conversation search query includes at least two required terms (e.g., Tahoe and dinner), and Server 106 receives (1048) from a client, a request to display a respective conversation selected from the conversation search results, the respective conversation including multiple messages. In response to receiving the request, Server 106 sends (1050) to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages having original text that includes any of the at least two required terms (e.g., messages that include either "Tahoe" or "dinner") are visually distinguished from representations of messages that do not have original text including any of the at least two required terms. In some embodiments the messages that have original text (e.g., non-quoted text) including any of the at least two required terms are displayed in expanded mode, while the messages that do not have original text (e.g., non-quoted text) including any of the at least two required terms are displayed in compressed mode, as shown in the exemplary user interface described in greater detail below with reference to Figures 11D-1 IF.

[00157] It should be understood that the particular order in which the operations in Figures 10A-10E have been described are merely exemplary and are not intended to indicate that the described order is the only order in which the operations could be performed. One of ordinary skill in the art would recognize various ways to reorder the operations described herein. Additionally, it should be noted that details of other processes described herein with respect to methods 600, 700, 800 and 900 (e.g., Figures 6A-6C, 7A-7G, 8A-8D or 9A-9D respectively) are also applicable in an analogous manner to method 1000 described above with respect to Figures 10A-10E. For example, the conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described above with reference to method 1000 may have one or more of the characteristics of the various conversations, messages and data structures (e.g., databases tables, maps, indexes, etc.) described herein
with reference to methods 600, 700, 800 and 900. For brevity, these details are not repeated here.

**EXEMPLARY CONVERSATION USER INTERFACES**

[00158] As discussed above, in some embodiments, after performing a search query to identify matching conversations and/or messages, Server 106 generates display information for displaying a list of conversations or messages at Client 102. Figures 11A-1 IF illustrate exemplary user interfaces for displaying conversation lists (Figures 11A-1 IB) and conversation views (Figures 11C-1 IF) formatted in accordance with display information generated by Server 106 in response to search queries received from a client in conversation view mode.

[00159] Figure 11A illustrates an exemplary user interface including a list 1110 of representations of conversations in the "Inbox" category (e.g., conversations with which a system-defined "Inbox" label is associated). This user interface is typically generated in response to a user requesting to view the user's inbox (e.g., by clicking on an "Inbox" icon or link in a messaging user interface), and Server 106 executing a predefined search query to identify all conversations associated with a system-defined "Inbox" label. Similar searches are performed to generate other views for the messaging system (e.g., a search for all conversations with a "Starred" label is performed to generate a list of conversations including a "Starred" label, etc.). At the top left corner of the screenshot, there is a "Compose Mail" link 1102. The user clicks on this link to start writing a new message. Next to the link 1102, there are a textbox 1104 and a "Search" button 1106. After the user enters one or more query terms into the textbox 1104 and then clicks on the "Search" button 1106, Client 102 sends a search query including query terms from the text box to Server 106. In response to the search query, Server 106 generates display information for displaying a set of conversations that match the submitted search query. In some embodiments, matches can occur by the presence of one or more synonyms of a respective query term. In some embodiments, matches can occur based on the root of the respective query term. For example, a search for "book" could be matched by the words "book", "books", and "booking".

[00160] Next to "Search" button 1106 are two pull-down lists: the "more actions" list 1108 and the "add label" list 1109 which enable the user to request that user-defined and/or system-defined labels be added to selected messages and/or conversations. In some embodiments user-defined labels are added to messages and/or conversations in response to an explicit requests from a user to add a label, while system-defined labels (e.g., "Inbox,"
"Unread," "Spam," "Trash," "Active Message") are added to or removed from messages and/or conversations in response to requests from the user to perform functions associated with the system-defined labels (e.g., "Remove from Inbox" removes the "Inbox" label, "Mark as Unread" adds the "Unread" label, "Report Spam" adds the "Spam" label and removes the "Inbox" and "Active Message" labels, "Move to Trash" or "Delete Message" removes the "Inbox" label and adds a "Trash" label).

[00161] Right below the "Compose Mail" link 1102, there are a series of group boxes enabling a user to instruct the Client 102 to send predefined queries to Server 106. For instance, the group box 1112 displays system-defined categories, including "Inbox", "Starred", "Sent Mail", "Drafts", "All Mail", "Spam" and "Trash", etc. In other embodiments, the set of system-defined categories may be different, including a subset of these categories and/or additional categories. In some embodiments, the "Starred" category includes conversations in which the user plans to be actively involved, e.g., by sending messages to other participants, which is similar to a "To Do" list. Thus, in one embodiment, a message may be flagged with a star, so that a user can, for example, search for starred messages. In one embodiment, the "All Mail" category includes all conversations associated with the user that are not in the "Spam" or "Trash" categories. Note that since the exemplary screenshot in Figure 11A includes only conversations belonging to the "Inbox" category, the corresponding link in the group box 1112 has been highlighted. If many people have contributed messages to a conversation, the sender list may become too long to fit into the limited space in a browser window. This is especially true if one or more of the senders in the sender list are identified by their email address. If so, the Server 106 prioritizes the senders in the list of senders based on various information to identify a subset of the sender list and sends Client 102 display information that enables Client 102 to display the subset of the sender list to the user.

[00162] The central area of the exemplary screenshot in Figure 11A is a form comprising a list 1110 of representations of conversations (e.g., "concise conversation headers"), each representation of a conversation occupying one row in the form. Each row further includes a checkbox 1122, a sender list 1124, a recipient status indicator 1126, a conversation topic and snippets 1128 and a date/time value 1130. In other embodiments, the set of fields for each conversation row may be different, including a subset of these fields and/or additional fields. In some embodiments, all rows have a uniform height when a list of conversations is displayed. In other embodiments, heights may be variable to accommodate various snippet lengths. In some embodiments, the sender list comprises a plurality of sender
identifiers, each identifier corresponding to a sender who has authored at least one of the messages. A sender may be identified by his first name, last name, full name, email address, picture or a unique icon or a combination thereof. The sender list for a conversation may contain all or a subset of the senders within the conversation. In some embodiments, the list of senders is formatted so as to visually distinguish those senders who have sent a message (in the conversation) that is currently labeled as "Unread." The concise conversation header may also includes a count of the number of messages included in each conversation in the list of conversations, a subject and/or snippet from the conversation, and a date/time of the conversation.

[00163] The display information used by Client 102 to display the list of representations of conversations includes date/time values 1130 for the conversations as identified by Server 106. These date/time values often dictate the display order of a list of representations of conversations at Client 102. Typically, each conversation in a list of conversations, is assigned a date/time equal to the date/time of the most recent message of the conversation, and the conversations in a list of conversations are ordered (e.g., in reverse chronological order) in accordance with these assigned date/time values. However, one of ordinary skill in the art will recognize that there are various other ways to order and present the conversations in a list of conversations. For example, in some implementations, each conversation in a list of conversations, may be assigned a date/time equal to the date/time of the most recent message that matches the search criteria used to generate the list of conversations. For instance, if a user-specified search query is used (e.g., "Lake Tahoe"), then for each matching conversation in the list of conversations, the assigned date/time is the date/time of the most recent message matching the user-specified search query (or, optionally a term in the query). In some embodiments, the conversations in the list of conversations are listed in reverse chronological order with respect to their assigned date/time values (i.e., with the most recent conversations being listed first). As used herein, "date/time" value refers to whatever date value and/or time value is associated with a particular message or conversation. Dates and/or times may be associated with messages based on the date and/or time of the message's creation, transmission, receipt or other event.

[00164] Figure 11B illustrates an exemplary user interface including a list of representations of conversations that correspond to conversations identified at Server 106 in response to a search query "Tahoe AND dinner." This user interface is typically generated in response to a user submitting a search query (e.g., by entering a search query "Tahoe AND dinner" in text box 1104 and selecting "Search" button 1106). The search query is executed
by Server 106 to identify matching conversations as discussed in greater detail above, and Server 106 sends display information to Client 102 enabling Client 102 to display the search results. The search results include a list of representations of conversations 1120 in Figure 11B. Each representation of a conversation includes the same elements as described above in the "Inbox" view, except that in Figure 11B, the snippet / subject of each of the concise conversation headers includes text associated with the query terms (e.g., "Tahoe" and/or "dinner"). In this example, the snippets include relevant content of the conversations, the first and second conversations are about a ski trip to Lake Tahoe, while the third conversation is about camping sites at the Tahoe National Forest. Thus, in this example the user would be able to use the information in the snippets to decide which particular conversation, if any, to open for viewing.

Figures 11C-1F illustrate messages displayed in a conversation view. In some embodiments, messages in a conversation view can be displayed in one of a plurality of different sub-forms (also sometimes called message display sub-forms). In some embodiments a compacted sub-form for a message contains only a concise message header. For example, the compacted sub-form may include only a sender list, a snippet that includes only a predefined portion of the message body such as the first few lines of the message body, and optionally a date/time indicator. In contrast, an expanded sub-form includes more information than the compacted sub-form. In particular, the expanded sub-form may include, in addition to the sender list and the date/time indicator, a complete message body, a "More options" link, which causes the detailed message header to be display when selected, and a list of reply options (e.g., Reply, Reply All, Forward, etc.). In some embodiments, if the message associated with the sub-form has not been viewed or marked as read by the user, the expanded sub-form for the message is displayed. In contrast, if a respective message has been viewed or marked as read, the compacted sub-form is displayed. This provides a visual effect that all the read messages in the conversation are piled together (e.g., only compacted sub-forms are displayed), while unread messages are displayed in expanded sub-forms so that they can be easily read.

Figure 11C illustrates an exemplary user interface including a conversation view of a conversation including a plurality of messages that matches the search query (e.g., "Tahoe AND dinner") displayed in accordance with display information received from Server 106. The top and left portions of the screenshot are identical to that of Figure 11B. But the list of conversations 1120 has been replaced by a conversation view 1130 that includes a plurality of representations of messages associated with a selected conversation.
from the list of conversations 1120 in Figure 11B. On top of the list of messages are the conversation's topic "Topic 2" 1132, all the user-defined labels 1134 associated with the conversation and a "Compact All Messages" button 1136 for compacting the expanded messages (e.g., messages displayed with expanded sub-forms). Since the last message was sent by S4, one of the reply options is "Reply to S4", which alerts the user that a reply will be addressed to S4.

[00167] In Figure 11C, the user has selected to view messages for the conversation Topic 2, which includes four messages. The first and third messages include only original text and the second and fourth messages include both original text and quoted text (where each line of quoted text is indicated by a " > " before the line of quoted text). In the embodiment illustrated in Figure 11C, Server 106 has identified query terms in each of the messages and provided display information for highlighting the query terms that occur in either original text or quoted text. Thus, all of the messages are displayed in expanded mode, because each of the messages includes either the term "Tahoe" or the term "dinner." The user can subsequently collapse the expanded sub-form for a respective message to display a compacted sub-form for the respective message by clicking on a top edge of the expanded sub-form. Each of the expanded sub-forms also includes a set of reply options at the bottom of the sub-form, (e.g., "Reply", "Reply to All" and "Forward").

[00168] Figure 11D is a schematic screenshot of the conversation shown in Figure 11C in embodiments where terms in original text are highlighted but terms in quoted text are not highlighted. As shown in Figure 11C, the second and fourth messages in the conversation do not include the term "Tahoe" or the term "dinner" in original text ("dinner" is included only in quoted text). Thus, in the conversation view 1140 in Figure 11D, the second message is displayed using a compact sub-form, while the text in the fourth message that matches the search terms is not highlighted (e.g., the term "dinner" is not highlighted in the fourth message). In some embodiments, the user can subsequently expand the compacted sub-form of any message by clicking on it. Note that the "Compact All Messages" button is replaced with an "Expand All Messages" button 1142 as at least some of the messages are now represented by compacted sub-forms. Selecting the "Expand All Messages" button would display the expanded sub-form for all of the messages in the displayed conversation.

[00169] Figure 11E is a schematic screenshot of the conversation shown in Figure 11C in embodiments where terms in original text are highlighted but terms in quoted text are not highlighted and quoted text is elided. As shown in Figure 11C, the second and fourth
messages in the conversation do not include the term "Tahoe" or the term "dinner" in original text ("dinner" is included only in quoted text). Thus, in the conversation view 1150 in Figure 1IE, the second message is displayed using a compact sub-form, and the quoted text in the fourth message has been replaced with a "show quoted text" affordance 1152, which, when selected by a user causes the quoted text to be displayed. However, even if the quoted text were to be displayed, the term "dinner" would not be highlighted in the quoted text of the fourth message. Thus, in the embodiment illustrated in Figure 1IE, not only are matching terms in the quoted text not highlighted, but the quoted text itself is elided from the representations of the messages unless the user affirmatively requests that the quoted text be displayed (be selecting the "show quoted text" affordance 1152). It should be noted that the quoted text may accumulate over the course of conversation due to automated quoting processes of messaging systems. However when messages are grouped together as conversations, the original text from which the quoted text originated is typically readily available in the conversation. Thus, the quoted text merely adds unneeded bulk to the conversation as a whole and makes it harder to discern the structure of the conversation. Thus eliding quoted text as shown in Figure 1IE removes unneeded text from messages in the conversation thereby proving a more intuitive and user-friendly user interface.

[00170] Figure 1IF illustrates an exemplary user interface including a conversation view of a conversation including a plurality of messages displayed in accordance with display information received from Server 106. The conversation has been retrieved in response to a search query (e.g., "From:S3 AND From:S4") for conversations that include at least one message with a first sender (e.g., S3) and at least one message with a second sender (e.g., S4). For example, a list of conversations similar to the list of conversations shown in Figure 11B may have been generated by Server 106 and displayed by Client 102 to the user, who selected the conversation displayed in Figure 11F from the list of conversations. The top and left portions of the screenshot are identical to that of Figure 1IC. However, the conversation view 1130 from Figure 11C has been replaced by a conversation view 1160 and different messages and different terms are highlighted because a different set of search terms was present in the search query (e.g., From:S3 AND From:S4" instead of "Tahoe AND dinner"). For example the identifier for sender S3 in the first message is highlighted, because S3 is the sender of the first message, and the identifier for sender S4 in the fourth message is highlighted, because S4 is the sender of the fourth message. Thus, Figure 11F illustrates an embodiment where a conversation is returned in response to a search query for conversations
including at least one message from a first sender and at least another message from a second sender.

[00171] Figures 12A-12B illustrate exemplary user interfaces for displaying message lists (Figure 12A) and message views (Figure 12B) formatted in accordance with display information generated by Server 106 in response to search queries received from a client in message view mode.

[00172] Figure 12A illustrates an exemplary user interface including a list of representations of messages that correspond to messages identified at Server 106 in response to a search query "Tahoe OR dinner." Note that the query "Tahoe OR dinner" is used in this example, because the query "Tahoe AND dinner" would not return any of the messages for Topic 2, as none of the messages in Topic 2 include both the term "Tahoe" and the term "dinner." Figure 12A includes many elements that are analogous to the elements in Figure 11A. At the top left corner of the screenshot, there is a "Compose Mail" link 1202. The user clicks on this link to start writing a new message. Next to the link 1202, there are a textbox 1204 and a "Search" button 1206. Right below the "Compose Mail" link 1202, there are a series of group boxes enabling a user to instruct the Client 102 to send predefined queries to Server 106. For instance, the group box 1212 displays system-defined categories, including "Inbox", "Starred", "Sent Mail", "Drafts", "All Mail", "Spam" and "Trash", etc. Similarly the "Labels," "Searches" and "Recent Views" group boxes in Figure 12A have analogous functions to those of Figure 11A.

[00173] After the user submits one or more query terms through the textbox 1204 and then clicks on the "Search" button 1206, Client 102 sends a search query including query terms from the text box. The search query (e.g., "Tahoe OR dinner") is executed by Server 106 to identify matching messages, as described in greater detail above. In some embodiments, matches can occur by the presence of one or more synonyms of a respective query term. In some embodiments, matches can occur based on the root of the respective query term. For example, a search for "book" could be matched by the words "book", "books", and "booking". Next to "Search" button 1206 are two pull-down lists: the "more actions" list 1208 and the "add label" list 1209 which enable the user to request that user-defined and/or system-defined labels be added to selected messages.

[00174] After identifying search results, Server 106 sends display information to Client 102 for displaying the search results as a message list. The message list 1220 includes representations of messages matching the search query. Each representation of a message
occupies one row in the form. Each row further includes a checkbox 1222, a message address information list 1224 (e.g., a list of the senders and recipients of the message), a message subject 1228 and a date/time value 1230. Note that, in the message view mode, conversations are divided into individual messages, each representation of a message occupying one line in the menu list. Thus, the conversation on "Topic 2" that was represented by a single row in Figure 11B is represented as four rows in the message based view of the search results in Figure 12A. Additionally, it should be noted that messages that do not match the search query are not displayed even they are associated with conversations including messages that do match the search query. Furthermore, some conversations that, as a whole, match the search query may not be displayed if none of the messages associated with the conversation individually matches the search query. For example, if the search query was "Tahoe AND dinner," none of the Topic 2 messages would be displayed, because none of the Topic 2 messages includes both the terms "Tahoe" and "dinner."

[00175] Figure 12B illustrates an exemplary user interface including a conversation view of a message that matches the search query (e.g., "Tahoe OR dinner") displayed in accordance with display information received from Server 106. The top and left portions of the screenshot are identical to that of Figure 12B. However, the list of messages 1120 has been replaced by a message view 1140 that includes a representation of a message selected from the list of messages shown in Figure 12B. Additionally, the message's subject line 1242 "RE: RE: Topic 2," any user-defined labels 1244 associated with the message are displayed in the message view. Since the message was sent by S4, one of the reply options is "Reply to S4," which alerts the user that a reply will be addressed to S4. In the embodiment shown in Figure 12B, terms in the message that match query terms (e.g., "dinner") from the search query are highlighted in the message. However, in some embodiments, terms in quoted text of the message are not highlighted even if they match query terms in the search query. Additionally, in some embodiments, quoted text is elided from the message. However, when messages are not displayed together with other messages in the same conversation, it may be advantageous to display quoted text and highlight matching search terms in the quoted text so as to provide helpful context to the user (e.g., showing matching text from earlier messages that were quoted by the displayed message).

[00176] The foregoing description, for purpose of explanation, has been described with reference to specific embodiments. However, the illustrative discussions above are not intended to be exhaustive or to limit the invention to the precise forms disclosed. Many modifications and variations are possible in view of the above teachings. The embodiments
were chosen and described in order to best explain the principles of the invention and its practical applications, to thereby enable others skilled in the art to best utilize the invention and various embodiments with various modifications as are suited to the particular use contemplated.
What is claimed is:

1. A method comprising:

   at a server having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method:

   storing a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message, and at least one of the conversations including multiple messages, wherein: a respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms, the message terms comprising terms that occur in the respective representative message, and the conversation terms comprising terms from the conversation that do not occur in the respective representative message;

   receiving a message search query from a client and responding to the message search query by:

   identifying, in the plurality of messages, one or more matching messages that are associated with message terms matching the message search query; and

   returning message search results including representations of at least a subset of the matching messages for display at the client from which the message search query was received; and

   receiving a conversation search query from a client and responding to the conversation search query by:

   identifying, in the plurality of messages, one or more matching representative messages that are associated with a combination of message and conversation terms matching the conversation search query, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message;

   selecting one or more conversations including a matching representative message as matching conversations; and

   returning conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received.

2. The method of claim 1, wherein the message search query and the conversation search query are received from a same client.
3. The method of claim 1, wherein the message search query and the conversation search query are received from different clients that are associated with a same user account for a user associated with the conversations.

4. The method of any of claims 1-3, wherein

the storing includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term; and

responding to the message search query includes ignoring the index components associated with conversation terms of the representative messages.

5. The method of any of claims 1-4, wherein

the storing includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term; and

responding to the conversation search query includes ignoring index components associated with messages other than representative messages.

6. The method of any of claims 1-5, wherein the conversation search query includes at least two required terms, and the method further comprises:

receiving, from a client, a request to display a respective conversation selected from the conversation search results, the respective conversation including multiple messages; and

in response to receiving the request, sending to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages that include any of the at least two required terms are visually distinguished from representations of messages that do not include any of the at least two required terms.

7. The method of any of claims 1-5, wherein the conversation search query includes at least two required terms, and the method further comprises:

receiving, from a client, a request to display a respective conversation selected from the conversation search results, the respective conversation including multiple messages; and

in response to receiving the request, sending to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages having original text that includes
any of the at least two required terms are visually distinguished from representations of messages that do not have original text including any of the at least two required terms.

8. The method of any of claims 1-6, wherein:

   the conversation search query includes a conversation-search component and a message-search component; and

   selecting the one or more matching conversations includes:

   identifying a set of conversations that each include a representative message matching the conversation-search component; and

   identifying, as the one or more matching conversations, one or more conversations from the set of conversations that each include at least one message that includes message terms matching the message-search component.

9. The method of claim 8, wherein the search query includes syntax that identifies at least a portion of the search query as a message-search component.

10. The method of any of claims 8-9, wherein identifying a set of conversations that each include a representative message matching the conversation-search component comprises identifying a set of conversations that each include a representative message that is associated with a combination of message terms and conversation terms matching the conversation-search component, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message.

11. The method of any of claims 1-10, further comprising, storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term, wherein:

   the index includes, for the representative message of a respective conversation, a plurality of conversation index components that each include an identifier of the conversation, including:

   one or more index components indicative of the message terms associated with the representative message; and

   one or more index components indicative of the conversation terms associated with the representative message, the one or more conversation terms comprising one or more terms that are not in the representative message; and
for representative message of the respective conversation, the index components indicative of the plurality of message terms are distinguished from the index components indicative of the conversation terms by partitioning an address space for the representative message, the address space having a respective address for each message term associated with the representative message and for each conversation term associated with the representative message, wherein the respective address for a respective conversation term in the conversation is indicative of a mapped location of the respective conversation term within the address space for the representative message.

12. The method of claim 11, wherein:

the address space for the representative message of the respective conversation is partitioned using a set of one or more high order address bits to specify partitions;

a mapped location of a message term in the address space for the representative message is specified by an address having one or more high order address bits with a first value; and

a mapped location of a conversation term in the address space for the representative message is specified by an address having one or more high order address bits with a second value different from the first value.

13. A conversation server system, comprising:

one or more processors;

memory; and

one or more programs, wherein the one or more programs are stored in the memory and configured to be executed by the one or more processors, the one or more programs including instructions for:

storing a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message, and at least one of the conversations including multiple messages, wherein: a respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms, the message terms comprising terms that occur in the respective representative message, and the conversation terms comprising terms from the conversation that do not occur in the respective representative message;

receiving a message search query from a client and responding to the message search query by:

identifying, in the plurality of messages, one or more matching messages that are associated with message terms matching the message search query; and
returning message search results including representations of at least a subset of the matching messages for display at the client from which the message search query was received; and

receiving a conversation search query from a client and responding to the conversation search query by:

identifying, in the plurality of messages, one or more matching representative messages that are associated with a combination of message and conversation terms matching the conversation search query, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message;

selecting one or more conversations including a matching representative message as matching conversations; and

returning conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received.

14. The conversation server system of claim 13, wherein the one or more programs, when executed by the one or more processors, cause the conversation server system to perform the method of any of claims 1 to 12.

15. A non-transitory computer readable storage medium storing one or more programs, the one or more programs comprising instructions, which when executed by a conversation server system with one or more processors, cause the conversation server system to:

store a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message, and at least one of the conversations including multiple messages, wherein: a respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms, the message terms comprising terms that occur in the respective representative message, and the conversation terms comprising terms from the conversation that do not occur in the respective representative message;

receive a message search query from a client and responding to the message search query by:

identifying, in the plurality of messages, one or more matching messages that are associated with message terms matching the message search query; and
returning message search results including representations of at least a subset of the matching messages for display at the client from which the message search query was received; and

receive a conversation search query from a client and responding to the conversation search query by:

identifying, in the plurality of messages, one or more matching representative messages that are associated with a combination of message and conversation terms matching the conversation search query, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message;

selecting one or more conversations including a matching representative message as matching conversations; and

returning conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received.

16. The computer readable storage medium of claim 15, wherein the one or more programs, when executed by the one or more processors, cause the conversation server system to perform the method of any of claims 1 to 12.

17. A method comprising:

at a server having one or more processors and memory storing one or more programs for execution by the one or more processors so as to perform the method:

storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term;

receiving a first message;

associating the first message with a conversation having at least one other message; and

storing, in the index, a plurality of first-message index components that each include an identifier of the first message, including:

one or more index components indicative of a plurality of message terms in the first message; and
one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message.

18. The method of claim 17, wherein the one or more conversation terms include one or more terms that occur in both the first message and a second message in the conversation other than the first message.

19. The method of claim 18, wherein:
the one or more conversation terms include a plurality of terms that occur in both the first message and a second message in the conversation other than the first message;
the plurality of terms occur in a first order in the first message; and
the set of terms occur in a second order, different from the first order, in the second message.

20. The method of any of claims 17-19, wherein a respective index component indicative of a conversation term includes a value identifying the respective index component as being associated with a conversation term.

21. The method of any of claims 17-19, wherein a respective index component indicative of a conversation term includes a mapped location that corresponds to an original location of the conversation term in the conversation.

22. The method of claim 21, wherein the mapped location of the respective index component indicative of the conversation term is in a predefined range of locations associated only with conversation terms.

23. The method of any of claims 17-22, wherein the first message is the most recent message in the conversation.

24. The method of any of claims 17-23, wherein terms include one or more of: text content terms, labels, tags, and header information.

25. The method of any of claims 17-24, wherein, in the index, the one or more index components indicative of the message terms are distinguished from the one or more index components indicative of the conversation terms.

26. The method of claim 25, wherein the one or more index components indicative of the plurality of message terms are distinguished from the one or more index components indicative of conversation terms by partitioning an address space for the first message, the address space having a respective address for each message term and for each conversation
term, wherein the respective address for a respective conversation term in the first
conversation is indicative of a mapped location of the respective conversation term within the
address space for the first message.

27. The method of claim 26, wherein:
   the address space for the first message is partitioned using a set of one or more high
order address bits to specify partitions;
   a mapped location of a message term in the address space for the first message is
specified by an address having one or more high order address bits with a first value; and
   a mapped location of a conversation term in the address space for the first message is
specified by an address having one or more high order address bits with a second value
different from the first value.

28. The method of any of claims 17-27, wherein:
   the one or more first-message index components include one or more index
components indicative of message terms in original text in the first message and one or more
index components indicative of message terms in quoted text of the first message; and
   in the index, the index components indicative of message terms in the quoted text of
the first message are distinguished from the index components indicative of message terms in
the original text of the first message.

29. The method of claim 28, including identifying the quoted text of the first message by
comparing text of the first message to text of other messages in the conversation.

30. The method of any of claims 17-29, further comprising:
   storing, in the index, a first-message index component that identifies the first message
as a representative message of the conversation.

31. The method of claim 30, including:
   receiving a second message subsequent to receiving the first message;
   associating the second message with the conversation;
   storing, in the index, one or more second-message index components that each
include an identifier of the second message, including:
   one or more index components indicative of a plurality of message terms in
   the second message;
   one or more index components indicative of one or more conversation terms in
   the conversation, the one or more conversation terms comprising one or more terms that are
   not in the second message; and
an index component identifying the second message as the representative message of the conversation; and
removing, from the index, the first-message index component that identifies the first message as the representative message of the conversation.

32. The method of claim 31, further comprising, after receiving the second message:
removing, from the index, the one or more first-message index components indicative of conversation terms.

33. The method of any of claims 17-32, further comprising storing a plurality of messages associated with a plurality of conversations, wherein:
each conversation includes a respective representative message;
for each conversation, a respective property of the conversation comprises a corresponding property of the representative message of the conversation; and
the method includes sorting or filtering a list of conversations in accordance with the respective property.

34. The method of any of claims 17-33, further comprising, after storing, in the index, the one or more first-message index components indicative of the one or more conversation terms in the conversation:
detecting a modification of a respective message of the one or more other messages in the conversation; and
in response to detecting the modification, updating the one or more first-message index components indicative of the conversation terms that are stored in the index in accordance with the modification of the respective message.

35. The method of claim 34, wherein:
the modification includes adding a first term to the respective message; and
the updating includes adding a new first-message index component indicative of the first term to the index.

36. The method of any of claims 34-35, wherein:
the modification includes removing a second term from the respective message; and
the updating includes removing a first-message index component indicative of the second term from the index if no instances of the second term remain in the conversation.

37. The method of any of claims 17-36, wherein each conversation includes a respective representative message, the method further including:
receiving a search query from a client;
identifying one or more conversations that match the search query; and
sending, to the client, information enabling display of search results including
representations of at least a subset of the conversations that match the search query, wherein
the representations of conversations are sorted in accordance with one or more properties of
the respective representative messages of corresponding conversations.

38. The method of any of claims 17-37, including:
removing a respective message other than the first message from the conversation;
and
after removing the respective message, removing from the index one or more first-
message index components indicative of one or more conversation terms that occurred in the
respective message.

39. The method of any of claims 17-38, including:
storing, in the index, an index entry corresponding to a predefined term, wherein the
index entry corresponding to the predefined term includes a plurality of index components
corresponding to respective messages of a plurality of messages, and the predefined term is
an indicator that the respective messages have been marked as active messages; and
in response to a request to ignore a particular message in the plurality of messages,
removing the respective index component corresponding to the particular message from the
index entry corresponding to the predefined term.

40. The method of any of claims 17-39, including:
storing, in the index a respective first-message index component indicative of a
retention policy for a respective message in the conversation; and
applying the retention policy to all messages in the conversation.

41. The method of any of claims 17-40, wherein:
the first-message index components corresponding to message terms include index
components representing each message term that occurs in the first message; and
the first-message index components corresponding to conversation terms include only
index components corresponding to terms that do not occur in the first message.

42. The method of claim 41, wherein, for a first term that occurs multiple times in the first
message, a plurality of distinct first-message index components are stored in an index entry
for the first term in the index, each first-message index component representing a respective
occurrence of the first term in the first message.
43. The method of any of claims 41-42, wherein, for a second term that occurs multiple times in messages in the conversation other than the first message, a single first-message index component is stored in an index entry for the second term in the index, the single first-message index component representing all occurrences of the second term in the messages in the conversation other than the first message.

44. The method of any of claims 41-43, further comprising:

receiving a search query including multiple query terms and at least one location-constrained query term set including a plurality of query terms having location and/or order constraints; and

in response to the search query:

executing a Boolean search for candidate conversations that include all query terms in the query; and

executing a search within the candidate conversations to remove candidate conversations that do not include at least one message satisfying each of the location-constrained query term sets.

45. The method of any of claims 17-42, further comprising, in accordance with a determination that a same logically complete text string occurs in the first message and in the at least one other message in the conversation:

storing, in the index, first-message index components that correspond to the occurrence of the terms in the logically complete text string in the first message; and

forgoing storage of, in the index, first-message index components that correspond to the occurrence of the terms in the logically complete text string in the at least one other message.

46. The method of claim 45, wherein the logically complete text string is one of: a word, a sentence, a paragraph or block of quoted text.

47. A conversation server system, comprising:

one or more processors;

memory; and

one or more programs, wherein the one or more programs are stored in the memory and configured to be executed by the one or more processors, the one or more programs including instructions for:

storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective
index component of the respective index entry identifying a message that is associated with the respective term;

receiving a first message;

associating the first message with a conversation having at least one other message; and

storing, in the index, a plurality of first-message index components that each include an identifier of the first message, including:

one or more index components indicative of a plurality of message terms in the first message; and

one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message.

48. The conversation server system of claim 47, wherein the one or more programs, when executed by the one or more processors, cause the conversation server system to perform the method of any of claims 17 to 46.

49. A non-transitory computer readable storage medium storing one or more programs, the one or more programs comprising instructions, which when executed by a conversation server system with one or more processors, cause the conversation server system to:

store a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term;

receive a first message;

associate the first message with a conversation having at least one other message; and

store, in the index, a plurality of first-message index components that each include an identifier of the first message, including:

one or more index components indicative of a plurality of message terms in the first message; and

one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message.

50. The computer readable storage medium of claim 49, wherein the one or more programs, when executed by the one or more processors, cause the conversation server system to perform the method of any of claims 17 to 46.
Figure 3
<table>
<thead>
<tr>
<th>User ID (1)</th>
<th>User ID (2)</th>
<th>User ID (3)</th>
<th>User ID (m)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Index</td>
<td>Index</td>
<td>Index</td>
<td>Index</td>
</tr>
<tr>
<td>User Info</td>
<td>User Info</td>
<td>User Info</td>
<td>User Info</td>
</tr>
<tr>
<td>User-Defined Labels</td>
<td>User-Defined Labels</td>
<td>User-Defined Labels</td>
<td>User-Defined Labels</td>
</tr>
<tr>
<td>Message to Conversation Map</td>
<td>Message to Conversation Map</td>
<td>Message to Conversation Map</td>
<td>Message to Conversation Map</td>
</tr>
<tr>
<td>Conversation Database</td>
<td>Conversation Database</td>
<td>Conversation Database</td>
<td>Conversation Database</td>
</tr>
<tr>
<td>Message Database</td>
<td>Message Database</td>
<td>Message Database</td>
<td>Message Database</td>
</tr>
</tbody>
</table>

Figure 4A
Conversation Including Messages (1)-(4)

Message (4)
  Text (4) (original)
  Text (2) (quoted)
  Text (1) (quoted)

Message (3)
  Text (3) (original)

Message (2)
  Text (2) (original)
  Text (1) (quoted)

Message (1)
  Text (1) (original)

Simulated Data Structure for Message 4

00  Message Terms (Original Text)
01  Message Terms (Quoted Text)
11  Conversation Terms

Figure 4B
<table>
<thead>
<tr>
<th>Term ID (1)</th>
<th>Message ID (4): 00000001</th>
<th>Message ID (7): 00000001</th>
<th>・・・</th>
<th>Message ID (W): 00xxxxxx</th>
</tr>
</thead>
<tbody>
<tr>
<td>Term ID (2)</td>
<td>Message ID (1): 01000011</td>
<td>Message ID (4): 00010001 00100001 01001100 ・・・ 11000011</td>
<td>・・・</td>
<td>Message ID (X): 00xxxxxx 01xxxxxx 11xxxxxx</td>
</tr>
<tr>
<td>Term ID (3)</td>
<td>Message ID (5): 00000101 01000111 01001101 11000000 ・・・</td>
<td>Message ID (9): 00000001 00000101 00010001 ・・・</td>
<td>・・・</td>
<td>Message ID (Y): 00xxxxxx 01xxxxxx 11xxxxxx</td>
</tr>
<tr>
<td>Term ID (n)</td>
<td>Message ID (6): 00000011 01001011</td>
<td>Message ID (8): 00000011 01000101 01001101 01001110 ・・・</td>
<td>・・・</td>
<td>Message ID (Z): 00xxxxxx 01xxxxxx 11xxxxxx</td>
</tr>
</tbody>
</table>

Figure 4C
### Figure 4E

<table>
<thead>
<tr>
<th>Conversation ID (1)</th>
<th>Message ID (1)</th>
<th>Label ID (1)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Conversation ID (1)</td>
<td>Message ID (1)</td>
<td>Label ID (4)</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Conversation ID (4)</td>
<td>Message ID (2)</td>
<td>Label ID (3)</td>
</tr>
<tr>
<td>Conversation ID (4)</td>
<td>Message ID (2)</td>
<td>Label ID (5)</td>
</tr>
<tr>
<td>Conversation ID (4)</td>
<td>Message ID (5)</td>
<td>Label ID (1)</td>
</tr>
<tr>
<td>Conversation ID (4)</td>
<td>Message ID (9)</td>
<td>Label ID (3)</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Conversation ID (x)</td>
<td>Message ID (y)</td>
<td>Label ID (z)</td>
</tr>
</tbody>
</table>
Search Query (with User ID)

User Database 134

Index 142

Message to Conversation Map 140

Conversation Database 138

Message Database 136

Retrieval of Search Results from Data Structures for Conversation-Based Search Query

Identify User-Specific Data Structures

Identify Matching Message(s) (if any)

Message ID(s) (for Matching Messages)

Identify Conversation Corresponding to Matching Message

Conversation ID(s) (for Corresponding Matching Messages)

Retrieve Conversation Information Including Message ID(s)

Message ID(s) (for Identified Conversation)

Retrieve Message Information for Messages of Identified Conversation

Search Results (e.g., Conversation List in Figures 11A-11B or Conversation View in Figures 11C-11F)

Figure 5A
Search Query
(with User ID)

Identify User-Specific Data Structures

User Database 134

Search Query

Identify Matching Message(s) (if any)

Index 142

Message ID(s) (for Matching Messages)

Retrieve Message Information for Messages of Identified Conversation

Message Database 136

Search Results
(e.g., Message List in Figure 12A or Message View in Figure 12B)

Retrieval of Search Results from Data Structures for Message-Based Search Query

Figure 5B
Sender (e.g., Conversation Client System 102 or Other Message Server System 108)

Send Message 602

Conversation Server System 106

Receive Message Associated with a User ID 604

Identify Data Structures Associated with User ID 606

Add Message to Message Database 608

Add Attachments (if any) to Attachment Database 610

Associate Message with a Conversation 612

Update Message to Conversation Map 614

Assign Labels / Attributes 616

Update Conversation Database and/or Message Database 618

Identify Quoted Text (if any) 620

Update Index 622

Receive Acknowledgement 626

Acknowledge Message 624

Figure 6A
Conversation Client System 102

Send Query 628

Receive Query Associated with a User ID 630

Identify Data Structures Associated with User ID 632

Identify Message ID(s) for Matching Message(s) in Index 634

Conversation-Based

Type of Query? B

Message-Based

For a Matching Message Retrieve Message Information from Message Database using Message ID 642

More Matching Messages?

Yes 644

No 646

Generate/Format Search Results 648

Receive Search Results 652

Transmit Search Results 650

Figure 6B
Conversation Client System 102

For Matching Message ID(s) Retrieve a Corresponding Conversation ID(s) from Message to Conversation Map 656

Retrieve Conversation Information Associated with a Conversation ID from Conversation Database (including Message IDs) 658

For a Respective Message Retrieve Message Information from Message Database using Message ID 662

More Messages in Conversation?

More Matching Conversations?

Generate/Format Search Results 674

Receive Search Results 678

Transmit Search Results 676

Figure 6C
700

Store a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

704

Receive a first message

706

The first message is the most recent message in the conversation.

707

Associate the first message with a conversation having at least one other message.

708

Store, in the index, a plurality of first-message index components that each include an identifier of the first message, including one or more index components indicative of a plurality of message terms in the first message and one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message.

710

The terms include one or more of: text content terms, labels, tags, and header information.

712

Identify the quoted text of the first message by comparing text of the first message to text of other messages in the conversation.

714

The one or more first-message index components include one or more index components indicative of message terms in original text in the first message and one or more index components indicative of message terms in quoted text of the first message.

In the index, the index components indicative of message terms in the quoted text of the first message are distinguished from the index components indicative of message terms in the original text of the first message.

A

Figure 7A
Store, in the index, a plurality of first-message index components...

The first-message index components corresponding to message terms include index components representing each message term that occurs in the first message.

The first-message index components corresponding to conversation terms include only index components corresponding to terms that do not occur in the first message.

For a first term that occurs multiple times in the first message, a plurality of distinct first-message index components are stored in an index entry for the first term in the index, each first-message index component representing a respective occurrence of the first term in the first message.

For a second term that occurs multiple times in messages in the conversation other than the first message, a single first-message index component is stored in an index entry for the second term in the index, the single first-message index component representing all occurrences of the second term in the messages in the conversation other than the first message.

In accordance with a determination that a same logically complete text string occurs in the first message and in the at least one other message in the conversation:

Store, in the index, first-message index components that correspond to the occurrence of the terms in the logically complete text string in the first message.

Forgo storage of, in the index, first-message index components that correspond to the occurrence of the terms in the logically complete text string in the at least one other message.

The logically complete text string is one of: a word, a sentence, a paragraph or block of quoted text.
Store, in the index, a plurality of first-message index components.

A respective index component indicative of a conversation term includes a value identifying the respective index component as being associated with a conversation term.

A respective index component indicative of a conversation term includes a mapped location that corresponds to an original location of the conversation term in the conversation.

The mapped location of the respective index component indicative of the conversation term is in a predefined range of locations associated only with conversation terms.

In the index, the one or more index components indicative of the message terms are distinguished from the one or more index components indicative of the conversation term.

The one or more index components indicative of the plurality of message terms are distinguished from the one or more index components indicative of conversation terms by partitioning an address space for the first message, the address space having a respective address for each message term and for each conversation term. The respective address for a respective conversation term in the first conversation is indicative of a mapped location of the respective conversation term within the address space for the first message.

The address space for the first message is partitioned using a set of one or more high order address bits to specify partitions. A mapped location of a message term in the address space for the first message is specified by an address having one or more high order address bits with a first value. A mapped location of a conversation term in the address space for the first message is specified by an address having one or more high order address bits with a second value different from the first value.
Store, in the index, a first-message index component that identifies the first message as a representative message of the conversation

Receive a second message subsequent to receiving the first message

Associate the second message with the conversation

Store, in the index, one or more second-message index components that each include an identifier of the second message, including:

One or more index components indicative of a plurality of message terms in the second message.

One or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the second message.

An index component identifying the second message as the representative message of the conversation.

Remove, from the index, the first-message index component that identifies the first message as the representative message of the conversation

After receiving the second message: remove, from the index, the one or more first-message index components indicative of conversation terms
D

Store a plurality of messages associated with a plurality of conversations. Each conversation includes a respective representative message.

For each conversation, a respective property of the conversation comprises a corresponding property of the representative message of the conversation.

Sort or filter a list of conversations in accordance with the respective property.

E

Each conversation includes a respective representative message.

Receive a search query from a client.

Identify one or more conversations that match the search query.

Send, to the client, information enabling display of search results including representations of at least a subset of the conversations that match the search query. The representations of conversations are sorted in accordance with one or more properties of the respective representative messages of corresponding conversations.

Figure 7E
After storing, in the index, the one or more first-message index components indicative of the one or more conversation terms in the conversation, detect a modification of a respective message of the one or more other messages in the conversation.

In response to detecting the modification, update the one or more first-message index components indicative of the conversation terms that are stored in the index in accordance with the modification of the respective message.

The modification includes adding a first term to the respective message.

The updating includes adding a new first-message index component indicative of the first term to the index.

The modification includes removing a second term from the respective message.

The updating includes conditionally removing a first-message index component indicative of the second term from the index, the condition being that there are no other instances of the second term remaining in the conversation.

Remove a respective message other than the first message from the conversation.

After removing the respective message, remove, from the index, one or more first-message index components indicative of one or more conversation terms that occurred in the respective message.

Figure 7F
H

Store, in the index, a respective index entry corresponding to a predefined term. The respective index entry corresponding to the predefined term includes a plurality of index components corresponding to respective messages of a plurality of messages, and the predefined term is an indicator that the respective messages have been marked as active messages.

In response to a request to ignore a particular message in the plurality of messages, remove the respective index component corresponding to the particular message from the respective index entry corresponding to the predefined term.

I

Store, in the index a respective first-message index component indicative of a retention policy for a respective message in the conversation.

Apply the retention policy to all messages in the conversation.

J

Receive a search query including multiple query terms and at least one location-constrained query term set including a plurality of query terms having location and/or order constraints.

In response to the search query:

Execute a Boolean search for candidate conversations that include all query terms in the query.

Execute a search within the candidate conversations to remove candidate conversations that do not include at least one message satisfying each of the location-constrained query term sets.

Figure 7G
Store a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

Receive a first message.

Associate the first message with a conversation having one or more other messages.

Identify text in the first message as quoted text based on text that occurs in one or more of the other messages associated with the conversation.

Compare text in the first message to text from a prior message in the conversation.

Identify matching text in the prior message.

Identify the matching text as quoted text.

Store, in the index, a plurality of first-message index components that each include an identifier of the first message, including: one or more index components that correspond to terms that occur in original text of the first message and one or more index components that correspond to terms in the first message that occur in the quoted text of the first message.

In the index, the first-message index components that correspond to terms that occur in original text of the first message are distinguished from the first-message index components that correspond to terms in the first message that occur in the quoted text of the first message.
Store, in the index, a plurality of first-message index components...

A respective index component for a particular term in the quoted text includes a value identifying the respective index component as being associated with the quoted text.

A respective index component for a particular term in the quoted text includes a mapped location that corresponds to an original location of the particular term in the quoted text.

The mapped location of the particular term is in a predefined range of locations associated only with terms in the quoted text.

In the index, the one or more index components indicative of the terms that occur in original text of the first message are distinguished from the one or more index components indicative of terms in the first message that occur only in the quoted text of the first message by partitioning an address space for the first message, the address space having a respective address for each term that occurs in original text of the first message and each term that occurs in quoted text of the first message. The respective address for a respective term in the quoted text of the first message is indicative of a mapped location of the respective term within the address space for the first message.

The address space for the first message is partitioned using a set of one or more high order address bits to specify partitions.

A mapped location of a term that occurs in original text of the first message in the address space for the first message is specified by an address having one or more high order address bits with a first value.

A mapped location of a term that occurs in quoted text of the first message in the address space for the first message is specified by an address having one or more high order address bits with a second value different from the first value.
B

Receive a request for the first message from a client

In response to the request, send to the client a portion of the first message that excludes at least a portion of the quoted text

C

Receive a request for the conversation including the first message from a client

In response to the request, send to the client information enabling the client to display a portion of the first message that excludes the quoted text and at least a portion of a second message in the conversation that includes the quoted text

D

After identifying quoted text in the first message, receive a second message that is a prior message in the conversation

Associate the second message with the conversation

Update the quoted text in the first message based on the text that occurs in the second message

Figure 8C
Delete a respective message that is a prior message in the conversation

Update the quoted text in the first message based on the text that occurred in the respective message

Receive from a client a search query having one or more query terms

Perform a search of the index to identify messages including one or more of the query terms. Index components corresponding to terms in the quoted text are ignored while performing the search.

Receive from a client a search query having one or more query terms

Identify the conversation including the first message as matching the search query. The original text of the first message includes a first set of one or more terms that match one or more of the query terms and the quoted text of the first message includes a second set of one or more terms that match one or more of the query terms.

Highlight terms in the first set of terms

Forego highlighting terms in the second set of terms

Identify a third set of one or more terms in a second message of the conversation that match one or more of the query terms

Highlight terms in the third set of terms

Figure 8D
Store a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

Receive a first message having a first term.

Associate the first message with a conversation that includes at least a second message. The first term is not included in the second message and the second message includes a second term that is not included in the first message.

Store, in the index, a plurality of index components for a same respective referenced object, including an index component indicative of the first term and an index component indicative of the second term.

The respective referenced object is a representative message of the conversation.

The respective referenced object is the conversation.

The index component for the second term includes a value identifying the index component for the second message as being associated with a message in the conversation other than the first message.

The index component for the second term includes a mapped location that corresponds to an original location of the second term in the conversation.

The mapped location of the second term is in a predefined range of locations associated only with terms in the conversation that are in messages other than the first message.
Store, in the index, a plurality of index components for a same respective referenced object.

The second term is also associated with a second referenced object.

The first term is not associated with the second referenced object.

The respective referenced object is the first message and the index includes a plurality of first-message index components that each include an identifier of the first message, including: one or more index components indicative of one or more terms in the first message, including the first term and one or more index components indicative of one or more terms in the conversation that are not in the first message, including the second term.

The first-message index components indicative of the plurality of message terms are distinguished from the first-message index components indicative of the conversation terms by partitioning an address space for the first message, the address space having a respective address for each message term and for each of the one or more conversation terms.

The respective address for a respective conversation term in the conversation is indicative of a mapped location of the respective conversation term within the address space for the first message.

The address space for the first message is partitioned using a set of one or more high order address bits to specify partitions.

A mapped location of a message term in the address space for the first message is specified by an address having one or more high order address bits with a first value.

A mapped location of a conversation term in the address space for the first message is specified by an address having one or more high order address bits with a second value different from the first value.
Store, in the index, a plurality of index components for a same respective referenced object . . .

The respective referenced object is the first message and the index includes a plurality of first-message index components that each include an identifier of the first message, including: one or more index components indicative of a plurality of message terms in the first message, including the first term and one or more index components indicative of one or more conversation terms in the conversation, the one or more conversation terms comprising one or more terms that are not in the first message, including the second term.

The first-message index components indicative of the plurality of message terms are distinguished from the first-message index components indicative of the conversation terms by partitioning an address space for the first message, the address space having a respective address for each message term and for each of the one or more conversation terms.

The respective address for a respective conversation term in the conversation is indicative of a mapped location of the respective conversation term within the address space for the first message.

The address space for the first message is partitioned using a set of one or more high order address bits to specify partitions.

A mapped location of a message term in the address space for the first message is specified by an address having one or more high order address bits with a first value.

A mapped location of a conversation term in the address space for the first message is specified by an address having one or more high order address bits with a second value different from the first value.

Figure 9C
Store, in the index, a plurality of index components for a same respective referenced object . . .

The first message has a first sender and the first term is representative of the first sender.

The second message has a second sender that is distinct from the first sender and the second term is representative of the second sender.

The storing is performed without regard to whether or not the first message was addressed to the second sender or the second message was addressed to the first sender.

The first term includes an indication that the first sender is a sender of a message in the conversation.

The second term includes an indication that the second sender is a sender of a message in the conversation.

After receiving the first message, receive, from a client, a search query for conversations including at least one message from the first sender and at least one message from the second sender.

In response to the search query, provide to the client a set of search results including information representing the conversation.
Store a plurality of messages organized as a plurality of conversations, each conversation including a respective representative message, and at least one of the conversations including multiple messages. A respective representative message of a conversation including multiple messages is associated with one or more message terms and one or more conversation terms. The message terms comprising terms that occur in the respective representative message. The conversation terms comprising terms from the conversation that do not occur in the respective representative message.

Store a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

The index includes, for the representative message of a respective conversation, a plurality of conversation index components that each include an identifier of the conversation, including: one or more index components indicative of the message terms associated with the representative message and one or more index components indicative of the conversation terms associated with the representative message, the one or more conversation terms comprising one or more terms that are not in the representative message.

For representative message of the respective conversation, the index components indicative of the plurality of message terms are distinguished from the index components indicative of the conversation terms by partitioning an address space for the representative message, the address space having a respective address for each message term associated with the representative message and for each conversation term associated with the representative message. The respective address for a respective conversation term in the conversation is indicative of a mapped location of the respective conversation term within the address space for the representative message.

The address space for the representative message of the respective conversation is partitioned using a set of one or more high order address bits to specify partitions. A mapped location of a message term in the address space for the representative message is specified by an address having one or more high order address bits with a first value. A mapped location of a conversation term in the address space for the representative message is specified by an address having one or more high order address bits with a second value different from the first value.

Figure 10A
Receive a message search query from a client and respond to the message search query

In response to the message search query:

- Identify, in the plurality of messages, one or more matching messages that are associated with message terms matching the message search query.
  
  The storing includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

  Responding to the message search query includes ignoring the index components associated with conversation terms of the representative messages.

Return message search results including representations of at least a subset of the matching messages for display at the client from which the message search query was received.
Receive a conversation search query from a client:

1018

The message search query and the conversation search query are received from a same client

1020

The message search query and the conversation search query are received from different clients that are associated with a same user account for a user associated with the conversations

1022

In response to the conversation search query:

1024

Identify, in the plurality of messages, one or more matching representative messages that are associated with a combination of message and conversation terms matching the conversation search query, the combination comprising one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message.

1026

The storing includes storing a plurality of index entries in an index, a respective index entry corresponding to a respective term and having a plurality of index components, a respective index component of the respective index entry identifying a message that is associated with the respective term.

1028

Responding to the conversation search query includes ignoring index components associated with messages other than representative messages.

Select one or more conversations including a matching representative message as matching conversations

1030

The conversation search query includes a conversation-search component and a message-search component

1032

The search query includes syntax that identifies at least a portion of the search query as a message-search component

1034

Figure 10C
In response to the conversation search query:

Select one or more conversations including a matching representative message as matching conversations

Identify a set of conversations that each include a representative message matching the conversation-search component

Identifying the set of conversations that each include a representative message matching the conversation-search component comprises identifying a set of conversations that each include a representative message that is associated with a combination of message terms and conversation terms matching the conversation-search component. The combination comprises one or more conversation terms associated with the representative message and zero or more message terms associated with the representative message.

Identify, as the one or more matching conversations, one or more conversations from the set of conversations that each include at least one message that includes message terms matching the message-search component

Return conversation search results including representations of at least a subset of the matching conversations for display at the client from which the conversation search query was received

Figure 10D
The conversation search query includes at least two required terms.

Receive, from a client, a request to display a respective conversation selected from the conversation search results, the respective conversation including multiple messages.

In response to receiving the request, send to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages that include any of the at least two required terms are visually distinguished from representations of messages that do not include any of the at least two required terms.

The conversation search query includes at least two required terms.

Receive, from a client, a request to display a respective conversation selected from the conversation search results, the respective conversation including multiple messages.

In response to receiving the request, send to the requesting client information enabling the requesting client to display representations of the multiple messages in the respective conversation where representations of messages having original text that includes any of the at least two required terms are visually distinguished from representations of messages that do not have original text including any of the at least two required terms.
Search Results for term(s): Tahoe AND dinner

- **Topic 1** - go skiing at Lake Tahoe...
- **Topic 2** - Tahoe to ski this weekend
- **Topic M** - camping sites at Tahoe National Forest...
Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3

Me to S1, S2, S3, S4
That's a great idea! S1, do you want to join us. We haven't got together for a long time. - Joe
> Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3
> Reply

S1 to Me, S2, S3, S4
Thank you for the invitation. However, I have already planned to go to Lake Tahoe to ski this weekend. See you guys next time. - S1

S4 to Me, S2, S3
Since S1 can't make it this time, shall we stick to the original plan or should we find another time? - S4
> That's a great idea! S1, do you want to join us. We haven't got together for a long time. - Joe
> > Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3
> > Reply
Compose Mail

Search

more actions

add labels

Categories

Inbox

Starred

Sent Mail

Drafts

All Mail

Spam

Trash

Labels

Label 1

Label 2

more...

Searches

Search 1

Search 2

more...

Recent Views

View 1

View 2

more...

Tahoe AND dinner

Search

more actions

add labels

Expand All Messages

Topic 2

Inbox

Label 2

Label X

S3 to Me, S2, S4

Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3

Reply to S3

Reply to All

Forward

Me to S1, S2, S3, S4

That’s a great idea! S1, do you want to...

S1 to Me, S2, S3, S4

Thank you for the invitation. However, I have already planned to go to Lake Tahoe to ski this weekend. See you guys next time. - S1

Reply to S1

Reply to All

Forward

S4 to Me, S2, S3

Since S1 can’t make it this time, shall we stick to the original plan or should we find another time? - S4

> That’s a great idea! S1, do you want to join us. We haven’t got together for a long time. - Joe

> > Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3

Reply to S4

Reply to All

Forward

Figure 11D
S3 to Me, S2, S4
Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3
Reply to S3  Reply to All  Forward

Me to S1, S2, S3, S4  That's a great idea! S1, do you want to...

S1 to Me, S2, S3, S4
Thank you for the invitation. However, I have already planned to go to Lake Tahoe to ski this weekend. See you guys next time. - S1
Reply to S1  Reply to All  Forward

S4 to Me, S2, S3
Since S1 can't make it this time, shall we stick to the original plan or should we find another time? - S4
- Show Quoted Text -
Reply to S4  Reply to All  Forward
From: S3 AND From: S4

Search more actions ▼ add labels ▼

Compose Mail

Categories
Inbox
Starred
Sent Mail
Drafts
All Mail
Spam
Trash

Topic 2
Inbox Label 2 ... Label X
Expand All Messages

S3 to Me, S2, S4
Hi, shall we have dinner together this Friday night? If everybody agrees, we can meet at my place at 7:30 pm. - S3
Reply to S3 Reply to All Forward

Me to S1, S2, S3, S4
That's a great idea! S1, do you want to ...

S1 to Me, S2, S3, S4
Thank you for the invitation. However ...

S4 to Me, S2, S3
Since S1 can't make it this time, shall we stick to the original plan or should we find another time? - S4
More Options

- Show Quoted Text -
Reply to S4 Reply to All Forward

Searches
Search 1
Search 2
more...

Recent Views
View 1
View 2
more...

Figure 11F
S4 to Me, S2, S3
Since S1 can’t make it this time, shall we stick to the original plan or should we find another time? - S4
> That’s a great idea! S1, do you want to join us. We haven’t got
> together for a long time. - Joe
> > Hi, shall we have dinner together this Friday night? If
> > everybody agrees, we can meet at my place at 7:30 pm. - S3

Reply to S4  Reply to All  Forward
## INTERNATIONAL SEARCH REPORT

### A. CLASSIFICATION OF SUBJECT MATTER

INV. G06F17/30 G06Q10/10

ADD.

According to International Patent Classification (IPC) or to both national classification and IPC

### B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)

G06Q G06F

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)

EPO-Internal, WPI Data

### C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>X</td>
<td>JANGWON SEO ET AL: &quot;Online community search using conversational structures&quot;, INFORMATION RETRIEVAL, KLUWER ACADEMIC PUBLISHERS, BO, vol. 14, no. 6, 23 April 2011 (2011-04-23), pages 547-571, XP019970883, ISSN: 1573-7659, DOI: 10.1007/S10791-011-9166-8 in particular chapters 4.2.1 and 4.2.2</td>
<td>1-50</td>
</tr>
</tbody>
</table>

X:


See patent family annex.

* Special categories of cited documents:

  - "A" document defining the general state of the art which is not considered to be of particular relevance
  - "E" earlier application or patent but published on or after the international filing date
  - "L" document which may throw doubts on priority claim(s) or which is cited to establish the publication date of another citation or other special reason (as specified)
  - "O" document referring to an oral disclosure, use, exhibition or other means
  - "P" document published prior to the international filing date but later than the priority date claimed

  "T" later document published after the international filing date or priority date and not in conflict with the application but cited to understand the principle or theory underlying the invention

  "X" document of particular relevance; the claimed invention cannot be considered novel or cannot be considered to involve an inventive step when the document is taken alone

  "Y" document of particular relevance; the claimed invention cannot be considered to involve an inventive step when the document is combined with one or more other such documents, such combination being obvious to a person skilled in the art

  "Z" document member of the same patent family

Further documents are listed in the continuation of Box C.

Date of the actual completion of the international search: 20 September 2012

Date of mailing of the international search report: 28/09/2012

Name and mailing address of the ISA/ European Patent Office, P.B. 5818 Patentlaan 2 NL - 2280 HV Rijswijk

Tel. (+31-70) 340-2040, Fax: (+31-70) 340-3016

Ei chenauer, Lars
<table>
<thead>
<tr>
<th>Category*</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Patent document cited in search report</td>
<td>Publication date</td>
<td>Patent family member(s)</td>
</tr>
<tr>
<td>----------------------------------------</td>
<td>-----------------</td>
<td>--------------------------</td>
</tr>
<tr>
<td>US 2005223067 AI</td>
<td>06-10-2005</td>
<td>CN 101194277 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005223057 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005223058 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005223066 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005223067 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005223326 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005234910 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2005262203 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010057879 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010064017 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010281397 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010293242 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 102362270 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 102362271 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 102388377 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2411924 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2414946 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2414947 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039512 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039513 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039514 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241700 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241718 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241749 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111242 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111243 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111248 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 7222299 BI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>NONE</td>
</tr>
<tr>
<td>US 2010241700 AI</td>
<td>23-09-2010</td>
<td>CN 102362270 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 102362271 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>CN 102388377 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2411924 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2414946 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>EP 2414947 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039512 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039513 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>KR 20120039514 A</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241700 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241718 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010241749 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111242 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111243 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>WO 2010111248 A2</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006128404 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2006128404 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2007173267 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2009047983 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2009176521 AI</td>
</tr>
<tr>
<td></td>
<td></td>
<td>US 2010087172 AI</td>
</tr>
</tbody>
</table>