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ELMINATING EXECUTION OF JOBS-BASED 
OPERATIONAL COSTS OF RELATED 

REPORTS 

BACKGROUND 

0001. The disclosed subject matter relates generally to 
optimizing execution of jobs in a computing environment 
and, more particularly, to strategically eliminating jobs 
according to the costs for generating reports associated with 
the jobs. 
0002 Many enterprises rely on business intelligence (BI) 
reports for day-to-day decision making. BI reports are gen 
erated by way of extract, transform, and load (ETL) jobs, 
which require computing resources (e.g., CPU, memory, etc.) 
to run. Thus, each ETL job has an operational cost that can be 
calculated based on the cost of processing resources allocated 
to that job. 
0003. In general, the number of jobs proportionally grows 
with the number of BI reports generated. If sufficient capacity 
and properplanning are not present, the computing resources 
may become overloaded and fail to properly Support the jobs. 
It is desirable to maintain Sufficient capacity to Support the 
important jobs, while culling the less important jobs or 
reports to lower operational costs. 
0004 Typically, a human operator examines each report to 
see if the report meets certain cost-benefit criteria based on 
which the report and the Supporting jobs may be decommis 
Sioned. This process is a manual task and expensive. Further, 
the process typically does not result in Substantial savings, 
due to lack of insight about operational costs of individual 
reports. 

SUMMARY 

0005. In accordance with embodiments, methods, systems 
and computer program products for optimizing operational 
costs in a computing environment are provided. A method 
includes identifying high-cost jobs that are executed to gen 
erate one or more reports in the computing environment, 
identifying one or more reports the generation of which is 
dependent on the execution of the high-cost jobs, and culling 
at least a first job from among the high-cost jobs, in response 
to determining that a benefit achieved from the reports that 
depend on the first job does not justify costs associated with 
generating the reports. 
0006 A System comprising one or more logic units is 
provided. The one or more logic units are configured to per 
form the functions and operations associated with the above 
disclosed methods. In yet another embodiment, a computer 
program product comprising a computer readable storage 
medium having a computer readable program is provided. 
The computer readable program when executed on a com 
puter causes the computer to perform the functions and opera 
tions associated with the above-disclosed methods. 
0007. One or more of the above-disclosed embodiments in 
addition to certain alternatives are provided in further detail 
below with reference to the attached figures. The disclosed 
Subject matter is not, however, limited to any particular 
embodiment disclosed. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

0008. The disclosed embodiments may be better under 
stood by referring to the figures in the attached drawings, as 
provided below. 
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0009 FIG. 1 illustrates an exemplary computing environ 
ment in accordance with one or more embodiments, wherein 
a data warehouse and a data mart are implemented to aggre 
gate data for the production of BI reports. 
0010 FIG. 2 is a flow diagram of an exemplary method for 
reducing the costs associated with the generation of reports in 
accordance with one embodiment. 
0011 FIGS. 3 and 4 are block diagrams of hardware and 
Software environments in which the disclosed systems and 
methods may operate, in accordance with one or more 
embodiments. 
0012 Features, elements, and aspects that are referenced 
by the same numerals in different figures represent the same, 
equivalent, or similar features, elements, or aspects, in accor 
dance with one or more embodiments. 

DETAILED DESCRIPTION 

0013 A portion of this disclosure may contain material, 
which is Subject to copyright protection. The owner has no 
objection to the facsimile reproduction by any one of the 
patent document or the patent disclosure, as it appears in the 
Patent and Trademark Office patent file or records, but other 
wise reserves all copyrights whatsoever. 
0014 Certain marks referenced herein may be common 
law or registered trademarks of the applicant, the assignee or 
third parties affiliated or unaffiliated with the applicant or the 
assignee. Use of these marks is for providing an enabling 
disclosure by way of example and shall not be construed to 
exclusively limit the scope of the disclosed subject matter to 
material associated with Such marks. 
0015. In the following, numerous specific details are set 
forth to provide a thorough description of various embodi 
ments. Certain embodiments may be practiced without these 
specific details or with some variations in detail. In some 
instances, certain features are described in less detail so as not 
to obscure other aspects. The level of detail associated with 
each of the elements or features should not be construed to 
qualify the novelty or importance of one feature over the 
others. 
0016 Referring to FIG. 1, in the exemplary operating 
environment 100, one or more server systems 190 may be 
utilized to process day-to-day transactions in a business enter 
prise, or other computing environments. Server systems 190 
may provide relevant data to a data warehouse 110 by way of 
scheduling and executing computer implemented jobs. An 
ETL tool may be used to move selected data to domain 
specific data marts 120 to facilitate reporting, analysis and 
decision making in the operational environment 100. 
(0017 Cubes 150 may be utilized for the purpose of filter 
ing or aggregating data from a data warehouse 110 or a data 
mart 120 to support the efficient generation of reports 170. 
For example, a cube 150 may be implemented to filter out 
information included in a data mart 120 or data warehouse 
110 to facilitate the generation of a report 170 that includes 
sales information for a product on a quarterly basis, where the 
timing data stored in the data warehouse 110 or the data mart 
120 may provide the sales data on a daily or weekly basis, for 
example. 
0018 Data in data marts 120 or cubes 150 may be pro 
cessed by way of one or more BI tools (e.g., IBM Cognos 
Enterprise(R) to generate one or more reports 170. To main 
tain an efficient reporting process, a three-stage approach 
may be implemented in accordance with one embodiment. In 
a first stage, high-cost jobs that are scheduled for execution to 
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generate one or more reports 170 are identified. The cost of a 
job may be determined based on processor usage at a certain 
time interval (e.g., during peak hours). Once the high-cost 
jobs are identified, in a second stage, reports associated with 
those jobs are identified. In a third stage, certain jobs are 
selected for elimination to the extent that the reports depend 
ing on the selected jobs do not justify the cost associated with 
those jobs. 
0019. In eliminating the unwanted reports, in one embodi 
ment, the interdependencies between multiple jobs and 
reports are taken into consideration so that, for example, if 
one job contributes to more than one report, a job associated 
with a low value report is not eliminated if that job is also 
needed for a high value report. As provided in further detail 
below, reports may be grouped together as a function of the 
set of common reports that are dependent on a job. Such that 
aggregated cost savings may be achieved by removing a 
group of reports that depend on a common set of jobs. 
0020. To determine the operational costs associated with a 

job, in one embodiment, the number of CPUs deployed to run 
the job is considered. This is because each additional CPU 
deployed may incur hardware costs and software licensing 
costs associated with the corresponding database, application 
server and ETL engine that are utilized to facilitate job execu 
tion. In one implementation, since the number of CPUs 
deployed increases during a peak usage window, narrowing 
the peak usage window helps reduce the number of CPUs 
required to run the jobs and therefore the operational costs. 
0021 Referring to FIG. 2, in one embodiment, usage met 
rics for a job execution environment may be determined by 
identifying the peak CPU usage time range (S210), identify 
ing the jobs running during that time range (S220), and iden 
tifying the CPU usage or usage contribution factor for a job 
(S230). Once the above metrics are calculated, the job costs 
by CPU usage may be calculated (S240). Below, a detailed 
example process (e.g., algorithm) is provided that facilitates 
the translation of CPU usage metrics to a more meaningful 
measure to indicate the associated job costs. 
0022. In one implementation, a data lineage tool may be 
used to identify the dependency of a report on one or more 
jobs and determine the cost for each report (S250, S260). In 
this manner, the reports that contribute to peak CPU usage 
(which contribute disproportionately to the operational costs) 
may be detected. These reports may be the proper candidates 
for culling. Thus, in one implementation, the benefits (e.g., 
business need, importance, etc.) of a candidate report is exam 
ined and weighed against the reports cost (S270) by way of 
a cost-benefit analysis, for example. The jobs or the depen 
dent reports that do not meet a certain criteria are eliminated 
(S280). 
0023. In one example scenario, InfoSphere Information 
Server that includes a DataStage ETL engine may be used to 
schedule and run the jobs in an ETL environment. In this 
example, a DataStage operational console may be used to 
provide CPU metrics for each job run. A metadata asset 
manager my be utilized for integration with Cognos BI 
reports that includes Metadata Workbench which deduces a 
data lineage graph from the DataStage jobs to the Cognos BI 
reports. Without limitation, the following exemplary process 
may be implemented in one embodiment: 
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0024 a) The DataStage Operational Console may be 
used to: 
0025 Identify the peak CPU usage time range. 
0026 Identify the DataStage jobs running during that 
time range. 

0027. For a job, find its CPU usage and determine the 
individual cost of the job based on its CPU usage. 

0028 b) Using Metadata Workbench invoke a data lin 
eage tool for a job to identify the downstream BI reports 
that are using the job data either directly or indirectly. 

0029 c) Determine the individual cost of a report based 
on the costs of the jobs which provide the report's data. 

0030 d) Determine the cost for a report based the analy 
sis above calculated metrics and eliminate the reports 
whose business needs do not justify their cost together 
with the jobs that provide their data. 

0031 Employing the above process to cull jobs and 
reports will reduce the peak CPU usage. The above process 
may be repeated iteratively to identify eliminate additional 
jobs and reports until a threshold condition is reached. For the 
purpose of providing a clarifying detailed example, in the 
following, a specific exemplary implementation is intro 
duced. It is noteworthy, however, that the specific features or 
scenarios provided are not to be construed to limit the scope 
of the claimed Subject matter to such limitations. 
0032. In one example implementation, the unit of report 
cost may not be represented as currency, but rather as a 
comparison to one another report in terms of relative CPU 
usage. For example, if there are 5 reports that are being 
compared, it may be adequate to provide information that 
indicates: report X uses 40% of the resources while the other 
reports use 15% of the resources each. In this example, 
report X is the most expensive and therefore would be the 
first candidate for the cost-benefit analysis and elimination. 
That is, if measuring the reports business value against its 
cost does not make sense, then report X and jobs on which 
that report depends may be eliminated, provided that those 
jobs are not needed for generating the other reports. 
0033 Job costs may be calculated based on a DataStage 
operational console indication of the percentage of CPU 
usage for a job that is run during a peak window. This per 
centage indicates the cost number that is associated with the 
job. Jobs that do not run during the peak window do not 
impact the peak usage if culled. Therefore, in one implemen 
tation cost associated with Such jobs may be considered Zero. 
Once the job costs are determined, then the cost associated 
with the corresponding reports may be calculated. 
0034. By way of example, considera scenario where there 
are two reports (R1,R2) and three jobs (J1, J2, J3) running 
during the peak usage window Such that: 

0035) J1 moves data that is needed for R1. The cost of J1 
is 5. 

0036 J2 moves data that is needed for R2. The cost of J2 
is 6. 

0037 J3 moves data that is needed for R1 and R2. The 
cost of J3 is 9. 

0038. In the above example, if R1 is deemed unnecessary 
and removed then J1 can be removed since it is providing data 
only to R1. However, J2 and J3 cannot be removed, since J2 
and J3 are providing data also to R2. As such, removing R1 
will save running J1 and therefore will save the cost of 5. 
0039. On the other hand, in the above example, if R2 is 
deemed unnecessary and removed, then J2 may be removed, 
since it is providing data only to R2. J1 and J3 may not be 
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removed, since J1 and J3 are providing data also to R1. As 
such, removing R2 will save running J2 and therefore will 
save the cost of 6 
0040. In a different scenario, if R1 and R2 are both deemed 
unnecessary and removed then J1, J2 and J3 may all be 
removed since they are providing data only to R1 and R2. As 
such, removing R1 and R2 will save the cost of 5+6+9, which 
is 20. 
0041 As provided in the above example scenarios, the 
cost savings achieved by removing two reports is more than 
the aggregate savings achieved by removing each reportinde 
pendently. As shown above, J3 could be removed and its cost 
saved if both R1 and R2 were removed. 
0042. In accordance with one implementation, to deter 
mine the operational cost of a report, it may be important to 
distinguish between the cost savings achieved by removing 
an individual report vs. the cost savings achieved by removing 
a collection of reports, where such collection of reports rep 
resents the full set of reports that are dependent on a single set 
of jobs. 
0043. In other words, the individual cost of a report may be 
determined by the cost saved by removing only the report. In 
one implementation, data lineage results may be used to find 
the jobs contributing data to a particular report. In one 
example implementation, the related operating costs for a job 
may be assigned according to the following, for example: 

0044) If the job is not executing during the highest peak 
of CPU usage, then its individual cost is Zero. 

0045. If the job is executing during the highest peak of 
CPU usage but is needed by other reports too, then its 
individual cost is Zero. 

0046. If the job is executing during the highest peak of 
CPU usage and is needed only by a particular report, 
then the job cost is added to the reports individual cost. 

0047 Based on the above, the cost of a report may be 
calculated as the aggregate cost of all jobs that contribute to 
the report and the collective cost of a “report group' may be 
determined as the cost saved by removing a group of reports. 
As noted earlier, data lineage results may be used to deter 
mine the jobs contributing data to a group of reports. For a job 
the associated costs with that job may be assigned based on 
the following, for example: 

0048 If the job is not executing during the highest peak 
of CPU usage then its cost is zero. 

0049. If the job is executing during the highest peak of 
CPU usage but it is needed by reports not in this group 
then its cost is Zero. 

0050. If the job is executing during the highest peak of 
CPU usage and it is needed by only this report group 
then its cost is added to the report group's cost. 

0051. In one implementation, the cost of the report group 
is the aggregate cost of jobs that contribute to the report 
group. In the following, another detailed example is provided, 
without limitation, to help better understand the methodology 
discussed above. 

Non-Limiting Example: 

0052 Reviewing a DataStage CPU utilization graph for an 
ETL operational environment may indicate peak usage on the 
21st of November between 01:00am and 03:30am. The jobs 
that were executing during this peak may be the jobs that have 
the highest real cost. Removing these jobs real savings may be 
achieved. In this example, an operation console may be 
accessed to find the jobs that were miming on the 21st of 
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November between 01:00am and 03:30am. For example, the 
operation console may indicate that a job “loadDW EMEA 
was executing during the peak and the related CPU usage was 
15%. Further investigation may further indicate that there 
were four jobs executing during the peak usage window and 
the job costs are 8, 12, 9 and 15, for example. 
0053 A data lineage tool may be used for the target jobs 
and the reports that depend on the target jobs may be found. 
For example, the data lineage tool may provide the following 
lineage Summary: 

0054) The job “loadDW EMEA' is feeding only R1 its 
cost is 15. 

0055. The job J1 is feeding reports R2 and R3 its cost is 
12. 

0056. The job J2 is feeding reports R1, R2 and R3 its 
cost is 9. 

0057 The job J3 is feeding reports R1, R2 and R3 its 
cost is 8. 

0.058 Consider a scenario with a single job that costs 15 
and contributes to two different reports: R1 and R2. We would 
like to determine how does the job costs are attributed to R1 
separately, because it is not fair or correct to say that R1 cost 
is 15, since the cost 15 is also needed for R2. To resolve this 
issue, the following costs are considered: 

0059 R1 individual cost is 0 
0060 R2 individual cost is 0 
0061 R1 and R2 collective cost is 15 

0062 Based upon the lineage summary and the calculated 
job costs, the reports costs may be determined as follows: 
0063 Individual Costs: 

0.064 R1=15. The job “loadDW EMEA is only 
required for R1 and the cost of this job is 15. No other 
jobs running during the peak contribute solely to this 
report 

0065 R2–0. The jobs (J1, J2, J3) running during the 
CPU peak that contribute to this report also contribute to 
other reports 

0.066 R3-0 The jobs (J1, J2, J3) running during the 
CPU peak that contribute to this report also contribute to 
other reports 

0067 Collective Costs: 
0068. The cost of collection (R2, R3) is 12–Job J1 is 
executing during the peak CPU usage and contributes 
solely to these reports, the cost of J1 is 12 and therefore 
the cost of this collection is 12 

0069. The cost of collection (R1,R2, R3) is 44 Jobs 
J1, J2, J3 and “load DW EMEA are executing during the 
peak CPU usage and contribute solely to these reports, 
their costs are 12, 9, 8, 15 respectively and therefore the 
cost of this collection is 44 

0070 Based on the above, a human operator or a computer 
implemented system may be able to understand that culling 
individual reports R2 or R3 will not result in costs saving. 
However, the following actions may provide Substantial cost 
savings: 

(0071 Cull R1 and save 15 
0072 Cull R2 and R3 and save 12 
0073 Cull R1, R2 and R3 and save 44 

0074 As shown, culling R1 and the corresponding depen 
dent jobs is more impactful than culling both R2 and R3 and 
all their dependent jobs. According to the above implanta 
tions, the individual and collective costs of one or more jobs 
and the reports that depend on Such jobs may be calculated, so 
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that the jobs and reports that do not meet a cost benefit 
analysis may be properly eliminated. 
0075 Advantageously, using the above methodology, 
costs associated with adding additional hardware or Software 
licensing for different system components may be avoided or 
reduced. Further, the need for hiring additional human opera 
tors, and human-related errors or shortcomings in removing 
non-impactful reports due to lack of insight into the opera 
tional cost of each report may be also eliminated. 
0076 References in this specification to “an embodi 
ment”, “one embodiment”, “one or more embodiments' or 
the like, mean that the particular element, feature, structure or 
characteristic being described is included in at least one 
embodiment of the disclosed subject matter. Occurrences of 
Such phrases in this specification should not be particularly 
construed as referring to the same embodiment, nor should 
Such phrases be interpreted as referring to embodiments that 
are mutually exclusive with respect to the discussed features 
or elements. 

0077. In different embodiments, the claimed subject mat 
ter may be implemented as a combination of both hardware 
and software elements, or alternatively either entirely in the 
form of hardware or entirely in the form of software. Further, 
computing systems and program Software disclosed herein 
may comprise a controlled computing environment that may 
be presented in terms of hardware components or logic code 
executed to perform methods and processes that achieve the 
results contemplated herein. The methods and processes, 
When performed by a general purpose computing System or 
machine, convert the general purpose machine to a specific 
purpose machine. 
0078 Referring to FIGS. 3 and 4, a computing system 
environment in accordance with an exemplary embodiment 
may be composed of a hardware environment 1110 and a 
software environment 1120. The hardware environment 1110 
may comprise logic units, circuits or other machinery and 
equipments that provide an execution environment for the 
components of software environment 1120. In turn, the soft 
ware environment 1120 may provide the execution instruc 
tions, including the underlying operational settings and con 
figurations, for the various components of hardware 
environment 1110. 
0079 Referring to FIG. 3, the application software and 
logic code disclosed herein may be implemented in the form 
of machine readable code executed over one or more com 
puting systems represented by the exemplary hardware envi 
ronment 1110. As illustrated, hardware environment 110 may 
comprise a processor 1101 coupled to one or more storage 
elements by way of a system bus 1100. The storage elements, 
for example, may comprise local memory 1102, Storage 
media 1106, cache memory 1104 or other machine-usable or 
computer readable media. Within the context of this disclo 
Sure, a machine usable or computer readable storage medium 
may include any recordable article that may be utilized to 
contain, store, communicate, propagate or transport program 
code. 
0080 A computer readable storage medium may be an 
electronic, magnetic, optical, electromagnetic, infrared, or 
semiconductor medium, system, apparatus or device. The 
computer readable storage medium may also be implemented 
in a propagation medium, without limitation, to the extent that 
Such implementation is deemed Statutory Subject matter. 
Examples of a computer readable storage medium may 
include a semiconductor or Solid-state memory, magnetic 
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tape, a removable computer diskette, a random access 
memory (RAM), a read-only memory (ROM), a rigid mag 
netic disk, an optical disk, or a carrier wave, where appropri 
ate. Current examples of optical disks include compact disk, 
read only memory (CD-ROM), compact disk read/write (CD 
R/W), digital video disk (DVD), high definition video disk 
(HD-DVD) or Blue-RayTM disk. 
I0081. In one embodiment, processor 1101 loads execut 
able code from storage media 1106 to local memory 1102. 
Cache memory 1104 optimizes processing time by providing 
temporary storage that helps reduce the number of times code 
is loaded for execution. One or more user interface devices 
1105 (e.g., keyboard, pointing device, etc.) and a display 
screen 1107 may be coupled to the other elements in the 
hardware environment 1110 either directly or through an 
intervening I/O controller 1103, for example. A communica 
tion interface unit 1108, such as a network adapter, may be 
provided to enable the hardware environment 1110 to com 
municate with local or remotely located computing systems, 
printers and storage devices via intervening private or public 
networks (e.g., the Internet). Wired or wireless modems and 
Ethernet cards are a few of the exemplary types of network 
adapters. 
I0082 It is noteworthy that hardware environment 1110, in 
certain implementations, may not include Some or all the 
above components, or may comprise additional components 
to provide Supplemental functionality or utility. Depending 
on the contemplated use and configuration, hardware envi 
ronment 1110 may be a machine such as a desktop or a laptop 
computer, or other computing device optionally embodied in 
an embedded system Such as a set-top box, a personal digital 
assistant (PDA), a personal media player, a mobile commu 
nication unit (e.g., a wireless phone), or other similar hard 
ware platforms that have information processing or data Stor 
age capabilities. 
0083. In some embodiments, communication interface 
1108 acts as a data communication port to provide means of 
communication with one or more computing systems by 
sending and receiving digital, electrical, electromagnetic or 
optical signals that carry analog or digital data streams rep 
resenting various types of information, including program 
code. The communication may be established by way of a 
local or a remote network, or alternatively by way of trans 
mission over the air or other medium, including without limi 
tation propagation over a carrier wave. 
I0084 As provided here, the disclosed software elements 
that are executed on the illustrated hardware elements are 
defined according to logical or functional relationships that 
are exemplary in nature. It should be noted, however, that the 
respective methods that are implemented by way of the exem 
plary software elements may be also encoded in the hardware 
elements by way of configured and programmed processors, 
application specific integrated circuits (ASICs), field pro 
grammable gate arrays (FPGAs) and digital signal processors 
(DSPs), for example. 
I0085. Referring to FIG. 4, software environment 1120 
may be generally divided into two classes comprising system 
software 1121 and application software 1122 as executed on 
one or more hardware environments 1110. In one embodi 
ment, the methods and processes disclosed here may be 
implemented as system Software 1121, application Software 
1122, or a combination thereof. System software 1121 may 
comprise control programs, such as an operating system (OS) 
or an information management system, that instruct one or 
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more processors 1101 (e.g., microcontrollers) in the hardware 
environment 1110 on how to function and process informa 
tion. Application software 1122 may comprise but is not 
limited to program code, data structures, firmware, resident 
software, microcode or any other form of information or 
routine that may be read, analyzed or executed by a processor 
1101. 

I0086. In other words, application software 1122 may be 
implemented as program code embedded in a computer pro 
gram product in form of a machine-usable or computer read 
able storage medium that provides program code for use by, 
or in connection with, a machine, a computer or any instruc 
tion execution system. Moreover, application software 1122 
may comprise one or more computer programs that are 
executed on top of system software 1121 after being loaded 
from storage media 1106 into local memory 1102. In a client 
server architecture, application Software 1122 may comprise 
client software and server software. For example, in one 
embodiment, client software may be executed on a client 
computing system that is distinct and separable from a server 
computing system on which server Software is executed. 
0087 Software environment 1120 may also comprise 
browser software 1126 for accessing data available over local 
or remote computing networks. Further, Software environ 
ment 1120 may comprise a user interface 1124 (e.g., a graphi 
cal user interface (GUI)) for receiving user commands and 
data. It is worthy to repeat that the hardware and software 
architectures and environments described above are for pur 
poses of example. As such, one or more embodiments may be 
implemented over any type of system architecture, functional 
or logical platform or processing environment. 
0088. It should also be understood that the logic code, 
programs, modules, processes, methods and the order in 
which the respective processes of each method are performed 
are purely exemplary. Depending on implementation, the pro 
cesses or any underlying Sub-processes and methods may be 
performed in any order or concurrently, unless indicated oth 
erwise in the present disclosure. Further, unless stated other 
wise with specificity, the definition of logic code within the 
context of this disclosure is not related or limited to any 
particular programming language, and may comprise one or 
more modules that may be executed on one or more proces 
sors in distributed, non-distributed, single or multiprocessing 
environments. 

0089. As will be appreciated by one skilled in the art, a 
software embodiment may include firmware, resident soft 
ware, micro-code, etc. Certain components including soft 
ware or hardware or combining software and hardware 
aspects may generally be referred to herein as a “circuit.” 
“module' or “system. Furthermore, the subject matter dis 
closed may be implemented as a computer program product 
embodied in one or more computer readable storage medium 
(s) having computer readable program code embodied 
thereon. Any combination of one or more computer readable 
storage medium(s) may be utilized. The computer readable 
storage medium may be a computer readable signal medium 
ora computer readable storage medium. A computer readable 
storage medium may be, for example, but not limited to, an 
electronic, magnetic, optical, electromagnetic, infrared, or 
semiconductor system, apparatus, or device, or any Suitable 
combination of the foregoing. 
0090. In the context of this document, a computer readable 
storage medium may be any tangible medium that can con 
tain, or store a program for use by or in connection with an 
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instruction execution system, apparatus, or device. A com 
puter readable signal medium may include a propagated data 
signal with computer readable program code embodied 
therein, for example, in baseband or as part of a carrier wave. 
Such a propagated signal may take any of a variety of forms, 
including, but not limited to, electro-magnetic, optical, or any 
Suitable combination thereof. A computer readable signal 
medium may be any computer readable medium that is not a 
computer readable storage medium and that can communi 
cate, propagate, or transport a program for use by or in con 
nection with an instruction execution system, apparatus, or 
device. 

0091 Program code embodied on a computer readable 
storage medium may be transmitted using any appropriate 
medium, including but not limited to wireless, wireline, opti 
cal fiber cable, RF, etc., or any suitable combination of the 
foregoing. Computer program code for carrying out the dis 
closed operations may be written in any combination of one 
or more programming languages, including an object ori 
ented programming language such as Java, Smalltalk, C++ or 
the like and conventional procedural programming lan 
guages, such as the “C” programming language or similar 
programming languages. 
0092. The program code may execute entirely on the 
user's computer, partly on the user's computer, as a stand 
alone software package, partly on the user's computer and 
partly on a remote computer or entirely on the remote com 
puter or server. In the latter scenario, the remote computer 
may be connected to the user's computer through any type of 
network, including a local area network (LAN) or a wide area 
network (WAN), or the connection may be made to an exter 
nal computer (for example, through the Internet using an 
Internet Service Provider). 
0093. Certain embodiments are disclosed with reference 
to flowchart illustrations or block diagrams of methods, appa 
ratus (systems) and computer program products according to 
embodiments. It will be understood that each block of the 
flowchart illustrations or block diagrams, and combinations 
of blocks in the flowchart illustrations and/or block diagrams, 
can be implemented by computer program instructions. 
These computer program instructions may be provided to a 
processor of a general purpose computer, a special purpose 
machinery, or other programmable data processing apparatus 
to produce a machine, such that the instructions, which 
execute via the processor of the computer or other program 
mable data processing apparatus, create means for imple 
menting the functions or acts specified in the flowchart or 
block diagram block or blocks. 
0094. These computer program instructions may also be 
stored in a computer readable storage medium that can direct 
a computer, other programmable data processing apparatus, 
or other devices to function in a particular manner, such that 
the instructions stored in the computer readable storage 
medium produce an article of manufacture including instruc 
tions which implement the function or act specified in the 
flowchart or block diagram block or blocks. 
0.095 The computer program instructions may also be 
loaded onto a computer, other programmable data processing 
apparatus, or other devices to cause a series of operational 
steps to be performed on the computer, other programmable 
apparatus or other devices to produce a computer or machine 
implemented process such that the instructions which execute 
on the computer or other programmable apparatus provide 
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processes for implementing the functions or acts specified in 
the flowchart or block diagram block or blocks. 
0096. The flowchart and block diagrams in the figures 
illustrate the architecture, functionality, and operation of pos 
sible implementations of systems, methods and computer 
program products according to various embodiments. In this 
regard, each block in the flowchart or block diagrams may 
represent a module, segment, or portion of code, which com 
prises one or more executable instructions for implementing 
the specified logical functions. It should also be noted that, in 
Some alternative implementations, the functions noted in the 
block may occur in any order or out of the order noted in the 
figures. 
0097. For example, two blocks shown in succession may, 
in fact, be executed substantially concurrently, or the blocks 
may sometimes be executed in the reverse order, depending 
upon the functionality involved. It will also be noted that each 
block of the block diagrams or flowchart illustration, and 
combinations of blocks in the block diagrams or flowchart 
illustration, may be implemented by special purpose hard 
ware-based systems that perform the specified functions or 
acts, or combinations of special purpose hardware and com 
puter instructions. 
0098. The claimed subject matter has been provided here 
with reference to one or more features or embodiments. 
Those skilled in the art will recognize and appreciate that, 
despite of the detailed nature of the exemplary embodiments 
provided here, changes and modifications may be applied to 
the embodiments without limiting or departing from the gen 
erally intended scope. These and various other adaptations 
and combinations of the embodiments provided here are 
within the scope of the disclosed subject matter as defined by 
the claims and their full set of equivalents. 
What is claimed is: 
1. A method for optimizing operational costs in a comput 

ing environment, the method comprising: 
identifying high-cost jobs that are executed to generate one 

or more reports in the computing environment; 
identifying one or more reports the generation of which is 

dependent on the execution of the high-cost jobs; and 
culling at least a first job from among the high-cost jobs, in 

response to determining that a benefit achieved from the 
reports that depend on the first job does not justify costs 
associated with generating the reports. 

2. The method of claim 1, further comprising: 
culling at least the first job and a second job from among 

the high-cost jobs, in response to determining that the 
benefit achieved from a first report depending on the first 
job and the second job does not justify aggregated costs 
associated with the first job and the second job. 

3. The method of claim 1, wherein the high-cost jobs are 
identified based on monitoring peak usage periods and cal 
culating resource usage for a plurality of jobs running during 
the peak usage periods. 

4. The method of claim 2, wherein the resource usage 
comprises at least one of CPU usage, data storage usage, 
memory usage, and network bandwidth usage. 

5. The method of claim 1, wherein costs associated with a 
report are calculated based on aggregated cost of jobs on 
which the report depends. 

6. The method of claim 1, wherein a cost benefit analysis is 
performed for a report based on a weight assigned to the 
report and a cost calculated for the report, wherein the cost 
calculated for the report is the aggregated cost of all jobs 

May 28, 2015 

associated with the report, wherein the jobs are executed to 
facilitate the generation of the report. 

7. The method of claim 6, wherein a data lineage report is 
used to identify the jobs associated with the report. 

8. The method of claim 6, wherein the jobs associated with 
the report are executed to Support data analysis and data 
storage in one or more databases used for generating the 
report. 

9. The method of claim 1, wherein the jobs comprise 
extract, transform and load (ETL) jobs. 

10. The method of claim 1, wherein the reports comprise 
business intelligence (BI) reports. 

11. A system comprising: 
a logic unit for identifying high-cost jobs that are executed 

to generate one or more reports in a computing environ 
ment; 

a logic unit for identifying one or more reports the genera 
tion of which is dependent on the execution of the high 
cost jobs; and 

a logic unit for culling at least a first job from among the 
high-cost jobs, in response to determining that a benefit 
achieved from the reports that depend on the first job 
does not justify costs associated with generating the 
reports. 

12. The system of claim 11, further comprising: 
a logic unit for culling at least the first job and a second job 

from among the high-cost jobs, in response to determin 
ing that the benefit achieved from a first report depend 
ing on the first job and the second job does not justify 
aggregated costs associated with the first job and the 
second job. 

13. The system of claim 11, wherein the high-cost jobs are 
identified based on monitoring peak usage periods and cal 
culating resource usage for a plurality of jobs running during 
the peak usage periods. 

14. The system of claim 12, wherein the resource usage 
comprises at least one of CPU usage, data storage usage, 
memory usage, and network bandwidth usage. 

15. The system of claim 11, wherein costs associated with 
a report are calculated based on aggregated cost of jobs on 
which the report depends. 

16. A computer program product comprising a computer 
readable storage medium having a computer readable pro 
gram, wherein the computer readable program when 
executed on a computer causes the computer to: 

identify high-cost jobs that are executed to generate one or 
more reports in a computing environment; 

identify one or more reports the generation of which is 
dependent on the execution of the high-cost jobs; and 

cull at least a first job from among the high-cost jobs, in 
response to determining that a benefit achieved from the 
reports that depend on the first job does not justify costs 
associated with generating the reports. 

17. The computer program product of claim 16, wherein at 
least the first job and a second job are culled from among the 
high-cost jobs, in response to determining that the benefit 
achieved from a first report depending on the first job and the 
second job does not justify aggregated costs associated with 
the first job and the second job. 

18. The computer program product of claim 16, wherein 
the high-cost jobs are identified based on monitoring peak 
usage periods and calculating resource usage for a plurality of 
jobs running during the peak usage periods. 
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19. The computer program product of claim 17, wherein 
the resource usage comprises at least one of CPU usage, data 
storage usage, memory usage, and network bandwidth usage. 

20. The computer program product of claim 16, wherein 
costs associated with a report are calculated based on aggre 
gated cost of jobs on which the report depends. 

k k k k k 

May 28, 2015 


