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INTELLIGENT NETWORK RESTORATION 

BACKGROUND INFORMATION 

0001. A network may encounter many types of problems 
during its operation, Such as a device failure, network card 
failure, network congestions, etc. To avoid extended down 
time or delays in communication, a typical network element 
may be equipped with a protection system. If the network 
element detects a problem at one of its communication paths, 
the network element may automatically switch from a failed 
path to a working path. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0002 FIG. 1 shows a networkin which concepts described 
herein may be implemented; 
0003 FIG. 2 is a block diagram of an exemplary device of 
FIG. 1: 
0004 FIG. 3 is an exemplary functional block diagram of 
the device of FIG. 1; 
0005 FIG. 4 is an exemplary functional block diagram of 
routing logic of FIG. 3; 
0006 FIGS. 5A and 5B are flowcharts of an exemplary 
process for intelligently restoring a network; and 
0007 FIG. 6 illustrates an example of intelligently restor 
ing a network. 

DETAILED DESCRIPTION OF PREFERRED 
EMBODIMENTS 

0008. The following detailed description refers to the 
accompanying drawings. The same reference numbers in dif 
ferent drawings may identify the same or similar elements. In 
addition, while some of the following description is provided 
mainly in the context of routers or other network elements at 
layer 2 and/or layer 3 of the Open Systems Interconnection 
(OSI) Model, the principles and teachings may be applied to 
different types of network devices at different layers of com 
munication (e.g., a Multi-protocol label switching (MPLS) 
routers, a Synchronous Optical Network (SONET) element 
(e.g., add-drop multiplexers, terminal multiplexers, regenera 
tors, etc.), a Gigabit Passive Optical network (GPONs) 
switches, a Synchronous Digital Hierarchy (SDH) network 
elements, etc.). 
0009. The term “failure,” as used herein, may refer to a 
malfunction of a device or a network path, as well as a device 
or a path condition that no longer provides a required quality 
of-service (QOS). For example, if a network service requires 
packets that travel through a path to be delayed less than 100 
milliseconds and if the path delays the packets for longer than 
100 milliseconds, the path may be deemed as having “failed.” 
0010. The term “recovery, as used herein, may refer to a 
recovery of original functions of a failed device or a recovery 
of the ability of a network path to carry data in its original 
capacity prior to a failure. 
0011. The term “restore' or “restoration,” as used herein, 
may refer to reintegrating a recovered path or interface as part 
of a network, of which the recovered path or the interface has 
been part prior to the failure. 
0012. The term "alarm,” as used herein, may refer to noti 
fications or error messages that indicate defects and anoma 
lies within a network. In addition, an alarm may signal a 
restore and/or a recovery. Examples of alarms may include a 
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loss of signal (LOS) alarm, a loss of frame (LOF) alarm, a line 
alarm indication signal (AIS-L), a packet loss alarm, a packet 
delay alarm, etc. 
0013 The term “report, as used herein, may refer to infor 
mation related to a failure, restore, and/or recovery. A report 
may possibly include information in an alarm, as well as other 
types of information, Such as time between consecutive fail 
ures, an action taken by a restore mechanism, a device at 
which a failure, a restore, and/or a recovery occurs (e.g., a port 
number, a network address, etc.), a Summary of Switching 
events for the recovery/restore, etc. 
0014. In the following, a system may intelligently restore 
a network after one or more failures. If a system detects a 
second failure at a path oran interface in the network after the 
first restore, the system may switch its network paths to 
continue to render network services. In addition, the system 
may measure the duration of time between the first failure and 
the second failure. If the system determines that the failed 
path/interface is capable of resuming its original operation, 
the system may wait for a period of time equivalent to the 
measured duration before restoring the path/interface. Should 
the system experience additional failures at the same path/ 
interface, the system may use the longest period between 
recent consecutive failures as its wait period before restoring 
the network. In the above, the system “intelligently restores' 
the network paths in the sense that the system accounts for the 
preceding failures in adjusting the wait period before restor 
ing the network. During the failures, recoveries, and restores, 
the system may send out reports to network element manage 
ment devices. 
0015 FIG. 1 shows an exemplary network in which con 
cepts described herein may be implemented. As shown, net 
work 100 may include network element 102 and a network 
104. In practice, network 100 may include additional ele 
ments than those illustrated in FIG.1. Network element 102 
may include devices for performing network-related func 
tions, such as a router or a Switch (e.g., a provider edge (PE) 
router in a MPLS network). Network 104 may include the 
Internet, an ad hoc network, a local area network (LAN), a 
wide area network (WAN), a metropolitan area network 
(MAN), a cellular network, a public switched telephone net 
work (PSTN), any other network, or a combination of net 
works. Network element 102 may communicate with other 
network elements in network 104 through a wired or wireless 
communication link. 

0016 FIG. 2 shows an exemplary block diagram of net 
work element 102. As shown, network element 102 may 
include a processor 202, memory 204, interfaces 206, an 
interconnect 208, and a bus 210. In other implementations, 
network element 102 may include fewer, additional, or dif 
ferent components than those illustrated in FIG. 2. 
0017 Processor 202 may include one or more processors, 
microprocessors, application specific integrated circuits 
(ASICs), field programming gate arrays (FPGAs), and/or 
processing logic optimized for networking and communica 
tions. Memory 204 may include static memory, Such as read 
only memory (ROM), dynamic memory, such as random 
access memory (RAM), for storing data and machine-read 
able instructions. Memory 204 may also include storage 
devices, such as a floppy disk, a CD ROM, a CD read/write 
(R/W) disc, and/or flash memory, as well as other types of 
storage devices. Interfaces 206 may include devices for 
receiving incoming data streams from networks and for trans 
mitting data to networks (e.g., Ethernet card, optical carrier 
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(OC) interfaces, asynchronous transfer mode (ATM) inter 
faces, etc.). Interconnect 208 may include one or more 
Switches or Switch fabrics for directing incoming network 
traffic from one or more of interfaces 206 to others of inter 
faces 206. Bus 210 may include a path that permits commu 
nication among processor 202, memory 204, interfaces 206, 
and/or interconnects 208. 
0018 Depending on implementation, the components that 
are shown in FIG. 2 may provide fewer or additional func 
tionalities. For example, if network element 102 performs an 
Internet Protocol (IP) packet routing function as part of a 
MPLS router, processor 202 may perform tasks associated 
with obtaining routing information from other routers in a 
MPLS network. In such cases, conveying network traffic 
from one interface to another may involve label based rout 
ing, rather than IP address based routing. 
0019 FIG. 3 is a functional block diagram of a network 
element 102 that includes a router. As shown, network ele 
ment 102 may include Support logic 302, element manage 
ment system (EMS)/operations system (OS)304, agents 306, 
routing logic 308, forwarding logic 310, and buffer manager 
312. In different implementations, network element 102 may 
include fewer, additional, or different components than those 
illustrated in FIG. 3. For example, network element 102 may 
or may not provide network management functions, and in 
Such instances, network element 102 may possibly not 
include EMS/OS 304 or agents 306. In another example, if 
network element 102 does not participate in Supporting a 
remote EMS/OS304, network element 102 may possibly not 
include agents 306. 
0020 Support logic 302 may include hardware and/or 
Software for performing various Support functions for man 
agement and operation of network element 102 and/or other 
network elements. For example, Support logic 302 may pro 
vide Transmission Control Protocol (TCP)/IP stack for facili 
tating communication between network element 102 and a 
remote EMS/OS. In another example, support logic 302 may 
provide a user interface via which a network administrator or 
a user can interact with network element 102. In yet another 
example, Support logic 302 may provide Software interfaces 
between components of FIG. 3 (e.g., interfaces 206) and 
components of FIG. 4 (e.g., forwarding logic 310). 
0021 EMS/OS 3.04 may include hardware and/or soft 
ware for service provisioning, operations Support, network 
tools integration, and service assurance. Service provisioning 
may include Supporting inventory management (e.g., keeping 
records of network elements), configuration management 
(e.g., control of Sub-network resources, topologies, installa 
tion of equipment, etc.), assigning specific services to Sub 
scribers, and measurement of the usage of network resources. 
Operations support may include facilitating the use of EMS/ 
OS 304 (e.g., a context sensitive help menus, a graphical 
desktop window, a low-cost operations platform, etc.). Net 
work tools integration may include interfacing EMS/OS 304 
with other types of resource management systems (e.g., trans 
action language (TL1) interfaces to send alarms to network 
management system (NMS), open database connectivity 
(ODBC), etc.). 
0022 Service assurance may include fault detection and 
isolation, collecting performance data, collecting data on net 
work resource utilization, and ensuring quality-of-service 
(QOS). Fault detection and isolation may entail gathering 
alarms, reports, and fault messages that are provided by other 
network elements. 
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0023. In many implementations, EMS/OS 3.04 may sup 
port transaction language (TL1), as defined in GR-831 by 
Telcordia Technologies. In some implementations, EMS/OS 
304 may be compliant with a published recommendation by 
International Telecommunication Union Telecommunica 
tions Standardization Sector (ITU-T), M.3010 on telecom 
munications management network (TMN), and may provide 
for the common management information protocol (CMIP) 
and/or the simple network management protocol (SNMP). 
0024 Agents 306 may include hardware and/or software 
for monitoring and/or controlling components on behalf of a 
specific EMS/OS that is associated with agents 306 and may 
communicate with the EMS/OS. The monitored components 
may include a physical device (e.g., a plug-in card, a multi 
plexer, a Switch, etc.) or a logical device, such as a virtual 
connection or a logical interface. In monitoring the compo 
nents, agent 306 may detect a fault or a recovery of an inter 
face, an interconnect, or any other component of network 
element 102 and may provide a report of the fault or the 
recovery to the EMS/OS. For example, agents 306 may detect 
a failure of one of interfaces 206 and may send associated 
alarms or error messages to a remote EMS/OS. In another 
example, agents 306 may receive commands from a remote 
EMS/OS and may make appropriate configuration changes to 
interfaces 206. In some implementations, agents 306 may be 
attached or connected to other Subcomponents of network 
element 102 that can perform tests on alarms, monitor paths, 
measure jitter, monitor network synchronization, etc. 
0025 Routing logic 308 may include hardware and/or 
Software for communicating with other routers to gather and 
store routing information in a routing information base (RIB). 
Forwarding logic 310 may include hardware and/or software 
for directing a packet to a proper output port on one of inter 
faces 206 based on routing information in the RIB. Buffer 
manager 312 may provide a buffer for queuing incoming 
packets. If packets arrive simultaneously, one or more of the 
packets may be stored in the buffer until higher priority pack 
ets are processed and/or transmitted. 
0026 FIG. 4 shows an exemplary functional block dia 
gram of routing logic 308. As shown, routing logic 308 may 
include routing information modification (RIM) logic 402, 
intelligent wait to restore (IWTR) logic 404, and other logic 
406. In different implementations, routing logic 308 may 
include fewer, additional, or different components than those 
illustrated in FIG. 4. 

0027 RIM logic 402 may include hardware and/or soft 
ware for updating path information in accordance with avail 
able paths and for sharing path information with other net 
work elements that include RIM logic. For example, if RIM 
logic 402 detects a failure of one of the routes in a RIB, RIM 
logic 402 may modify the RIB to indicate a particular route as 
being unavailable to network 100 and may send messages to 
other network elements in network 104, to notify them of the 
changes in its path information. In another example, RIM 
logic 402 may receive a notification from a network element 
in network 104 that a path has been restored and may update 
the RIB to indicate the change in network 104. In many 
implementations, RIM logic 402 may comply with routing 
protocols, such as constraint-based label distribution protocol 
(CR-LDP), enhanced interior gateway routing protocol 
(EIGRP), etc. 
0028 IWTR logic 404 may include hardware and/or soft 
ware to intelligently restore a path/interface to a network after 
one or more failures in the path/interface. If IWTR logic 404 
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is notified of a second failure by one of agents 306 at a 
path/interface in the network after the first restore, IWTR 
logic 404 may modify its network paths via RIM logic 402 
(i.e., make changes to its RIB) network element 102 to con 
tinue to render network services. In addition, IWTR logic 404 
may measure the duration of time between the first failure and 
the second failure. If IWTR logic 404 determines that the 
failed path/interface is capable of resuming its original opera 
tion, IWTR logic 404 may wait for a period of time equivalent 
to the measured duration before restoring the paths via RIM 
logic 402. Should the network experience additional failures 
at the same path/interface, IWTR logic 404 may use the 
longest period between consecutive failures as its wait period 
before restoring the path/interface to the network. 
0029. If IWTR logic 404 detects failures, modifies net 
work paths, and/or performs a recovery, IWTR logic 404 may 
generate alarms and/or reports. Each alarm or report may 
include the time of failure/recovery/restore, a type of failure/ 
recovery/restore, switching events, and/or the severity of fail 
ure. In some implementations, IWTR logic 404 may provide 
a report after a restore, and the report may include a Summary 
of the failure/recovery/restore and switching events. Depend 
ing on implementation, IWTR logic 404 may coordinate with 
agents 306 in generating alarms or reporting failures. For 
example, in one implementation, IWTR logic 404 may detect 
faults/recovery via agents 306, and generate alarms and/or 
reports that are directed to EMS/OS 3.04. 
0030. Other logic 406 may include hardware and/or soft 
ware for performing functions that are not performed by RIM 
logic 402 and/or IWTR logic 404. For example, other logic 
406 may perform traffic engineering related functions (i.e., 
locating network congestions, etc.). 
0031. The above paragraphs describe system elements 
that are related to intelligently restoring network configura 
tion, such as network element 102, support logic 302, EMS/ 
OS 304, agents 306, routing logic 308, RIM logic 402, and 
IWTR logic 404. FIGS. 5A and 5B depict an exemplary 
process that is capable of being performed on one or more of 
these system elements. 
0032. As shown in FIG. 5A, process 500, at 502, may 
detect a first failure in a path/interface. In one example, the 
failure may be detected at one of interfaces 206 via one of 
agents 306. The detection may be triggered by a loss of signal 
(LOS), signal degradation alarm indication signal (AIS), loss 
of frame, etc. In another example, the failure may be detected 
at a remote router that sends information about a failed path/ 
interface through one of a routing message, alarms, or reports 
to EMS/OS 3.04. If EMS/OS 304 is notified, EMS/OS304, in 
turn, may notify all routers under its management about the 
failure. In some implementations, IWTR logic 404 may with 
hold sending an alarm or a problem report until a recovery has 
been made in response to the failure. 
0033. The failed path/interface may be switched with a 
spare path/interface (i.e., a protection path/interface) (block 
504). If the switching occurs at the physical layer (i.e., layer 
1 of the OSI model), the protection path/interface may be 
pre-determined and the Switching may be performed by one 
of agents 306 or a specialized program that is part of Support 
logic 302. If the switching occurs at layer 2 or 3 of the OSI 
model, the protection path/interface may be dynamically 
determined based on various network conditions, such as 
congestion, weighting factors that are associated with avail 
able paths (e.g., cost), a hop count, etc. In such instances, the 
Switching may be performed by making changes to the RIB. 
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After the RIB update, packets may be routed in accordance 
with the changes in the RIB. Whether switching the failed 
path/interface occurs at layer 2 or 3 the OSI model, IWTR 
logic 404 may send out an alarm and/or a problem report. The 
alarm/problem report may provide the time of failure, the 
amount of time that elapses before a recovery is made, sever 
ity of the failure, description of the failure/recovery, a port 
number of the device where the failure/recovery is detected, 
etc. 

0034. At block 506, a recovery of the failed path/interface 
may be detected within a first predetermined time. The detec 
tion may occurat different layers of networking. For example, 
one of agents 306 may detect a recovery of one of interfaces 
206 (e.g., physical layer) and EMS/OS 304 and/or IWTR 
logic 404 may be notified. In another example, IWTR logic 
404 may receive updated path information from a remote 
device and may determine that the update indicates a recov 
ered route. The recovery may involve recuperation from dif 
ferent types of events, such as a power failure or network 
congestion. In some instances, the recovery may not occur, 
and process 500 may terminate after the first predetermined 
time, which may be set by a network administrator or by a 
component in network element 102. As at block 502, IWTR 
logic 404 may sendan alarm/problem report to EMS/OS 3.04. 
0035 Restoring the recovered path/interface may be 
delayed for a wait-to-restore period (block 508). As at block 
502, IWTR logic 404 may either send an alarm/problem 
report to EMS/OS304 or a restore. If sent, the alarm/problem 
report may include a wait-to-restore period. 
0036. The wait-to-restore period may be set by a network 
administrator or by IWTR logic 404 during the previous 
restoration of the path/interface, for example, to a value 
between 5-12 minutes. The wait-to-restore period may be set 
at other values, depending on network elements that are 
included in the network and/or the network configuration. 
The path/interface recovery can be temporary, and observing 
stability in the path/interface for the wait-to-restore period 
before restoring the path/interface may increase the chance 
that the path/interface does not fail again immediately. 
Switching back and forth between the recovered path/inter 
face and the protection path/interface may not be desirable, as 
the Switching itself may introduce additional network delays 
and instability. 
0037. At block 510, the recovered path/interface may be 
restored to the network if there is no further failure during the 
wait-to-restore period. If there is another failure during the 
wait-to-restore period, the recovered path may not be restored 
to the network, and process 500 may return to block 506. In 
many instances, if the recovered path/interface is restored, the 
recovered path/interface may revert to its configuration prior 
to the failure. For example, a failed network interface which 
has been experiencing momentary power fluctuations may 
recover and be returned to its configuration prior to the power 
fluctuations. In other instances, if additional changes are 
made to the network during the recovery of the path/interface, 
the path/interface may be reconfigured to be part of a different 
network path. For example, if an input interface to a router 
fails and recovers and if a number of outgoing interfaces on 
the same router fails during the recovery of the input inter 
face, the original paths that have been available prior to the 
failure may not be restored. In many implementations, if the 
recovered path/interface is restored, EMS/OS that controls 
agents 306 in network element 102 may be notified of the 
restoration, through either IWTR 404 and/or agents 306. 
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0038 A second failure of the same path/interface may be 
detected within a second predetermined time (block 512). In 
response to the failure, IWTR logic 404 may send another 
alarm/problem report to EMS/OS 3.04. The alarm/report may 
include a description of the second predetermined time (e.g., 
the duration), in addition to other information. 
0039. If the second failure is not detected within the sec 
ond predetermined time, process 500 may time out and may 
begin anew at block 502. The second predetermined time may 
have been set by a network administrator, and may be, for 
example set to 20-30 minutes, depending on the network 
configuration and the network elements. 
0040. At block 514, the duration of time between the first 
failure and the second failure may be measured and, at block 
516, the wait-to-restore period may be set approximately 
equal to or longer than the measured duration. One reason 
behind setting the wait-to-restore period at least to the dura 
tion of time between the first and the second failures may be 
that restorative activities may take time and, therefore, may 
introduce further network delays. By choosing to wait at least 
as long as the expected time of the next failure, it may be 
possible to ascertain that the recovery is more likely to be 
stable. Another reason behind setting the wait-to-restore 
period to the duration of time between the first failure and the 
second failure may be that the first failure followed by a 
restore and another failure may be part of a recurring pattern. 
By setting the wait-to-restore to span a period of time that is 
longer than to the time between the failures, it may be possible 
to break the pattern. 
0041. As further illustrated in FIG. 5B, the failed path or 
the interface may be switched with a protection interface or a 
path (block 518). Switching may be performed in a manner 
similar to that described for block 504. If the switching occurs 
at the layer 2 or 3 of the OSI model and the protection 
path/interface is dynamically determined, the protection 
interface or the path may be different from the protection 
interface at block 504, as network conditions may have 
changed. 
0042. At block.520, a recovery of the failed path/interface 
may be detected. In addition, alarm/problem report may be 
sent. At block 522, restoring the recovered path/interface may 
be delayed for the wait-to-restore period. At block 524, the 
recovered path/interface may be restored to the network if 
there is no further failure within the wait-to-restore period. If 
there is another failure within the wait-to-restore period, the 
recovered path/interface may not be restored, and process 500 
may return to block 520. Detecting the recovery at block 520, 
delaying the restore at block 522, and restoring the recovered 
path/interface at block 524 may be performed similarly to the 
corresponding acts at blocks 506, 508, and 510, respectively. 
At blocks520-522, proper alarms/problem report may be sent 
to EMS/OS 304 as at blockS506-510. 

0043. Additional failures of the path/interface may be 
detected within the second predetermined time (block 526) 
and the time between the latest failure and the previous failure 
may be measured (block 528). Any further failures may be 
indicative of the persisting failure pattern and may be 
detected to determine the future wait-to-restore periods. 
Detecting the failed path/interface and measuring the time 
between the latest failure and the previous failure may be 
performed similarly to the corresponding acts at blocks 512 
and 514, respectively. In addition, an alarm/problem report 
may be sent to EMS/OS 3.04. 
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0044. At block 530, if the latest measured duration is 
greater than the previous wait-to-restore period, the wait-to 
restore period may be reset approximately equal to or longer 
than the latest measured duration. After block 530, process 
500 may continue at block 518. 
0045. Many changes to the components and the process 
for intelligently restoring network configuration as described 
above may be implemented. In some implementations, IWTR 
logic 404 may be implemented within a remote or a local 
EMS/OS 304 that control agents 306 to reconfigure network 
elements, interfaces, etc. In other implementations, IWTR 
logic 404 may be integrated into or may interoperate with low 
level Switching logic, such as automatic protection Switching 
(APS) for SONETs (e.g., a bidirectional line switched ring 
(BLSR), a unidirectional path-switched ring (UPSR), linear 
1+1 System, etc.). 
0046. The following example, together with FIG. 6, illus 
trates processes that may be involved in restoring a recovered 
path/interface to a network after one or more failures inaccor 
dance with implementations described with respect to FIGS. 
2-4. The example is consistent with the exemplary processes 
described above with reference to FIGS 5A-5B. 
0047 FIG. 6 shows an exemplary network 600 in which a 
router 602 may intelligently restore a path/interface to a net 
work 600. As shown, network 600 may include routers 602 
608 and a server 610, which may provide various services to 
clients (e.g., browsers). Router 602 may include interfaces 
612-616. In the example, interface 616 may operate as a spare 
to interface 614. If interface 614 fails, packets that normally 
travel through interface 614 may be routed through interface 
616. 

0048 Assume that working interface 614 fails due to a 
temporary loss of power and the failure is detected by one of 
agents 306 on router 602, which reports the failure to a man 
aging EMS/OS. When RIM logic 402 within router 602 
updates routes in its RIB, the route that includes interface 614 
and router 604 to reach router 608 is switched with the route 
that includes interface 616 and router 606. Upon detection of 
the failure, agents 306 send an alarm/problem report to EMS/ 
OS 3.04. 

0049. About 10 minutes after the failure, interface 614 
recovers. The recovery is detected by the agent, which notifies 
the recovery to EMS/OS 3.04 and IWTR logic 404 via an 
alarm. IWTR logic 404 delays restoring interface 614 for a 
wait-to-restore period, which, in this example, is preset to 7 
minutes. After 7 minutes, as there is no additional failure, 
IWTR logic 404 modifies the RIB, via RIM logic 402, so that 
the original route that includes interface 614 and router 604 
may be restored in the RIB. IWTR logic 404 may report the 
changes to EMS/OS 3.04. 
0050. After the restoration, interface 614 fails again. 
IWTR logic 404 is notified of the failure and, in response, 
measures the duration of time between the first failure and the 
second failure. In addition, IWTR logic 404 sets the wait-to 
restore period to the measured duration. The failure causes 
router 602 to replace the route that includes interface 614 and 
router 604 in the RIB. The changes in router 602 are detected 
by one or more of agents 306 and IWTR logic 404 and 
reported to the EMS/OS 3.04. 
0051. After the switch, interface 614 recovers and its 
recovery is detected by the agent for interface 614. The agent 
sends an alarm to IWTR logic 404 and/or the EMS/OS 3.04. 
Restoring interface 614 is delayed for the wait-to-restore 
period. However, assume there are no additional failures, and 
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the route that includes interface 614 and router 604 is thus 
restored to the network via changes in the RIB. Interface 614 
operates without additional problems. If IWTR logic 404 
detects no additional problems, IWTR logic 404 may send a 
report to EMS/OS 304 indicating that the restoration is com 
plete. 
0052. The above example illustrates how a path/interface 
may be intelligently restored after a recovery. By restoring a 
recovered path/interface to a network based on information 
about the past failures, unnecessary Switching and network 
service delays associated with the Switching may be avoided. 
In addition, by setting the wait-to-restore to a period of time 
that is equal to or longer than the time between the consecu 
tive failures, it may be possible to break the failure pattern. 
Furthermore, by sending alarms and/or problem reports to 
other systems at critical junctures during the restore, the 
system may inform other devices and/or operators of network 
failures and resolutions of the failures. 
0053. The foregoing description of implementations pro 
vides an illustration, but is not intended to be exhaustive or to 
limit the implementations to the precise form disclosed. 
Modifications and variations are possible in light of the above 
teachings or may be acquired from practice of the teachings. 
0054 For example, EMS/OS 304 in the above may be 
replaced with different network management components, 
Such as a craft (e.g., a local network management node), a 
Network Management System (NMS), or other types of sys 
tem for monitoring and managing network devices and/or 
components. 
0055. In another example, IWTR logic 404 may withhold 
producing a report until a network is fully restored, to avoid 
generating reports, messages, or notifications that may appear 
spurious or redundant. In the report, a Summary of failures, 
recoveries, and a restore may be provided in place of a full 
description. 
0056. In addition, while a series of blocks have been 
described with regard to the process illustrated in FIGS. 5A 
and 5B, the order of the blocks may be modified in other 
implementations. For example, block 510 may be performed 
before block 506. Further, non-dependent blocks may repre 
sent blocks that can be performed in parallel. For example, 
blocks 502-530 that are performed for one path/interface may 
be independent of blocks 502-530 for a second paths/inter 
face and, therefore, may be performed in parallel to blocks 
502-530 for the second path/interface. Further, it may be 
possible to omit blocks 504-516. 
0057. It will be apparent that aspects described herein may 
be implemented in many different forms of software, firm 
ware, and hardware in the implementations illustrated in the 
figures. The actual software code or specialized control hard 
ware used to implement aspects does not limit the invention. 
Thus, the operation and behavior of the aspects were 
described without reference to the specific software code it 
being understood that software and control hardware can be 
designed to implement the aspects based on the description 
herein. 
0058. Further, certain portions of the implementations 
have been described as “logic' that performs one or more 
functions. This logic may include hardware. Such as a pro 
cessor, an application specific integrated circuit, or a field 
programmable gate array, Software, or a combination of hard 
ware and Software. 

0059 No element, block, or instruction used in the present 
application should be construed as critical or essential to the 
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implementations described herein unless explicitly described 
as such. Also, as used herein, the article 'a' is intended to 
include one or more items. Where only one item is intended, 
the term 'one' or similar language is used. Further, the phrase 
“based on is intended to mean “based, at least in part, on 
unless explicitly stated otherwise. 
What is claimed is: 
1. A device comprising: 
intelligent wait-to-restore logic, configured to: 

receive information about a first failure of a working 
path for conveying packets in a network; 

receive information about a subsequent failure of the 
working path; 

receive information about a recovery of the working path 
from the Subsequent failure; and 

instruct a Switch to restore the working path to the net 
work after a wait-to-restore period that is approxi 
mately greater than or equal to a time difference 
between when the first failure and the subsequent 
failure occur. 

2. The device of claim 1, wherein the working path 
includes: 

a network interface. 
3. The device of claim 2, wherein the network interface 

includes one of 
a synchronous optical network interface, an asynchronous 

transfer mode interface, or an Ethernet interface. 
4. The device of claim 2, further comprising: 
an agent that detects and sends the information about the 

first failure, the subsequent failure, and the recovery of 
the network interface to the intelligent wait-to-restore 
logic. 

5. The device of claim 1, wherein the switch includes: 
a Switch in a physical layer in Open Systems Interconnec 

tion model. 
6. The device of claim 1, wherein the switch includes: 
a route modification logic that restores the working path to 

the network by modifying a route information base. 
7. The device of claim 1, wherein the intelligent wait-to 

restore logic is further configured to: 
generate a report that includes information about at least 

one of: 
the first failure, the subsequent failure, the recovery, or a 

network restore; and 
send the report to a management system. 
8. The device of claim 1, further comprising: 
an agent that detects the first failure based on a loss of 

signal or a loss of frame and sends information about the 
first failure to an element management system. 

9. The device of claim 1, wherein the intelligent wait-to 
restore logic is further configured to: 

receive instructions to restore the working path to the net 
work from a remote element management system. 

10. The device of claim 1, wherein the intelligent wait-to 
restore logic is further configured to: 

determine the time difference between when the first fail 
ure and the Subsequent failure occur. 

11. The device of claim 1, wherein the intelligent wait-to 
restore logic is further configured to: 

replace the working path with a protection path after the 
first failure of the working path. 

12. The device of claim 1, wherein the device includes one 
of: 

a router, or 
a synchronous optical network element. 
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13. A method comprising: 
isolating a first failure of a network interface that transports 

packets from one point in a network to another point in 
the network; 

detecting a Subsequent failure of the network interface; 
identifying a recovery of the network interface from the 

Subsequent failure; and 
restoring the network interface to the network to enable the 

network interface to transport packets after a wait-to 
restore period that is approximately greater than or equal 
to a time difference between when the first failure and 
the Subsequent failure occur. 

14. The method of claim 13, further comprising: 
identifying a first recovery of the interface from the first 

failure. 
15. The method of claim 13, further comprising: 
notifying an element management system of the first fail 
le. 

16. The method of claim 13, further comprising: 
measuring the time difference between when the first fail 

ure and the Subsequent failure occur. 
17. The method of claim 13, further comprising: 
obtaining a new time difference between when the second 

failure and a third failure occur; 
resetting the wait-to-restore period to a value that is 

approximately greater than or equal to the new time 
difference, if the new time difference is greater than the 
wait-to-restore period. 
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18. The method of claim 13, wherein isolating a first failure 
includes one of 

detecting a failure to provide a required quality-of-service 
at the network interface; or 

detecting a loss of signal at the network interface. 
19. The method of claim 13, further comprising: 
receiving instructions from a remote element manage sta 

tion to restore the network interface to the network. 
20. The method of claim 13, further comprising: 
generating a report that includes information about the first 

failure, the Subsequent failure, the recovery, and restor 
ing the network; and 

sending the report to a network management system. 
21. A device comprising: 
means for sensing a first failure of a network interface that 

transports packets from one pointina network to another 
point in the network; 

means for sensing a Subsequent failure of the network 
interface; 

means for detecting a recovery of the network interface 
from the Subsequent failure; and 

means for restoring the network interface to the network 
after a wait-to-restore period that is approximately 
greater than or equal to a time difference between when 
the first failure and the subsequent failure occur. 
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