
(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization

International Bureau
(10) International Publication Number

(43) International Publication Date WO 2013/101139 Al
4 July 2013 (04.07.20 13) W P O P C T

(51) International Patent Classification: Hanotrim 19/A, 30900 Zichron Yaakov, HA (IL).
G06F 15/80 (2006.01) G06F 9/22 (2006.01) NAVEH, Alon [IL/IL]; 97 Usishkin Street, 47204 Ramat

Hasharon, TA (IL). KOUFATY, David A. [US/US]; 6030
(21) International Application Number:

NW 163rd Place, Portland, Oregon 97229 (US). HAHN,
PCT/US201 1/068008 Scott D. [US/US]; 3370 SW 110th Avenue, Beaverton,

(22) International Filing Date: Oregon 97005 (US). LI, Tong [CN/US]; 15 159 NW Dec
30 December 201 1 (30. 12.201 1) atur Way, Portland, Oregon 97229 (US). MENDLESON,

Avi [IL/IL]; 36 Albert Schwitzer, 34995 Haifa (IL).
(25) Filing Language: English GORBATOV, Eugene [US/US]; 10428 NW Sichel Court,
(26) Publication Language: English Portland, Oregon 97229 (US). ABU-SALAH, Hisham

[IL/IL]; Hermon 830, 12438 Majdal Shams, Z (IL). SUB-
(71) Applicant (for all designated States except US): INTEL BAREDDY, Dheeraj R. [IN/US]; 3033 NW Overlook

CORPORATION [US/US]; 2200 Mission College Drive, Apt. 1034, Hillsboro, Oregon 97 124 (US). NAR-
Boulevard, Santa Clara, California 95052 (US). VAEZ, Paolo [US/US]; 18 Old Tavern Road, Wayland,

(72) Inventors; and Massachusetts 01778 (US). JALEEL, Aamer [US/US];

(75) Inventors/Applicants (for US only): GINZBURG, Boris 307 Central Street, Apartment 2309, Hudson, Massachu

[IL/IL]; Beilis 6/3, 34814 Haifa, HA (IL). OSADCHLY, setts 01749 (US). ROTEM, Efraim [IL/IL]; 8 Vizo Street,

Ilya [IL/IL]; ha-Galil, 39/5, 32000 Haifa, HA (IL). RON- 34400 Haifa, HA (IL). YOSEF, Yuval [IL/IL]; Bialik 72,

EN, Ronny [IL/IL]; 156 Aba Hushi Avenue, 34988 Haifa, 38243 Hadera, M (IL). AGGARWAL, Anil [US/US];

HA (IL). WEISSMANN, Eliezer [IL/IL]; Albert Switcher 12665 NW Majestic Sequoia Way, Portland, Oregon

10, 34995 Haifa, HA (IL). MISHAELI, Michael [IL/IL];

[Continued on nextpage]

(54) Title: PROVIDING AN ASYMMETRIC MULTICORE PROCESSOR SYSTEM TRANSPARENTLY TO AN OPERATING
SYSTEM

100 (57) Abstract: In one embodiment, the present invention
includes a multicore processor with first and second groups
of cores. The second group can be of a different instruction
set architecture (ISA) than the first group or of the same
ISA set but having different power and performance sup
port level, and is transparent to an operating system (OS).
The processor further includes a migration unit that handles
migration requests for a number of different scenarios and
causes a context switch to dynamically migrate a process
from the second core to a first core of the first group. This
dynamic hardware-based context switch can be transparent
to the OS. Other embodiments are described and claimed.



w o 2013/101139 Ai IIII I I I II III Hill III

97229 (US). VAN CRAEYNEST, Kenzo [BE/BE]; Pijk- TM, TN, TR, TT, TZ, UA, UG, US, UZ, VC, VN, ZA,
straat 70, B-8790 Waregem (BE). ZM, ZW.

(74) Agent: ROZMANN, Mark J.; Trop, Primer & Hu, P.C, (84) Designated States (unless otherwise indicated, for every
1616 S. Voss Rd., Ste. 750, Houston, Texas 77057-263 1 kind of regional protection available): ARIPO (BW, GH,
(US). GM, KE, LR, LS, MW, MZ, NA, RW, SD, SL, SZ, TZ,

UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, MD,
(81) Designated States (unless otherwise indicated, for every RU, TJ, TM), European (AL, AT, BE, BG, CH, CY, CZ,

kind of national protection available): AE, AG, AL, AM, DE, DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT,
AO, AT, AU, ΑΖ , BA, BB, BG, BH, BR, BW, BY, ΒΖ , LT, LU, LV, MC, MK, MT, NL, NO, PL, PT, RO, RS,
CA, CH, CL, CN, CO, CR, CU, CZ, DE, DK, DM, DO, SE, SI, SK, SM, TR), OAPI (BF, BJ, CF, CG, CI, CM,
DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT, GA, GN, GQ, GW, ML, MR, NE, SN, TD, TG).
HN, HR, HU, ID, IL, IN, IS, JP, KE, KG, KM, KN, KP,
KR, KZ, LA, LC, LK, LR, LS, LT, LU, LY, MA, MD, Published:
ME, MG, MK, MN, MW, MX, MY, MZ, NA, NG, NI, — with international search report (Art. 21(3))
NO, NZ, OM, PE, PG, PH, PL, PT, QA, RO, RS, RU,
RW, SC, SD, SE, SG, SK, SL, SM, ST, SV, SY, TH, TJ,



PROVIDING AN ASYMMETRIC MULTICORE PROCESSOR

SYSTEM TRANSPARENTLY TO AN OPERATING SYSTEM

Background

[0001] Modern processors are often implemented with multiple cores. Typically, all

of these cores are of a homogenous nature. That is, each core is of an identical

design and thus has an identical layout, implements the same instruction set

architecture (ISA), and so forth. In turn, an operating system (OS) of a system

including the processor can select any of these multiple cores to handle tasks.

[0002] As time progresses, processors are being introduced with heterogeneous

resources. Oftentimes these resources are specialized accelerators to perform

specialized tasks. However, it is anticipated that processors will be introduced that

include heterogeneous cores that have different characteristics. An OS that is

designed for a symmetric system cannot be used with such a processor.

Accordingly, there is a requirement to design a specialized OS to interface with an

asymmetric processor. Thus regardless of whether a system is a so-called single

ISA system having cores of identical ISA but having different performance levels or a

system with cores having different ISAs, the OS or other supervisor software such as

a hypervisor is aware of the topology including all core resources and thus schedules

tasks to the appropriate type of core.

Brief Description of the Drawings

[0003] FIG. 1 is a block diagram of a system arrangement in accordance with an

embodiment of the present invention.

[0004] FIG. 2 is a block diagram of a processor core in accordance with one

embodiment of the present invention.

[0005] FIG. 3 is a flow diagram of a method of performing a migration from a large

core to a small core in accordance with an embodiment of the present invention.

[0006] FIG. 4 is a graphical illustration of a process mapping and migration in

accordance with one embodiment of the present invention.



[0007] FIG. 5 is a flow diagram of a method for performing dynamic migration in

accordance with another embodiment of the present invention.

[0008] FIG. 6 is a graphical illustration of process migration from a small core to a

large core in accordance with one embodiment of the present invention.

[0009] FIG. 7 is a graphical illustration of another process migration from a small

core to a large core in accordance with one embodiment of the present invention.

[001 0] FIG. 8 is a block diagram of a processor in accordance with another

embodiment of the present invention.

[001 1] FIG. 9 is a block diagram of a system in accordance with an embodiment of

the present invention.

Detailed Description

[001 2] In various embodiments a multicore processor can include heterogeneous

resources including cores having heterogeneous capabilities, for example, with

different instruction set architectures (ISAs). Furthermore, the heterogeneous nature

of these resources can be maintained transparently to an operating system (OS). To

this end, embodiments provide a hardware-based mechanism to control allocation of

tasks to the different resources in a manner that is transparent to the OS. In this

way, embodiments can take advantage of the features of the different resource types

to efficiently perform instructions with reduced power consumption and improved

execution speeds. Embodiments are directed to processor architectures and

hardware support that provide for resources to be used transparently to an operating

system, and thus avoid the need to enable a heterogeneous processor or other

resource to be supported by the operating system or hypervisor.

[001 3] By integrating large cores with a rich ISA and high single thread performance

and small cores with a smaller ISA and higher power efficiency, overall power

efficiency of a processor can be increased without sacrificing performance. This

processor can be an asymmetric multiprocessor, namely an OS-transparent

asymmetric multiprocessor (AMP) system, details of which are described below. In

various embodiments having such a heterogeneous architecture, control between



the cores can be realized without OS support in a system in which the OS is for a

homogeneous environment. Embodiments may further enable fast, transparent (to

OS) switch of code execution between the different types of cores.

[0014] In various embodiments, only a single core type can be exposed to the OS,

which may be a legacy OS, with one or more other core types present in the

processor remaining completely hidden from the OS. Although described as cores,

understand that in various embodiments other processing engines such as fixed

function units, graphics units, physics units and so forth may also be transparent to

the OS. For purposes of discussion, assume that the large core type is exposed to

the OS. Accordingly, the OS schedules processes to one or more of these large

cores. The re-assignment of processes to the transparent cores, and related to it

process migration between cores, can be done by, e.g., dedicated hardware within

the processor. Note that as used herein, a process migration may generally refer to

migration of an execution context between cores or other resources.

[001 5] In one embodiment, this hardware unit may be referred to as a remap and

migration unit (RMU), which remaps and migrates processes between cores

transparently to the OS. In various embodiments, the RMU can assign tasks to

physical cores, thus maintaining transparency of the actual hardware structure with

respect to the OS. In some embodiments, the RMU can be configured to

communicate with an advanced programmable interrupt controller (APIC) of the

processor to thus provide virtualization between a virtual core to which the OS

allocates a task and a physical core on which the task is actually executing. To this

end, in some embodiments the APIC can receive process allocations from the OS

which include a core identifier (which in some embodiments can be in the form of an

APIC ID) and initially assigns the task using an APIC ID-to-core ID mapping table to

a core visible to the OS, e.g., a full ISA core. Then, the RMU can cause a migration

of this process to a core that is not visible to the OS, e.g., a limited ISA core and

reflect the switch by interfacing with the APIC to update the mapping table of the

APIC. Thus the RMU may replace under the hood the physical core that the OS

controls. As part of this replacement, the RMU can update the APIC mapping in

order to hide from the OS the fact that the physical cores were replaced.



[001 6] Although the scope of the present invention is not limited in this regard, in

some embodiments the RMU can cause a process migration between cores mainly

based on following factors: supported ISA, code performance requirements,

operating system performance requests, and availability of physical resources like

power and thermal. Note that the RMU can stop a process execution on one core

and migrate it to another physically different core at any time during a process life.

[001 7] Referring now to FIG. 1, shown is a block diagram of a system arrangement in

accordance with an embodiment of the present invention. As shown in FIG. 1,

system 100 includes both hardware and software. Namely, a processor 110 is

present. In various embodiments, this processor can be a multicore processor that

includes a core unit 120 having heterogeneous resources. Specifically in the

embodiment of FIG. 1, different types of hardware or physical cores can be present,

including a plurality of so-called large cores 1250- 1 5 (generically large core 125),

and a plurality of so-called small cores 1300- 130i (generically small core 130).

These different core types can execute different ISAs, and can be physically

disparate in size and available resources. In some embodiments, the different ISAs

can be realized as a given instruction set architecture and a subset of this instruction

set architecture. For example, large cores 125 can execute all instructions of an

ISA, while small cores 130, which may have a lesser number of architectural and

micro-architectural resources including different/smaller register structures,

execution units and so forth, can only execute a subset of the ISA. In this way, the

different ISAs can partially overlap. In other embodiments, the ISAs to be handled

by the different core types can be completely different.

[001 8] As further seen in FIG. 1, processor 110 further includes an RMU 140. In

various embodiments RMU 140 may be a hardware-based logic that can receive

incoming thread allocations from the OS and map such allocations onto one or more

of the cores. The OS allocations are done to a given virtual core that can either be a

large or small core depending upon the implementation. In general, only one type of

core is visible to the OS. Note that this mapping and the switching of processes

between the different cores can be done much faster (and at higher frequencies)

than an OS context switch. For example, an OS-triggered context switch can occur



approximately one per millisecond (ms), while hardware-triggered context switches

can occur approximately every 10 microseconds (µ ) .

[001 9] In the embodiment shown in FIG. 1, RMU 140 can include a process profile

database 145, as will be discussed further below. In addition, RMU 140 can include

a state storage 146 that can be leveraged to communicate state between the

different core types during context switches that may occur during execution. In

addition, RMU 140 can include an exception handling unit 148 to handle exceptions

occurring on one or more of the cores. In this way, these exceptions can be handled

directly in the hardware of the processor in a much faster manner than in an

exception handler of an OS. This exception handling unit can be configured to

handle exceptions that occur as a result of executing a thread on a different type of

core than a core to which the thread was allocated by the OS. In this way, the

heterogeneous nature of the processor remains transparent to the OS.

[0020] As seen, large cores 125 each can include a corresponding ISA monitor 126,

details of which will be discussed further below. In general, large cores 125 can

include various components such as front end units, execution units, back end units,

cache memories, power control circuitry and so forth. Note that small cores 130 can

include similar circuitry including an ISA monitor, although it may be configured for a

more limited width of operands, may not include vector support, out-of-order

execution or so forth.

[0021] As further seen in FIG. 1, a software view of system 100 is also provided.

Specifically, system 100 can execute an OS that is designed for a symmetric

processor and can be used with processor 110 although the processor is of an

asymmetric design. This asymmetry can be hidden from the OS via RMU 140 using

mechanisms as described herein by enabling the OS to control only a single core

type, and by making only single types of cores visible for the OS control.

[0022] As seen, the software portion of system 100 can include multiple OS run

queues 1500- 150n (generically run queues 150). Each queue can include multiple

threads, e.g., scheduled by an OS scheduler 155. As seen, OS scheduler 155 has a

view of the hardware of processor 110 that includes virtual large cores 1650-165i,



e.g., corresponding to large cores 1250 and 5 . That is, the small cores remain

transparent to the OS. Note that in other implementations, the OS may have a

virtual view of the small cores and the large cores can remain transparent to the OS.

In general, the OS will enumerate only a single type of core. Without loss of

generality the examples described herein assume either two different die size of core

type, with or without the same ISA support. Embodiments may also include a

processor including two or more types of cores, while the difference between the

cores may not necessarily be the die size of the cores or the group of ISA that each

core supports.

[0023] Using the arrangement in FIG. 1, the software provides threads to be

executed within processor 110 . More specifically, via OS scheduler 155 threads,

e.g., 0 and 1 of OS run queue 1500, can be scheduled to virtual core 1650, which the

OS associates with large core 1250 and the threads 2 and 3 of run queue 150n can

be scheduled to virtual core 165n, which the OS associates with large core 25 .

Although shown with this particular implementation in the embodiment of FIG. 1,

understand the scope of the present invention is not limited in this regard.

[0024] Embodiments can be implemented in many different processor types. For

example, embodiments can be realized in a processor such as a multicore

processor. Referring now to FIG. 2 , shown is a block diagram of a processor core in

accordance with one embodiment of the present invention. As shown in FIG. 2 ,

processor core 200 may be a multi-stage pipelined out-of-order processor.

Processor core 200 is shown with a relatively simplified view in FIG. 2 to illustrate

various features used in connection with dynamic hardware context switching in

accordance with an embodiment of the present invention.

[0025] As shown in FIG. 2 , core 200 includes front end units 2 10 , which may be used

to fetch instructions to be executed and prepare them for use later in the processor.

For example, front end units 2 10 may include a fetch unit 201 , an instruction cache

203, and an instruction decoder 205. In some implementations, front end units 2 10

may further include a trace cache, along with microcode storage as well as a micro-

operation storage. Fetch unit 201 may fetch macro-instructions, e.g., from memory



or instruction cache 203, and feed them to instruction decoder 205 to decode them

into primitives such as micro-operations for execution by the processor.

[0026] As seen, front end units 2 10 can be coupled to a register array 270, which can

include various registers or other storage structures to maintain information for use in

hardware-based context switches in accordance with an embodiment of the present

invention. As shown in FIG. 2 , this register array 270 can include a supported

register 272, an enabled register 274, and a use register 276. In various

embodiments, supported register 272 can be implemented as a bit vector including

multiple fields each to indicate whether a given hardware feature is supported within

the core. In one embodiment, each such bit can be set to a logic high state if so, and

otherwise the bit can be set to 0 . Enabled register 274 can be used to similarly

indicate whether a corresponding feature is enabled for operation. For example,

certain features can be enabled during execution of a first process, but disabled

during execution of another process. Finally, use register 276 can include, e.g.,

multiple bits each to indicate whether a given ISA is being used during execution of a

process. For example, each bit can represent a family type of ISA such as advanced

vector extension (AVX) instruction set extensions of an Intel™ architecture (IA)

processor (AVX 1, 2 , 3).

[0027] Coupled between front end units 2 10 and execution units 220 is an out-of-

order (OOO) engine 2 15 that may be used to receive the micro-instructions and

prepare them for execution. More specifically OOO engine 2 15 may include various

buffers to re-order micro-instruction flow and allocate various resources needed for

execution, as well as to provide renaming of logical registers onto storage locations

within various register files such as register file 230 and extended register file 235.

Register file 230 may include separate register files for integer and floating point

operations. Extended register file 235 may provide storage for vector-sized units,

e.g., 256 or 5 12 bits per register.

[0028] Various resources may be present in execution units 220, including, for

example, various integer, floating point, and single instruction multiple data (SIMD)



logic units, among other specialized hardware. For example, such execution units

may include one or more arithmetic logic units (ALUs) 222.

[0029] When operations are performed on data within the execution units, results

may be provided to retirement logic, namely a reorder buffer (ROB) 240. More

specifically, ROB 240 may include various arrays and logic to receive information

associated with instructions that are executed. This information is then examined by

ROB 240 to determine whether the instructions can be validly retired and result data

committed to the architectural state of the processor, or whether one or more

exceptions occurred that prevent a proper retirement of the instructions. Of course,

ROB 240 may handle other operations associated with retirement.

[0030] As shown in FIG. 2 , ROB 240 is coupled to cache 250 which, in one

embodiment may be a low level cache (e.g., an L 1 cache) and which may also

include TLB 255, although the scope of the present invention is not limited in this

regard. From cache 250, data communication may occur with higher level caches,

system memory and so forth.

[0031] Note that while the implementation of the processor of FIG. 2 is with regard to

an out-of-order machine such as of a so-called x86 ISA architecture, the scope of the

present invention is not limited in this regard. That is, other embodiments may be

implemented in an in-order processor, a reduced instruction set computing (RISC)

processor such as an ARM-based processor, or a processor of another type of ISA

that can emulate instructions and operations of a different ISA via an emulation

engine and associated logic circuitry. Also understand that the core of FIG. 2 may

be a large core, and a lesser number of components, widths, and so forth may be

present in the small cores.

[0032] As described above, different hardware can be provided to enable migrations

to be performed in accordance with an embodiment of the present invention.

Referring now to FIG. 3 , shown is a flow diagram of a method of performing a

migration from a large core to a small core in accordance with an embodiment of the

present invention. As shown in FIG. 3 , method 300 may begin at block 3 10 by

waking up a migration unit. That is, the migration unit, which may correspond to



RMU 140 in FIG. 1, can be controlled to periodically power on to determine whether

one or more migrations are appropriate. Also the unit can be triggered to wake-up

responsive to receipt of an interrupt, such as a triggering of a fault or exception. As

such, the trigger to wakeup the migration unit can be a synchronous trigger such that

the migration unit periodically wakes up to determine whether a switch of a process

from one type of core to another is appropriate, or an asynchronous trigger. An

example for such migration is as a result of an execution exception in one type of

core, the second type of core will wake up either to handle the exception or retry

execution of the excepted code. One of the possible exceptions that may used in this

type of mechanism is an undefined instruction exception. Although the scope of the

present invention is not limited in this regard, such asynchronous triggers can be

responsive to an interrupt resulting from an OS or power management controller to

cause a change in a performance state of a core. In this regard, persons of skill in

the art understand that a processor such as a multicore processor can operate in

one of multiple performance states. In one embodiment, an OS can issue a request

to change a performance state or so-called P-state of a core via a request to a power

control unit (PCU) of the processor. In turn responsive to this request, the PCU, as

part of its performance state control logic, can trigger an asynchronous interrupt to

the migration unit.

[0033] Note that the performance state can be according to an OS-based

mechanism, namely the Advanced Configuration and Platform Interface (ACPI)

standard (e.g., Rev. 3.0b, published October 10 , 2006). According to ACPI, a

processor can operate at various power and performance states or levels. With

regard to power states, ACPI specifies different power consumption states, generally

referred to as so-called C 1 to Cn states. When a core is active, it runs at a so-called

C O state, and when the core is idle it may be placed in a core low power state, a so-

called core non-zero C-state (e.g., C 1-C6 states). In addition to these power states,

a processor can further be configured to operate at one of multiple performance

states, namely from P0 to PN. In general, the P 1 performance state may correspond

to the highest guaranteed performance state that can be requested by an OS. In

general the different P-states correspond to different operating frequencies at which

a core can run.



[0034] Increasing the performance or efficiency of code execution can be defined by

minimizing the amount of time that it takes to complete a defined amount of work.

Increasing the performance efficiency mostly causes consumption of more power,

while saving power typically has a negative effect on the performance efficiency.

[0035] Increasing the power/performance efficiency of code execution can be

defined by minimizing the ratio between the energy that is consumed to complete a

defined amount of work and the execution time that it takes to execute this work. For

example saving power but still executing the same amount of work or minimizing the

time to execute the same amount of work without increasing the power consumption

increases the power/performance efficiency. Embodiments may be used to increase

the power/performance efficiency.

[0036] In the context of method 300, assume the migration unit wakes up responsive

to an established interval. Next it can be determined at diamond 320 whether the

code uses an ISA supported by the small core. To make this determination, the

migration unit can access a use register of the large core to determine whether code

of the process that has been executed uses only a subset of the large core's ISA that

is supported by the small core. If so, at block 325 a process executing on the large

core can be analyzed. For example, performance monitors of the core can be

analyzed to determine the process's performance on the current core and a

prediction of its performance on a different core. As an example, such performance

metrics to be analyzed can include a number of clocks the core was stalled because

of main memory access, number of core instructions per clock, or so forth.

Based on these performance metrics analyzed, control passes to diamond

330 where it can be determined whether the large core is being power/performance

efficient enough (as described above) to execute the code, or whether it may be

more efficient to migrate the code to the small core. Although the scope of the

present invention is not limited in this regard it can be determined that the large core

is being underutilized if an instruction per cycle (IPC) count for the large core is

below a threshold level, as examples. Or, it can be determined that the large core is

being underutilized due to a memory bandwidth limitation, e.g., due to latency



associated with multiple misses within the cache structure of the core. Other

examples of performance metrics used to determine a core's utilization level can

include estimating which core will be more efficient to execute the current code. In

other words, the RMU can attempt to estimate the performance on a second type of

core by measuring performance on another type of core. Another trigger to the RMU

can be an operating system performance level request, like an ACPI P-state request.

[0038] If it is determined that the large core is not being underutilized (in other words,

the large core is power/performance efficient) and instead the system is benefiting

from the greater performance abilities of the large core, method 300 can terminate

for this evaluation interval. Otherwise, if it is determined that the large core is being

underutilized such that performance is not efficient, and thus performance would not

be unduly impacted by having the process run on a small core, control passes to

diamond 335, where it can be determined whether the process has been switched

between the cores greater than a threshold number of times. If this count value

exceeds a threshold, this indicates that for some reason the process continues to be

switched back to the large core from the small core (e.g., for execution of instructions

of the code not supported by the small core). The control switch threshold can be

changed dynamically based on the system power and performance requirement and

the expectation for better or less power/performance efficiency. Accordingly, the

overhead incurred in performing the migration may not be worth the effort and thus,

method 300 can be terminated without performing a process migration.

[0039] On top of the performance metric that is used by the RMU to decide which

type of core is to be used, the RMU is also aware of the current physical constraints

like thermal or power budgets that may limit the amount of time that it is possible to

use the large core, and to migrate code from the large core to the small core even if

the performance metric still justifies working on the large core. Also the reverse

dynamic change in constraints above may trigger a switch from the small core to the

large core during the run time of the executed code.

[0040] Otherwise, control passes to block 340 where a dynamic migration of the

process can be performed to thus cause the process to execute on the small core.



In accordance with various embodiments, this context switch can be transparent to

the OS. Various operations with regard to this dynamic migration will be discussed

further below, but in general constitute saving a state of the large core and providing

at least that portion of the state for use in the process to the identified small core.

Although shown with this particular implementation in the embodiment of FIG. 3 ,

understand the scope of the present invention is not limited in this regard.

[0041] Referring now to FIG. 4 , shown is a graphical illustration of a process

mapping and migration in accordance with one embodiment of the present invention.

More specifically, this type of migration can be referred to as a "check used ISA-

and-migrate" operation to migrate a process if the code of a process being executed

is of an ISA that is supported by a target core. As seen, a new process can be

scheduled by the OS to a virtual core that may execute on a large core, which can

be considered a source core. Accordingly, the process begins execution on such

core.

[0042] During processor operation, the RMU is regularly awoken to analyze process

execution to determine whether a migration between cores is appropriate. During

such analysis, assume the RMU determines that the current code does not require

high performance, e.g., based on performance monitoring as described above.

Accordingly, the RMU determines that the process is a potential candidate to migrate

to the small core. To this end, the RMU may check a register, namely a used ISA

register (which in one embodiment can be a non-architectural visible machine

specific register (MSR)). This register may include one or more indicators to allow

the core to track the ISA subset used by code running on it. This register will be

supported by a hardware mechanism to identify the current type of executed ISA and

set the relevant bit in the ISA register. If this process running on the large core uses

only a subset of the ISA of the large core, and which is supported by the small core,

then the RMU can decide to migrate the process to the small core. In order to

enable the hardware to be aware about the type of code that is planned to be

executed after an operating system context switch, select the right core type and

avoid frequent core migration, the software thread context may include the ISA

register. Embodiments may realize this by extending state storage structures to



include the ISA register. In this case, the ISA register will be saved and restored

during OS context switch.

[0043] In one embodiment, the RMU can perform a hardware context switch to cause

the process to be migrated from the large core to the small core. In one

embodiment, this can be implemented as follows: (a) stop code execution on the

large core and disable interrupts; (b) copy the large core architectural state to RMU

internal memory (note that in addition to architectural registers saved by a save

instruction such as XSAVE, at least certain MSR and non-architectural visible

configuration registers can also be saved); (c) restore a partial state (namely

registers supported by the small core ISA) on the small core and enable interrupts;

and (d) resume execution on the small core.

[0044] Note that since the large core and the small core may have different ISAs, not

all of the large core resources (e.g., MSRs) will be supported by the small core. In

order to enable context migration from the small core to the large core as seen in

FIG. 4 , the RMU can include some storage to maintain that part of the large core

state that is not transferred to the small core. During execution of an XSAVE or

XRESTORE instruction by the software on top the small core, the RMU may access

this storage in order to fetch the resource information that is not held by the small

core but is saved by the software. In order to enable the hardware to be aware

about the type of code that is planned to be executed after an OS context switch to

select the right core type and avoid frequent core migration, the software thread

context can hold the ISA register as part of its non-architecture context. This can be

done by extending the XSAVE and XRESTORE structure to include the ISA register.

In this case, the ISA register will be saved and restored during an OS context switch.

[0045] Referring now to FIG. 5 , shown is a flow diagram of a method for performing

dynamic migration in accordance with another embodiment of the present invention.

As shown in FIG. 5 , method 350 may be performed by the migration unit when it is

analyzing whether to cause a process executing on a small core to be migrated to a

large core. As seen, method 350 can begin by waking the migration unit (block 355).

Next it can be determined at diamond 360 whether the wakeup is responsive to an



asynchronous event interrupt. If so, control passes to block 385 where a dynamic

migration can be performed to thus migrate the process from the small core to the

large core transparently to the OS. As will be discussed further below, various

operations can be performed in executing this dynamic migration. In general, the

state of the small core for the process can be switched over to the large core to

enable continued execution of the process on the large core. Note that in the

embodiment shown in FIG. 5 , regardless of the type of asynchronous event that

wakes up the migration unit, the result is a dynamic migration from the small core to

the large core. As examples of the event types that can be received, various

asynchronous triggers such as a change in core P-state, e.g., from a lower

performance level to a higher performance level as initiated in an OS can be the

trigger. Or, the asynchronous trigger can be an exception due to attempting to

execute code on the small core having instructions that are not supported by the ISA

of the small core.

[0046] Still referring to FIG. 5 , if instead it is determined that the migration unit did not

wake-up as a result of an asynchronous event such as an interrupt, control passes to

block 365 where the migration unit can analyze the process executing on the small

core. For example, as discussed above various performance monitors of the small

core can be analyzed to determine whether the capabilities of the small core are

suitable for the level of performance needed by the process. Based on this

information, it can be determined at diamond 370 whether the utilization level is

higher than a threshold level for the process. Although the scope of the present

invention is not limited in this regard, in one embodiment this threshold level of

utilization can correspond to a number of instructions executed per cycle over a

given evaluation interval. Thus, this determination can analyze the performance

monitors to determine whether the small core is highly utilized (e.g., having a high

IPC) such that the small core can be considered to be compute bounded.

Accordingly, performance may be better served by migrating the process to a large

core.

[0047] If the determined utilization is above the threshold level, control passes to

diamond 375 where it can be determined whether the process has been switched



between the cores greater than a threshold number of times. Note that in some

embodiments multiple threshold levels may be present to account for hysteresis. If

this count value exceeds the given threshold, this indicates that for some reason the

process continues to be switched back to the large core from the small core (e.g.,

execution of instructions of the code not supported by the small core). Accordingly,

the overhead that includes the performance loss during switch between two cores

types and the extra energy cost incurred in performing the migration may not be

worth the effort and thus control passes to block 380 where the process can be

maintained on the small core transparently to the OS.

[0048] If the number of switches between cores for this process is below the

threshold number, at block 385, a dynamic migration can be performed as discussed

above. If at diamond 370 the utilization level is less than the threshold level,

execution of the process on the small core is appropriate and accordingly, control

passes to block 380 where the process can be maintained on the small core

transparently to the OS. Although shown with this particular implementation in the

embodiment of FIG. 5 , understand the scope of the present invention is not limited in

this regard.

[0049] Referring now to FIG. 6 , shown is a graphical illustration of process migration

from a small core to a large core in accordance with one embodiment of the present

invention. More specifically, this type of migration can be referred to as a "fault-and-

migrate" operation. In various embodiments, the RMU can migrate a process from

the small core to the large core for a number of reasons. For example, the RMU

may determine that a process requires more performance; a non-supported

instruction occurs during code execution on the small core; or responsive to a fault

related to the large core features that are not supported by the small core (e.g.,

operating modes, MSRs or so forth). For example, use of a paging mode for code

execution that is not supported in the small core can trigger an exception and force

the migration to the large core. When such an instruction is encountered on the

small core, it may issue an "invalid opcode" exception to the RMU. Responsive to

this exception, the RMU migrates the process from the small core to the large core,

and restarts the faulty instruction execution. It also marks the corresponding bit in the



used ISA register of the large core to indicate use of the full ISA of the large core. In

the example shown in FIG. 6 , this unsupported instruction is an advanced vector

extension (AVX) instruction set extension of an Intel™ architecture (IA) processor,

although of course other instruction types may be unsupported by the small core.

[0050] Note that this same mechanism allows the OS to switch contexts while code

runs on the small core transparently to the OS. FIG. 7 is a graphical illustration of

another process migration from the small core to the large core in accordance with

an embodiment of the present invention. Assume that the OS decides to switch

context between a first process currently running and a second process to be

switched in. As the small core is transparent to the OS, the OS issues context

switching instructions in the assumption that the process is running on a large core,

although it in fact is executing on a small core. As part of the context switch, the OS

can seek to store registers for the large core ISA using the XSAVE instruction.

However, code of this process is executing on the small core, which for purposes of

discussion assume does not support the XSAVE instruction, and thus this XSAVE

instruction executed on the small core results in an invalid opcode exception.

[0051] Note that the exception triggered in the small core is sent to the RMU, namely

to an exception handler of the RMU, which migrates the process back to the large

core, saves the small core state, and restores the corresponding large core registers

including a super state (corresponding to the state of the large core that did not

transfer over to the small core), and resumes execution. Now the XSAVE instruction

can properly execute on the large core to cause the large core architecture state to

be saved, and the OS can switch to the new second process using in part an

XRESTORE instruction.

[0052] Note that the used ISA register can be reset by the RMU on a context switch,

or when a new process is started. Thus the RMU periodically checks this register

and based on a set of policies or heuristics, it may decide to move a process

executing on the large core to the small core or vice-versa.

[0053] As described above, hardware-based context switches can be restricted if the

number of such transitions exceeds a threshold. To this end, the number of times a



process has transitioned between heterogeneous cores over a period of time can be

maintained, e.g., in a counter array of the RMU. This array may have a plurality of

counters each associated with a process to count the number of transitions between

heterogeneous cores during process execution. Based on this count, the RMU can

choose to leave the process on the large core, if the process is transitioning

frequently between cores (e.g., based on a whether the count exceeds a threshold).

[0054] The core selection process can be optimized in some embodiments by adding

a cache memory to the RMU (or associated with the RMU), where it can store an

internal database of ISA used for recent processes. This database can be seen as

process profiles database 146 in FIG. 1. Then when the OS switches context to a

new process, the RMU can immediately check if the new process is in this database,

to speed up migration to the small core, if the entry of the database indicates that

only code capable of executing using the small core ISA is present.

[0055] Embodiments thus hide physical heterogeneity from the OS and enable taking

advantage of heterogeneity without the need for OS support.

[0056] Referring now to FIG. 8 , shown is a block diagram of a processor in

accordance with another embodiment of the present invention. As shown in FIG. 8 ,

processor 400 may be a multicore processor including a first plurality of cores 4 10

4 1On that can be exposed to an OS, and a second plurality of cores 4 10a-x that are

transparent to the OS. In various embodiments, these different groups of cores can

be of heterogeneous designs.

[0057] As seen, the various cores may be coupled via an interconnect 4 15 to a

system agent or uncore 420 that includes various components. As seen, the uncore

420 may include a shared cache 430 which may be a last level cache. In addition,

the uncore may include an integrated memory controller 440, various interfaces

450a-n, a power control unit 455, an advanced programmable interrupt controller

(APIC) 465, and a migration unit 460. Note that the shared cache may or may not

be shared between the different core types in various embodiments.



[0058] As further seen in FIG. 8 , migration unit 460 can include various logic units

and storages. In the embodiment shown, migration unit 460 can include an

exception handler 452 that can be configured to receive and handle via hardware

exceptions occurring on cores and/or other components that are transparent to an

OS. In this way, this handler can respond to interrupts such as invalid opcode

exceptions without OS support. In addition, migration unit 460 can include a state

storage 454 that can be used to store the architectural state (and micro-architectural

state) of large and small cores for purposes of context switches, including

maintaining state of a large core that is not transferred to a small core on a context

switch. Still further, migration unit 460 can include a process profile storage 456 that

can include a table having entries each associated with a process and to indicate

whether code of that process uses an ISA that is supported by the various available

cores. This table can be accessed by hardware context switch logic 458 to aid in

rapidly determining whether a given process can be handled by a small core.

[0059] Although shown with this particular logic in the embodiment of FIG. 8 ,

understand the scope of the present invention is not limited in this regard. For

example, the various logics of migration unit 460 can be implemented in a single

logic block in other embodiments.

[0060] APIC 465 may receive various interrupts and direct the interrupts as

appropriate to a given one or more cores. In some embodiments, to maintain the

small cores as hidden to the OS, migration unit 460, via APIC 465 may dynamically

remap incoming interrupts, each of which may include an APIC identifier associated

with it, from an APIC ID associated with a large core to an APIC ID associated with a

small core. The assumption is that the APIC ID that was allocated for the core type

that was visible to the operating system during boot time is migrated between the

core types as part of the core type switch.

[0061] With further reference to FIG. 8 , processor 400 may communicate with a

system memory 480, e.g., via a memory bus. In addition, by interfaces 450,

connection can be made to various off-chip components such as peripheral devices,

mass storage and so forth. While shown with this particular implementation in the



embodiment of FIG. 8 , the scope of the present invention is not limited in this regard.

For example, in some embodiments a processor such as shown in FIG. 8 can further

include an integrated graphics engine, which may be of a separate graphics domain.

[0062] Embodiments may be implemented in many different system types. Referring

now to FIG. 9 , shown is a block diagram of a system in accordance with an

embodiment of the present invention. As shown in FIG. 9 , multiprocessor system

500 is a point-to-point interconnect system, and includes a first processor 570 and a

second processor 580 coupled via a point-to-point interconnect 550. As shown in

FIG. 9 , each of processors 570 and 580 may be multicore processors, including first

and second processor cores (i.e., processor cores 574a and 574b and processor

cores 584a and 584b) each of which can be heterogeneous cores of different ISAs,

although potentially many more cores may be present in the processors. Each of the

processors can include a migration unit or other logic to perform context switches in

a transparent manner to an OS, as described herein.

[0063] Still referring to FIG. 9 , first processor 570 further includes a memory

controller hub (MCH) 572 and point-to-point (P-P) interfaces 576 and 578. Similarly,

second processor 580 includes a MCH 582 and P-P interfaces 586 and 588. As

shown in FIG. 9 , MCH's 572 and 582 couple the processors to respective memories,

namely a memory 532 and a memory 534, which may be portions of system memory

(e.g., DRAM) locally attached to the respective processors. First processor 570 and

second processor 580 may be coupled to a chipset 590 via P-P interconnects 552

and 554, respectively. As shown in FIG. 9 , chipset 590 includes P-P interfaces 594

and 598.

[0064] Furthermore, chipset 590 includes an interface 592 to couple chipset 590 with

a high performance graphics engine 538, by a P-P interconnect 539. However, in

other embodiments, graphics engine 538 can be internal to one or both of

processors 570 and 580. In turn, chipset 590 may be coupled to a first bus 5 16 via

an interface 596. As shown in FIG. 9 , various input/output (I/O) devices 514 may be

coupled to first bus 5 16 , along with a bus bridge 518 which couples first bus 5 16 to a

second bus 520. Various devices may be coupled to second bus 520 including, for



example, a keyboard/mouse 522, communication devices 526 and a data storage

unit 528 such as a disk drive or other mass storage device which may include code

530, in one embodiment. Further, an audio I/O 524 may be coupled to second bus

520. Embodiments can be incorporated into other types of systems including mobile

devices such as a smartphone, tablet computer, ultrabook, netbook, or so forth.

[0065] Embodiments may be implemented in code and may be stored on a non-

transitory storage medium having stored thereon instructions which can be used to

program a system to perform the instructions. The storage medium may include, but

is not limited to, any type of disk including floppy disks, optical disks, solid state

drives (SSDs), compact disk read-only memories (CD-ROMs), compact disk

rewritables (CD-RWs), and magneto-optical disks, semiconductor devices such as

read-only memories (ROMs), random access memories (RAMs) such as dynamic

random access memories (DRAMs), static random access memories (SRAMs),

erasable programmable read-only memories (EPROMs), flash memories, electrically

erasable programmable read-only memories (EEPROMs), magnetic or optical cards,

or any other type of media suitable for storing electronic instructions.

[0066] While the present invention has been described with respect to a limited

number of embodiments, those skilled in the art will appreciate numerous

modifications and variations therefrom. It is intended that the appended claims cover

all such modifications and variations as fall within the true spirit and scope of this

present invention.



What is claimed is:

1. A multicore processor including:

a core of a first instruction set architecture (ISA), the first ISA core visible to

an operating system (OS) and including a first use register to store an indicator to

identify an ISA used by a process executing on the first ISA core;

a core of a second ISA including a second use register to store an indicator to

identify an ISA used by a process executing on the second ISA core, wherein the

second ISA core is transparent to the OS and heterogeneous from the first ISA core;

and

a migration unit coupled to the first and second ISA cores to dynamically

migrate a first process scheduled by the OS to the first ISA core to the second ISA

core, where the dynamic migration is transparent to the OS.

2 . The multicore processor of claim 1, wherein the migration unit is to

dynamically migrate the first process based at least in part on the indicator stored in

the first use register of the first ISA core.

3 . The multicore processor of claim 2 , wherein the migration unit is to

dynamically migrate the first process further based on performance monitor

information obtained during execution of the first process on the first core.

4 . The multicore processor of claim 1, wherein the migration unit includes a state

storage to store a portion of a state of the first ISA core after the dynamic migration,

wherein the state portion does not have a corresponding state storage in the second

ISA core.

5 . The multicore processor of claim 1, further comprising a process profile table

to store a plurality of entries each associated with a process and including a field to

indicate an ISA used by the process.



6 . The multicore processor of claim 5 , wherein the migration unit is to access the

process profile table and to dynamically migrate a process scheduled to the first ISA

core by the OS to the second ISA core based at least in part on the entry field.

7 . The multicore processor of claim 6 , wherein the migration unit includes an

exception handling unit to handle an exception occurring during execution of the

process on the second ISA core transparently to the OS.

8 . The multicore processor of claim 5 , wherein the first ISA core includes a

register array including the first use register, a first supported register including a

plurality of fields each to indicate whether a corresponding hardware feature is

supported by the first ISA core, and a first enabled register including a plurality of

fields each to indicate whether a corresponding hardware feature is enabled for

execution of the first process.

9 . The multicore processor of claim 1, wherein the migration unit includes a first

counter to count a number of times the first process has been switched between the

first ISA core and the second ISA core.

10 . The multicore processor of claim 9 , wherein the migration unit is to prevent

migration of the first process from the first ISA core to the second ISA core when a

value of the first counter is greater than a first threshold.

11. A method comprising:

determining, in a migration unit of a multicore processor, if code of a process

executing on a first core is supported by a second core, wherein the first and second

cores are of the multicore processor and the second core is transparent to an

operating system (OS) and heterogeneous from the first core; and

if so, dynamically migrating the process from the first core to the second core, via

the migration unit, if the first core is underutilized.



12 . The method of claim 11, further comprising determining whether the process

has switched between the first core and the second core greater than a threshold

number of times and dynamically migrating the process to the first core transparently

to the OS if the process has been switched less than the threshold number of times.

13 . The method of claim 12 , further comprising maintaining the process on the

first core if the process has been switched between the first core and the second

core greater than the threshold number of times.

14. The method of claim 11, further comprising accessing a use register of the

first core to determine if the code is supported by the second core, the use register to

store a field to indicate an ISA used by the code.

15 . The method of claim 11, further comprising waking the migration unit

responsive to a synchronous event to determine if the code is supported by the

second core.

16 . The method of claim 11, further comprising waking the migration unit

responsive to an asynchronous event.

17 . The method of claim 16 , further comprising dynamically migrating the process

from the second core to the first core transparently to the OS responsive to the

asynchronous event.

18 . The method of claim 12 , further comprising dynamically migrating the process

from the second core to the first core if a utilization level of the second core is higher

than a threshold level.

19 . A system comprising:

a multicore processor including a first plurality of cores and a second plurality

of cores, the second plurality of cores heterogeneous to the first plurality of cores

and transparent to an operating system (OS), and a migration unit, wherein the



migration unit is to receive an interrupt from a second core of the second plurality of

cores responsive to an instruction of a process that the second core does not

support and to cause a context switch to dynamically migrate the process from the

second core to a first core of the first plurality of cores transparently to the OS,

wherein the OS scheduled the process to the first core; and

a dynamic random access memory (DRAM) coupled to the multicore

processor.

20. The system of claim 19 , wherein the migration unit includes a hardware

exception unit to handle an exception caused by the instruction of the process that

the second core does not support transparently to the OS.

2 1 . The system of claim 19 , wherein the migration unit includes:

a hardware context switch logic to cause a second process executing on the

first core to dynamically switch to the second core transparently to the OS; and

a state storage to store a portion of state of the second process during

execution of the second process on the second core.

22. The system of claim 19 , wherein the migration unit includes a process profile

table to store a plurality of entries each associated with a process and including a

field to indicate an ISA used by the process, the migration unit to access the process

profile table and to dynamically migrate the process to the second core based at

least in part on the field of the entry for the process.

23. The system of claim 19 , wherein the migration unit includes a counter to count

a number of switches of the process between the first and second cores, wherein the

migration unit is to prevent a context switch between the first core and the second

core if the number of switches exceeds a threshold.

24. The system of claim 19 , wherein the second plurality of cores is of a different

instruction set architecture (ISA) than the first plurality of cores.



25. The system of claim 24, wherein the different ISA is partially overlapping with

an ISA of the first plurality of cores.

26. The system of claim 19 , wherein the second plurality of cores is of a different

performance and/or power level than the first plurality of cores.
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