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SLOTTED SEEDED CHANNEL HOPPING 
FOR CAPACITY IMPROVEMENT IN 

WIRELESS NETWORKS 

CROSS-REFERENCE TO RELATED PATENT 
APPLICATIONS 

This patent application is a continuation-in-part of 
copending U.S. patent application Ser. No. 10/428,218, filed 
May 2, 2003, now pending. 

BACKGROUND OF THE INVENTION 

This invention relates generally to wireless networks and, 
more particularly, relates to the operation of a wireless node 
functioning at the same time as a member of multiple 
disjoint channels in a single wireless network. 

With the development and deployment of wireless net 
working devices such as laptop computers, personal digital 
assistant devices, etc. and infrastructures, consumers and 
businesses are increasingly being able to realize the benefits 
of true mobile computing, collaboration, and information 
exchange. No longer are business travelers required to carry 
an assortment of cables and search endlessly for an available 
data port simply to connect to a network to retrieve email 
messages, download files, or exchange information. No 
longer are companies and home consumers restrained in 
where they may access their networks by the location of the 
Ethernet jacks on the wall. Meeting participants and groups 
of friends may now form their own ad hoc networks without 
connecting cables between themselves or logging in to some 
preexisting network. They can log onto the network using a 
wireless protocol while running on battery power, thereby 
allowing even greater mobility. 

However, while the concept of mobile computing on 
wireless networks is well accepted, the implementation of 
this concept has taken on many forms. That is, there now 
exists several different wireless protocol standards that are 
competing in the marketplace. These standards include 
802.11b (also know as Wi-Fi for wireless fidelity), 802.11a 
(also know as Wi-Fi5), 802.11 g, HomeRF. Bluetooth, 
Wireless 1394, HiperLAN2, UWB, ZigBee, etc. Each of 
these different standards has particular advantages and is 
being developed with particular applications and users in 
mind. Despite the numerous standards, devices conducting 
network communications over wireless links are becoming 
increasing popular. 

Wireless links typically transmit data over radio fre 
quency channels but may operate over other carrier fre 
quency ranges. Such as infrared. Most radio frequency 
(“RF) based wireless networks are designed to be able to 
operate in two basic modes: the infrastructure mode and the 
peer-to-peer or ad hoc mode. 

In the infrastructure (“IS) mode, which is also sometimes 
referred to as the managed network mode, each wireless 
network node communicates with the other nodes in the 
network through an access point (AP) node of the IS 
network. The packets directed by an IS node to another IS 
node carry the AP's Media Access Control (MAC) address 
in the link layer header. The access point functions as a 
bridge, repeater, gateway, and/or firewall between wireless 
nodes and wired nodes of the network. The access point may 
apportion bandwidth of the communication channel to the 
wireless IS nodes to ensure the quality of the communica 
tions. In the ad hoc (“AH) mode, a wireless node commu 
nicates directly, i.e., in a peer-to-peer fashion, with other 
nodes within its RF range without going through an inter 
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2 
mediate node such as the access point of the IS network. Ad 
hoc wireless network connections are useful when close-by 
users want to communicate with each other in places where 
no IS network exists, or when they fail to be authorized by 
the access point of an existing IS network. 

Conventionally, there is no interaction between nodes in 
an infrastructure network and nodes in an ad hoc network 
even if they have overlapping transmission ranges. There 
are, however, a number of scenarios in which it is desirable 
for a device to be connected simultaneously to multiple 
wireless networks. For instance, in one scenario, employees 
from company A conduct a business meeting at company B 
with an employee of company B. Company B has an internal 
corporate network that Supports an infrastructure wireless 
network. The visitors need to share electronic information 
Such as documents, presentations, and data with their host. 
This can be done if the visitors can use their laptop com 
puters to communicate wirelessly with the laptop computer 
of company B. For security concerns, the visitors are not 
allowed access to company BS internal network. Thus, the 
laptop computers of the visitors cannot operate as nodes of 
company B's infrastructure network. 

Currently, multiple wireless network interface cards are 
used in the device to connect to multiple networks. Unfor 
tunately, using multiple wireless network interface cards in 
battery operated devices is highly undesirable because of the 
excessive energy drain and consequent reduction of device 
lifetime. The computer industry has recognized this problem 
and has developed and is developing Solutions. For example, 
methods have been developed to conserve battery power in 
devices to extend the time between battery charges. Another 
method, developed by the assignee of the instant application, 
uses a dual-mode wireless device that Switches back and 
forth between an IS network and an AH network with the 
Switching triggered by either polls signals transmitted by an 
access point of the IS network or by the controller of the 
dual-mode wireless device. 

Although ad-hoc networks provide the ability to connect 
wireless nodes when an infrastructure network is unavail 
able, modern computers often find that the capacity of 
ad-hoc networks to be unsatisfactory. If one attempts to 
address this by having nodes Switch across channels (and 
therefore distribute the burden of Supporting a given com 
munication pattern), a new challenge arises. When multiple 
devices are Switching between orthogonal channels of a 
network, it is possible that two devices switching between 
the channels of a network get synchronized such that when 
one device Switches to one network channel, the other one 
switches out of the network channel to another network 
channel or are switching between different network channels 
in lock-step. In other words, the devices are never on the 
same network channel at the same time. The two devices 
will never be able to communicate with each other on the 
network because the packets they send to each other are not 
buffered by any third party such as an Access point for 
delivery to the node when it switches onto the channel the 
third party is using. 

BRIEF SUMMARY OF THE INVENTION 

In view of the foregoing, the invention provides a system 
and method for nodes (i.e., devices) to switch across differ 
ent channels (i.e., frequencies) in Such a manner that nodes 
desiring to communicate overlap while disjoint communi 
cations mostly do not overlap. As a result, the disjoint 
communications rarely interfere with each other. A driver is 
inserted into a node's networking stack that sits on top of 
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another driver that exposes a plurality of virtual wireless 
network adapters, one for each network/channel. The adapt 
ers are enabled and disabled in accordance with which 
network and/or channel is presently activated. Packets for a 
network are queued when the network is not enabled. 

During operation, each node broadcasts its channel hop 
ping schedule for other nodes to receive and store. This 
allows nodes to know other node's schedule. As a result, a 
node can change its channel hopping schedule to overlap 
with nodes by changing part of its channel hopping schedule 
to match that of other nodes. 

The channel hopping schedule is represented as a set of a 
number of (channel, seed) pairs where the channel is the 
current channel and the seed is an input to the rule the node 
is using for Switching to other channels for a slot. A node 
Switches between slots and each slot Switches channels in 
accordance with a (channel, seed) pair. Each node iterates 
through all of the channels in its current schedule by 
Switching to the channel designated in the schedule in each 
new slot (i.e., each new time period) and then to a parity slot. 
The parity slot is used to prevent nodes from Switching in 
lock-step without overlapping. If a node is Switching in 
lock-step with another node, the node uses the other node's 
parity slot as a fixed target for the slot in which the node is 
changing channels. This results in the two nodes overlap 
ping. 
A de-synchronization methodology is used to reduce or 

eliminate channel congestion. A node compares the (chan 
nel, seed) pairs of the nodes that sent that nodes packets in 
a given slot with the (channel, seed) pairs of all the other 
nodes in the list of channel schedules the node has. If the 
number of other nodes synchronized to the same (channel, 
seed) pair is more than twice as many as the node commu 
nicated with in the previous occurrence of the slot, the node 
attempts to de-synchronize from the other nodes by choos 
ing a new (channel, seed) pair for the slot. 

Additional features and advantages of the invention will 
be made apparent from the following detailed description of 
illustrative embodiments which proceeds with reference to 
the accompanying figures. 

BRIEF DESCRIPTION OF THE DRAWINGS 

While the appended claims set forth the features of the 
present invention with particularity, the invention, together 
with its objects and advantages, may be best understood 
from the following detailed description taken in conjunction 
with the accompanying drawings of which: 

FIG. 1 is a block diagram generally illustrating an exem 
plary computer system on which the present invention 
resides; 

FIG. 2 is a block diagram generally illustrating an exem 
plary environment in which the present invention operates; 

FIG. 3 is a schematic illustrating the relationship between 
activity period, Switching cycle, and time elapsed; 

FIG. 4 is a block diagram showing an implementation of 
the invention in a network Stack; 

FIG. 5 is a flow chart illustrating the steps to synchronize 
wireless cards in a network in accordance with the teachings 
of the present invention; 

FIG. 6 is a block diagram illustrating a state diagram of 
a wireless node: 

FIG. 7 is a block diagram illustrating an embodiment of 
the invention in a network Stack; 
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4 
FIG. 8 is a schematic illustrating the correspondence 

between relative traffic on a network and activity periods in 
the network using an adaptive buffer Switching strategy of 
the present invention; 

FIG. 9 is a block diagram showing an alternate embodi 
ment of the invention in a network Stack; 

FIG. 10 is an illustration of channel hopping schedules for 
two nodes in accordance with the teachings of the present 
invention; 

FIG. 11 is an illustration showing how nodes may expe 
rience problems when using a naive synchronization 
scheme; 

FIG. 12 is a graph illustrating the overhead of switching 
and synchronizing of the invention and the IEEE 802.11a 
protocol; 

FIG. 13 is a graph illustrating the overhead of the inven 
tion when a sending node attempts to contact an absent 
recipient node: 

FIG. 14 is a graph illustrating the ability of the invention 
to share bandwidth between a plurality of data flows: 

FIG. 15 is a graph illustrating the ability of the invention 
to detect a link breakage and resynchronize to other neigh 
bors; 

FIG. 16 is a graph illustrating the robustness of the 
invention to clock skew; 

FIG. 17 is a graph illustrating the per-flow throughput of 
disjoint flows with respect to the number of flows of the 
invention and the 802.11a protocol; 

FIG. 18 is a graph illustrating the total system throughput 
of disjoint flows with respect to the number of flows of the 
invention and the 802.11a protocol; 

FIG. 19 is a graph illustrating the per-flow throughput of 
non-disjoint flows of the invention and the 802.11a protocol 
with respect to the number of flows: 

FIG. 20 is a graph illustrating the total system throughput 
of non-disjoint flows of the invention and the 802.11a 
protocol with respect to the number of flows: 

FIG. 21 is a graph illustrating the ratio of the invention 
throughput to the 802.11a protocol throughput for flows 
having different durations; 

FIG. 22 is a graph illustrating the steady-state TCP 
throughput of the invention with a varying number of 
disjoint flows: 

FIG. 23 is a graph illustrating the variation in throughput 
of the invention and the 802.11a protocol in a multi-hop 
chain network as a function of the number of nodes in the 
chain; 

FIG. 24 is a graph illustrating the per-flow throughput of 
flow of the invention and the 802.11a protocol with respect 
to the number of flows in a multi-hop mesh network of 100 
nodes; 
FIG.25 is a graph illustrating the average time to discover 

a route and the average route length for randomly chosen 
routes in a 100 node network using DSR with the invention; 

FIG. 26 is a graph illustrating the per-flow throughput and 
the average route length for 10 flows in a 100 node dense 
multi-hop mobile network using DSR with the invention and 
with the 802.11a protocol; and 

FIG. 27 is a graph illustrating the per-flow throughput and 
the average route length for 10 flows in a 100 node sparse 
multi-hop mobile network using DSR with the invention and 
with the 802.11a protocol. 
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DETAILED DESCRIPTION OF THE 
INVENTION 

The invention provides a method and system for switch 
ing between multiple channels in a network using a single 
wireless network interface card (i.e., radio). A radio Switches 
between slots and each slot Switches channels in accordance 
with a (channel, seed) pair. Each radio iterates through all of 
its slots by Switching to the channel designated in the 
schedule in each new slot (i.e., in each new time period) and 
then to a parity slot. The parity slot is used to prevent nodes 
from Switching in lock-step without overlapping. By Switch 
ing between slots that switch between channels, the inven 
tion provides nodes with the ability to be synchronized with 
another node in a slot while having infrequent overlap 
between nodes that do not have data to send to each other 
and ensuring that all nodes come into contact occasionally 
(to avoid a logical partition). The use of a single radio avoids 
the cost associated with having multiple radios such as 
systems that have one radio on a channel designated as a 
control channel and other radios to send and/or receive data 
across channels. The invention also does not require that a 
channel be designated as a control channel; instead, any 
channel can be used to send control type messages, thereby 
eliminating a channel from being congested with control 
messages. 

Turning to the drawings, wherein like reference numerals 
refer to like elements, the invention is illustrated as being 
implemented in a suitable computing environment. 
Although not required, the invention will be described in the 
general context of computer-executable instructions, such as 
program modules, being executed by a personal computer. 
Generally, program modules include routines, programs, 
objects, components, data structures, etc. that perform par 
ticular tasks or implement particular abstract data types. 
Moreover, those skilled in the art will appreciate that the 
invention may be practiced with other computer system 
configurations, including hand-held devices, multi-proces 
sor Systems, microprocessor based or programmable con 
Sumer electronics, network PCs, minicomputers, mainframe 
computers, and the like. The invention may also be practiced 
in distributed computing environments where tasks are 
performed by remote processing devices that are linked 
through a communications network. In a distributed com 
puting environment, program modules may be located in 
both local and remote memory storage devices. 

FIG. 1 illustrates an example of a suitable computing 
system environment 100 on which the invention may be 
implemented. The computing system environment 100 is 
only one example of a suitable computing environment and 
is not intended to suggest any limitation as to the scope of 
use or functionality of the invention. Neither should the 
computing environment 100 be interpreted as having any 
dependency or requirement relating to any one or combina 
tion of components illustrated in the exemplary operating 
environment 100. 
The invention is operational with numerous other general 

purpose or special purpose computing system environments 
or configurations. Examples of well known computing sys 
tems, environments, and/or configurations that may be suit 
able for use with the invention include, but are not limited 
to, personal computers, server computers, hand-held or 
laptop devices, multiprocessor Systems, microprocessor 
based systems, set top boxes, programmable consumer elec 
tronics, network PCs, minicomputers, mainframe comput 
ers, distributed computing environments that include any of 
the above systems or devices, and the like. 
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6 
The invention may be described in the general context of 

computer-executable instructions, such as program modules, 
being executed by a computer. Generally, program modules 
include routines, programs, objects, components, data struc 
tures, etc. that perform particular tasks or implement par 
ticular abstract data types. The invention may also be 
practiced in distributed computing environments where 
tasks are performed by remote processing devices that are 
linked through a communications network. In a distributed 
computing environment, program modules may be located 
in both local and remote computer storage media including 
memory storage devices. 

With reference to FIG. 1, an exemplary system for imple 
menting the invention includes a general purpose computing 
device in the form of a computer 110. Components of 
computer 110 may include, but are not limited to, a pro 
cessing unit 120, a system memory 130, and a system bus 
121 that couples various system components including the 
system memory to the processing unit 120. The system bus 
121 may be any of several types of bus structures including 
a memory bus or memory controller, a peripheral bus, and a 
local bus using any of a variety of bus architectures. By way 
of example, and not limitation, such architectures include 
Industry Standard Architecture (ISA) bus, Micro Channel 
Architecture (MCA) bus, Enhanced ISA (EISA) bus, Video 
Electronics Standards Associate (VESA) local bus, and 
Peripheral Component Interconnect (PCI) bus also known as 
Mezzanine bus. 
Computer 110 typically includes a variety of computer 

readable media. Computer readable media can be any avail 
able media that can be accessed by computer 110 and 
includes both volatile and nonvolatile media, removable and 
non-removable media. By way of example, and not limita 
tion, computer readable media may comprise computer 
storage media and communication media. Computer storage 
media includes both volatile and nonvolatile, removable and 
non-removable media implemented in any method or tech 
nology for storage of information Such as computer readable 
instructions, data structures, program modules or other data. 
Computer storage media includes, but is not limited to, 
RAM, ROM, EEPROM, flash memory or other memory 
technology, CD-ROM, digital versatile disks (DVD) or other 
optical disk storage, magnetic cassettes, magnetic tape, 
magnetic disk storage or other magnetic storage devices, or 
any other medium which can be used to store the desired 
information and which can be accessed by computer 110. 
Communication media typically embodies computer read 
able instructions, data structures, program modules or other 
data in a modulated data signal Such as a carrier wave or 
other transport mechanism and includes any information 
delivery media. The term “modulated data signal” means a 
signal that has one or more of its characteristics set or 
changed in Such a manner as to encode information in the 
signal. By way of example, and not limitation, communi 
cation media includes wired media Such as a wired network 
or direct-wired connection, and wireless media Such as 
acoustic, RF, infrared and other wireless media. Combina 
tions of the any of the above should also be included within 
the scope of computer readable media. 
The system memory 130 includes computer storage media 

in the form of volatile and/or nonvolatile memory such as 
read only memory (ROM) 131 and random access memory 
(RAM) 132. A basic input/output system 133 (BIOS), con 
taining the basic routines that help to transfer information 
between elements within computer 110, such as during 
start-up, is typically stored in ROM 131. RAM 132 typically 
contains data and/or program modules that are immediately 
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accessible to and/or presently being operated on by process 
ing unit 120. By way of example, and not limitation, FIG. 1 
illustrates operating system 134, application programs 135, 
other program modules 136, and program data 137. 
The computer 110 may also include other removable/non 

removable, Volatile/nonvolatile computer storage media. By 
way of example only, FIG. 1 illustrates a hard disk drive 141 
that reads from or writes to non-removable, nonvolatile 
magnetic media, a magnetic disk drive 151 that reads from 
or writes to a removable, nonvolatile magnetic disk 152, and 
an optical disk drive 155 that reads from or writes to a 
removable, nonvolatile optical disk 156 such as a CD ROM 
or other optical media. Other removable/non-removable, 
Volatile/nonvolatile computer storage media that can be used 
in the exemplary operating environment include, but are not 
limited to, magnetic tape cassettes, flash memory cards, 
digital versatile disks, digital video tape, solid state RAM, 
solid state ROM, and the like. The hard disk drive 141 is 
typically connected to the system bus 121 through a non 
removable memory interface such as interface 140, and 
magnetic disk drive 151 and optical disk drive 155 are 
typically connected to the system bus 121 by a removable 
memory interface, such as interface 150. 
The drives and their associated computer storage media 

discussed above and illustrated in FIG. 1, provide storage of 
computer readable instructions, data structures, program 
modules and other data for the computer 110. In FIG. 1, for 
example, hard disk drive 141 is illustrated as storing oper 
ating system 144, application programs 145, other program 
modules 146, and program data 147. Note that these com 
ponents can either be the same as or different from operating 
system 134, application programs 135, other program mod 
ules 136, and program data 137. Operating system 144, 
application programs 145, other program modules 146, and 
program data 147 are given different numbers hereto illus 
trate that, at a minimum, they are different copies. A user 
may enter commands and information into the computer 110 
through input devices such as a keyboard 162 and pointing 
device 161, commonly referred to as a mouse, trackball or 
touch pad. Other input devices (not shown) may include a 
microphone, joystick, game pad, satellite dish, Scanner, or 
the like. These and other input devices are often connected 
to the processing unit 120 through a user input interface 160 
that is coupled to the system bus, but may be connected by 
other interface and bus structures. Such as a parallel port, 
game port or a universal serial bus (USB). A monitor 191 or 
other type of display device is also connected to the system 
bus 121 via an interface, such as a video interface 190. In 
addition to the monitor, computers may also include other 
peripheral output devices such as speakers 197 and printer 
196, which may be connected through an output peripheral 
interface 195. 
The computer 110 may operate in a networked environ 

ment using logical connections to one or more remote 
computers, such as a remote computer 180. The remote 
computer 180 may be another personal computer, a server, 
a router, a network PC, a peer device or other common 
network node, and typically includes many or all of the 
elements described above relative to the personal computer 
110, although only a memory storage device 181 has been 
illustrated in FIG. 1. The logical connections depicted in 
FIG. 1 include a local area network (LAN) 171, personal 
area network (PAN), a wide area network (WAN) 173, and 
a wireless link, for instance via wireless interface 198 
complete with an antenna, but may also include other 
networks. Such networking environments are commonplace 
in offices, enterprise-wide computer networks, intranets and 
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the Internet. While wireless interface 198 is shown directly 
connected to the system bus 121, it is recognized that the 
wireless interface 198 may be connected to the system bus 
121 via network interface 170. 
When used in a LAN networking environment, the per 

sonal computer 110 is connected to the LAN 171 through a 
network interface or adapter 170. When used in a WAN 
networking environment, the computer 110 typically 
includes a modem 172 or other means for establishing 
communications over the WAN 173, such as the Internet. 
The modem 172, which may be internal or external, may be 
connected to the system bus 121 via the user input interface 
160, or other appropriate mechanism. In a networked envi 
ronment, program modules depicted relative to the personal 
computer 110, or portions thereof, may be stored in the 
remote memory storage device. By way of example, and not 
limitation, FIG. 1 illustrates remote application programs 
185 as residing on memory device 181. It will be appreciated 
that the network connections shown are exemplary and other 
means of establishing a communications link between the 
computers may be used. 

In the description that follows, the invention will be 
described with reference to acts and symbolic representa 
tions of operations that are performed by one or more 
computers, unless indicated otherwise. As such, it will be 
understood that such acts and operations, which are at times 
referred to as being computer-executed, include the manipu 
lation by the processing unit of the computer of electrical 
signals representing data in a structured form. This manipu 
lation transforms the data or maintains it at locations in the 
memory system of the computer, which reconfigures or 
otherwise alters the operation of the computer in a manner 
well understood by those skilled in the art. The data struc 
tures where data is maintained are physical locations of the 
memory that have particular properties defined by the format 
of the data. However, while the invention is being described 
in the foregoing context, it is not meant to be limiting as 
those of skill in the art will appreciate that various of the acts 
and operation described hereinafter may also be imple 
mented in hardware. 

Turning now to FIG. 2, a computing environment 200 in 
which the invention may be used is shown. In the environ 
ment 200, an infrastructure network 202 consisting of wired 
portion 202 and wireless portion 202. Wireless portion 
202, has nodes 204-212 that communicate with access point 
214. The access point 214 serves as an interface between the 
wireless portion 202, and the wired portion 202 of the 
network. Through the access point 214, the nodes 204-212 
can access the wired portion 202 of the infrastructure 
network and beyond to other connected networks such as the 
Internet 240 and the like. Each node has a wireless card, 
Such as a network interface card, that communicates to other 
nodes via wireless interface 198. 
Ad hoc network 220 has nodes 210, 212, 222, 224, and 

226. Ad hoc network 230 has nodes 212, 232, 234, and 236. 
The nodes 204-212, 222-226, and 232-236 may be any 
device that communicates in a wireless medium such as 
IEEE 802.11, HomeRF, etc. For example, a node may be a 
computer 110, a PDA (personal digital assistant), a cellular 
phone that talks, and the like. It can be seen that node 210 
is in infrastructure network 202 and ad hoc network 220. 
Node 212 is in infrastructure network 202, ad hoc network 
220, and ad hoc network 230. 

In order for nodes such as node 210 and 212 to connect 
simultaneously to multiple networks, the invention multi 
plexes the wireless cards across multiple networks to 
achieve connectivity on all of the networks. For example, 
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node 212 achieves connectivity on networks 202, 220, and 
230 with the invention. An adaptive network hopping 
scheme is used. Turning now to FIG. 3, a wireless card gets 
a time slot, called an activity time period (ATP), for each 
network in which the wireless is connected. The ATP, is the 
time that the wireless card is connected to network i. ATP 
(reference 300) is the time connected to network 202, ATP, 
(reference 302) is the time connected to network 220 and 
ATP, (reference 304) is the time connected to network 230. 
The sum of the activity periods over all the connected 
networks is called the switching cycle 306. The switching 
cycle 306 is the time interval for cycling through all net 
works the node connects to and is a fixed value. It is the 
aggregation of the activity time periods and Switching delay 
(8), which is the time taken to switch to network i, of all the 
networks, along with any sleep time the wireless card may 
take. 

Turning now to FIG. 4, the network interface is virtual 
ized to achieve transparent connectivity across multiple 
wireless networks. The virtualization of wireless adapters is 
implemented by protocol driver 400 that is placed below IP 
layer 420 as an intermediate layer between IPlayer 420 and 
the MAC (Media Access Control) and PHY (Physical) layers 
422. The driver 400 exposes the wireless LAN media 
adapter as multiple “always active' virtual wireless LAN 
media adapters 402, 404, 406. There is one media adapter 
per network to which the user wants to stay connected. The 
IPlayer 420 sees all the media adapters, and so the networks, 
as always active (i.e., connected) even though at the driver 
level only one network is active at any given time. For 
example, network 1, 2, and 3 appear to the IP layer 420 as 
active even though network 2 is currently active at the MAC 
and PHY layers 422. 
The protocol driver 400 is also responsible for switching 

the wireless card across the different networks and buffering 
packets for networks that are currently inactive. The upper 
layers (e.g., transport layer 424 and application layer 426) 
see the adapters 402, 404, 406 as active even though an 
adapter may be passive (i.e., inactive) at the driver level. The 
protocol driver 400 handles application sends and receives 
overall the connected networks using a buffering protocolas 
described below. 
When the upper layers 424, 426 send a packet to a virtual 

adapter, the protocol driver 400 sends the packet down to the 
card if the adapter is active at the driver level. If the adapter 
is passive at the driver level, the protocol driver 400 buffers 
the packet with buffers 240 (see FIG. 2). The buffered 
packets are sent as soon as the corresponding virtual adapter 
gets activated. This protocol ensures that packets sent on a 
network are eventually sent to the destination. The maxi 
mum delay encountered by Such a packet occurs when the 
packet arrives on a virtual adapter just when the correspond 
ing virtual adapter is inactivated. In this case, the driver will 
have to wait for the entire switching cycle before it can send 
the packet. This delay for a packet on network i can be 
formulated as X, (T +8)+ö, where T, is the activity period 
of netwo j and 8, is the time taken to switch to network j. 
Packets sent to a switching card over network i will be lost 
if the card is in a different network j at that instant. In 
addition to sends, the buffering protocol ensures delivery of 
all packets sent to a wireless card. This requires nodes to 
buffer packets for wireless cards that are currently unavail 
able, but which will become available in the near future. 

Access points and nodes behave differently. Access points 
maintain the state of all the cards that are associated to it 
with a state table 252 (see FIG. 2). Nodes maintain the state 
of directly reachable cards in any ad hoc network to which 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

10 
they are connected with state table 254. The state table is a 
4-tuple state space, containing information about the wire 
less card's address, its SSID (service set identifier), the time 
when the wireless card Switched from this SSID, and when 
it is expected to switch back to this network. 
The state tables are updated as follows. A card sends a 

packet to the access point in an infrastructure network, or to 
all nodes in an ad hoc network, just before Switching from 
the infrastructure network or ad hoc network. This packet 
informs all the reachable nodes in the current network of its 
temporary unavailability. The packet also contains informa 
tion about the duration of absence from the current network 
and is used to maintain the state table at the nodes and access 
points. Whenever a node or an access point has a packet to 
send to another node, the node or access point will first 
check the state table. If the destination node is currently 
associated to another network, the packet is buffered. When 
the state table indicates that the timer of a card has expired, 
and that it would have switched back to a network, the nodes 
and access points send the packets buffered for that desti 
nation on the corresponding network. 
One concern for the buffering protocol is the loss of 

packets carrying state in the ad hoc network. This packet is 
broadcast and hence is prone to loss. However, Switching 
cards in ad hoc networks send more than one packet carrying 
this state per Switching cycle. If none of these messages get 
through, the node buffering packets estimates the activity 
period of the Switching card and keeps probing it. On 
receiving a response, the node sends the buffered packets. 
The protocol also ensures transparent Switching because 

applications using a Switching card do not have to know its 
state. Packets sent to the switching card are all received, 
though with Some extra delay, as long as everybody is honest 
about their switching period. Note that the buffering algo 
rithm described herein can be implemented without chang 
ing the Software or hardware at the access points for infra 
structure networks. The Power Saving Mode (PSM) feature 
available in IEEE 802.11 networks is used. The wireless 
cards “fake the PSM feature by telling the access points the 
wireless card is entering the sleep mode when they are 
actually switching to another network. When a card enters 
PSM, the access point automatically buffers packets for that 
card. Although the access point thinks that the card is asleep, 
the card actually Switches and is actively connected to other 
networks. After the sleep interval, the card connects to the 
access point and receives all the buffered packets. It should 
be noted that the switching cycle of the wireless card should 
be chosen carefully to accommodate the sleep duration on 
different infrastructure networks. 

While the protocol described above works for multiple 
cards switching between infrastructure networks, it has to be 
enhanced to handle multiple cards Switching in and out of an 
ad hoc network. In infrastructure networks, the access point 
stays on the same network all the time. This property ensures 
that packets transmitted from cards connected to an infra 
structure network always get through, and packets to these 
cards are buffered at the access points if the card is currently 
not in that network or is sleeping. The performance of the 
network is affected by the buffering capability of the access 
point and the switching card. The situation is different for ad 
hoc networks. As an example, Suppose user A and user B are 
co-workers who belong to the same organization. Further, 
Suppose user B is sharing a presentation with user A over an 
ad hoc network. Both users are also connected to the 
corporate infrastructure network using the present invention. 
A worst case arises when both user A and user B switch 
synchronously to another network. That is, user B switches 
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to the infrastructure network just when user A switched to 
the ad hoc network, and vice versa. As a result user A and 
user B are never in the same network at the same time. As 
a result, user Aand user B will never be able to communicate 
with each other directly because there is no third party to 
buffer packets for delivery, whereas in an IS network there 
is an access point that buffers packets. The users will not be 
able to communicate with each other over the ad hoc 
network unless there is another user acting as a relay 
between A and B within the range of both user A and user 
B and whose time in the ad hoc network overlaps with the 
duration of both user A and user B. The switching protocol 
of the invention is designed to handle Such scenarios without 
the need for another user acting as a relay between A and B. 

The key to handling multiple Switching devices in ad hoc 
networks is synchronizing the time during which devices 
stay in an ad hoc network. To enable devices in an ad hoc 
network to communicate with any other node in that net 
work, there must exist an overlap in the time periods for 
which the devices stay connected to the ad hoc network. The 
method of the invention converges the Switching times for 
all the switching devices in an ad hoc network. It tries to 
achieve Synchronized Switching to and from the ad hoc 
network for all members of that network. In the description 
that follows, the following variables will be used to describe 
the method of synchronization: ATP, (e.g., reference 300 
304), 8, switching cycle (SC, e.g., reference 306), and 
TEATP TEATP, is the time elapsed inside ATP. It can be 
anywhere from 0 to ATP. Returning to FIG. 3, TEATP is 
illustrated at 308. 

Turning now to FIG. 5, when a node switches to a network 
i (step 500) where it has not yet formed an ad hoc network 
with any other node, it stays on the network for a time of at 
least 2*SC to hear announcements from other nodes inj. The 
node also announces itself in the beginning of this interval 
(step 502). Thereafter the node announces itself every SC 
time interval in network j. An announcement carries infor 
mation about ATP, and TEATP, for the announcer. Nodes use 
this announcement to synchronize their time with the leader 
of the ad hoc group. 

In one embodiment, the leader of an ad hoc network is a 
node with the largest MAC address in that ad hoc network. 
It is recognized that other ways of selecting a leader can be 
used. For example, a leader of an ad hoc network may be a 
node with the smallest MAC address or one having the 
highest/lowest value of another attribute such as the “time 
elapsed since boot' sent in the announcement. Each ad hoc 
network has a leader and the leader may be different in each 
ad hoc network. If a node hears an announcement from 
another node with a bigger MAC address, it marks the 
announcer as its leader and changes its ATP and TEATP to 
that of the leader (step 504). Since the node knows the SC, 
which is the same for all nodes, it is able to synchronize with 
the leader. The nodes then exit network after the TEATP of 
the leader is over (step 506) and are synchronized on 
Subsequent cycles in network j. Though a node will Syn 
chronize the start time with the leader, it may choose not to 
synchronize the ATP duration with the leader if it gives 
different priority to the network with respect to other net 
works it uses in the Switching cycle. The node also stores the 
MAC address of the leader so that if the leader changes in 
the future, it can resynchronize itself with a new leader (or 
become the leader if appropriate). If the announcement is 
from another node with a smaller MAC address, the receiv 
ing node announces its ATP and TEATP after a random time 
interval in the range of 0 to WaitTime. WaitTime is less than 
or equal to minimum of the amount of time left to finish the 
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12 
network active time period (i.e. ATP-TEATP) of the node 
that triggered the announcement and the announcer. If nodes 
on a network stop hearing the leader for 2*SC time interval 
(i.e. for two full Switching cycles), the nodes assume that the 
leader is gone and resynchronize to the next leader (step 
508). 
The above protocol aims at providing randomized syn 

chronization among all the ad hoc nodes, with all the nodes 
synchronously Switching into and out of the ad hoc network 
with a high probability. Moreover, in the absence of faulty 
nodes and when no announcement messages are lost, if the 
nodes in the ad hoc networkjhave the same ATP, value, then 
new nodes joining network j will converge on a single ATP, 
after a period of time no longer than 2*SC. This is true since 
a new node joining the network has to wait at most 2*SC 
time to hear an announcement from another node in the ad 
hoc network j. This node synchronizes itself with the ad hoc 
network in the first SC time period, and uses the remaining 
time to determine the value of ATP, 
One area of concern is that announcement messages are 

broadcast and are therefore unreliable. As a result, it is 
possible for the announcement message to not reach all the 
ad hoc nodes. There might exist nodes that do not receive 
any announcement messages in a SC time period. Waiting 
for 2 times the SC time period increases the probability of 
a node getting synchronized with the leader in case one or 
more announcements are lost. Fortunately, once a node has 
Successfully joined an ad hoc network and assigned a value 
to ATP, it mainly uses the announcement messages to 
maintain synchronization to the ad hoc network. As a result, 
the loss of a few announcement messages does not drasti 
cally affect the operation of the invention. 

It is possible that nodes with the largest MAC addresses 
in the two ad hoc networks have overlapping activity time 
periods. In such a case, a node should not be connected to 
both the ad hoc networks. Even if a node does connect to the 
two ad hoc networks, it may not synchronize its ATP values. 
There are two solutions for this problem. Firstly, the node 
might try to arbitrate with the leader of each ad hoc network 
to have non-overlapping ATPs. This solution has repercus 
sions in terms of complexity and performance. To have 
non-overlapping ATPs, one or both leaders would need to 
adjust the start time of their ATP and the ATP duration 
carefully to avoid overlaps in other networks with other 
leaders. This solution also has a performance hit in that 
non-leaders would need to resynchronize. We therefore use 
the second solution. In this solution, the node joins both the 
networks, but synchronizes its ATP value to only one net 
work based on its priority. The priority of the network could 
be something that is fixed or adaptive based on criteria Such 
as the amount of traffic seen over the network over a period 
of time or the amount of packets buffered for it. It remains 
connected to the other network for the remaining duration, 
but does not send any announcement messages with its ATP 
in this network. This ensures connectivity to both the 
networks. However, the node should not connect to both the 
networks if their activity periods overlap completely. 
The working of invention is illustrated using the state 

diagram 600 of FIG. 6. The state diagram comprises eight 
states. It is assumed that the wireless card is connected to a 
maximum of n networks N. N. . . . N}. Let numNets 
denote the number of simultaneous networks to which the 
card is associated at a particular instant, and T, denote the 
activity period, ATP, (i.e. the time a card stays in a network 
N.). Given these notations the states in FIG. 6 are explained 
below. 
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Wireless cards start in the START state 602 when they are 
not connected to a wireless network. Additionally, wireless 
cards that are not using the methods of the present invention 
remain in the START state 602 and traditional techniques are 
used to connect to the singular wireless network. These 
cards might be connected to at most one wireless network. 
A wireless card enters the INITN, state 604 when it wants 
to join a new wireless network N. The card enters the INIT 
N, state 604 either from the START state 602 or from the 
ACTIVEN, state 606 as described below. After entering the 
INIT N, state 602, the card sets up a virtual adapter for 
network N j if it does not exist. After creating the virtual 
adapter, the card synchronizes with other nodes if N is an 
ad hoc network as previously described. Nodes also set up 
the data structures for buffering and maintaining other 
information in this state. 

In the ACTIVE N, state 606, the wireless card is con 
nected to wireless network N. Packets sent over network N, 
are sent based on the buffering protocol described above. 
The packets to be sent over other networks are buffered to 
be sent when the card is connected to the other networks. 
After the wireless card has spent a time T, (e.g., ATP) in 
network N, it moves to the PASSIVE N, state 608. The 
network Stack corresponding to N, is deactivated. Conse 
quently, all packets sent over N, are buffered until the 
corresponding stack is activated later in SWITCH N, state 
610. The state corresponding to N, is stored, and is used to 
Switch back to this network during the next Switching cycle. 
The wireless cards enter the SWITCH N, state 610 when 

the current networkN, is either removed in the STOPN, state 
612 or the time T, has expired. In both these cases, cards use 
the Switching strategy to determine the next wireless net 
work, N to connect to and the time, T, the card should stay 
in it. The card then connects to network N, activates the 
corresponding network Stack and sends all the packets that 
were buffered on the network. The card then sets ij and 
moves to the ACTIVE N, state 606. 

Cards have the option of leaving a network. Cards enter 
the STOPN, state 612 if they want to leave a network N. All 
the packets for this network are canceled and the virtual 
adapter for this network is destroyed. If multiple networks 
are still being connected to (i.e. numNetsc 1), the card goes 
to the SWITCH N, state 610 and connects to the next 
network. Otherwise, the card goes to the END state 64. 

In the END state 64, the wireless card is connected to at 
most one network in this state. Traditional techniques are 
used to connect to the singular wireless network. If the 
methods of the invention are to be uninstalled, the cards 
enter the STOP ALL state 616. The packets buffered for all 
the numNets networks are cancelled and the corresponding 
virtual adapters are destroyed. The card then moves to the 
END State 614. 
Now that the overall operation of the invention has been 

described, the details of implementing the invention in a 
Microsoft(R) Windows XPR) operating system will be 
described. It is recognized that the invention may be imple 
mented on other operating systems. The implementation in 
relation to an IEEE 802.11 network shall be used to describe 
the implementation. Windows XPR) provides a Network 
Driver Interface Specification (NDIS) as an intermediate 
layer between the network device drivers and the IP layer. 
NDIS provides transport independence for network card 
vendors since all the upper layer protocols call the NDIS 
interface to access the network. The invention has been 
implemented as a combination of an NDIS intermediate 
driver 740 and a service 746 (e.g., a daemon). The service 
746 implements the buffering and Switching logic and passes 
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instructions to the driver 740. The driver 740 implements the 
mechanics for the buffering and switching. All wireless 
nodes should have the NDIS intermediate driver and service. 
However, no changes are required at the wired nodes (e.g., 
desktop pc 216, etc.). The access points do not require any 
modification if the IEEE 802.11 Power Save Mode is used 
as previously described. It should be noted that the method 
still works if other wireless nodes do not have the driver and 
service or if the access points do not buffer packets. How 
ever, the performance degrades significantly in these cases. 

Turning now to FIG. 7, the intermediate driver 740 is 
added to the NDIS compliant driver layer 730 in the net 
working stack 700, which is shown in a representation 
generally similar to the Open Systems Interface (“OSI) 
networking model. In the OSI model, a networking stack is 
represented as a set of layers, usually seven layers, such that 
each layer processes packets without regard to the Subse 
quent processing by other layers. As illustrated in FIG. 7, at 
the top of the networking stack is the application layer 710, 
which includes application programs such as application 712 
and a mobile-aware application 714. A mobile aware appli 
cation is one that is informed of and adapts to mobility 
initiated changes in the environment (e.g., address and 
configuration changes due to the node getting connected to 
a different network, the changes in the speed, latency, 
congestion, loss, throughput between networks, the location 
of the host, etc). It uses functions provided by the operating 
system for this purpose. The application layer 710 sends and 
receives packets (via intermediate layers not shown in FIG. 
7) to the transport protocol layer 720, which is illustrated to 
have legacy protocols 722, the TCP/IP 724, and native 
media aware protocols 726. The protocols in the transport 
protocol layer 720 communicate with the NDIS compliant 
driver layer 73 
NDIS requires the lower edge of a network protocol 

driver to bind to a network miniport driver (i.e., a driver that 
directly manages a network interface card (NIC) and pro 
vides an interface to higher level drivers) and the upper edge 
of miniport drivers to bind to a protocol driver. The inter 
mediate driver 740 comprises two components. The com 
ponents are a protocol driver 742 and a miniport driver 744. 
The protocol driver 742 binds at the lower edge to the 
wireless LAN miniport driver 760 with NDIS extensions 
762. The miniport driver 744 binds at the upper edge to the 
network protocols, such as TCP/IP 724. The protocol driver 
742 exposes a virtual adapter 748 for each network to which 
the wireless card 770 is connected. The miniport driver 744 
maintains the state for each virtual adapter 748. The advan 
tage of this architecture is that there is an IP stack, and 
therefore a different IP address, for each network. 
The network stack sees each virtual adapter 748 as a 

different wireless card interface. Each of these virtual adapt 
ers should have a distinct MAC address. Although it is 
possible to do this over an Ethernet interface, many com 
mercially available wireless cards exist that do not forward 
packets from another MAC address. In Such cases, each 
virtual adapter 748 is given the MAC address of the under 
lying wireless card. However, this is not desirable since 
multiple IP addresses are then assigned to the same MAC 
address. The protocol driver 742 manages the state of the 
virtual adapters 748. It switches the association of the 
underlying card across different networks, and buffers pack 
ets if the SSID of the associated network is different from the 
SSID of the sending virtual adapter 748. The protocol driver 
742 also buffers packets on the instruction of the Service 746 
as described hereinbelow. 
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The protocol driver also handles packets received by the 
wireless adapter. A wireless card can send and receive 
packets only on the currently associated network. A packet 
received on the wireless adapter is sent to the virtual adapter 
748 that is active at that instant. The protocol driver 742 
maintains the information about the currently active virtual 
adapter 748. The miniport driver 744 maintains all the state 
about each virtual adapter 748. This includes the SSID and 
operational mode of the wireless network. It is also respon 
sible for handling query and set operations that were other 
wise meant for the underlying wireless adapter. 

In addition to the intermediate driver 740, the other major 
software component is the service 746. This service is 
implemented at the user level and implements the buffering 
and Switching logic. It interacts with other nodes, and passes 
signaling messages to the intermediate driver 740 to either 
start or stop a Switching and buffering action. The service 
746 is responsible for signaling the switching time to the 
protocol driver 742. This signal denotes the time to switch 
the card and activate another network. There are various 
strategies that are used to determine the activity period of a 
network. These include fixed priority, adaptive traffic, and 
adaptive buffer. 

In the fixed priority strategy, each network gets a fixed 
preallocated activity period. This time is prioritized, with 
Some networks getting more time than the others based on 
the importance of the network. The priorities are specified 
by the user. In the adaptive traffic strategy, each network gets 
an activity period based on the amount of traffic it has seen 
over a window of time. In the adaptive buffer strategy, the 
networks get an activity period proportional to the number 
of packets buffered by the intermediate driver 740. The 
benefits of each approach are described below. 

The service 746 on the switching node broadcasts a 
message just before the protocol driver 742 switches the 
card to another network. This message is received by the 
services running on other nodes, and indicates the state of 
the sending card. The service on the receiving nodes indi 
cates this state to its driver 740, which then starts to buffer 
packets. The service 746 uses I/O Control Codes (ioctls) to 
interact with the intermediate driver 740. Query and set 
ioctls are implemented to expose the features of the service 
and for managing the behavior of the driver 740. It should 
be noted that the switching signals of the service 746 could 
be implemented in the driver as an NDIS timer. The switch 
ing signals are implemented in the service 746 to enable 
making Switching decisions depending on the state of the 
other nodes as it is much easier to communicate and main 
tain network state at the user level than below the network 
layer. Further, it is much easier to manage the driver from the 
user level, than to modify the kernel and reinstall the 
Software every time a parameter is changed. However, it is 
expected that better performance will be achieved if the 
functionality of most of the service 746 is moved down in 
the network stack to the intermediate driver 740. 

The fixed priority, adaptive traffic, and adaptive buffer 
switching strategies show different behavior and each of 
them are useful for different scenarios. For the fixed switch 
ing strategy, the network with higher priority gets a larger 
time slot in which the wireless card remains active. There 
fore, the network with a higher priority takes lesser time to 
complete a FTP transfer. The results of the adaptive strategy 
methods are similar. The adaptive buffer method adjusts the 
time it stays on a network based on the number of packets 
buffered for that network. Since the maximum throughput on 
an infrastructure network is more than the throughput of an 
ad hoc network, the number of packets buffered for the 
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infrastructure network is more. Therefore, the FTP transfer 
completes faster over the infrastructure network as com 
pared to a fixed strategy of 50% in an infrastructure network 
and 50% in an ad hoc network case. For a similar reason the 
FTP transfer over the infrastructure network completes 
faster when using the adaptive traffic strategy of Switching. 
If more traffic is seen sent over the infrastructure network, 
the method proportionally gives more time to it. Overall, the 
adaptive strategies work by giving more time to faster 
networks if there is maximum activity over all the networks. 
However, if some networks are more active than the others, 
then the active networks get more time, and an inactive 
network gets much less time, if any. It is expected that these 
adaptive strategies will give the best performance if the user 
has no priority and wants to achieve the best performance 
over all the networks. However, if the user wants to priori 
tize his networks, fixed priority strategy is recommended. 
The adaptability of the invention is demonstrated in FIG. 

8. The adaptive buffer switching strategy is evaluated by 
running the invention for an ad hoc and an infrastructure 
network, for 150 seconds. The plots 800, 802 at the top of 
FIG. 8 show the traffic seen on both the wireless networks. 
Plot 800 is the traffic for the ad hoc network and plot 802 is 
the traffic for the infrastructure network. The plots 804, 806 
show the corresponding effect on the activity period of each 
network. Plot 804 is the activity period for the ad hoc 
network and plot 806 is the activity period for the infra 
structure network. As a result of the adaptive Switching 
strategy, the activity period of the networks vary according 
to the traffic seen on them. Initially when there is no traffic 
on either network, equal time is given to both networks. 
After 20 seconds there is more traffic on the ad hoc network, 
and so more time is allocated to the ad hoc network. The 
traffic on the infrastructure network is greater than the traffic 
on the ad hoc network after around 110 seconds. Conse 
quently, the infrastructure network is allocated more time. 
This correspondence between relative traffic on a network 
and its activity periods is evident in FIG. 8. 

It should be noted that the adaptivity of the methods of the 
present invention reduces or eliminates the need for Zero 
configuration services presently configured in operating 
systems such as the wireless Zero configuration (WZC) 
presently configured in Windows XPR). The WZC is a 
service in Windows XP(R) that forces connectivity to the first 
available wireless network in a user's list of “Preferred 
Networks.” The adaptive Switching strategies require a user 
to specify a list of preferred networks, and the card connects 
to all the networks giving time to a network based on the 
amount of traffic on it. The current implementation of WZC 
can be modified to not force network connectivity or to force 
network connectivity among a plurality of Preferred Net 
works. Alternatively, it is possible to treat the different 
virtual miniports as different wireless adapters to the user, 
and then allow WZC to have a preferred network for each 
virtual adapter. 

It has been previously discussed that buffering over 
infrastructure networks can be achieved by using the IEEE 
802.11 power saving mode. However, many wireless cards 
use proprietary Software, which does not expose any API in 
Windows to programmatically set the resolution of power 
save mode for a wireless card. Therefore, the buffering 
algorithm previously described may not be implementable 
with these proprietary software wireless cards. This problem 
may be resolved by buffering packets at the end points of the 
infrastructure networks, using a similar scheme as described 
above for ad hoc networks. The service 746 keeps track of 
the end points of all on-going sessions, and buffers packets 
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if the destination is currently in another network. For wide 
scale deployment, it is unreasonable to expect Internet 
servers, such as Yahoo or Amazon or the like, to do the 
buffering for nodes, and it is practical to implement the 
buffering algorithm at the access points as described above. 

It should be noted that some packets destinations might 
not be on any of the networks to which the wireless card is 
connected. If the destination is not on any of the connected 
networks, a default gateway is chosen to send the packets. 
This is done even if the network with the gateway node is 
currently inactive. To send packets only on gateways of 
currently active networks, a flag is used to indicate when the 
network with the default gateway is active. This ensures that 
packets routable on the currently active network are not 
buffered. 

The invention requires network dependent IP addresses 
for the different virtual adapters exposed by it. However, this 
may be a difficult constraint in existing operating systems. 
For example, an ad hoc network works in Windows(R) by 
assigning the node an autonet address. (i.e. 169.254.X.y 
address). In Windows XPR), a node is assigned an autonet 
address only if it is unable to get a proper DHCP (dynamic 
host configuration protocol.) address. This approach works 
fine if the network card stays in the ad hoc node for some 
time. However, the network card operating in accordance 
with the invention periodically switches between networks. 
If one of the networks is an infrastructure network, or a 
network with a DHCP server, the DHCP request gets 
through and the ad hoc node gets an IP address outside the 
range of autonet addresses. This can be fixed by manually 
allocating IP addresses for the virtual miniports. A better 
solution is to allow ad hoc nodes to get an autonet address 
without first attempting to get a routable DHCP address. 
A key to the success of the invention is a short delay when 

Switching across networks. However, commercially avail 
able wireless cards do not associate to more than one 
network at a time, and perform the entire 802.11 association 
procedure every time they switch to a network. We carried 
out a more detailed analysis of the steps when associating to 
an 802.11 network. There is a significant overhead when 
switching from one network to another network. The delay 
is on the order of 3 to 4 seconds from the time the card 
finishes associating to an ad hoc network, after Switching 
from an infrastructure network, to the time it starts sending 
data. Our investigations revealed that the cause of this delay 
is the media disconnect and connect notifications to the IP 
stack. The IP stack damps the media disconnect and connect 
for a few seconds to protect itself and its clients from 
spurious media disconnects and media connects. The 
spurious connects and disconnects can be generated by 
network interface cards due to a variety of reasons ranging 
from buggy implementations of the card or Switch firmware 
to the card/switch resetting itself to flush out old state. IP 
was designed to damp the media disconnect and connect 
notifications for some time before rechecking the connec 
tivity state of the adapter and taking the action commensu 
rate with that state. 

In the case of the present invention, the switching between 
the networks is deliberate and meant to be hidden from 
higher protocols such as IP and its clients. We hide this 
switching by having the intermediate driver 740 trap the 
media disconnect and media connect messages when it 
switches between networks. Since the intermediate driver 
740 is placed below IP, it can prevent the network layer from 
receiving the media disconnect and media connect mes 
sages. This results in a significant improvement in the 
switching overhead. An extra delay of 3 to 4 seconds when 
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Switching to an ad hoc network was reduced to approxi 
mately 100 milliseconds, which is attributed to the firmware 
of the wireless cards. Masking the media connect and 
media disconnect messages makes it no longer possible to 
accurately represent the active/passive state of the virtual 
adapters. As a result of the masking, all of the adapters are 
visible to the IP layer as active. It should be noted that the 
state of each miniport instance is however known to the 
intermediate driver 740. 
The performance and deployment of the invention may be 

further improved. Good performance depends on low 
Switching delays. It was previously discussed that the 
Switching overhead can be reduced by an order of magnitude 
by trapping media disconnects. However, the Switching 
delay is still in the order of hundreds of milliseconds, and 
this delay can be further reduced. The main cause of the 
switching overhead is the 802.11 protocol, which is executed 
every time a card switches to a network. The card believes 
that it has disassociated from the previous network and 
re-starts association. Furthermore, existing wireless cards do 
not store state for more than one network in the firmware, 
and wireless cards require a firmware reset when changing 
the mode from ad hoc to infrastructure and vice versa. Most 
of these problems can be fixed without breaking the IEEE 
802.11 protocol. Since switching is forced by the invention, 
we recommend that the firmware and driver of wireless 
cards export the stored state for the currently associated 
network. With this, the protocol driver 742 only needs to 
context Switch the card across various networks, by loading 
and saving state of a wire-less network. The only overhead 
on switching will then be synchronization with the current 
wireless network. This can be done reactively with the card 
requesting a synchronization beacon when it Switches to a 
network. 
With respect to security, the IEEE 802.1X is a centralized 

authentication protocol that is becoming increasingly popu 
lar for enterprise wireless LANs. The overhead of the IEEE 
802.1X authentication protocol was measured and it was 
found to be approximately 600 ms. It is clear that the 
wireless card should be prevented from going through a 
complete authentication procedure every time it switches 
across IEEE 802.1X enabled networks. The authentication 
cycles are eliminated by storing the IEEE 802.1X state in the 
intermediate driver 740. The intermediate driver 740 uses 
this state instead of redoing the authentication procedure 
every time a switch is made. Furthermore, the IEEE 802.11 
standard recommends an optimization called Preauthenti 
cation for the access points. Preauthentication works by 
having the access points maintain a list of authenticated 
nodes. When implemented, this optimization will eliminate 
the authentication overhead every time the wireless card 
switches to an 802.1X enabled network. 

In an alternate embodiment, the concept of leader election 
and synchronization with a leader is not required. This 
embodiment uses many of the concepts of the previous 
embodiments but does not require all of the concepts. For 
example, the adaptive Switching capability and the ability to 
vary the time spent on different networks described previ 
ously are not required. Additionally, this embodiment con 
trols the Switching of the virtual adapters, implements a 
different buffering strategy than previously described, and 
sends its own control traffic instead of the control traffic 
previously described. This embodiment of the invention 
shall be described using the IEEE 802.11 standard and the 
protocol driver 400 (or the intermediate driver 740) of the 
previous embodiments described. It should be noted that 
other wireless protocols may be used. The IEEE 802.11 
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standard divides the available frequency in orthogonal (i.e., 
non-overlapping) channels. The IEEE 802.11a standard Sup 
ports thirteen orthogonal channels. The 802.11b standard has 
11 channels in the 2.4 GHz spectrum, 3 of which are 
orthogonal. The 802.11a standard has 13 orthogonal chan 
nels in the 5 GHz spectrum. Packet transmissions on the 
orthogonal channels do not interfere with each other if the 
communicating nodes (e.g., wireless cards) on them are 
reasonably separated. Studies have shown that a reasonable 
separation of at least twelve inches is sufficient for most 
hardware. 

Turning to FIG.9, the implementation of this embodiment 
of the invention is illustrated in the Microsoft(R) Windows 
XPR) operating system. It is recognized that the invention 
may be implemented on other operating systems. A channel 
hopping layer 900 in communication with the virtual adapt 
erS 748 is added above the intermediate driver 740. The 
channel hopping layer 900 sends to and receives packets 
from application layer 710 and transport protocol layer 720 
via the NDIS compliant driver layer 730. The channel 
hopping layer communicates with the intermediate layer 740 
and directs it to switch to different channels in accordance 
with the nodes' channel hopping schedule as described 
below. While the channel hopping layer is shown as a 
separate layer, it may be integrated with other layers such as 
miniport driver 744, NDIS compliant driver layer 730, and 
the like. 

This embodiment works in a single-hop or multi-hop 
environment and Supports multi-hop flows. A slot is the time 
spent on a single channel. A channel hopping schedule is a 
list of channels that a node places to Switch to in Subsequent 
slots and the time at which it plans to make each switch. 
Each node maintains a list of the channel hopping schedules 
for all other nodes with which it is aware. Note that the 
information in the list may be out-of date; it just takes a 
longer period of time for a node to overlap in a slot with 
another node whose information is out of date with the node. 
A node is allowed to follow a channel hopping schedule that 
overlaps for a portion of the time with a node A and another 
portion of time with a second node B. 

Each wireless card Switches across multiple channels so 
that multiple flows within interfering range of each other can 
simultaneously occur on orthogonal channels. This results in 
significantly increased network capacity when network traf 
fic patterns consist of Such flows. 

Packets that are to be sent to other nodes are maintained 
in per-neighbor FIFO queues. Using FIFO queues maintains 
standard higher-layer assumptions about in-order delivery. 
The per-neighbor FIFO queues are maintained in a priority 
queue ordered by perceived neighbor reachability. At the 
beginning of a slot, packet transmissions are attempted in a 
round-robin manner or the like among all flows. If a packet 
transmission to a particular neighbor fails, the corresponding 
flow is reduced in priority until a period of time equal to one 
half of a slot duration has elapsed. This limits the bandwidth 
wasted on flows targeted at nodes that are currently on a 
different channel to at most two packets per slot whenever 
a flow to a reachable node also exists. Packets are only 
drawn from the flows that have not been reduced in priority 
unless only reduced priority flows are available. 

Nodes using this embodiment of the invention may be on 
different channels. To account for this, broadcast packets 
transmitted in any one slot are likely to reach only some of 
the nodes within physical communication range. The net 
work stack layer as described above handles this issue 
through repeated link-layer retransmission of broadcast 
packets enqueued by higher layers. Although broadcast 
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packets sent this way may reach a different set of nodes than 
if all nodes had been on the same channel, this has not been 
found to present a difficulty to protocols employing broad 
cast packets; as few as six transmissions allows DSR (Dy 
namic Source Routing—a protocol that relies heavily on 
broadcasts) to function well. Such behavior is not surprising 
since broadcast packets are known to be less reliable than 
unicast packets, and so protocols employing them are 
already robust to their occasional loss. However, it should be 
noted that the retransmission of packets may not be com 
patible with all uses of broadcast, such as its use to do 
synchronization. Note that the selection of six transmissions 
was derived for a thirteen channel network. Deploying the 
invention in an environment with a different number of 
channels might require the choice of six transmissions to be 
changed. 
The IEEE 802.11 standard recommends the use of a 

Request to Send (RTS) and Clear to Send (CTS) mechanism 
to control access to a channel. A node desiring to transmit a 
packet must sense the medium free for a DCF interframe 
space (DIFS). The sending node then broadcasts an RTS 
packet seeking to reserve the medium. If the intended 
receiver node hears the RTS packet, the receiver node sends 
a CTS packet. The CTS packet reserves the medium in the 
neighborhood of the receiver, and neighbors do not attempt 
to send a packet for the duration of the reservation. A node 
with a packet to send may discover that a neighbor is not 
present on a given channel when no CTS is received in 
response to a transmitted RTS. However, the node may very 
well be present on another channel, in which case the packet 
should still be delivered. To handle such an event, the packet 
in the packet queue is initially retained. Packets are dropped 
only when the channel hopping layer 900 gives up on all 
packets to a given destination. The dropping of an entire 
flow occurs only when transmission of a packet to the 
destination node has failed to occur for an entire cycle of the 
channel hopping schedule. After a flow to a destination has 
been garbage collected, new packets with the same destina 
tion inserted in the queue are assigned to a new flow and the 
flow is attempted in the normal manner. 
The packet scheduling policy described above is simple to 

implement and yields good performance in the typical case 
that node schedules are known and information about node 
availability is accurate. A potential drawback is that a node 
crash (or other failure event) can lead to a number of wasted 
RTSs to the failed node. 

The channel hopping schedule is best understood by first 
describing the data structure used to represent the channel 
hopping schedule. The channel hopping schedule must cap 
ture a given node's plans for channel hopping in the future, 
and there is obvious overhead to representing this as a very 
long list. Instead of using a long list, the channel hopping 
schedule is compactly represented as a current channel and 
a rule for updating the channel. In one implementation, the 
channel hopping schedule is represented as a set of 4 
(channel, seed) pairs. Experimental results show that 4 pairs 
are Sufficient to give good performance. Other sets of 
(channel, seed) pairs may be used. The (channel, seed) pair 
is represented as (x,a). The channel X, is represented as an 
integer in the range 0, 12 in the IEEE 802.11a operating 
environment as there are 13 orthogonal channels. The seed 
a, is represented as an integer in the range 1, 12 where “1” 
represents the minimum channel hop and “12 represents the 
maximum channel hop in the operating environment. Each 
node iterates through all of the channels in the current 
schedule, Switching to the channel designated in the sched 
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ule in each new slot. The node then increments each of the 
channels in its schedule using the seed, 

and repeats the process. The channel Scheduling mechanism 
has three simultaneous design goals: allowing nodes to be 
synchronized in a slot, infrequent overlap between nodes 
that do not have data to send to each other, and ensuring that 
all nodes come into contact occasionally (to avoid a logical 
partition). To achieve these goals, a simple mathematical 
technique, addition modulo a prime number is used. Note 
that the use of addition modulo a prime number to construct 
the channel hopping schedules doe not restrict the invention 
to scenarios where the number of channels is a prime 
number. If the number of channels is not a prime number, 
one could straightforwardly use a larger prime as the range 
of X, and then map down to the actual number of channels 
using a modulus reduction. While the mapping may have 
Some bias to certain channels, the bias could be made 
arbitrarily Small by choosing a sufficiently large prime 
number. 
An additional slot is used to prevent logical partitions 

(i.e., a condition where two nodes in communication range 
are unable to communicate). After a node has iterated 
through every channel on each of its 4 slots, it switches to 
a parity slot whose channel assignment is given by 
x -a. The term “parity slot” is derived from the analogy 
to the parity bits appended at the end of a string in some error 
correcting codes. The term "cycle” refers to the time to 
iterate through all the slots, including the parity slot. In one 
implementation, the time is 530 ms. 

In FIG. 10, possible channel schedules for two nodes in 
the case of 2 slots and 3 channels are illustrated. Nodes 
Switch from one slot to the next according to a fixed 
schedule (e.g., every 10 ms). In FIG. 10, node A and node 
B are synchronized in one of their two slots (i.e., they have 
identical (channel, seed) pairs), and they also overlap during 
the parity slot. The field of the channel schedule that 
determines the channel during each slot is shown in bold. 
Each time a slot reappears, the channel is updated using the 
seed. For example, node A's slot 1 initially has (channel, 
seed)=(1, 2). After the slot time has passed, node A switches 
to slot 2. Slot 2 of node A has an initial (channel, seed)=(2. 
1). The next time slot 1 is entered, the channel is updated by 
adding the seed to it mod 3 (mod 3 because in this example, 
there are 3 channels). The resulting channel is given by 
(1+2) mod 3-0. The next time slot 1 is entered, the channel 
is again updated by adding the seed to it mod 3. The 
resulting channel is given by (0+2) mod 3-2. The next time 
slot 2 is entered, the channel is updated and the resulting 
channel is given by (2+1) mod 3-0. The next time slot 2 is 
entered, the resulting channel is given by (0-1) mod 3-1. 
As previously indicated, nodes switch from one slot to the 

next according to a fixed schedule. However, the decision to 
Switch channels may occur while a node is transmitting or 
receiving a packet. In this case the Switch to a different 
channel is delayed until after the transmission and ACK (or 
lack thereof) have occurred. 

Nodes learn each other's schedules by periodically broad 
casting their channel schedule and offset within this cycle. 
The IEEE 802.11 Long Control Frame Header format is used 
in one implementation to embed both the schedule and the 
node's current offset. The format contains six unused bytes. 
Two of the unused bytes are used to embed the current offset 
with respect to the cycle and the remaining bytes are used to 
embed the (channel, seed) pairs. The channel hopping layer 
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900 at each node schedules one of these packets for broad 
cast once per slot. Nodes also update their knowledge of 
other nodes' schedules by trying to communicate and fail 
ing. Whenever a node sends an RTS to another node, and 
that node fails to respond even though it was believed to be 
in this slot, the node sending the RTS updates the channel 
schedule for the other node to reflect that it does not 
currently know the node's schedule in this slot. 
A node may change its own Schedule. Generally, there is 

one slot where nodes are not permitted to change the seed 
except during a parity slot. For example, if a node is not 
permitted to change the seed in its first slot, Nodes will 
always overlap in either the first slot or the parity slot, and 
hence will always be able to exchange channel Schedules 
within a moderate time interval. Schedules are updated in 
two ways: each node attempts to maintain that its slots start 
and stop at roughly the same time as other nodes, and that 
its channel schedule overlaps with nodes for which it has 
packets to send. The information needed for this synchro 
nization is embedded within the Long Control Frame 
Header. 

At a high level, each node achieves overlap with nodes for 
which it has traffic straightforwardly, by changing part of its 
own schedule to match that of the other nodes. However, a 
number of minor decisions must be made correctly in order 
to achieve this high level goal. 
Nodes recompute their channel schedule right before they 

enqueue the packet announcing this schedule in the NIC 
(e.g., at least once per slot). In a naive approach, this node 
could examine its packet queue, and select the (channel, 
seed) pairs that lead to the best opportunity to send the 
largest number of packets. However, this approach ignores 
the interest this node has in receiving packets and in avoid 
ing congested channels. An example of the kind of problem 
that might arise if one ignores the interest in receiving 
packets is illustrated in FIG. 11. Here. A synchronized with 
B, and then B synchronized with C in such a way that A was 
no longer synchronized with B. This could have been 
avoided if B had used its other slot to synchronize with C. 
as it would have done if it considered its interest in receiving 
packets. 
To account for a node's interest in receiving packets, 

per-slot counters are maintained for the number of packets 
received during the previous time the slot was active (ignor 
ing broadcast packets). Any slot that received more than 10 
packets during the previous iteration through that slot is 
labeled a receiving slot. Note that the number “10' for the 
number of packets received is a tunable parameter. The 
number ten has been found to be a good number in an 
environment of 54 Mbps and 10 msec switching times. A 
different number may be used with other network param 
eters. If all slots are receiving slots, any one is allowed to be 
changed. If some slots are receiving slots and some are not, 
only the (channel, seed) pair on a non-receiving slot is 
allowed to be changed for the purpose of synchronizing with 
nodes in which packets are to be sent. 
To account for channel congestion, the (channel, seed) 

pairs of all the nodes that sent us packets in a given slot are 
compared with the (channel, seed) pairs of all the other 
nodes in our list of channel schedules. If the number of other 
nodes synchronized to the same (channel, seed) pair is more 
than twice as many as this node communicated with in the 
previous occurrence of the slot, an attempt is made to 
de-synchronize from these other nodes. De-synchronization 
just involves choosing a new (channel, seed) pair for this 
slot. In experiments, this de-synchronization mechanism 
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was both necessary and sufficient to prevent the nodes from 
all converging to the same set of (channel, seed) pairs. 
The final constraints are used to moderate the pace of 

change in schedule information. Each node only considers 
updating the (channel, seed) pair for the next slot, never for 
slots further in the future. If the previous set of criteria 
Suggests updating some slot other than the next slot, that 
decision is delayed. Given these constraints, picking the best 
possible (channel, seed) pair simply requires considering the 
choice that synchronizes with the set of nodes for which a 
node has the largest number of queued packets. Additionally, 
the (channel, seed) pair for the first slot is only allowed to 
be updated during the parity slot, which helps to prevent 
logical partition. 

This strategy naturally Supports nodes acting as Sources, 
sinks, or forwarders. A source node will find that it can 
assign all of its slots to Support sends. A sink node will find 
that it rarely changes its slot assignment, and hence nodes 
sending to it can easily stay synchronized. A forwarding 
node will find that some of its slots are used primarily for 
receiving; after re-assigning the channel and seed in a slot to 
Support sending, the slots that did not change are more likely 
to receive packets, and hence to stabilize on their current 
channel and seed as receiving slots for the duration of the 
current traffic patterns. This technique of synchronization is 
termed “partial synchronization.” 

To avoid requiring modifications to hardware or the 
network stack, the channel hopping layer 900 buffers pack 
ets below the network layer, but above the NIC device 
driver. To maintain control over transmission attempts, the 
NIC is configured to buffer at most one packet at a time, and 
to attempt exactly one RTS for each packet before returning 
to the channel hopping layer 900. By observing NIC-level 
counters before and after every attempted packet transmis 
sion, a user is able to determine whether a CTS was heard 
for the packet, and if so, whether the packet was successfully 
transmitted and acknowledged. 

For efficiency reasons, the IEEE 802.11 Long Control 
Frame Header format to broadcast channel schedules and 
current offsets, rather than using a full broadcast data packet. 
The most common control frames in IEEE 802.11 (RTS, 
CTS, and ACK) use the alternative short format. The long 
format was included in the IEEE 802.11 standard to support 
inter-operability with legacy 1-Mbps and 2-Mbps DSSS 
systems. The format contains 6 unused bytes; we use 4 to 
embed the 4 (channel, seed) pairs, and another 2 to embed 
the offset within the cycle (i.e., how far the node has 
progressed through the 530 ms cycle). 

Note that the beaconing mechanism used in IEEE 802.11 
ad-hoc mode for associating with a Basic Service Set (BSS) 
works unchanged in the presence of the invention. A newly 
arrived node can associate to a BSS as soon as it overlaps in 
the same channel with any already-arrived node. 

The performance of this embodiment of the invention was 
compared to the commonly used single-channel IEEE 
802.11a protocol. The simulated environment comprises a 
varying number of nodes in a 200 mx200 m area. All nodes 
in a single simulation run use the same MAC, either that of 
the invention or IEEE 802.11a. All nodes are set to operate 
at the same raw data rate, 54 Mbps. Thirteen usable channels 
in the 5 GHz band are assumed. The implementation of the 
invention is configured to use 4 seeds, and each slot duration 
is 10 ms. All seeds are randomly chosen at the beginning of 
each simulation run. 

Throughput is primarily measured under a traffic load of 
maximum rate UDP flows. In particular, a Constant Bit Rate 
(CBR) flows of 512 byte packets sent every 50 us was used. 
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This data rate is more than the sustainable throughput of 
IEEE 802.11a operating at 54 Mbps. 
A channel switch delay of 80 us is used. This choice is 

based on recent work in Solid state electronics on reducing 
the settling time of the Voltage Control Oscillator (VCO). 
Switching the channel of a wireless card requires changing 
the input voltage of the VCO, which operates in a Phase 
Locked Loop (PLL) to achieve the desired output frequency. 
The delay in channel Switching is due to this settling time. 
The specification of Maxim IEEE 802.11b Transceivers 
shows this delay to be 150 us. A more recent work shows 
that this delay can be reduced to 40-80 us for IEEE 802.11a 
cards. 

Turning now to FIG. 12, the overhead of successfully 
initiating a CBR flow between two nodes within communi 
cation range of each other was measured. The first node 
initiates the flow just after the parity slot. This incurs a 
worst-case delay in Synchronization, because the first of the 
four slots will not be synchronized until 530 ms later. 

FIG. 12 shows the moving average over 20 ms of the 
throughput at the receiver node. Curve 1200 is the moving 
average for the invention and curve 1202 is the moving 
average for the single-channel 802.11a protocol. The sender 
quickly synchronizes with the receiver on three of the four 
slots, as it should, and on the fourth slot after 530 ms. The 
figure shows the throughput while synchronizing (oscillat 
ing around 34 of the raw bandwidth), and the time required 
to synchronize. After synchronizing, the channel Switching 
and other protocol overheads lead to only a 400 Kbps 
penalty in the steady-state throughput relative to IEEE 
802.11a. This penalty conforms to the overheads in this 
embodiment of the invention: a node spends 80 us every 10 
ms switching channels (80 us/10 ms=0.008), and then must 
wait for the duration of a single packet to avoid colliding 
with pre-existing packet transmissions in the new channel (1 
packet/35 packets=0.028). Adding these two overheads 
together leads to an expected cumulative overhead of 3.6%, 
which is in close agreement with the measured overhead of 
(400 Kbps/12 Mbps)=3.3%. 
Note that the throughput reaches a maximum of only 13 

Mbps, although the raw data rate is 54 Mbps. This low 
utilization can be explained by the IEEE 802.11a require 
ment that the RTS/CTS packets be sent at the lowest 
supported data rate, 6 Mbps, along with other overheads. 
Note that the invention requires more re-transmissions 

than IEEE 802.11 to prevent logical partitions. These 
retransmissions waste bandwidth that could have been dedi 
cated to a node that was present on the channel. To quantify 
this overhead, a CBR flow was initiated between two nodes, 
the system was allowed to quiesce, and then a send was 
initiated from the first node to a non-existent node. FIG. 13 
shows the moving average over 80 ms of the throughput. 
The figure shows that the sender takes 530 ms to timeout on 
the non-existent node. During this time the throughput drops 
by 550 Kbps, which is a small fraction (4.6%) of the total 
throughput. 

Turning now to FIG. 14, the ability of the invention to 
fairly share bandwidth between two flows, and to quickly 
achieve this fair sharing is quantified. To measure this, Node 
1 is started to send a maximum rate UDP flow to Node 2. At 
21.5 seconds, Node 1 starts a second maximum rate UDP 
flow to Node 3. FIG. 14 presents the moving average over 
140 ms of the throughput achieved by both receivers. Curve 
1400 is the throughput of Node 2 and curve 1402 is the 
throughput of Node 3. It can be seen that the bandwidth is 
split between the receivers nearly perfectly, and with no 
decrease in net throughput. 
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The effect of mobility at a micro-level on the performance 
of the invention was analyzed. Ideally, the invention should 
be able to detect a link breakage due to movement of a node 
and Subsequently re-synchronize to other neighbors. It is 
shown that the invention can handle this scenario with an 
experiment comprising 3 nodes and 2 flows. In FIG. 15, the 
moving average over 280 ms of each flows throughput is 
shown. Curve 1500 is the throughput of Node 2 and curve 
1502 is the throughput of Node 3. 
Node 1 is initially sending a maximum rate UDP flow to 

Node 2. Node 1 initiates a second UDP flow to Node 3 at 
around 20.5 seconds. This bandwidth is then shared between 
both the flows until 30 seconds, when Node 3 moves out of 
the communication range of Node 1. The experiment con 
figures Node 1 to continue to attempt to send to Node 3 until 
43 seconds, and during this time it continues to consume a 
small amount of bandwidth. When the flow to Node 3 finally 
stops, Node 2's received throughput increases back to its 
initial rate 

As previously described, the invention tries to synchro 
nize slot begin and end times. One way to accomplish this 
is through the use of a simple averaging technique. This 
technique is known in the art and need not be described in 
detail herein. Regardless of the approach used, the invention 
is also designed to be robust to clock skew. The robustness 
of the invention to moderate clock skew is quantified in the 
following experiment. The throughput between two nodes is 
measured after artificially introducing a clock skew between 
them, and disabling the invention synchronization scheme 
for slot begin and end times. The clock skew is varied from 
1 ns (10-6 ms) to 1 ms such that the sender is always ahead 
of the receiver by this value. The results are shown in FIG. 
16. 

Note that the throughput achieved between the two nodes 
is not significantly affected by a clock skew of less than 10 
us. These practical values of clock skew are extremely small 
to impact the performance of the invention. The drop in 
throughput is more for larger clock skews, although the 
throughput is still acceptable at 10.5 Mbps when the skew 
value is an extremely high 1 ms. These results indicate that 
the design choice of not requiring nodes to Switch synchro 
nously across slots is acceptable. 

Turning now to FIG. 17, simulations indicating the inven 
tions ability to achieve and Sustain a consistently high 
throughput for a traffic pattern consisting of multiple flows 
is shown. The number of disjoint flows that can be supported 
by the invention is examined. All nodes in this experiment 
are in communication range of each other, and therefore two 
flows are considered disjoint if they do not share either 
endpoint. Ideally, the invention should utilize the available 
bandwidth on all the channels on increasing the number of 
disjoint flows in the system. This is evaluated by varying the 
number of nodes in the network from 2 to 30 and introducing 
a flow between disjoint pairs of nodes where the number of 
flows varies from 1 to 15. 

FIG. 17 shows the per-flow throughput where curve 1700 
is the 802.11a protocol and curve 1702 is the protocol of the 
invention. FIG. 18 shows the total system throughput where 
curve 1800 is the 802.11a protocol and curve 1802 is the 
protocol of the invention. IEEE 802.11a performs margin 
ally better when there is just one flow in the network. When 
there is more than one flow, it can be seen that the invention 
significantly outperforms IEEE 802.11a. 
An increase in the number of flows decreases the per-flow 

throughput for both the invention and IEEE 802.11a. How 
ever, the drop for IEEE 802.11a is much more significant. 
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The drop for IEEE 802.11a is easily explained by FIG. 18, 
which shows that the overall system throughput for IEEE 
802.11a is approximately constant. 

It may seem Surprising that the system throughput of the 
invention has not stabilized at 13 times the throughput of a 
single flow by the time there are 13 flows. This can be 
attributed to the inventions use of randomness to distribute 
flows across channels. These random choices do not lead to 
a perfectly balanced allocation, and therefore there is still 
unused spectrum even when there are 13 flows in the system, 
as shown by the continuing positive slope of the curve in 
FIG. 17. 

Turning now to FIGS. 19 and 20, the case when the flows 
in the network are not disjoint (e.g., nodes participate as both 
sources and sinks and in multiple flows) is illustrated. These 
figures illustrate the inventions ability to efficiently support 
sharing among simultaneous flows that have a common 
endpoint. Each node in the network starts a maximum rate 
UDP flow with one other randomly chosen node in the 
network. The number of nodes (and thus flows) from 2 to 20 
are varied. All nodes are within communication range of 
each other. The per-flow throughput is illustrated in FIG. 19 
and system throughput is illustrated in FIG. 20 for the 
invention and IEEE 802.11a. Curves 1900 and 2000 are 
results of the 802.11a protocol and curves 1902 and 2002 are 
results of the protocol of the invention. The curves are not 
monotonic because variation in the random choices leads to 
Some receivers being recipients in multiple flows (and hence 
bottlenecks). The invention performs slightly worse in the 
case of a single flow, but much better in the case of a large 
number of flows. 

Turning now to FIG. 21, the effect of flow duration is 
shown. The invention introduces a delay when flows start 
because nodes must synchronize. This overhead is more 
significant for shorter flows. This overhead was evaluated 
for maximum rate UDP flows with different flow lengths. In 
the first experiment the flow duration is chosen randomly 
between 20 and 30 ms (curve 2100), while for the second 
experiment it is between 0.5 and 1 second (curve 2102). In 
both the experiments, each node starts a flow with a ran 
domly selected node, discards all packets at the end of the 
designated sending window, pauses for a second at the end 
of the flow, and then starts another flow with a new randomly 
selected node. The decision to discard enqueued packets at 
the end of the flow duration is designed to model a time 
sensitive application. This process continues for 30 seconds. 
These experiments were run for both the invention and IEEE 
802.11a, and the number of nodes varied from 2 to 16. 

FIG. 21 illustrates the ratio of the average throughput over 
the invention to the average throughput over IEEE 802.11a. 
Curve 2100 is for the IEEE 802.11a protocol and curve 2102 
is for the protocol of the invention. For small numbers of 
sufficiently short-lived flows, IEEE 802.11a offers superior 
performance; short flows do indeed suffer from a more 
pronounced synchronization overhead. However, as soon as 
there are more than 4 simultaneous flows in the network, the 
ability of the invention to spread transmissions across mul 
tiple channels leads to a higher total throughput than IEEE 
802.11a in both the short and long flow scenarios. 
The behavior of TCP over the invention is now analyzed. 

The invention allows a node to stay synchronized to multiple 
nodes over different slots. This might cause significant jitter 
in packet delivery times, which could adversely affect TCP. 
To evaluate this concern quantitatively, an experiment was 
run where the number of nodes in the network was varied 
from 2 to 9. Such that all nodes are in communication range 
of one another. An infinite-size file transfer over FTP is 
started from each node to a randomly selected other node. 
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This choice to use non-disjoint flows is designed to stress the 
invention implementation by requiring nodes to be synchro 
nized as either senders or receivers with multiple other 
nodes. In FIG. 22, the resulting cumulative steady-state TCP 
throughput over all the flows in the network is presented. 
Curve 2200 is result of the 802.11a protocol and curve 2202 
is the result of the protocol of the invention. 

FIG. 22 shows that the TCP throughput for a small 
number of flows is lower for the invention than the through 
put over IEEE 802.11a. However, as the number of flows 
increases, the invention does achieve a higher system 
throughput. Although TCP over the invention does provide 
higher aggregate throughput than over IEEE 802.11a, the 
performance improvement is not nearly as good as for UDP 
flows. This shows that jitter due to the invention does have 
an impact on the performance of TCP. 
The performance of the invention when combined with 

multi-hop flows and mobile nodes will now be analyzed. 
IEEE 802.11 is known to encounter significant performance 
problems in a multi-hop network. For example, if all nodes 
are on the same channel, the RTS/CTS mechanism allows at 
most one hop in an A-B-C-D chain to be active at any given 
time. The invention reduces the throughput drop due to this 
behavior by allowing nodes to communicate on different 
channels. To examine this, both the invention and IEEE 
802.11a in a multi-hop chain network are evaluated. The 
number of nodes is varied from 2 to 18 and the nodes are all 
in communication range. A single flow that encounters every 
node in the network in initiated. Note that while more than 
4 nodes transmitting within interference range of each other 
would be unlikely to arise from multi-hop routing of a single 
flow, it could easily arise in a general distributed application. 
FIG. 23 shows the maximum throughput as the number of 
nodes in the chain is varied. Curve 2300 is the result for the 
802.11a protocol and curve 2302 is the result for the protocol 
of the invention. It can be seen that there is not much 
difference between the invention and IEEE 802.11a for 
flows with few hops. As the number of hops increases, the 
invention performs much better than IEEE 802.11a since it 
distributes the communication on each hop across all the 
available channels. 

The performance of the invention in a large Scale multi 
hop network without mobility will now be analyzed. One 
hundred nodes are placed uniformly in a 200x200 meter 
area, and each node is set to transmit with a power of 21 
dBm. The Dynamic Source Routing (DSR) protocol is used 
to discover the source route between different source-desti 
nation pairs. These source routes are then input to a static 
variant of DSR that does not perform discovery or maintain 
routes. The number of maximum rate UDP flows is varied 
from 10 to 50. Source-destination pairs are generated by 
choosing randomly and rejecting pairs that are within a 
single hop of each other. The per-flow throughput is illus 
trated in FIG. 24. Curve 2400 is for the 802.11a protocol and 
curve 2402 is for the protocol of the invention. Increasing 
the number of flows leads to greater contention, and the 
average throughput of both the invention and IEEE 802.11a 
drops. For every considered number of flows, the invention 
provides significantly higher throughput than IEEE 802.11a. 
For 50 flows, the inefficiencies of sharing a single channel 
are sufficiently pronounced that the invention yields more 
than a factor of 15 capacity improvement. 

Previous work on multi-channel MACs has often over 
looked the effect of channel Switching on routing protocols. 
Most of the proposed protocols for MANETs (Mobile Ad 
hoc NETworks) rely heavily on broadcasts (e.g., DSR and 
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AODV Ad-hoc On Demand Distance Vector). However, 
neighbors using a multi-channel MAC could be on different 
channels, which could cause broadcasts to reach signifi 
cantly fewer neighbors than in a single-channel MAC. The 
invention addresses this concern using a broadcast retrans 
mission strategy as previously discussed. 
The behavior of DSR over the invention was analyzed in 

a setup with 100 nodes uniformly placed in a 200 mx200 m 
area. The transmission is reduced with the power of each 
node to 16 dBm to force routes to increase in length (and 
hence to stress DSR over the invention). Ten source-desti 
nation pairs are selected at random and DSR is used to 
discover routes between them. In FIG. 25, the performance 
of DSR over the invention is compared when varying the 
invention broadcast transmission count parameter (the num 
ber of consecutive slots in which each broadcast packet is 
sent once). 

FIG. 25 shows that the performance of DSR over the 
invention improves with an increase in the broadcast trans 
mission count. Curve 2500 is the route discovery time and 
curve 2502 is the average route length. The DSR Route 
Request packets see more neighbors when the invention 
broadcasts them over a greater number of slots. This 
increases the likelihood of discovering shorter routes, and 
the speed with which routes are discovered. However, there 
seems to be little additional benefit to increasing the broad 
cast parameter to a value greater than six. The slight bumpi 
ness in the curves is attributed to the stochastic nature of 
DSR, and its reliance on broadcasts. 

In comparing the invention to IEEE 802.11a, it can be 
seen that the invention discovers routes that are comparable 
in length. However, the average route discovery time for the 
invention is much higher than for IEEE 802.11 a. Because 
each slot is 10 ms in length, broadcasts are only retransmit 
ted once every 10 ms, and this leads to a significantly longer 
time to discover a route to a given destination node. It is 
believed that this latency is a fundamental difficulty in using 
a reactive protocol such as DSR with the invention. 
The impact of mobility in a network using DSR over 

IEEE 802.11a and the invention will now be analyzed. One 
hundred nodes are placed randomly in a square and select 10 
flows. Each node transmits packets at 21 dBm. Node move 
ment is determined using the Random Waypoint model. In 
this model, each node has a predefined minimum and 
maximum speed. Nodes select a random point in the simu 
lation area and move towards it with a speed chosen ran 
domly from the interval. After reaching its destination, a 
node rests for a period chosen from a uniform distribution 
between 0 and 10 seconds. It then chooses a new destination 
and repeats the procedure. The minimum speed was fixed at 
0.01 m/s and the maximum speed varied from 0.2 to 1.0 m/s. 
The results are not significantly different at higher speeds. 
Two different areas were used for the nodes; a 200 mx200 
m area and a 300mx300 m area. The smaller area is referred 
to as the dense network, and the larger area as the sparse 
network. The average path is 0.5 hops longer in the sparse 
network. The invention broadcast transmission count param 
eter was set to six. 

It can be seen in FIG. 26 that in a dense network, the 
invention yields much greater throughput than IEEE 802.11a 
even when there is mobility. Curve 2600 is throughput using 
802.11a, curve 2602 is the number of hops using 802.11a, 
curve 2604 is throughput using the invention, and curve 
2606 is the number of hops using the invention. Although 
DSR discovers shorter routes over IEEE 802.11a, the ability 
of the invention to distribute traffic on a greater number of 
channels leads to much higher overall throughput. FIG. 27 
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evaluates the same benchmarks in a sparse network. Curve 
2700 is throughput using 802.11a, curve 2702 is the number 
of hops using 802.11a, curve 2704 is throughput using the 
invention, and curve 2706 is the number of hops using the 
invention. The results show that the per-flow throughput 
decreases in a sparse network for both the invention and 
IEEE 802.11a. The reason for this is that the route lengths 
are greater and it takes more time to repair routes. However, 
the same qualitative comparison continues to hold: the 
invention causes DSR to discover longer routes, but still 
leads to an overall capacity improvement. 
DSR discovers longer routes over the invention than over 

IEEE 802.11a because broadcast packets sent over the 
invention may not reach a node's entire neighbor set. 
Furthermore, some optimizations of DSR, such as promis 
cuous mode operation of nodes, are not as effective in a 
multi-channel MAC such as the invention. Thus, although 
the throughput of mobile nodes using DSR over the inven 
tion is much better than their throughput over IEEE 802.11a, 
a routing protocol that takes the channel Switching behavior 
of the invention into account will likely lead to even better 
performance. 

From the foregoing, it can be seen that a new protocol that 
extends the benefits of channelization to ad-hoc networks 
has been presented. This protocol is compatible with the 
IEEE 802.11 standard and is suitable for a multi-hop envi 
ronment. The invention achieves these gains using an 
approach called optimistic synchronization. The technique 
allows control traffic to be distributed across all channels, 
thereby avoiding control channel saturation. This approach 
should to be useful in additional settings beyond channel 
hopping. The invention yields significant capacity improve 
ment in a variety of single-hop and multi-hop wireless 
scenarios. 

In view of the many possible embodiments to which the 
principles of this invention may be applied, it should be 
recognized that the embodiment described herein with 
respect to the drawing figures is meant to be illustrative only 
and should not be taken as limiting the scope of invention. 
For example, those of skill in the art will recognize that the 
elements of the illustrated embodiment shown in software 
may be implemented in hardware and vice versa or that the 
illustrated embodiment can be modified in arrangement and 
detail without departing from the spirit of the invention. 
Therefore, the invention as described herein contemplates 
all Such embodiments as may come within the scope of the 
following claims and equivalents thereof. 
We claim: 
1. A method to transmit and receive packets in a node 

switching between a plurality of slots in a wireless network 
having a plurality of channels without requiring multiple 
radios, the method comprising the steps of 

determining a channel hopping schedule Such that the 
channel hopping schedule overlaps with at least one 
other node for which the node has a packet to send, the 
channel hopping schedule having a schedule for each 
slot; 

broadcasting the channel hopping schedule; 
Switching the node to a channel specified for a current slot 
of the plurality of slots; 

switching the node from the channel in the current slot to 
a channel specified for a next slot in the channel 
hopping schedule: 

repeating the step of Switching the node from the channel 
in the current slot to a channel specified for a next slot 
in the channel hopping schedule until the channel 
hopping schedule for each slot has been completed; 
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incrementing each of the channels in the channel hopping 

Schedule; and 
if the node is switched to a channel in which the at least 

one other node is presently active, sending the packet 
to the at least one other node. 

2. The method of claim 1 wherein the step of incrementing 
each of the channels in the channel hopping schedule 
comprises the step of incrementing each of the channels in 
the channel hopping schedule using addition modulo of a 
prime integer. 

3. The method of claim 1 further comprising the step of 
delaying the step of Switching the node from the channel in 
the current slot to a channel specified for a next slot in the 
channel hopping schedule if the node is one of transmitting 
and receiving a packet. 

4. The method of claim 1 wherein the channel hopping 
schedule for each slot comprises a (channel, seed) pair. 

5. The method of claim 4 wherein the step of incrementing 
each of the channels in the channel hopping schedule 
comprises the step of incrementing each of the channels in 
each slot using the seed according to the equation 

x -(x+seed)mod primenumber 

where X is the current channel of the slot, X, is the 
new channel of the slot, and primenumber is a prede 
termined prime number. 

6. The method of claim 5 wherein the predetermined 
prime number is the number of channels in the plurality of 
channels if the number of channels is a prime number. 

7. The method of claim 5 wherein the predetermined 
prime number is a prime number higher than the number of 
channels in the plurality of channels if the number of 
channels is not a prime number. 

8. The method of claim 7 further comprising the step of 
mapping down using a modulus to the actual number of 
channels in the plurality of channels. 

9. The method of claim 1 further comprising the step of 
Switching to a parity slot. 

10. The method of claim 1 further comprising the step of 
changing a portion of the channel hopping schedule if the 
node does not have an overlap with a recipient node for 
which the node has packets to send. 

11. The method of claim 10 wherein the step of changing 
a portion of the channel hopping schedule if the node does 
not have an overlap with the recipient node comprises the 
steps of 

determining if there is a non-receiving slot; and 
if there is at least one non-receiving slot, changing a 

(channel, seed) pair of the at least one non-receiving 
slot to overlap with the nodes for which the node has 
packets to send Such that there is overlap. 

12. The method of claim 11 wherein the step of deter 
mining if there is a non-receiving slot comprises the steps of 

maintaining a count of packets received for each slot 
duration for the number of packets received during the 
previous time a channel was active; 

if any slot has not received more than a predetermined 
number of packets, identifying that slot as a non 
receiving slot. 

13. The method of claim 1 further comprising the step of 
de-synchronizing a slot if a number of other nodes synchro 
nized to the same (channel, seed) pair of the slot is more than 
twice as many nodes as the node communicated with in the 
previous occurrence of the slot. 

14. The method of claim 13 wherein the step of desyn 
chronizing comprises the step of selecting a new (channel, 
seed) pair for the slot. 
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15. The method of claim 1 wherein the step of broadcast 
ing the channel hopping schedule comprises the step of 
broadcasting the channel hopping schedule in an IEEE 
802.11 long control frame header format. 

16. The method of claim 15 wherein the step of broad 
casting the channel hopping schedule in an IEEE 802.11 
long control frame header format comprises the step of using 
unused bytes to embed (channel, seed) pairs and an offset. 

17. The method of claim 1 further comprising the step of 
attempting to transmit packets to the at least one other node 
at the beginning of a slot in a round-robin manner among all 
flows. 

18. The method of claim 17 further comprising the step of 
reducing priority of a flow to a particular node if packet 
transmission to the particular node fails. 

19. The method of claim 18 wherein the step of reducing 
priority of the flow to the particular node comprises the step 
of reducing priority of the flow until a period of time equal 
to one half of a slot duration has passed. 

20. The method of claim 18 further comprising the step of 
dropping an entire flow of packets to the at least one other 
node if attempts to transmit a packet to the at least one other 
node have failed for an entire cycle through the channel 
hopping schedule. 

21. A tangible computer-readable medium having stored 
thereon computer-executable instructions for performing a 
method to transmit and receive packets in a node Switching 
between a plurality of slots in a wireless network having a 
plurality of channels without requiring multiple radios, the 
method comprising the steps of 

determining a channel hopping schedule Such that the 
channel hopping schedule overlaps with at least one 
other node for which the node has a packet to send, the 
channel hopping schedule having a schedule for each 
slot; 

broadcasting the channel hopping schedule; 
Switching the node to a channel specified for a current slot 
of the plurality of slots; 

switching the node from the channel in the current slot to 
a channel specified for a next slot in the channel 
hopping schedule: 

repeating the step of Switching the node from the channel 
in the current slot to a channel specified for a next slot 
in the channel hopping schedule until the channel 
hopping schedule for each slot has been completed; 

incrementing each of the channels in the channel hopping 
Schedule; and 

if the node is switched to a channel in which the at least 
one other node is presently active, sending the packet 
to the at least one other node. 

22. The tangible computer-readable medium of claim 21 
having further computer executable instructions for per 
forming the steps comprising delaying the step of Switching 
the node from the channel in the previous slot to a channel 
specified for a next slot in the channel hopping schedule if 
the node is one of transmitting and receiving a packet. 

23. The tangible computer-readable medium of claim 21 
wherein the channel hopping schedule for each slot com 
prises a (channel, seed) pair. 

24. The tangible computer-readable medium of claim 23 
wherein the step of incrementing each of the channels in the 
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channel hopping schedule comprises the step of increment 
ing each of the channels in each slot using the seed accord 
ing to the equation 

X-(x+seed)mod primenumber 

e is the 
new channel of the slot, and primenumber is a prede 
termined prime number. 

25. The tangible computer-readable medium of claim 24 
wherein the predetermined prime number is the number of 
channels in the plurality of channels if the number of 
channels is a prime number. 

26. The tangible computer-readable medium of claim 24 
wherein the predetermined prime number is a prime number 
higher than the number of channels in the plurality of 
channels if the number of channels is not a prime number, 
the at least one computer-readable medium having further 
computer executable instructions for performing the step 
comprising mapping down using a modulus to the actual 
number of channels in the plurality of channels. 

27. The tangible computer-readable medium of claim 21 
further comprising the step of Switching to a parity slot. 

28. The tangible computer-readable medium of claim 21 
further comprising the step of changing a portion of the 
channel hopping schedule if the node does not have an 
overlap with a recipient node for which the node has packets 
to send. 

29. The tangible computer-readable medium of claim 28 
wherein the step of changing a portion of the channel 
hopping schedule if the node does not have an overlap with 
the recipient node comprises the steps of 

determining if there is a non-receiving slot; and 
if there is at least one non-receiving slot, changing a 

(channel, seed) pair of the at least one non-receiving 
slot to overlap with the nodes for which the node has 
packets to send Such that there is overlap. 

30. The tangible computer-readable medium of claim 29 
wherein the step of determining if there is a non-receiving 
slot comprises the steps of: 

maintaining a count of packets received for each slot 
duration for the number of packets received during the 
previous time a channel was active; 

if any slot has not received more than a predetermined 
number of packets, identifying that slot as a non 
receiving slot. 

31. The tangible computer-readable medium of claim 21 
further comprising the step of de-synchronizing a slot if a 
number of other nodes synchronized to the same (channel, 
seed) pair of the slot is more than twice as many nodes as the 
node communicated with in the previous occurrence of the 
slot. 

32. The tangible computer-readable medium of claim 31 
wherein the step of desynchronizing comprises the step of 
selecting a new (channel, seed) pair for the slot. 

33. The tangible computer-readable medium of claim 21 
wherein the step of broadcasting the channel hopping sched 
ule comprises the step of broadcasting the channel hopping 
schedule in an IEEE 802.11 long control frame header 
format. 

34. The tangible computer-readable medium of claim 26 
having further computer executable instructions for per 
forming the step comprising attempting to transmit packets 
to the at least one other node at the beginning of a slot in a 
round robin manner among all flows. 

35. The tangible computer-readable medium of claim 34 
having further computer executable instructions for per 

where X is the current channel of the slot, X 
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forming the step comprising reducing priority of a flow to a 
particular node if packet transmission to the particular node 
fails. 

36. The tangible computer-readable medium of claim 35 
wherein the step of reducing priority of the flow to the 
particular node comprises the step of reducing priority of the 
flow until a period of time equal to one half of a slot duration 
has passed. 

34 
37. The tangible computer-readable medium of claim 35 

having further computer executable instructions for per 
forming the step comprising dropping an entire flow of 
packets to the at least one other node if attempts to transmit 
a packet to the at least one other node have failed for an 
entire cycle through the channel hopping schedule. 
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