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DYNAMIC MEDIA SERVING INFRASTRUCTURE

BACKGROUND

[0001] The present invention relates to display and modification of streaming and

downloading media content, and more specifically, to serving dynamically created and

modified streaming and downloaded media content.

[0002] Methods are known for streaming and downloading media content, for example,

across the Internet from a server to a client in response to a client request for media content.

Existing technology uses a traditional static file serving interface, in which a complete file is

served to a client. These technologies serve either entire files or client-requested byte ranges

of files. The file is usually stored or cached on the server for playback. Typically, if a user

wants to view media content in this manner, a specialized client must be downloaded for

playing the media content, and specialized protocols, file formats, and video encodings are

used.

SUMMARY

[0003] The present invention provides various embodiments of methods and systems

for serving media content. The system provides for dynamic generation of media content

from a corpus of indexed data source files. The system and method use simple, existing,

open protocols, such as HTTP, and standards compliant video encodings, such as MPEG-4

and h.263. The system and method allow for dynamic generation of media content at the

point that the content is served to the client. The system allows for time-based requests from

clients for portions of files. The media files served are playable by standard media playback

clients.

[0004] The method includes receiving a request for media content from a client, the

request including an abstract list of media source files and an edit list. The server opens one

or more source media files, parses these files, and selects frames or other portions to transmit

based on the edit list, and sequentially writes those portions to an output file for serving to the

client. The method allows for dynamic modification of the content after the time it is

requested and before serving, thereby allowing for modification such as audio and video

splicing and editing, real time ad insertion, encryption, changing the rate of served content

(e.g., speeding up or slowing down).

[0005] The description in the specification is not all inclusive and, in particular, many

additional features will be apparent to one of ordinary skill in the art in view of the drawings,



specification, and claims. Moreover, it should be noted that the language used in the

specification has been principally selected for readability and instructional purposes, and may

not have been selected to delineate or circumscribe the inventive subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006] FIG. 1 is a block diagram illustrating a client server architecture according to

one embodiment of the present invention.

[0007] FIG. 2 is a block diagram illustrating the server in greater detail according to

one embodiment of the present invention.

[0008] FIG. 3 is a flowchart illustrating a method for serving media content according

to one embodiment of the present invention.

[0009] FIGS. 4A-4C illustrate possible uniform resource locators according to various

embodiments of the present invention.

[0010] FIG. 5A is an illustration of a file format according to one embodiment of the

present invention.

[0011] FIG. 5B is an illustration of a sample AVI file according to one embodiment of

the present invention.

[0012] FIG. 6 shows an example of a use case for the method described herein

according to one embodiment.

[0013] One skilled in the art will readily recognize from the following discussion that

alternative embodiments of the structures and methods illustrated herein maybe employed

without departing from the principles of the invention described herein.

DETAILED DESCRIPTION OF THE EMBODIMENTS

[0014] Described herein is a method and system for serving media. Media content, as

used herein, refers to any type of video and audio content formats, including movie files, i.e.,

files including both pictures and sound, as well as audio-only formats, and may include any

form of audio, video, metadata, or combination thereof. A common example is a video

article including two interlaced streams, one video stream and one audio stream. However,

the techniques described herein can be used with any number of file portions or streams, and

may include metadata.

[0015] One embodiment of a method takes place in the context of a standard client

server architecture. FIG. 1 is a block diagram illustrating a client server architecture suitable

for supporting this method. Such as system comprises a client 105 and a server 110,

communicatively coupled, e.g., by a network 115. The client 105 can be any type of client

computing device, for example, a device executing a browser application or other application



adapted to communicate over Internet related protocols (e.g., TCP/IP and HTTP) and/or

display a user interface. According to one embodiment, the user interface of the client 105

allows a user to view, edit, and select media content portions and arrange them to form the

basis for an edit list as descried herein. The client 105 is of conventional design according to

one embodiment, and includes a processor, an addressable memory, and other conventional

features (not illustrated) such as a display, local memory, input/output ports, and a network

interface. In other embodiments one or more of the components of the client 105 may be

located remotely and accessed via a network, e.g., 115. The network interface and a network

communication protocol provide access to a network 115 and other computers, such as server

110 or third party computers, along with access to the Internet, via a TCP/IP type connection,

or to other network embodiments, such as a LAN, a WAN, a MAN, a wired or wireless

network, a private network, a virtual private network, via other networks, or other systems

allowing for data communication between two or more computing systems. In various

embodiments the client 105 may be implemented on a computer running a Microsoft

operating system, Mac OS, various flavors of Linux, UNIX, Palm OS, and/or other operating

systems. While only a single client 105 is shown, the system can support a large number of

concurrent sessions with many clients 105.

[0016] In one implementation, the system operates on high performance server class

computers 110. The details of the hardware aspects of servers 110 are well known to those of

skill in the art and are not further described herein. The server 110 is depicted in FIG. 1 as a

single computer system, however, the system may be implemented as a network of computer

processors and associated storage devices. Examples of server devices 110 are servers,

mainframe computers, networked computers, a processor-based device, and similar types of

systems and devices. The server 110 and its associated storage devices need not be

physically co-located, and there need not be any predefined mapping between storage devices

and server computers. The server processor can be any of a number of well known computer

processors, such as processors from Intel Corporation of Santa Clara, California and

Motorola Corporation of Schaumburg, Illinois. In one embodiment, the server 110 has

sufficient processing power and bandwidth to perform modifications of content prior to

serving as described herein. The network 115 may comprise the Internet alone or in

combination with other networks, wired and wireless, such as an intranet, a local area

network, a wide area network, or a broadcast network according to various embodiments.

[0017] FIG. 2 is a block diagram illustrating the server 110 in greater detail. In one

embodiment, the server 110 includes server software 120, source file data storage 125, a



content index 130, and a key data storage 135 according to one embodiment. In other

embodiments, the source file data storage 125, content index 130, and key data storage 135

are separate from, but accessible by, the server 110, and/or form a single data store. The

server software 120 is comprised of a number of executable code portions and data files.

These include code for enabling the methods described herein. In some embodiments, the

server software 120 can be implemented as a stand-alone application outside of the server

110. The server software 120 is responsible for orchestrating the processes performed

according to the methods of the present invention. The server software 120 includes a read

module 140, a write module 145, and a buffer module 150 according to one embodiment of

the present invention. The read module 140 enables the read thread functionality according

to one embodiment, and is one means for so doing. The read module 140 controls, according

to one embodiment, the source media file access, processing, header formation, content

reading, content modification, footer construction, and writing to the output as described

herein. The write module 145 enables the write thread functionality according to one

embodiment, and is one means for so doing. The write module 145 enables the server 110 to

control the writing of data from the output (network transmit buffer) to the network 115

according to one embodiment. The buffer module 150 enables the system to prepare data for

writing to the network by placing it in a network transfer buffer according to one

embodiment, and is one means for so doing. The buffer module 150 controls the functioning

of the network transfer buffer. The above software portions 140-150 need not be discrete

software modules. The software configuration shown is meant only by way of example;

other configurations are contemplated by and within the scope of the present invention.

These aspects of the present invention allow the server 110 to serve media content directly

from stored content, without the need to duplicate content for serving. In addition, the media

files served are playable by standard media playback clients.

[0018] Stored media content can be previously received from a client 105 as a result of

being uploaded by a user. In another embodiment, the media content is from one or more

other sources, for example television content. Once the media content is received at the

server 110, the media file is transcoded into a serving format. In this example, transcoding

into the serving file format includes processing the media file, identifying the indexable

portions within the media file, enumerating and assigning each frame a timestamp, parsing

the media file headers and footers, and computing format-specific chunk boundary points.

The media content is stored in a source file data storage 125, and data about the media

content is stored out-of-band from the media content in a content index 130, which can be



queried using a content identifier. A content identifier is a numerical identifier that uniquely

identifies a single piece of stored media content and data about the media content, e.g., a 64-

bit hash value computed from attributes of the stored media content, or a random number

assigned to this content at the time it is created. The content identifier is used to

anonymously reference media content instead of using file names, e.g., to provide greater

privacy and security.

[0019J The source file data storage 125 may be a relational database or any other type

of database that stores the media content data according to one embodiment. Media content

on the server may be received from various sources in various (e.g., compressed or

uncompressed) forms. A media article can be stored in various ways and formats. For

example, a media article can be stored as a file or other data in a database or other storage

medium. A media article can comprise, for example, video content stored in any format,

such as Moving Picture Experts Group (MPEG-2, MPEG-4), Windows Media 9 (Windows

Media High Definition Video), Video for Windows (AVI), QuickTime, Indeo, etc., as well as

in any resolution (e.g., HD or SD), or signal format (e.g., National Television Standards

Committee (NTSC), Phase Alternating Line (PAL), System Electronique pour Couleur avec

Memorie (SECAM)), or any other suitable video content of any format and standard

whatsoever. The media articles may be suitable for broadcast and/or made available on a

network (such as the Internet), a personal computer, or other computing or storage means,

and may include other data associated with the video content such as program guide

information, metadata, and closed captioning text. The embodiments described herein are

described generally in relation to video content, and thus are referred to as video articles, but

embodiments may operate on any suitable type of content, including audio-only content.

[0020] An example file format according to one embodiment is shown in FIG. 5A. The

file format includes an optional file header followed by file contents 502 and an optional file

footer. The file contents 502 comprise a sequence of zero or more chunks 504, and each

chunk is a sequence of "frames" 506 (or groups, as described herein). Each frame 506

includes an optional frame header followed by frame contents 508 and an optional frame

footer. A frame 506 (or group) can be of any type, either audio, video, or metadata according

to one embodiment. In other embodiments, this model may be used for other file types, for

example, Adobe Post Script™, PDF, mp3, or other custom file types. A frame or group 506

includes one or more streams of content. A stream refers to a set of frames identified by the

containing file format. For example, a file may contain zero or more video streams, and zero



or more audio streams. Each frame 506 has an identifier that marks it as being part of at least

one stream. Some formats implicitly define streams based on frame format types.

[0021] Each frame 506 may be a keyframe according to one embodiment, as defined by

the video encoding format and encoding parameters used. The media file must include one or

more keyframes, and chunks may contain zero or more keyframes. Key frames are used to

allow segments of media content from which playback can begin. However, many audio

formats do not have this limitation, and can be cut on individual audio frame boundaries. For

each frame 506, a timestamp can be computed according to one embodiment. A timestamp

need not necessarily correspond to a physical time, and should be thought of as an arbitrary

monotonically increasing value that is assigned to each frame of each stream in the file. If a

timestamp is not directly available, the timestamp can be synthesized through interpolation

according to the parameters of the video file. Each frame 506 is composed of data, typically

compressed audio, compressed video, text meta data, binary meta data, or of any other

arbitrary type of compressed or uncompressed data.

[0022] In one embodiment, an AVI file is used to store the media article. FIG. 5B

shows sample AVI file contents according to one embodiment. In this example, the AVI file

includes a header 505 including basic information about the segment, e.g., width, height,

video format, audio format, number of video frames, number of audio frames, length of video

frame, etc. The-bulk of the file lists byte content information 510. In addition, the file ends

with a footer 515 including information about byte offsets, etc. In this example every frame

is a key frame.

[0023] The content index 130 may be a relational database or any other type of

database that stores the indexed data corresponding to the source file media according to one

embodiment. The content index 130 is a file-format specific data structure according to one

embodiment, which includes relevant information from the source media file header and

footers, as well as overall file information. The content index 130 may be structured as a set

of sorted lists. The content index 130 stores the media segmented into chunks, which are

portions of files. Similar to the file structure depicted in FIG. 5A, each chunk has its own file

name for internal data access, and includes a set of frames and/or groups. Each chunk may

be associated with a row in the content index 130. In one embodiment, each row has a

maximum size of 64k bytes, and is identified by a row identifier, which is a hash of the

content identifier and an identifier for the video encoding format and resolution. In this

example, the row identifier includes multiple columns to specify the content index 130 data

as discussed herein. In another embodiment, all data for all chunks of a media file is stored in



a single database row, using one or more columns. According to one embodiment, for each

chunk, a chunk index stores a chunk identifier number, chunk byte offset (from the start of

the file), chunk length in bytes, chunk start timestamp, chunk end timestamp, and for each

stream in the chunk, a stream frame number, stream frame count, stream starting timestamp,

and stream ending timestamp. This aspect of the present invention allows a given media file

to be separated into a number of individual chunks, which can then be stored separately or

together, so as to optimize read and write performance. Further separation of chunks into

frames, groups, or other file portions allows the various file operations (transcoding,

resolution, etc.) to be performed on the frame or group level, allowing the system to make

changes at this level of granularity.

[0024] The content index 130 maps from content identifier and time to file name, byte

offset, and (video, audio) frame number and/or group number. The mapping is created when

media content is received by the server. In one embodiment, the mapping maps a specific

time index point in both the video and audio feeds to a specific byte in the source file. Byte

offsets are relative to the start of an audio or video frame according to one embodiment, and

the content index 130 itself is stored in a format that is file-agnostic with the specific file

format and codec stored as metadata in the index 130. Thus, the content index 130 provides

an indication of the relative location of a time index point in the original file, and exactly

what content (e.g., audio and video) is stored at that byte.

[0025] Time to byte mappings exist for every video key frame in one embodiment. In

other embodiments, time to byte mappings exist for every audio frame and video frame in the

video article, for every N frames in the video article, or for every N video key frames,

without limitation as to size (number of items in the mapping) of the information. According

to yet another embodiment, the mapping from time to offset maps to the nearest group. Most

compressed video formats have the notion of a group of pictures ("GOP," "group"), which

can be thought of an atomic (and indivisible) set of video frames. This set of video frames

cannot be cut at any point without decoding and re-encoding the video. Therefore, in one

embodiment, the media content is addressed at the group level rather than the frame level.

Typically, audio formats do not have this limitation, and can be cut on individual audio frame

boundaries. Each frame or group is sorted by time, and includes a start time, audio and/or

video frame number, and byte offset. In other words, for any given time point (or range of

time) in a media file, the content index 130 can be used to determine the specific chunk(s)

that are associated with that time, and the specific frames thereof, and thereby retrieve them

as needed.



[0026] Therefore, the content index 130 includes, according to one embodiment, a

content identifier, the number of file portions or streams and stream types within the media

file, the file content offset in bytes, the file footer offset in bytes, stream-specific information

(e.g., frame rate, format, width, height, duration, etc.), file-format specific flags, and a file

format identifier. In this example, the indexed data is available as a result of the above-

referenced transcoding. In addition, other information from the received video file (e.g.,

width, height, audio and video frame rate, audio and video duration, file format, audio and

video codec, etc.) may also be stored in the content index 130. Media content is stored in

source file(s) in a plurality of separately indexed portions. "Portions," as used herein refer to

any segments or fragments of a file, and includes frames, chunks, groups, segments, or other

portions defined herein.

[0027] The key data storage 135 may be a relational database or any other type of

database that stores the data corresponding to keys for encrypting data within a URL. The

key data storage 135 may be accessible by the server software 120 through a user interface.

[0028] The server software 120, the source file data storage 125, content index 130, and

key data storage 135 may be stored and operated on a single computer or on separate

computer systems communicating with each other through a network.

[0029] The server 110 in one embodiment stores media content, e.g., uploaded by one

or more clients 105. In other embodiments, media content, e.g., the video articles described

herein, may be stored external to the server, e.g., on a remotely located system.

[0030] One skilled in the art will recognize that the system architecture illustrated in

FIGS. 1 and 2 is merely exemplary, and that the invention may be practiced and implemented

using many other architectures and environments.

[0031] Referring again to FIG. 2, In one embodiment, the present invention operates in

the context of an information retrieval system for processing queries for video content. FIG.

3 is a flowchart illustrating a method for serving media content according to one embodiment

of the present invention. The method begins when a request from a client 105 is received 310

for media content stored on a server 110. The request is received at a network interface to the

server 110. The request to the server 110 includes the content identifier for the content that

the user desires to play back, the resolution at which to play the media content, and a time

range, specified as the starting time (in milliseconds, or another time unit, into the content)

and length (in milliseconds or other units). The content identifier is a numerical identifier that

uniquely identifies a single piece of stored media content and data about the media content,

e.g., a 64-bit hash value computed from attributes of the stored media content, or a random



number assigned to this content at the time it is created. The content identifier is used to

anonymously reference media content instead of using file names, e.g., to provide greater

privacy and security. This aspect of the present invention is advantageous because it allows

for time-based requests from clients, rather than traditional byte-based requests.

[0032] The request also includes an edit list. An edit list, as used herein, refers to a list

of dynamic or static instructions for serving and editing stored media content. Edit list

instructions can be added by either the client 105, the server 110, or both. For example, given

an edit list received from the client 105, the server 110 can pre-pend, append, or insert

additional instructions into the client-requested content, or can modify the length, rate,

number of streams, file wrapper format of the content. The edit list instructions can range

from the very simple serving of an entire source file, to more complicated modifications,

including serving a portion of a source file, serving more than one portion of one or more

source files, changing the rate at which a source file or portion is served (speeding up or

slowing down), adapting the rate at which a source file or portion is served to the client

capabilities, encrypting a file or portion, adding or removing streams from the file or portion,

interleaving streams from different files or portions, adding a data stream to a file or portion,

transforming a file wrapper format, transforming from a proprietary file format to a

standards-compliant format, inserting metadata into the file or portion, and various other

modifications according to one embodiment. Other possible modifications include changing

stereo audio into monophonic audio, changing color video into black and white video,

reducing the resolution of a video stream, reducing the resolution of a still image stream,

performing various visual algorithms on video or still images streams (sharpening, blurring,

distorting, crossfade, etc.), and performing various audio algorithms (changing sample rate,

pitch shifting, rate adjusting, echo, flange, etc.) according to various embodiments. Examples

of ways to accomplish these modifications are included in the following description.

[0033] A request may be for content from a single media source file, an altered (e.g.,

truncated) version of the media content, or a combination of pieces from different media

source files. For a request that includes more than one portion of one or more files, the

request includes more than one time range, and the server 110 queries the content index to

find the chunks that lie nearest to the requested timestamps according to one embodiment.

[0034] The request is a hyper text transfer protocol (HTTP) request (or similar transport

protocol), and takes the form of a uniform resource locator (TJRL) 400, as shown in FIG. 4A.

The URL 400 is in the typical format, including a protocol 405, a host (and port, if

applicable) 410, and a resource path and/ or query string 415. In addition, an edit list 420, in



the form of instructions for performing operations on one or more files, is included. FIG. 4A

shows a simple example, in which a time range is the only parameter. In some embodiments,

part of the URL 400 is encrypted as descried herein. FIG. 4B shows an example of an

encrypted URL 425. In embodiments in which the URL is encrypted, the client cannot

modify the encrypted portion, but can add modifications on to the URL, for example, to

speed up the rate or to request a smaller subset of the media content. FIG. 4C shows an

example of an encrypted URL with additional edit list instructions 430 appended. In this

example, an instruction has been added to speed up the rate for the content (to 1.5 times

normal speed) and to select the time range 10 to 5000. The modification permitted by the

client 105 does not alter the encrypted portion according to one embodiment. For example, if

the file size is 1000, the request for 10 to 5000 may automatically be adjusted by the server to

the available time range.

[0035] Once a request is received 310, at least one source media file corresponding to

the media content requested is opened 320. To do this, the request is passed to a read thread,

which does asynchronous lookups to the content index 130 using the content identifier,

computes starting byte offsets and frame lengths from the specified time range, and then

opens 320 the source media file. In one embodiment, if more than one portion will be

combined or more than one stream interleaved, the server 110 sorts the content items in the

order in which they will be transmitted prior to reading the content index for all content items

associated with all portions. In addition, the server 110 stores the relevant header and footer

information, such as video resolution and frame rate, byte range of the portion of the file that

is being composed, and other file format specific information. If a data stream is being

added, the server 110 also reads content index information for a data stream, which includes a

list of time-stamped data objects to be inserted in the stream. The time-stamped data objects

can be arbitrary binary data, text data, or any other format.

[0036] In addition, a new file header is created from the information stored in the

content index 130 according to one embodiment, which is written to the output. In one

embodiment, the server 110 looks at the content index 130, reads the header information, and

constructs a segment media header representing the requested time range. The server 110

computes the number of audio and video frames that will be transmitted during this request.

If more than one portion is being used, the server 110 computes the total number as the sum

of frames from all content items that will be transmitted. If the content is being sped up or

slowed down, the number of frames that will be transmitted will be different from the number

of frames in the source media file(s). The server 110 also appends data specifying the



original byte range and (video and audio) frame numbers according to one embodiment. If

the data is being encrypted, the header may contain encryption keys, user identifying marks,

or other information that allows the client to decrypt the encrypted data that follows. If the

file wrapper is being transformed, the server 110 composes a valid file header, according to

the "new" wrapper format (e.g., the format into which the wrapper is being transformed). If

the wrapper transformation is from a proprietary format to a standards-compliant format, e.g.,

the original wrapper format is a format that is not standards compliant, and the new wrapper

format is a standards compliant one.

[0037] Once the file is opened 320, some or all of the file contents are read.

[0038J To reconstruct a media file in the same file format as the original source, the

byte offsets of the first and last video and audio frames (or groups) of interest, as well as the

number of video and audio frames in the segment, as well as any other metadata that may be

useful to clients, are located. In addition, a new header (and footer, if applicable for the

format) are created and spliced together to construct the output file.

[0039] A separately indexed portion of the media content is then selected 330 for

transmitting based upon an instruction in the edit list. In one embodiment, the selecting 330

is part of a loop of reading from the source media file(s), and writing that data to the output.

Once selected 330, the server 110 finds the byte range in the original media source file and

reads that region. In one embodiment, the output is a network transmit buffer. The network

transmit buffer stores data ready for output to the network, for serving to the client according

to one embodiment.

[0040] Optionally, the server 110 next modifies 340 the portion. Various modifications

are possible; each modification is listed as an instruction in the edit list. Each modification

step may or may not be length preserving, and thus the frames and other portions may be of

any length after each step of the modification process. One possible data modification is data

encryption. The contents of each frame or portion are encrypted with a per-request generated

key. To accomplish this, the server 110 looks at each frame of this content, applies a

standard encryption algorithm to some or all of these frames, and modifies the frames in a

way that clearly delineates them as being encrypted before writing the encrypted data to the

output. The keys are stored, e.g., in key data storage 135, such that they can be retrieved later

for decryption purposes. The use of encryption allows for insertion of additional data, e.g.,

ad targeting information. Another possible data modification is a rate change to a rate

different from the original encoding rate. For example, a user can request a "fast forward"

stream or portion that sends a file that will play back faster than the original content. To



accomplish fast forward, in one embodiment frames are selected to be "dropped" from the

source file, while the remaining frames are written to the output as normal, or with their

tirriestamps adjusted accordingly. For example, for each video frame, the frame is either

discarded or written to the output. The requested speedup factor and the specifics of the

video encoding determine how many frames need to be discarded, and which frames may be

discarded. The server 110 also needs to construct a valid audio stream that matches the rate

of the video stream. The audio stream is constructed, e.g., by using a precomputed "silence"

audio track in place of the original audio, doing more sophisticated audio processing to adjust

audio rate to match the new video rate, or discarding a fraction of the original audio frames.

[0041] Another example is a "slow motion" stream or portion that will send data to be

played back at a lower rate than the original source. To accomplish slow motion, frames are

selected for duplication, or "padding" frames are added to automatically duplicate frames.

For example, for each video frame, the frame is either transmitted intact, or a format-specific

marker is placed in the file to duplicate the previously transmitted frame. The requested slow

down factor and the specifics of the video encoding format determine how many frames need

to be duplicated, and which frames may be duplicated, as well as the bytes that should be sent

to mark duplicate frames. As with speeding up the content, the server 110 also needs to

construct a valid audio stream that matches the rate of the video stream, e.g., as described

above. Another possible rate change modification is an adaptive bit rate. To accomplish this

modification, the server 110 determines whether the client 105 is able to receive the video at

a rate sufficient to be decoded in real time. For example, the rate at which the client reads

from the output is monitored throughout the request. If the rate at which the client is reading

is less than the encoded rate of the video, the server 110 may replace the original encoded

video frame with a significantly smaller, dynamically created frame that tells the video

decoder in the client to duplicate the previous frame onscreen. In another embodiment, the

server 110 applies an algorithm to modify the original encoded video frame to create a new

frame of a smaller size. This algorithm may include a full or partial decode of the original

video frame, as well as a full or partial re-encode of the video frame. This process reduces

the overall transmitted audio and video rate.

[0042] Another possible data modification is selection of data streams or other file

portions from within a file. For a data file that includes multiple streams of content, the

server 110 can dynamically choose not to send some of the streams. For example, a data file

may contain one video stream and 3 audio streams. At the time the file is sent, one of the

three audio streams is chosen for sending with the video stream. For example, the server 110



reads correct byte range from the first file, and writes this to the output, and then repeats this

process for subsequent files until each content item has been read and written to the output.

Yet another possible data modification is stream interleaving or data interleaving. The server

110 interleaves data from one or more files together to create a new, dynamic piece of

content. For example, the server could choose to overlay an audio stream from one file with

video stream from another file. In this example, the server 110 reads chunks simultaneously

from each file, then takes each video and audio stream pair, and applies a file format specific

stream marker to each matched pair of audio and video. It then sorts all of the frames by their

representative timestamps, and writes this data to the output. If the number of audio and

video frames is different between the streams, then the server 110 may pad the video with

empty video frames, black video frames, or some other file format specific construct. A

similar padding operation may be used for audio streams. This process ensures that the total

duration of video and audio content is identical in each stream. Another example of data

interleaving is mixing a text or metadata stream, e.g., closed captioning or promotional data,

with an existing audio and/or video stream. To add a data stream, the index information for

the data stream, e.g., the byte range, is gathered and transformed into a format suitable for

inclusion in the resultant media file. The video frames and data stream frames are then sorted

by their internal timestamps, and each frame is subsequently written to the output. This

process results in an effective interleaving of the data and video streams, and the data stream

will be synchronized correctly with the video and audio streams. In one embodiment, the

added data is metadata dynamically computed by the server. The metadata may be data that

is not useful to the user, and is consumed by the playback client.

[0043] Another possible data modification is data wrapper transformation. Different

computers and operating systems support different file wrapper and frame wrapper formats.

For each source file, the frame header and footer specific to the original format are discarded,

and generate new headers and footers that are specific to a desired file format. For each

frame contained in this data, the server 110 parses the data according to the original wrapper

format, extracts the compressed video or audio data, and then encodes this data using the

"new" wrapper format, and writes this byte range to the output. Yet another possible data

modification is calculated data insertion, wherein data is generated on the fly and inserted

into the served file according to one embodiment. For example, a new "stream" is created

and specified in the file header, and this stream is transmitted by the server. In this example,

the new stream includes data transmission statistics, popularity statistics, or other computed

metadata according to various embodiments.



[0044] In addition, for each frame, various types of audio and/or video processing may

be applied, e.g., using one or more processing algorithms. The algorithm(s) may operate

directly on the encoded video to create the desired video effect. Or the server 110 may do a

partial or full decode of each video frame, apply an arbitrary video transformation on the

partially or fully decoded video and then do a partial or full encode to produce the resultant

frame. Each audio frame may be processed in a similar manner. Video processing and

enhancement algorithms are well known, and include such things as color to black and white

transformation, sharpening, blurring, arbitrary distortions, resolution reduction, and blending

effects between one or more video streams. Audio processing steps include such things as

sample rate changes, pitch shifting, bitrate adjustments, echo, flange, crossfade, converting to

monaural, and dynamic range compression.

[0045] In some embodiments, a per-frame transformation is applied to make the file

appear consistent. The timestamp of the output video article is updated so that the first frame

is timestamp 0 and increases over time according to some embodiments. Although the time

durations of video and audio frames are often unequal, because separate video and audio time

offsets are stored in the content index 130, there is as little offset as possible between video

and audio frames. Thus, no re-muxing of video and audio frames is required (but is possible,

if desired). According to one embodiment, the server 110 also has the ability to dynamically

modify data by chaining together multiple modifications for the same piece media content.

[0046] Once any modifications 340 are made to the portion, the portion is written 350

to the output. Then, optionally it is determined 360 whether more instructions apply for the

requested media. If the edit list includes additional instructions, steps 320-350 repeat

according to the next instruction in the edit list.

[0047] In one embodiment, the server 110 next constructs a footer that includes an

index of relevant information from the original media source file and writes the footer to the

output. In one embodiment, a region of the source file footer is read, modified, and placed in

the network transmit buffer. If greater than one file portion is to be included in the served

content, a region of the first source media file footer is read first, then subsequent files in

series. If the data wrapper is bring transformed, the server 110 parses the footer according to

the original wrapper format, and modifies the footer to be consistent with the new wrapper

format. As with the header, if the transformation is from a proprietary format to a standards-

compliant format, the original wrapper format is a format that is not standards compliant, and

the new wrapper format is a standards-compliant one.



[0048] Up to this point, the steps at the server 110 have been performed by a single read

thread according to one embodiment. A separate thread, a write thread, controls the writing

of data from the output (network transmit buffer) to the network 115 for serving to the client.

The write thread determines whether there is data in the network transfer buffer. If there is,

the data is written to the network. If there is not data in the network transfer buffer, or the

buffer is nearly empty, the write thread asks for more data, i.e., from the above process by the

read thread.

Use Case

[0049] FIG. 6 shows an example of a use case for the method described herein

according to one embodiment. In this example, streams from different file portions are

interleaved. As a preliminary step, a user uploads one or more pieces of media content

("shots") to a server, e.g., via a user interface. Li this example, the user uploads media

content including shots 1-4. The media content is transcoded on the server into the serving

format. Then, using a user interface, the user selects, edits, and arranges the content into the

format desired for viewing. In this example, the user wants to create a new piece of media

content that includes a portion of the video from the content associated with shots 1-3, i.e.,

the portion shown as shots 1-3, with a portion of the audio associated with shot 4, i.e., the

portion shown as shot 4. The user interface software converts the instructions into an edit list

as part of a request from the client for the edited content, which is sent to the server. After

the steps detailed below, the client will receive from the server a single piece of content

edited per the request.

[0050] The server receives the request from the client, in the form of a URL as

described in conjunction with FIGS. 4A-C, which includes the content identifier for each

piece of content that the user desires to play back, in this example shots 1-4, and the

resolution at which to play the content. The request also includes a time range for each shot,

specified as the starting time (e.g., in seconds into the content) and length (e.g., in seconds).

For example, for shot 1, the starting time is 10 seconds (begin=10) and the length is 8

seconds (len=8). The request also includes an edit list that refers to a list of instructions for

interleaving the four streams from shots 1-4, such that the new piece of content includes the

video of each of shots 1-3 and the audio of shot 4.

[0051] As discussed in conjunction with FIG. 3, the source media file corresponding to

the media content requested, in this example, corresponding to each of shots 1-4, is opened.

To accomplish this step, the request is passed to a read thread, which does asynchronous

lookups to the content index using the content identifiers, computes starting byte offsets and



frame lengths from the specified time ranges, and opening each file. The read thread also

creates a new header for the new content.

[0052] Following the instructions in the edit list sequentially, a next frame of the media

content is selected for transmitting. In this example, the server interleaves data from four

files together to create a new, dynamic piece of content. Specifically, the server selects an

audio stream from one file (shot 4) to interleave with the video streams from three other files

(shots 1-3).

[0053] In this example, the audio frame of shot 4 with timestamp "41" is selected 605

for transmitting and is written to the network transfer buffer, as illustrated in FIG. 6. Next,

the video frame of shot 1 with timestamp " 11" is selected 610 and written to the output

buffer. The read thread continues to select the next frame in sequence until completing the

last instruction in the edit list. The frames are renumbered such that the timestamps

associated with the newly created piece of content increase monotonically from the new

starting time. The frames of the new shot may include any of the various modifications

described herein as compared with the frames from the original shots, as indicated by the fact

that the audio and video frames respectively are designated A' and V rather than A and V.

The read buffer then constructs the new footer. The new header, content, and footer are

spliced together to construct the new output file for serving to the client. When the write

thread detects that there is data in the buffer, the data is transmitted to the network for serving

to the client.

[0054] Thus, the present invention provides for dynamic generation of media content

by a server on-the-fly from a corpus of indexed data source files. The system and method use

simple, existing, open protocols, such as HTTP, and standards compliant video encodings,

such as MPEG-4 and h.263. The media files served are playable by standard media playback

clients. The method uses an edit list received as part of a request for media content from a

client. The server selects portions of the source media file(s) to transmit, and dynamically

modifies the content before serving.

[0055] The present invention has been described in particular detail with respect to one

possible embodiment. Those of skill in the art will appreciate that the invention may be

practiced in other embodiments. First, the particular naming of the components,

capitalization of terms, the attributes, data structures, or any other programming or structural

aspect is not mandatory or significant, and the mechanisms that implement the invention or

its features may have different names, formats, or protocols. Further, the system may be

implemented via a combination of hardware and software, as described, or entirely in



hardware elements. Also, the particular division of functionality between the various system

components described herein is merely exemplary, and not mandatory; functions performed

by a single system component may instead be performed by multiple components, and

functions performed by multiple components may instead performed by a single component.

[0056] Some portions of above description present the features of the present invention

in terms of algorithms and symbolic representations of operations on information. These

algorithmic descriptions and representations are the means used by those skilled in the data

processing arts to most effectively convey the substance of their work to others skilled in the

art. These operations, while described functionally or logically, are understood to be

implemented by computer programs. Furthermore, it has also proven convenient at times, to

refer to these arrangements of operations as modules or by functional names, without loss of

generality.

[0057] Unless specifically stated otherwise as apparent from the above discussion, it is

appreciated that throughout the description, discussions utilizing terms such as "determining"

or "displaying" or the like, refer to the action and processes of a computer system, or similar

electronic computing device, that manipulates and transforms data represented as physical

(electronic) quantities within the computer system memories or registers or other such

information storage, transmission or display devices.

[0058] Certain aspects of the present invention include process steps and instructions

described herein in the form of an algorithm. It should be noted that the process steps and

instructions of the present invention could be embodied in software, firmware or hardware,

and when embodied in software, could be downloaded to reside on and be operated from

different platforms used by real time network operating systems.

[0059] The present invention also relates to an apparatus for performing the operations

herein. This apparatus may be specially constructed for the required purposes, or it may

comprise a general-purpose computer selectively activated or reconfigured by a computer

program stored on a computer readable medium that can be accessed by the computer. Such

a computer program may be stored in a computer readable storage medium, such as, but is

not limited to, any type of disk including floppy disks, optical disks, CD-ROMs, magnetic-

optical disks, read-only memories (ROMs), random access memories (RAMs), EPROMs,

EEPROMs, magnetic or optical cards, application specific integrated circuits (ASICs), or any

type of media suitable for storing electronic instructions, and each coupled to a computer

system bus. Furthermore, the computers referred to in the specification may include a single



processor or may be architectures employing multiple processor designs for increased

computing capability.

[0060] The algorithms and operations presented herein are not inherently related to any

particular computer or other apparatus. Various general-purpose systems may also be used

with programs in accordance with the teachings herein, or it may prove convenient to

construct more specialized apparatus to perform the required method steps. The required

structure for a variety of these systems will be apparent to those of skill in the art, along with

equivalent variations. In addition, the present invention is not described with reference to any

particular programming language. It is appreciated that a variety of programming languages

may be used to implement the teachings of the present invention as described herein, and any

references to specific languages are provided for invention of enablement and best mode of

the present invention.

[0061] The present invention is well suited to a wide variety of computer network

systems over numerous topologies. Within this field, the configuration and management of

large networks comprise storage devices and computers that are communicatively coupled to

dissimilar computers and storage devices over a network, such as the Internet.

[0062] Finally, it should be noted that the language used in the specification has been

principally selected for readability and instructional purposes, and may not have been

selected to delineate or circumscribe the inventive subject matter. Accordingly, the disclosure

of the present invention is intended to be illustrative, but not limiting, of the scope of the

invention, which is set forth in the following claims.

IS



What is claimed is:

1. A method for serving media content, comprising:

receiving at a server a request for media content specifying an edit list;

opening at least one source file associated with the media content, the at least one

source file stored in a plurality of separately indexed portions;

selecting one of the plurality of separately indexed portions from the at least one

source file to transmit based on an instruction within the edit list;

writing the one of the plurality of separately indexed portions to an output; and

serving the media content comprising the one of the plurality of separately indexed

portions to the client.

2. The method of claim 1, wherein the request further comprises a time range

corresponding to the media content.

3. The method of claim 1, wherein the request comprises a URL.

4. The method of claim 1, further comprising:

receiving one or more media files from the client; and

transcoding the one or more media files into a file serving format and storing the one

or more media files as the at least one source file.

5. The method of claim 4, wherein transcoding further comprises:

indexing data corresponding to the one or more media files; and

storing the indexed data out-of-band from the at least one source file.

6. The method of claim 1, wherein the edit list comprises instructions for modifying the

media content, the instructions added by the client.

7. The method of claim 1, wherein the edit list comprises instructions for modifying the

media content, the instructions added by the server.

8. The method of claim 1, wherein the edit list comprises instructions for modifying the

media content, the instructions added by the client and the server.



9. The method of claim 1, further comprising modifying the separately indexed portion

before writing the separately indexed portion to output.

10. The method of claim 9, wherein the modifying comprises an alteration of the

separately indexed portion selected from the group consisting of a length modification, a rate

modification, a stream quantity modification, and a file wrapper format modification

11. The method of claim 1, wherein if the edit list comprises a subsequent instruction,

selecting another separately indexed portion and writing the another separately indexed

portion to the output.

12. The method of claim 1, further comprising generating a header and a footer for the

media content.

13. The method of claim 1, further comprising:

determining whether the output has data to be sent to the client;

if the output has greater than a threshold amount of data, writing the data to the

network; and

if the output has less than a threshold amount of data, requesting additional data from

a separate thread.

14. A computer program product for serving media content, the computer program

product comprising:

a computer-readable medium; and

computer program code, coded on the medium, for:

receiving at a server a request for media content specifying an edit list;

opening at least one source file associated with the media content, the at least

one source file stored in a plurality of separately indexed portions;

selecting one of the plurality of separately indexed portions from the at least

one source file to transmit based on an instruction within the edit list;

writing the one of the plurality of separately indexed portions to an output; and

serving the media content comprising the one of the plurality of separately

indexed portions to the client.



15. The computer program.product of claim 20, wherein the request comprises a time

range corresponding to the media content.

16. The computer program product of claim 20, further comprising computer program

code, coded on the medium, for:

receiving one or more media files from the client; and

transcoding the one or more media files into a file serving format and storing the one or more

media files as the at least one source file.

17. The computer program product of claim 20, further comprising computer program

code, coded on the medium, for modifying the separately indexed portion before writing the

separately indexed portion to output.

18. The computer program product of claim 20, further comprising computer program

code, coded on the medium, for:

determining whether the output has data to be sent to the client;

if the output has greater than a threshold amount of data, writing the data to the

network; and

if the output has less than a threshold amount of data, requesting additional data.

19. A server for serving media content, comprising:

a network interface for receiving a request for media content specifying an edit list;

and

a read thread for:

opening at least one source file associated with the media content;

selecting a separately indexed portion of the media content from the at least

one source file to transmit based on an instruction within the edit list;

writing the separately indexed portion to an output; and

if the edit list comprises a subsequent instruction, selecting another separately

indexed portion and writing the another separately indexed portion to

the output.

20. The server of claim 25, further comprising:



a write thread for:

determining whether the output has data to be sent to the client;

if the output has greater than a threshold amount of data, writing the data to

the network; and

if the output has less than a threshold amount of data, requesting additional

data.

21. The server of claim 25, wherein the request comprises a time range corresponding to

the media content.
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